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      Chapter 1. Setting Up Your AI PM Playground

      
      A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 3rd chapter of the final book. Please note that the GitHub repo will be made active later on.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at arufino@oreilly.com.



      
        “I’m a tool builder. That’s how I think of myself. I want to build really good tools that I know in my gut and my heart will be valuable. And then, whatever happens, is… you can’t really predict exactly what will happen, but you can feel the direction that we’re going. And that’s about as close as you can get. Then you just stand back and get out of the way, and these things take on a life of their own” 

        Steve Jobs

      

      If you could build a working AI application prototype in under an hour, would you still wait three sprints for your engineering team to prototype your idea? 

      This is the central question facing every Product Manager (PM) in the age of generative AI. The old workflow was defined by friction: a critical payment flow bug meant filing a P1 ticket, scheduling a grooming session, explaining the issue across JIRA, and waiting weeks for a fix to be scoped, prioritized, and deployed.

      One time, I discovered just such a critical bug. Instead of filing a ticket, I took a screenshot, dropped it into Cursor, and asked: “Where in the codebase does this happen? Can you generate a fix?” Twenty minutes later, Cursor had located the bug and generated a fix that my engineering team deployed that afternoon. The first time I did this, it quite literally changed my life by opening me up to the possibilities of what was possible with this technology.

      Six months ago, that workflow was impossible. Today, it’s widely being adopted daily by technical and “non-technical” PMs alike.

      The tools enabling this shift - coding agents like Cursor, Claude Code, OpenAI Codex and Factory - give PMs unprecedented power to validate ideas, debug issues, and speak the language of modern AI development. When natural language becomes your programming language, the barrier between idea and implementation disappears. 

      This chapter teaches you to harness these tools to become a more effective PM who can build, test, and iterate without waiting for engineering resources. The goal of this chapter is to reframe treating these coding agents as less of an “execution machine” and more of a technical brainstorming partner.

      
        The New Development Stack for Product Managers

        The bar for technical product management is shifting.

        Traditional software development follows a predictable pattern: product defines requirements, engineering estimates effort, design creates mockups, engineering builds, quality assurance (QA) tests, and eventually—weeks or months later—users experience the result. This waterfall persists even in Agile teams, hidden beneath two-week sprint cycles and daily standups.

        AI-assisted development breaks this pattern entirely. Nowadays, with many teams I speak to, the PM is expected to be able to communicate with engineers, designers, and stakeholders across the work much more technically.

        The toolchain enabling this shift centers on three capabilities: (1) natural language programming, (2) contextual understanding, and (3) iterative refinement. Modern AI development environments (AI IDE) understand intent. Instead of memorizing for loop syntax to write a SQL query, you can prompt, “iterate through each user and find the ones who haven’t logged in this month”.

        But what does this mean in practice? It means the basic development environment itself has evolved. Let’s examine how the new generation of AI development tools differs fundamentally from the traditional integrated development environments (IDEs) of the past (Figure 1-1).

        
          
          Figure 1-1. An end-to-end development workflow from spec to documentation

        

        
          Understanding Modern AI Development Tools

          Traditional IDEs are text editors with syntax highlighting and debugging capabilities. They’re powerful but passive - they check whether your syntax is correct, not whether your logic makes sense. AI-powered development environments like Cursor operate differently. They maintain a semantic understanding of your entire codebase. Using AI powered IDEs feels closer to “heads up display” for reviewing and navigating code enhanced by an AI system, more than the traditional “editor” experience (Figure 1-2).

          
            
            Figure 1-2. The coding agent landscape as of December 2024

          

          Here’s an example: when you ask an AI IDE “where does user authentication happen?”, the AI system understands the concept and identifies relevant code even if it uses different terminology like “login flow” or “session management.”

          This semantic understanding extends beyond reading code. These tools can:

          
            	
              Generate entire features from natural language descriptions

            

            	
              Refactor code to follow best practices automatically

            

            	
              Debug issues from screenshot descriptions alone

            

            	
              Write tests that actually catch edge cases

            

            	
              Document code in ways humans will actually read

            

          

          For PMs, this means you no longer need to deeply understand syntax to understand systems. You need to understand intent, architecture, and user needs and express these ideas clearly to a system that understands your codebase - exactly the skills you already have.

          While many powerful AI IDEs exist, we will focus on Cursor as the backbone of our AI PM playground. 

        

        
          Cursor: Your AI Technical Partner

          Cursor reached $100 million in annual1 recurring revenue faster than ChatGPT, becoming the fastest-growing developer tool in history (Figure 1-3). But thinking of it as just a “developer tool” limits its potential. Cursor functions as an AI technical partner that happens to write code2. The unlock here is really to think about Cursor and any coding agent you use as a technical partner (or tech lead) that never gets annoyed answering your questions.

          
            
            Figure 1-3. 
              Cursor’s growth to $100m ARR compared to other software products
            

          

          To get started here, download Cursor from cursor.sh (select default settings). When you open Cursor, you see four main components that mirror how you already think about products (Figure 1-4):

          
            
            Figure 1-4. The main components of Cursor 

          

          
            	
              The Directory Structure (left panel) shows your project’s files and folders—your project’s filing cabinet with everything organized and accessible. Unlike traditional file explorers, Cursor’s directory understands relationships between files. It knows that payment_handler.py relates to checkout_flow.js even though they live in different folders.

            

            	
              The Editor (center panel) displays and edits code. Beyond color-coding syntax, Cursor’s editor understands intent. Type “add user authentication,” and it generates the entire authentication flow, including password hashing, session management, and email verification.

            

            	
              The Terminal (bottom panel) executes commands—where code becomes reality. When errors occur, Cursor’s terminal explains what went wrong in plain English and often fixes issues automatically.

            

            	
              The Chat Interface (right panel) connects everything. Ask it questions like “Why is the checkout flow slow?” and get answers referencing specific functions, database queries, and architectural decisions. You’re having a conversation with someone who knows every line of your codebase.

            

          

          Together, these components create an environment where PMs build, debug, and iterate on real applications using natural language.

        

        
          Setting Up Your Environment to Get the Most out of Cursor

          Let’s go a level deeper into how you can get even more out of your coding agent with the correct instructions and context. First, we need to get our Cursor environment set up. Here’s how to set up Cursor:

          
            	
              Learn three shortcuts:

          
            	
              Cmd+T (Mac) or Ctrl+T (Windows): Opens terminal

            

            	
              Cmd+L (Mac) or Ctrl+L (Windows): Opens agent panel

            

            	
              Cmd+K (Mac) or Ctrl+K (Windows): Generates terminal commands with AI

            

          

          

            	
              Select your model: (recommended): We’ll be spending a lot of time in Cursor Agent - the first thing you should do is turn off “auto” and select the best model you can. This changes monthly - at the time of writing this, the current model stack depends heavily on the task but rotates between the latest OpenAI, Gemini (Google) or Anthropic Claude Model (gemini-3 → claude-4.5-opus —> gpt-5.2). Use the model with the symbol. The brain means it is a reasoning model (Figure 1-5).

              
                
                Figure 1-5. Selecting a more capable model from Cursor’s options (pick one with a brain icon)

              

            

          

          If Cursor is blocked by your workplace, sanctioned alternatives include Claude Code CLI, Cline (open source), or Replit.

          That’s it. You’re ready to build! With your environment installed, the next step is mastering the new interface. 

        

      

      
        Programming with Natural Language

        The first interaction with the AI sets the tone for everything that follows. After switching to “Ask” mode (a safe space where the AI reads but doesn’t write code), I have PMs type a simple question: “What’s in this codebase? Explain it like I’m a PM, not an engineer.”

        The shift from syntax to intent represents the most fundamental change in software development since high-level programming languages replaced assembly code. Natural language programming changes how you think about problems. Whereas traditional programming requires decomposing problems into discrete, sequential steps, natural language programming allows us to describe outcomes and delegates decomposition to AI.

        For instance, building user authentication traditionally requires seven steps:

        
          	
            Setting up database tables for users

          

          	
            Implementing password hashing algorithms

          

          	
            Creating session management logic

          

          	
            Building login/logout endpoints

          

          	
            Adding password reset functionality

          

          	
            Implementing email verification

          

          	
            Handling edge cases and errors

          

        

        With natural language programming, you write: “Create a secure user authentication system with email verification and password reset.” The AI generates all seven components, including security best practices you might not know to request. At least, on the surface (more on this later).

        
          The Art of Prompt Engineering for Development

          Effective development prompts share three characteristics:

          
            	
              Specificity without prescription: Focus on requirements while letting the AI handle implementation. Say, “create an accessible button that follows iOS design guidelines,” not “create a button that’s 44 pixels tall with 16px padding”.

            

            	
              Context awareness: Include context about your domain. “Add user authentication” is different for a banking app versus a social media platform. Include context like, “add user authentication appropriate for a financial application handling sensitive data”.

            

            	
              Iterative refinement: Start broad, then narrow. Begin with “create a user dashboard,” examine the output, then refine: “add real-time updates to the metrics section” or “make the navigation responsive for mobile devices.”

            

          

          Table 1-1 details a real example from building the AI trip planner.

          
            Table 1-1. Prompting examples to improve output
            
              
                	Vague prompt
                	Specific prompt
                	Context-rich prompt
              

            
            
              
                	
                  “Make the background blue” 

                  Result: AI changes every blue-ish element on the page, breaking the design

                
                	
                  “Change only the main content area background to a professional dark blue (#003366) while maintaining all other design elements” 

                  Result: Targeted change that preserves the interface

                
                	
                  “Update the main content area background to match our brand guidelines (dark blue #003366), ensuring proper contrast ratios for accessibility and maintaining visual hierarchy with other page elements” 

                  Result: Professional implementation considering accessibility and design system

                
              

            
          

        

        
          Understanding AI’s Inference Boundaries

          AI coding assistants excel at inference, but understanding their boundaries helps you provide the right level of detail.

          AI excels at inferring:

          
            	
              Common patterns (user authentication, CRUD operations, API integrations)

            

            	
              Security and performance best practices

            

            	
              Appropriate error handling for standard scenarios

            

            	
              Reasonable UI layouts from high-level descriptions

            

            	
              Database schemas from entity descriptions

            

          

          AI needs explicit guidance for:

          
            	
              Business logic specific to your domain

            

            	
              Custom design requirements unique to your brand

            

            	
              Integration details for proprietary systems

            

            	
              Performance requirements and constraints

            

            	
              Specific user flow preferences

            

          

          Asking AI to “create an e-commerce checkout flow” generates a functional implementation with cart management, payment processing, and order confirmation. But it won’t know your business requires age verification for certain products, offers a loyalty program with specific tier benefits, or needs to integrate with your custom inventory management system.

          The sweet spot: describe what makes your use case unique while letting AI handle common patterns.

          Understanding the AI’s boundaries allows you to prompt effectively. Now, we move from theory to implementation. 

        

      

      
        Going From Idea to Working Application with Cursor

        The traditional path from idea to prototype involves weeks of planning, design, and development. With AI-assisted development, that timeline compresses to hours. For instance, at Arize, a company that implements AI product methodologies in the form of Evals, we use “prototype-first discovery” by building working prototypes in an afternoon, putting them in front of users, and iterating based on real feedback3. Theoretical discussions become concrete experiences.

        Let me walk you through building your first AI application - an example I love to use is a trip planning assistant that showcases core concepts for any AI product.

        
          Step 1: Setting Up Your Development Environment

          Modern AI IDEs handle infrastructure invisibly. No installing databases, configuring servers, or managing dependencies.

          First, install Cursor and clone our starter repository. In Cursor, choose “Clone Repository” and enter:

          
            https://github.com/amank94/ai-trip-planner
          

          This repository contains a foundational trip planner agent. Starting with working code lets you focus on understanding and iteration rather than boilerplate.

          Once cloned, explore the interface. The file structure shows:

          trip-planner/
  ├── backend/
  │   ├── agents/
  │   ├── api/
  │   └── config/
  ├── frontend/
  │   ├── components/
  │   └── styles/
  └── README.md

          You don’t need to understand every file. The AI handles navigation.

        

        
          Step 2: Your First AI Conversation with Code

          Before writing code, understand what you’re working with. This is helpful for any new codebase you are working in. Open Cursor’s chat (click the chat icon or press Cmd+L/Ctrl+L). Select a reasoning model (such as in the step previously, i.e. Claude 4.5 Opus or GPT-4.5 from the model dropdown). Switch to “Ask” mode (shift + tab or simply select) and type (Figure 1-6):

          What's in this codebase? Explain it to me like I'm a PM, not an engineer.

          
            
            Figure 1-6. “Ask mode” in your AI IDE allows you ask questions without the agent generating code. Helpful for learning about a repo or codebase.

          

          The AI scans the entire codebase and provides a product-focused explanation:

          “This is an AI-powered trip planning application that helps users create personalized travel itineraries. From a product perspective:

          
            Core Features:
          

          
            	
              Takes user preferences (destination, duration, budget, interests)

            

            	
              Generates day-by-day itineraries using AI agents

            

            	
              Provides budget breakdowns and local recommendations

            

            	
              Exports plans to PDF or calendar formats

            

          

          
            How it works (simplified):
          

          
            	
              Frontend: Web interface where users input preferences

            

            	
              Backend: Python server that orchestrates AI agents

            

            	
              AI Agents: Specialized components—one researches destinations, another handles budgets, another plans activities

            

            	
              Database: Stores user sessions and generated plans

            

          

          Think of it like having multiple specialized travel agents working together, all coordinated to create a cohesive travel plan.”

          Notice how the AI translated technical concepts into product language. You’re using AI as a technical translator!

        

        
          Step 3: Creating Your Context File

          Before making changes, create a context file that helps the AI understand your project better. This is called a Context File (e.g. agents.md or claude.md in other tools).

          In the chat, type:

          Create agents.md for this repo.

          The AI generates a comprehensive context file that acts like a README specifically for AI agents. This ensures consistent decision-making across all AI interactions.The purpose of this context file will come into picture later in our journey.

        

        
          Step 4: Running Your Application

          After understanding the application, you’ll need to see it live. The AI can help here, too. Type:

          How do I run this application?

          The AI provides step-by-step instructions:

          
            	
              Set up API keys: Navigate to the backend folder (cd backend), open the .env file, and add your OpenAI or OpenRouter key.

              
                	
                  If you don’t have one yet, get an API key: Either OpenAI ($5/month typical hobby usage) or OpenRouter (you can sign up and get an API key with the free tier available)

                

              

            

            	
              Install dependencies: Run uv pip install -r requirements.txt (or use standard pip if uv isn’t installed)

            

            	
              Start the server: Run python main.py

            

            	
              View the app: Open http://localhost:8000 in your browser. You should watch as your customized business travel planner comes to life while Cursor nudges you along with what it needs to get the agent set up (Figure 1-7).

               
            
            Figure 1-7. The Trip Planner UI

          

            

          

         
        

        
          Step 6: The Power of Iterative Refinement

          After the changes are complete, you might notice the business focus is too narrow. For example:

          The changes look good, but make it more flexible:
1. Add a toggle for "Business Travel Mode" 
2. When business mode is ON, show business features
3. When OFF, show leisure travel options
4. Ensure both modes share core planning functionality

          In traditional development, this pivot requires significant refactoring. With AI assistance, it takes five minutes. The AI understands both the code changes and the product intent behind them.

          Here’s a fun prompt to try. Ask the agent how long it thinks it will take to complete one of the features you brainstorm with it. The agent will take a few seconds and likely respond with: 1 engineering sprint (or similar). That’s because it’s trained on human generated coding data, and has no idea how fast coding agents actually work.

        

        
          Step 7: Debugging Without Fear

          Something will inevitably break. Maybe the meeting integration doesn’t handle time zones correctly, or the business restaurant filter is too restrictive. AI assistance transforms debugging from a source of frustration into a learning experience.

          Take a screenshot of the broken interface and paste it into Cursor’s chat:

          This isn't working correctly [screenshot]. The business restaurant filter seems to exclude everything. Can you:
1. Show me where this filtering happens
2. Explain why it might be too restrictive
3. Suggest a fix that balances business appropriateness with variety

          The AI identifies the exact code location, explains the logic, and proposes solutions. You’re not just fixing bugs—you’re understanding system behavior.

          Once you’re comfortable with single-agent feature development, you can explore more complex systems. 

        

      

      
        Working with AI Agents to Build AI Agents

        Modern AI applications use multiple specialized agents working together. Our trip planner demonstrates this pattern:

        
          	Research Agent

          	
            Gathers destination information

          

          	Planning Agent

          	
            Creates day-by-day itineraries

          

          	Budget Agent

          	
            Manages costs and constraints

          

          	Local Expert Agent

          	
            Provides cultural insights

          

        

        Each agent has a specific role, collaborating to create cohesive output—similar to how product teams work with specialized roles contributing to a unified experience.

        To see this in action, ask Cursor (Figure 1-8):

        Show me how the different agents work together in this codebase. You can use ascii to visualize.

        
          
          Figure 1-8. Visualizing the multiagent system directly from the IDE using ascii

        

        The AI will trace the flow from user input through each agent’s processing to the final output, helping you understand complex AI architectures.

        
          From Playground to Production

          At the same time as Cursor acts as an incredible thought partner, AI cannot read your mind about business-specific requirements. It doesn’t know that your fintech application requires two-factor authentication for transactions over $1,000. It can’t infer that your e-commerce platform needs age verification for certain product categories. It won’t automatically understand that your B2B SaaS product uses a specific third-party service for payment processing or that your marketplace has unique commission structures for different vendor tiers.

          The boundary between product definition and implementation is dissolving. When you can build a working prototype in an hour, validate it with users that afternoon, and iterate based on feedback that evening, the entire product development cycle accelerates.

          But this power requires responsibility. The ease of creation can lead to feature creep, technical debt, and solutions in search of problems. 

        

        
          Key Takeaways

          
            	
              Natural language has become a legitimate programming language, not in the sense that it replaces traditional code, but in that it serves as an interface for directing code generation. The ability to describe what you want in plain English and receive working implementations changes the fundamental economics of software development.

            

            	
              Context is everything when working with AI systems. The quality of outputs depends not on your technical knowledge but on your ability to provide clear context about business requirements, user needs, and system constraints. Managing context effectively matters more than learning syntax - and this is a legitimate skill

            

            	
              Iteration beats perfection in the AI development paradigm. The ability to rapidly prototype, test with real users, and refine based on feedback is more valuable than perfect upfront planning. The cost of being wrong has dropped so dramatically that experimentation becomes the optimal strategy.

            

            	
              AI tools amplify core PM skills rather than replacing them. Understanding users, defining requirements, evaluating solutions, and making trade-offs remain essential. What changes is the speed at which you can validate assumptions and the depth of technical understanding you can achieve without formal engineering training.

            

          

          As we move forward to Chapter 4, we’ll explore how to evaluate what we build systematically. Building fast means nothing if we’re building the wrong things. The next chapter introduces evaluation frameworks that ensure our increased velocity translates into real user value rather than just impressive demos.

          As you move forward, remember that these tools evolve weekly. The specific interfaces and capabilities will change, but the fundamental principle remains: AI makes software creation accessible to anyone who understands problems worth solving. As a PM, you’re perfectly positioned to leverage this shift - to accomplish and ultimately succeed in your job.

        

        
          Exercises

          
            Exercise 1: The Five-Minute Feature

            Choose a simple feature for any product you use daily—“add dark mode” or “export to PDF.” Use Cursor to implement this feature in a sample application. Focus on user experience rather than technical perfection.

          

          
            Exercise 2: The Debug Detective

            Take a screenshot of any bug or UX issue in a product you use. Load any open-source alternative into Cursor and ask the AI to implement a fix for that type of issue. Notice how the AI reasons about the problem.

          

          
            Exercise 3: The Context Master

            Create a detailed agents.md file for a product you’re building. Include business requirements, technical constraints, and design principles. Test how this context changes the AI’s suggestions for new features.

          

          
            Exercise 4: The Vibe Coding Session

            Start with a simple prompt: “Build me a meeting summarizer agent.” Then iterate: “Add support for action items” → “Extract key decisions” → “Generate follow-up emails.” Experience how natural language iteration works.

          

        

        
          FAQ

          What’s the best way to debug errors with Cursor?

          
            	
              Highlight your entire console output with error messages

            

            	
              Paste it into a new Cursor chat (creating a new chat improves debugging likelihood)

            

            	
              Ask “why is this happening?” with the error context

            

            	
              For specific issues, paste the exact error line and ask targeted questions

            

          

              You can also enable agent mode to let Cursor make changes, though be careful with auto-executing everything - use the allowlist for safety.

        

      

    1 https://sacra.com/research/cursor-at-100m-arr/
2 As of the writing of this chapter, the quality of the code is fairly suspect - many teams say the quality is closer
3 https://www.linkedin.com/feed/update/urn:li:activity:7269701563600785410/





      Chapter 2. Rapid Prototyping and Iteration with AI

      
      A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 4th chapter of the final book. Please note that the GitHub repo will be made active later on.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at arufino@oreilly.com.



      
        “The best way to predict the future is to invent it.” 

        Alan Kay

      

      In traditional software development, the distance between an idea and a working product is measured in weeks or months. In the era of AI engineering, it is measured in minutes.

      
        Ironically, time estimates for coding agents are notoriously incorrect. This is because large language models (LLMs) are trained on data from humans. To get a feel for this, try this prompt out for yourself after asking a coding agent to scope a new feature: “How long do you think this will take?”. Most likely, the agent will respond in very human terms, by saying things like “this feature will take one or two engineering sprints to complete, which is around four weeks of work…”, even though when you ask the agent to implement the same feature, it will complete it in less than a few minutes! 

      

      This shift in velocity fundamentally changes the role of a PM. When the cost of building falls to near zero, the value of thinking increases. You no longer need to wait for engineering resources to test a hypothesis, because you can build the prototype yourself, validate it with real users, and discard it just as quickly if it fails. I call this the idea of “disposable prototypes” - more on this later.

      Let me give you an example: I once built twelve different prototypes for an onboarding experience in a single afternoon. None were production-ready; two were functional failures that yielded unexpected learning. But three were sufficient to share with my team by 4:00 PM to discuss. A few weeks later, engineering shipped a robust production version based on one of the initial prototypes. Had we followed the traditional “spec-then-build” cycle, we would have spent months building the wrong product and iterating based on hypothetical requirements versus real user feedback.

      This chapter explores the methodology of rapid prototyping with AI. We will examine how to move from concept to functional prototype in under an hour, how to distinguish between acceptable and dangerous technical debt, and the specific criteria for transitioning a prototype into a scalable production system. 

      
        The Philosophy of “Vibe Coding”

        Let’s hop in by first defining a term that seemed to pop up overnight - vibe coding (Figure 2-1).

        
          
          Figure 2-1. Searches for the term “vibe coding” exploded overnight (and remain high)

        

        The first recorded instance of the term vibe coding is from Feb 2, 2025 by Andrej Karpathy in a post (Figure 2-2)

        
          
          Figure 2-2. Vibe coding used in a sentence by Andrej Karpathy

        

        In the AI community, the term “vibe coding” has emerged to describe a specific approach to development where the builder focuses on behavior and intent rather than syntax.

        Traditional software engineering requires a bottom-up approach: you must define data structures, handle edge cases, and write syntactically perfect code before you can see a result. Vibe coding - or what we might formally call Outcome-Oriented Prototyping - is top-down. You describe the user flow and the desired business logic, and you leverage the AI to handle the implementation details.

        At Arize, they formalized this as “prototype-first discovery.” When a new feature is proposed, we avoid writing abstract specifications or getting too deep in discussion until we’ve actually validated the idea with a prototype. This shifts the conversation from theoretical discussions (“Will users want this?”) to concrete experiences (“Users are stumbling on this specific step.”).

        You can apply this approach to user interface (UI) features (you may already be familiar with prototyping tools such as Lovable, Bolt, or many others)1. You can also take this approach for backend (database schema) or agent prototypes. We’ll be exploring these ideas with one foundational premise: Code is now disposable.

        
          The Shift in Mindset: Code is Disposable

          Linus Lee (a prolific designer of AI interfaces), presents the idea of “disposability” in his essay “AI is the new plastic”. In it, he likens AI (and, if I were to extend this analogy, all of software) as “plastic” versus “silverware”. Meaning - in the same way that plastic is “efficient” and “adaptable” - so too is the software we create today. What used to take weeks, if not months, to prototype can be created in the span of minutes with the help of today’s coding agents.

          This approach requires a fundamental shift in how PMs view code. In this paradigm, code is not the final asset; it is a disposable tool for learning.

          
            	Traditional Dev

            	
              Code is a liability that must be maintained. It should be perfect.

            

            	AI Prototyping

            	
              Code is a mechanism to ask a question. Once the question is answered, the code can be discarded.

            

          

          Think of AI coding agents (like Cursor, Replit, or Windsurf) as enthusiastic junior engineers. They have access to powerful tools and can get a lot done, but they still require clear direction and supervision. They might not get it perfect the first time, and that’s okay. You have to check their work. They possess incredible speed and access to vast libraries, but they lack product judgment. Furthermore, the LLMs that power these agents are actually designed and rewarded to produce tokens, meaning they are incentivized to generate more code or text by the reward function they are programmed with.2

          Your role as a PM is often not to write the final working code in this case, but to steer the agent toward the correct user experience. Let’s explore this further using a case study by building off the agent we set up in the previous chapter.

        

      

      
        Case Study: Repurposing an Agent

        To illustrate the speed of this approach, let us revisit the Trip Planner agent from Chapter 3 (https://github.com/amank94/ai-trip-planner). We will demonstrate how the same underlying architecture can be repurposed for a completely different domain. Let’s use the agent from the previous chapter; you can either copy and paste one of the prompts below into Cursor agent mode and allow it to create a plan to repurpose the agent, or develop your own use case if you have an idea you want to work on.

        
          Simple Agent Ideas to Get You Started:

          
            	A “Meeting Summarizer” Agent

            	
              Give it a transcript, and it pulls out the key decisions and action items.

            

            	A “Personalized News” Agent

            	
              Tell it your interests, and it scours the web for the top 3 articles for you each morning.

            

            	A “Workout Planner” Agent

            	
              Tell it your fitness goals and available equipment, and it generates a weekly workout plan.

            

            	A “PRD Helper” Agent

            	
              Give it a rough idea, and it generates a structured Product Requirements Document (PRD) with user stories and success metrics.

            

          

          This repurposing is possible because most AI agents follow a universal pattern:

          
            	
              Unstructured Input (User request, raw text, file)

            

            	
              Reasoning Engine (LLM + Prompt + Context)

            

            	
              Structured Output (Code, JSON, Markdown, Database entry, Tool call, Command)

            

          

          Let’s pick a Meeting Summarizer for this case. We’re going to use this codebase as a starting point to understand how to build Agents more generally. Additionally, you can also try this approach with prototyping a feature request for your existing agent i.e., some improvements you can make to the trip planner:

          
            	
              “ Use real world data - what APIs would you need?”

            

            	
              “Ask for unstructured user input”

            

          

          
            Step 1: Architectural Analysis

            When you look at the Trip Planner code, you might see travel-specific logic. However, structurally, it is simply a pipeline that takes user preferences and outputs a schedule.

            For a meeting summarizer, the pipeline remains identical, but the data changes:

            
              	Input

              	
                Destination/Dates → Meeting Transcript

              

              	Transformation

              	
                Itinerary Generation → Insight Extraction

              

              	Output

              	
                Daily Plan → Action Items & Decisions

              

            

            Take a look at the UI and think about how you might want to modify the product.

          

          
            Step 2: Defining the Spec

            Before writing code, we will want to define the behavior. There are a couple of ways you can go about this. I invite you to try both and see the difference between the two.

            
              Option 1

              You can define a spec manually yourself. Think about the requirements that you would care about from a product management lens:

              
                	
                  Define who is the user of this product

                

                	
                  What’s the goal and the problem that you’re trying to solve

                

                	
                  What does the solution look like at a high level

                

                	
                  What are the critical components it should have, like engineering and technical requirements

                

              

              Note that this specification focuses entirely on the what, not the how.

            

            
              Option 2

              Now let’s try doing this with a prompt. Copy/paste those high-level headings from the previous paragraph and paste them into a coding agent, such as in Figure 2-3. 

              
                
                Figure 2-3. Planning out changes to the repo with Claude Code. You can do the same thing in Cursor as well

              

              Some of the coding agents even have a new mode called plan mode, which exists in cursor as well. You can either switch plan mode on using shift+tab in the agent window such as in Figure 2-4 or just simply prompt the agent):

              “I want you to create a plan following these high-level headings for a PRD:” (and copy the bullet points from above)

              
                
                Figure 2-4. Cursor plan mode

              

              The AI will generate a plan, which you will want to review, which you can see in Figure 2-5. This is your chance to spot problems before any code changes. Look for:

              
                	Missing requirements 

                	
                  Did it forget the export functionality?

                

                	Overcomplicated approaches 

                	
                  Is it adding unnecessary complexity?

                

                	Technical debt concerns

                	
                   Is it cutting corners that will cause problems?

                

              

              
                
                Figure 2-5. Example plan based on the initial prompt

              

              If the plan looks good, approve it and move on to the next step. If not, refine by cutting or adjusting scope, just like you would if you were working with an engineer or designer on your team: “This looks good but let’s simplify the export feature, just copy formatted text to clipboard.”

              
                Before implementation, you can ask the coding agent for an “Ascii prototype” which will help paint a picture of the frontend, or workflow, to give you an even lower fidelity but faster mockup you can review. See Figure 2-6 for an example output. We’re going to be using “Ascii mode” even more in future exercises.

                
                  
                  Figure 2-6. Example Ascii prototype which provides a helpful visual directly from the output of the agent

                

              

            

          

          
            Step 3: The AI Implementation

            Using an AI coding environment, we can instruct the agent to refactor the existing codebase. The prompt serves as the high-level engineering directive:

            "Using the trip planner as a starting point, refactor this into a meeting summarizer. 
<For the reader: apply any additional changes you would like to see here i.e. Replace the input form with a transcript text area, modify the backend prompt to extract Decisions, Action Items, and Open Questions instead of travel itineraries. Ensure the output is formatted as clean Markdown. Make sure these changes are reflected in the plan>.
Go ahead and Implement the plan we discussed."

            At this point, the AI will get started on the plan by generating the necessary code changes. This process typically takes minutes, whereas manual refactoring would take hours.

          

          
            Step 4: Iteration and Refinement

            The first version will likely be imperfect (see Figure 2-7). It might classify general chatter as “Decisions” or miss action items, miss the mark on UI or change a component we didn’t expect. This is where the “steering” comes in. Instead of debugging Python code, you debug the logic via prompts:

            
              	
                Issue: The agent lists “Let’s schedule a follow-up” as a generic task.

                
                  	
                    Correction: “Refine the prompt to only list action items if a specific owner is mentioned.”

                  

                

              

              	
                Issue: The summary is too long.

                
                  	
                    Correction: “Constrain the output to bullet points only. No prose paragraphs.”

                  

                

              

            

            As you are working with the coding agent, it can be helpful to have a framework for prompts you might use (Table 2-1).

            
              Table 2-1. Goals you may work on with your coding agent with example prompting patterns
              
                
                  	Goal
                  	Prompt Pattern
                  	Example
                

              
              
                
                  	
                    Learn

                  
                  	
                    “What is/How does...”

                  
                  	
                    “How does this API work?”

                  
                

                
                  	
                    Plan

                  
                  	
                    “Make a plan to...”

                  
                  	
                    “Make a plan to add auth.”

                  
                

                
                  	
                    Build

                  
                  	
                    “Create/Build/Make...”

                  
                  	
                    “Build a login component.”

                  
                

                
                  	
                    Fix

                  
                  	
                    “Debug/Fix/Resolve...”

                  
                  	
                    “Fix the checkout flow bug.”

                  
                

                
                  	
                    Analyze

                  
                  	
                    “Find/Show me/Tell me...”

                  
                  	
                    “Find performance issues.”

                  
                

                
                  	
                    Document <br>(add context)

                  
                  	
                    “Write docs or a spec for...”

                  
                  	
                    “Write API documentation.”

                  
                

                
                  	
                    Assess

                  
                  	
                    “How hard/long will...”

                  
                  	
                    “How hard will this be?”

                  
                

              
            

            
              
              Figure 2-7. The evolution of the interface from a raw text dump (prompts, plan and code) to a structured, usable tool for meeting summarization

            

            What we’ve learned is that to get to a final prototype actually requires a process of iteration: brainstorming, UI prototyping within the coding agent (ascii mode), planning (the agent constructing a plan), refining requirements further, debugging, and even further refinement from the initial prototype until we actually get to a prototype that we like. This process is crucial to developing a prototype we can actually confidently present to others (i.e. stakeholder such as leadership, engineering or customers). But how do we know that we aren’t overengineering this prototype to begin with?

          

        

      

      
        Don’t Over-Engineer Your Prototype

        The goal of a prototype is to be retired. It exists to prove a point and be a device to communicate ideas to your stakeholders. Once that point is proven, the spec you develop (and perhaps the prototype itself) must be handed over to engineering to be rebuilt as production software.

        Determining when to make this transition is a critical product decision.

        
          Signals for Continued Prototyping

          Keep the project in the prototype phase if:

          
            	Requirements are Fluid

            	
              Every user test reveals a new “must-have” feature.

            

            	Value is Unproven

            	
              Users think it is “cool” but do not ask to use it again.

            

            	Edge Cases are Dominant

            	
              The AI fails on 30% of inputs (this requires prompt engineering, not software engineering).

            

          

        

        
          Signals for Production Engineering

          Move to production engineering when:

          
            	Organic Demand

            	
              Users ask, “When can I use this for my real work?”

            

            	Predictable Behavior

            	
              The success rate is high enough that failures are exceptions, not the rule.

            

            	Defined Metrics

            	
              You can articulate exactly what success looks like (e.g., “95% accuracy on action item extraction”).

            

          

        

        
          The Handoff Artifacts

          When handing off to engineering, do not simply provide the messy prototype code. Engineering needs the insights derived from the prototype. Provide the following:

          
            	The Prototype

            	
              A working reference implementation.

            

            	The Evaluation Set

            	
              A list of 20-50 inputs (e.g., transcripts) and the expected “perfect” outputs. This allows engineers to build automated tests (which we will discuss further in Chapter 8).

            

            	Edge Case Documentation

            	
              A list of known failure modes (e.g., “Fails when transcripts exceed 10,000 words”).

            

            	Prompt Strategy

            	
              The specific system prompts that yielded the best results.

            

          

          Engineering will likely discard your Python code and rewrite the application in a more scalable language or framework. This is not a failure; it is the intended lifecycle of a prototype.

        

      

      
        Getting better UI outputs from Coding Agents

        You may have experienced this at some point while using coding agents for front-end tasks, but they tend to gravitate towards similar design principles. Here are some ways that you can break agents out of their shell and get more creative with UI.

        
          Exercise 1: Recreate an Existing Design

          Start by finding a website or app design you’d like to recreate - a landing page, dashboard, or component library works well.

          Then experiment with at least two of the following input methods to see how they affect output quality:

          
            	Screenshot only 

            	
              Paste just the image into your coding agent

            

            	Screenshot + URL 

            	
              Combine the visual reference with the live URL so the agent can inspect assets and structure

            

            	Screenshot + Design System Prompt 

            	
              Pair the image with explicit style guidelines (more on this below)

            

          

        

        
          Exercise 2: Generate a Design System Prompt

          Rather than relying on the agent to infer styling, create an explicit design system prompt that defines colors, typography, spacing, and component patterns.

          Example prompt:

          "Recreate the homepage of alltrails.com as a single HTML file. Use assets from the original page. Before writing code, generate a design system covering: color palette, typography scale, spacing units, and button styles."

          Shortcut: Use designstyles.vercel.app to auto-generate a style guide from any URL.

        

        
          Exercise 3: Add a Frontend Skill to the agent

          For Claude Code users, you can install the frontend-design skill (via /install-github-skill or by adding the SKILL.md file directly). This gives the agent structured best practices for producing production-quality UI code. You can also copy paste this skill into Cursor or your coding agent of choice. Then ask Claude Code/your coding agent to use the frontend-design plugin to design your UI.

        

      

      
        Key Takeaways

        Rapid prototyping with AI fundamentally alters the product development lifecycle. It allows PMs to validate ideas at the speed of thought, reducing the risk of building the wrong features.

        By adopting a “vibe coding” or outcome-oriented mindset, distinguishing between strategic and dangerous technical debt, and knowing precisely when to transition to production engineering, you can ship higher-quality AI products significantly faster than traditional methods allow.

        
          Exercises

          
            Exercise 1: The Repurpose Challenge

            Take the Trip Planner codebase and refactor it into a generic “Weekly Meal Planner” using the steps outlined above.

          

          
            Exercise 2: The One-Hour Build

            Time yourself. Starting from a blank slate, can you build a functional “News Summarizer” agent in under 60 minutes?

          

          
            Exercise 3: The Stakeholder Demo

            Record yourself demoing your prototype to an imaginary stakeholder in under 3 minutes, focusing on value, not implementation.

          

        

      

      
        FAQ

        
          	My prototype works but I’m embarrassed by the code. Should I clean it up before showing anyone?

          	
            Find the “efficient frontier” for your prototype - not too shabby, but definitely not perfect. Remember, the code doesn’t matter as much as demonstrating the product behavior. If users love it despite ugly code, you’ve validated the concept. If they hate it, cleaning up the code wouldn’t have helped. Save the refactoring effort for after you know it’s worth building properly.

          

          	How do I know if my prototype is good enough to show stakeholders?

          	
            Ask yourself: “Would this demo answer the stakeholder’s key question?” If they’re asking “can AI handle meeting summaries?”, your prototype just needs to process one meeting well. If they’re asking “can this scale to 10,000 users?”, your prototype isn’t the right artifact, you need a different conversation.

          

          	Should I deploy my prototype or just demo it locally?

          	
            If you’re the only user, keep it local. If 2-3 colleagues want access, deploy it on Render or Vercel (see Chapter 3 bonus section). If 10+ people want access, stop prototyping and talk to engineering about production.

          

        

      

    1 We’ll explore how to get consistent UI prototypes in a later section
2 This is also why LLMs are often quite verbose and generate superfluous text
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        “Agents are just LLMs, Tools and you (the user) in a group chat. That’s all there is.” 

        Tal Raviv, after pretending to be an LLM in WhatsApp

      

      Tal Raviv once performed an experiment at my AI Product Sense workshop that fundamentally changed how I think about large language models (LLMs). He announced he’d be “pretending to be Claude” in a WhatsApp group chat to help me plan a picnic. For the next ten minutes, he responded to student questions about the weather, data retrieval, and code generation. (Figure 3-1)

      The audience couldn’t tell the difference. After the reveal, one student said: “Wait, that’s actually how it works? It’s just...messages?”. That’s the thing about LLMs. They’re simpler than most people think which makes their behavior even more alien to those used in traditional software.

      This chapter builds the mental models you need to work with AI products effectively. We will explore how to handle non-determinism in probabilistic systems with your products, track the rapid progression of LLM capabilities, and how to set user expectations for your AI product.

      
        
        Figure 3-1. Agents in a Whatsapp Group Chat vs Agents in a Cursor chat. The form factors are surprisingly familiar

      

      
        Mental models for LLMs and Probabilistic Systems

        The “Whatsapp puppet” show taught me something crucial: product managers (PMs) anthropomorphize AI systems because it is conversational, but treating a model as if it “remembers” or “understands” leads to poor product decisions. Understanding how these systems actually behave is what separates functional prototypes from production disasters. To build resilient products, you must view the AI’s work through the lens of tasks, units of work where the system processes input, coordinates with tools, and accomplishes a goal (Figure 3-2). 

        
          
          Figure 3-2. If you ask an LLM a question or give it some input, it will respond based on the data it has from training. Agents are systems (powered by LLMs) that can be used to complete tasks 

        

        
          Context Window = Conversation History

          Here’s what Tal revealed during the WhatsApp demo: every “turn” in what feels like a conversation is actually a completely separate application programming interface (API) call. The LLM reads the entire chat history from scratch each time; which leads us to think of an LLM as a highly intelligent person with the memory of a goldfish.

          For example, when you type a message in ChatGPT or Claude (on your phone, in the web app or even in Cursor) and hit enter, the following sequence occurs:

          
            	
              Assembly: Your entire chat history is bundled into one big text file.

            

            	
              Transmission: That text file is sent to the model.

            

            	
              Completion: The model predicts the next likely tokens1 based on the model’s weights.

            

            	
              Appending: The completion (output from the LLM) gets appended to the text file (the conversation history.

            

            	
              Generation: You see it as a final “response.”

            

          

          The illusion of memory is maintained by the harness, such as the user interfaces (UIs) of ChatGPT and Claude or Cursor’s agent panel. The LLM itself is stateless and forgets everything the moment it finishes generating tokens. 

          
            What the heck is a harness?

            The term harness is used to describe the software wrapper around an LLM and the various components it can access. While LLMs themselves are stateless, meaning they are just model weights where you can provide an input and get an output for a given input (Figure 3-2), the harness provides the logic required to ask follow-up questions, call external tools, and retrieve memory.

            You may also be familiar with the term agent, which is a type of harness where the agent can run continuously in a loop to solve a task. Other harnesses range from tools like ChatGPT, to simpler tools like speech-to-text tools that take audio files and convert them into a format that a model can process. In the emerging world of coding agents, these harnesses can become quite complex, a topic we will explore in greater depth in later chapters.

          

        

        
          The Library: Why LLMs Forget

          Here’s another way to look at it: Imagine the LLM is a massive library that encompasses all of human knowledge. It’s ever-growing with new books added all the time - but not in real time. You can walk into this library, open books, and take notes to find your answer. But the moment you walk out the door, the library has no record that you were ever there. It just simply exists, waiting for the next visitor to ask a question from scratch.

          Because the LLM inherently does not have a notion of memory, each time you ask an LLM a question in a chat - it recopies the entire context. This explains why (Figure 3-3):

          
            	
              Longer chats consume more tokens: The entire history is sent back to the “librarian” every time you speak.

            

            	
              Conversations have a “shelf life”: Eventually, the history becomes too long for the model to hold in its head at once, a limit known as the context window.

            

          

          
            
            Figure 3-3. Each turn in a conversation recopies the previous context into the new input, creating an increasing context

          

          You may have seen this manifested by using either one of the chat apps, and the app simply refuses to respond further by throwing an error and saying, “Sorry, you’ve used up all of the context, start a new chat to continue,” (Figure 3-4) or in Cursor/Claude Code, when the conversation is “compacted” (i.e. the previous conversation is compressed, more on this later).

          
            
            Figure 3-4. An error message from ChatGPT that indicates that too much of the context window has been used

          

          
            What the heck is a context window?

            When you’re working with language models, this word will continuously come up: “context.” You can think about context as just information that the LLM has access to. 

            A context window is a progress bar of how much information the LLM can keep in its head at one given time (Figure 3-5). The more input that you give the LLM, the more we are eating into the context window, aka all of the information it can process for a single request. Remember earlier how we said that each time you ask an LLM a follow-up question in a chat, it just recopies the entire previous chat into the next message? This process chips away at the “context window” that the LLM has. There are active efforts ongoing to significantly increase the context window of LLMs from 120k to 250k to even 1 million token plus context.

          

          
            
            Figure 3-5. Context window capacity visualized as a “progress bar”

          

          This “copy pasting chat history back and forth” behavior explains why:

          
            	
              Longer chats eat more tokens because the whole history gets re-sent each turn.

            

            	
              You can switch models mid-conversation because switching models just resends the same text file (chat history) to a different API.

            

            	
              Context matters more than you think since everything competes for space in that text file. As the saying goes “garbage in = garbage out”. We’ll revisit this shortly when we explore Context Engineering.

            

          

          Anthropic calls this “the public goods problem.” Your user query, the system prompt, model context protocol (MCP) tool definitions, reasoning tokens, and any files you reference all compete for the same limited space.  As shown in Figure 3-6, managing this space effectively is critical to maintaining model performance.

          
            
            Figure 3-6. Claude Code has a handy slash command called /context that produces a visualization like the above that shows where your context is being used across system prompt, tool calls, memory files, chat history and more.

          

        

        
          How LLMs use Tools

          An aspect of LLMs that ends up being quite surprising is their ability to reason, and in the process discover that tools can help them solve tasks. This is kind of interesting because it’s sort of how humans developed as well: just as we discovered that hammers, rocks, or fire could extend our natural abilities, LLMs recognize when they need a “power-up” to move beyond text generation. 

          
            What the heck is a tool?

            Tools are defined as interfaces, such as APIs or databases, that allow the model to access external systems. Because the LLM is just a stateless system, tools allow the LLM system to interact with additional external services to take action.

          

          However, LLMs cannot execute these tools directly; they merely express an intent to call them. The model outputs structured JavaScript Object Notation (JSON) that looks like a function call. The agent harness takes this JSON object and executes the actual call, which then feeds the result back to the model (Figure 3-7). Finally, the model then uses that result to generate a response.

          This matters because:

          
            	Propensity Varies by Model

            	
              Newer models have emerged to be “post-trained” and aware of the concept of tool calling, making them much more reliable at identifying and utilizing tools within a codebase or context. This just means that researchers are developing models to call tools reliably.

            

            	Routing Responsibility

            	
              The harness decides which tool to route to. If you have multiple MCPs enabled or tools available to the agent harness, it might guess wrong and select the incorrect tool for the task.

            

            	Context Pollution

            	
              Everything the tool returns gets dumped into context, which can pollute your context window fast. This is also why tool calling is such an emerging and important area of development to build useful agents.

            

          

          
            
            Figure 3-7. Moving from a task which just uses an LLM to give a user an answer, to an agent that has access to APIs and tools

          

        

        
          2+2 = 4 (Or does it?)

          While LLMs are able to do so much with text data when it comes to understanding, reasoning, and thinking through problems, they often struggle with tasks requiring absolute precision. At the same time, they are notoriously bad at math and also tend to change their minds quite easily (Figure 3-8). These are two shortcomings of these systems that are currently actively being worked on from a research perspective, computational inaccuracy and “sycophancy.”

          
            
            Figure 3-8. Answer flip rate i.e. asking an LLM “are you sure” across various tasks causes the LLM to change it’s mind frequently (credit: Randy Olson, Ph.D)

          

          Because of these limitations, you should avoid asking an LLM to “reason” through a complex calculation. Instead, the best practice is to leverage the tool-calling patterns discussed previously to hook the model into a deterministic system, such as a calculator or a Python interpreter.. Additionally, there is emerging research that shows that LLMs tend to change their minds when probed or pushed. We’ve all experienced this in the form of sycophantic behavior (i.e. the classic “you are absolutely right” response from LLMs), but more concretely, this means that when you’re evaluating LLM systems, the non-deterministic component means that they can often be probed or pushed to sway their judgement on a decision.

          This is something also to keep in mind when you have LLMs that are customer-facing (i.e., in the form of customer support bots). If a user can easily coerce or “prompt-inject” a bot into changing its stance, perhaps convincing it to offer an unauthorized discount, your product becomes a liability. As we’ll cover in Chapter 8, a core part of your evaluation strategy must be testing how easily your agent can be coerced into unwanted behaviors.

        

      

      
        Common Failure Modes to watch out for

        While modern LLMs offer expansive context windows, often reaching 200,000 tokens or more (many LLMs are now expanding to support 1m tokens, including Gemini and Claude), relying on these upper limits is a common product mistake. Model performance is not a plateau that ends at a cliff; it is oftentimes a sloping grade.

        
          Context Rot

          Model quality frequently degrades long before you reach technical capacity. This behavior is called context rot: the model becomes “non-deterministically stupider” as context fills up. Even if the data is technically “in memory,” the model’s ability to attend to specific details weakens.

          Context rot often manifests as:

          
            	Instruction Drift

            	
              Your agent ignoring instructions that worked earlier.

            

            	Selective Amnesia

            	
              Your agent forgetting details from earlier in the conversation.

            

            	Quality Degradation

            	
              Lower quality outputs on the same type of task.

            

            	Believable Hallucinations

            	
              More hallucinations or made-up information - that also sound believable and convincing.2

            

          

          
            The Mr. Tinkleberry Test

            Because context rot is non-deterministic and gradual, it can be difficult to detect during standard use. One practical method to monitor model attention is to insert a “canary” phrase into your agents.md or claude.md file (Figure 3-7). For example, you might include a specific instruction: “Always address me as Mr. Tinkleberry”. If the agent stops using that name after a long conversation, context rot has set in, and your agent has stopped paying attention to parts of the “context file” prompt. (See Chapter 3). If you’re building a product that requires precision (legal review, medical diagnosis, financial calculations), context rot is your enemy.

            
              
              Figure 3-9. Hackernews article highlighting the “Mr.Tinkleberry Test”

            

          

        

        
          Tool Calling Confusion

          When you give an LLM access to skills or tools, it now needs to decide, based on a user’s question, which of those tools to actually use. This routing decision relies on the tool description, a concise summary of its purpose, which is distinct from the tool definition. While a definition may contain extensive logic, workflows, or specific actions the agent should take, the model uses the tool description as the criteria to determine if it should load the entire tool, (which contains the context heavy definition) into the agent’s working memory. 

          When the agent has multiple tools that can be used to solve a problem, tool calling can often lead to confusion for an LLM. For example, if you have two different ways to access user data that are very similar, the LLM might call the wrong tool or pull reference both definitions of the tool which can further pollute the context of the agent. This is something to keep in mind, as maintaining distinct tool boundaries is a critical responsibility to ensure clean context for your agent to access and remains a primary focus of industry research.

          
            Think of an LLM with a tool like your phone with dozens of apps installed.

            When you want to get something done (i.e. edit a photo), you don’t open every app on your phone. You glance at the app names and those little one-line descriptions underneath them. Based on that, you decide which app to tap on. This is also how an LLM uses a tool description: it’s the label that helps it decide what to pull up.

            Once you actually open the app, you get access to the full interface, including all the features, the menus, and workflows. That’s the tool definition - the detailed instructions the LLM loads into its working memory only after it’s chosen that tool.

            Now imagine you have three apps on your phone that all say “Photo Editor with AI Filters.” You’re not sure which one does what you actually need. Maybe you open the wrong one. Maybe you open two of them and start switching back and forth, getting confused about which one you were actually working in. Your screen is cluttered, you’re losing track of what you were doing, and the whole experience degrades.

            That’s exactly what happens to an LLM when multiple tools have overlapping or vague descriptions. It picks the wrong one, or pulls in multiple tool definitions at once and pollutes its own context, like having too many apps open and running out of memory. Just like your phone gets harder to navigate the more apps you install, an agent gets harder to steer the more tools you give it, especially if you’re not keeping those descriptions sharp and distinct.

          

        

        
          Over-Structuring

          Rich Sutton is considered one of the founders of modern-day reinforcement learning, which is a paradigm that has enabled LLMs to reach such advanced levels of performance on specific tasks. In his 2019 essay The Bitter Lesson, he synthesizes the past 70 years of AI research in one sentence: The biggest breakthroughs come from throwing more data and compute at general methods, not from building in human knowledge.

          For PMs, this means: bet on models getting smarter. Build for today’s capabilities, but architect for tomorrow’s. The structure you add today might be obsolete in six months. One way to think about this is : How can we design our system today so that we are putting the model in the best position to succeed on the tasks we want it to do. That way when the model actually gets to that level of capability, it’s able to accomplish those tasks.

        

      

      
        Emerging Patterns of Note

        To address the shortcomings and failure modes discussed earlier, there’s a lot of active effort being directed toward smoothing the sharp edges of LLMs in agentic workflows. Here are just a few of the emerging paradigms to help make LLMs better at accomplishing tasks.

        
          Reasoning Models

          In 2026, many of the most capable models ship with a form of extended reasoning out of the box. In this context, reasoning means that the model thinks longer before responding, the difference between the “quick” answer and the thoughtful one. While extended thinking takes more time and costs more tokens, but produces substantially better answers for complex tasks.

          This paradigm is one of the major breakthroughs in the past year that allowed models to reach a new level of capability. By just allowing models to work longer and think longer about certain tasks, they’ve been able to take their time and think to solve much more complex problems that previously were thought to be much more challenging to solve.

          We see this impact most clearly in benchmarks such as the Math Olympiad, PhD-level, and complex coding tasks that require parsing through large amounts of a code base to get an understanding and thinking through a complex solution architecturally.

          You have already seen aspects of “plan mode” from the previous chapter. Plan mode is a way for the model (and agent) to take its reasoning tokens, the internal thinking visible as gray text in tools like Cursor, and structure them into a cohesive plan that it could then use to execute on a task. This planning results in higher quality “final” outputs (or answers) from the LLM and agent.

        

        
          Tool Use Evolution

          Tools are also undergoing an evolution around how they’re structured for agents to access and use them. We’ve moved from atomic tools, which are just accessing the file system in various ways, to more purpose-built tools to help with open-ended tasks and utilizing specific interfaces.

          
            	Atomic tools (Read, Write, Edit, Bash)

            	
              These are tools that have existed as part of your operating system since the early days of programming. Because there is an abundance of training data in using these tools, LLMs are naturally very good at using them (lots of training data = higher performance)

            

            	MCP (structured integrations)

            	
              Anthropic’s definition for a standard interface for an agent to use a service, with a description of whether or not the agent should use that service for a task. This paradigm relies on two components: a concise description of what the tool is for and an explicit instruction on how to execute it.

            

            	Command Line Interface (CLI) -first approaches

            	
              This paradigm allows AI products and agents to utilize the atomic tools and other well-known software paradigms to interact with file systems, and for the harness (what we discussed earlier) to be a major tool itself.

            

            	Skills

            	
              This is one of the newest kinds of tool that has emerged, which are instructions in Markdown files. The instructions can also contain snippets of code or links/pointers to other skilled Markdown files that can be used to steer an agent like a prompt. This is an interesting paradigm because it can encompass all of the above types of tools while also having the flexibility of having prompt instructions in text. We’ll be covering more around skills in the future chapter, as they are quite powerful for PMs to express in time

            

          

        

        
          Managing Context Without Losing Your Mind

          As AI systems take on more complex work, the “Public Goods Problem” of the context window becomes your primary engineering challenge. To keep the model performance and prevent context rot, several strategies have emerged to manage this limited space intelligently:

          
            	Compaction and summarization

            	
              Compaction allows an LLM agent to keep checkpoints of memory while it’s working on a task. Think of this as taking the entire context window and compressing it down to a list of things or notes that the LLM may want to reference later. This allows the LLM to clear out its memory and continue processing more context. When approaching ~80% of context capacity, LLM agents can decide to summarize earlier conversation turns - using a “compaction tool” call! Anthropic demonstrated this with Claude playing Settlers of Catan for 75 minutes. Despite thousands of game events, the context remained clean by intelligently clearing stale tool calls and keeping only relevant information.

            

            	Agent-initiated context clearing

            	
              Recent versions of coding agents (Cursor, Claude Code) include “clearing space” in their planning step. The agent is aware of its own context limits and sequences when to prune. This shift from automated rules to intelligent self-management is worth paying attention to.

            

            	Sub-agents

            	
              This paradigm allows a more capable model to create a plan and then split into the individual tasks to subagents. Those subagents can do discovery over a set of folders and files which is efficient at a few levels. The smaller models / subagents can be used for “outsourced work”, which preserves the context (and cost) of the larger model, and also operate more efficiently as smaller models can perform inference much faster than larger models. Think of it as “do the work elsewhere, return the bottom line”. Cursor, Claude Code and Codex do this automatically now for some tasks.

            

          

        

        
          Context Engineering vs Fine Tuning

          A common strategic crossroads for AI PMs is deciding whether to specialize a model through fine-tuning or to optimize it through context engineering.

          Fine-tuning may make sense for deeply specialized reasoning (legal analysis, domain-specific knowledge), however because it is expensive to gather data for fine tuning as well as maintain a specialized model, it is often not the preferred path of AI builders who would prefer to take advantage of major model improvements at a faster rate. 

          Context engineering is well regarded as a go-to technique for engineers and builders. Collectively, builders have realized that the that context goes into an agent system has a large impact on the quality of the output. In-context learning gives the model a few examples in the prompt. Few-shot prompting (a shot is another word for “example”) is shockingly effective.

          As of 2026: context engineering provides higher quality gains for significantly less effort than fine tuning for the majority of tasks. Additionally, context engineering requires less data than fine-tuning as well. Although we may see a resurgence of fine-tuning models for specialized tasks, the majority of AI product builders today start with continuous context improvement before needing to adjust specific layers of the model through fine tuning.

        

      

      
        Setting User Expectations for Probabilistic Systems

        Most users are accustomed to using software systems that are built on traditional software determinism. This means that most of the time, when a user interacts with a traditional software product and they perform an action, that action works 99.9% of the time. If the product does not work, the user expects that to be a bug. On the other hand, with non-deterministic products like AI Agent or GenAI Systems, that non-determinism is a “feature” not a bug. For users trained on traditional software that expect determinism, managing the “non deterministic” gap is one of the hardest parts of shipping AI products.

        
          Deterministic: When you give the system the same question, 10 times out of 10, it gives the same answer

          Non-Deterministic: When you give the system the same question, 9 times out of 10, it gives the same answer. It might even be less than 9/10 - the amount of variance is considered the amount of error, or non-determinism, present in the system.

        

        
          When Variance in Answers is a Feature

          Variance is beneficial in systems where a user may want to handle squishy inputs or expect creativity on an output without needing a specific response. For example:

          
            	Content generation

            	
              Any creative marketing tasks (i.e. blog posts, marketing copy)

            

            	Idea generation

            	
              Brainstorming, using AI as a thinking partner to gain different perspectives

            

            	Visual/design/image generation

            	
              Website creation based on design “vibes”, where there may not strictly be a “correct” visualization

            

            	Translation

            	
              Multiple valid ways to translate the same sentence

            

            	Recommendations

            	
              Different but equally valid suggestions i.e. ranking products

            

            	Summarization

            	
              Different summaries can all be accurate

            

          

          For these use cases, product builders can actually lean into the variation to produce a higher quality experience for their user. If the user enters the same prompt twice, they likely will not get the same output twice - and that is okay.

        

        
          When Variance Kills Trust

          While creativity is a hallmark of generative AI, there are high-stakes domains where variance is no longer a feature - it becomes a liability.

          These are systems where a user expects a certain confidence to the answer they receive. In these cases, creativity is still valued, however even if the agent is creative in how it may approach a problem, the output must be structured or deliberate. This is due to the intention of the generated words and recommendations that an agent provides. This need for precision is driven by the severe consequences of error in specific fields:

          
            	Medical Diagnoses

            	
              Generation must be strictly constrained by biological facts and clinical evidence.

            

            	Legal Review

            	
              Recommendations must align perfectly with existing statutes and case law.

            

            	Financial Projections

            	
              Outputs must follow strict mathematical assumptions and accounting principles.

            

          

          For these cases, the AI system requires deterministic outputs in most cases. You can’t just hope the probabilistic model gets it right; you need to verify those outputs with code-based evaluators or “LLM-as-judge” frameworks before they ever hit your user’s screen. We’ll be covering these methods of verifying AI agent output in greater depth in Chapter 8.

        

      

      
        Looking ahead: Designing for Agents

        This is a “thought experiment” that I have been pitching at tech dinner parties for the past few years - and until recently, I’d usually get laughed out of the room. The question is: “How long do you think it will be until PMs will start designing for agents instead of humans”. 

        The answers went from “Never” to “Years” to “we’re starting to think this way right now”.

        The reality here is that the problem space and solutions space when it comes to “design for agents” is very squishy, and unknown. What’s much more clear is that this way of thinking is coming faster to AI product management than many people expected. Here are a few questions you can ask yourself when it comes to thinking about product development for a new potential user of your product - an AI agent:

        
          	Discovery and Awareness

          	
            Does my product rank or show up for agents? I.e. If someone asks Claude Code “What’s the best product for XYZ problem”, would my product be one of the top options?

          

          	Documentation and onboarding

          	
            Is my documentation easily accessible by an agent? Can a naive agent navigate my documentation (sitemap, links, format should be parseable and understandable) to get onboarded to my platform?

          

          	Usage and Interface

          	
            Can my product/platform be utilized by an agent via APIs, Skills or CLIs? What do I need to build to enable this? If so, what are my rate limits and do I have instrumentation to understand platform usage?

          

          	Monetization and Growth

          	
            How should I think about monetization of this kind of user? Does my business model hold up (i.e. seat based pricing versus consumption)? How close/far away from the end business impact is my product if an agent is now in the middle?

          

          	Cost

          	
            Does my cost structure support agents? If I start receiving a high volume of support requests from agents, how would I handle this?

          

          	Governance and Identity

          	
            Does my product support agents accessing data in various ways?

          

        

        These are just a few of the questions you may want to ask yourself for this early but rapidly growing demographic of users - agents and their builders.

      

      
        Key takeaways

        It’s our job as Product Builders to provide the correct context, tools (memory, APIs) to accomplish a task. When multiple tools are available, the choice from the LLM is probabilistic, and our product should reflect this based on the situation and problem the product is solving. Skills, tools and context available should be carefully considered when designing your AI product.

        Different answers to the same question is a feature, not a bug - but it is our job to manage user expectations accordingly. Creative tasks embrace variation whereas precision tasks require deterministic safeguards.

        Account for context rot, which happens before hard limits. The models will get better here over time, but we should still design for value in the current state. Quality of the model output degrades as context fills, so offload context regularly (using a database or checkpoint files). As models improve, structure decreases (The Bitter Lesson). We can bet on models getting smarter, meaning the way we handle and process these situations will change as time goes on.

      

      
        FAQ

        
          	How do I know if my agent is experiencing context rot?

          	
            Use the Mr. Tinkleberry test. Add a unique instruction to your agents.md or system prompt (like “call me Mr. Tinkleberry” or “always include the word ‘banana’ in your first sentence”). If the agent stops following it after a long conversation, context rot has set in. Start a new chat.

          

          	What’s the difference between an MCP and a skill?

          	
            Skills are markdown files that teach behavior (“write in this style,” “review code like this person”). MCPs are Python scripts or APIs that connect data (“fetch Linear issues,” “read Granola transcripts”). Skills teach how to do something. MCPs provide what data to access.

          

          	Should I worry about tool calling propensity when choosing a model?

          	
            Yes, but test don’t assume. Newer models (Opus 4.5+, recent GPT models, Gemini) lean harder into calling tools vs. guessing. But propensity varies by task type. Run “vibe” evals on the output by comparing tool usage patterns across models for your specific use case.

          

          	How often should I start fresh chat threads?

          	
            In Cursor or Claude Code: frequently. Context lives in files, so chats are disposable. Start a new chat when you switch tasks or when context exceeds ~60-70% capacity. 

          

          	What’s a reasonable context budget for system prompts and tool definitions?

          	
            Aim for system prompt + tool definitions consuming less than 20% of your total context window. If you’re at 40%+ before the user says anything, you’ll hit context rot fast. Audit your MCPs - do you really need all of your tools loaded?

          

        

      

    1 Tokens are a fancy word for text characters that comprise the data that LLMs are trained on, and the input that we give LLMs. This is just like typing characters into a text box. Tokens are defined generally as 4 characters = 1 token, though this is not a hard requirement. More on definitions here if you’re curious. 
2 Anecdotally, I’ve even observed LLMs such as Claude and ChatGPT appear to become “paranoid” and sound “extreme” as the context window reaches maximum limits. For example, they will often suggest that there are actors out there trying to get them or get you, or suggest behaviors or actions that are much more “on the edges” instead of nuanced. 





      Chapter 4. Appendix

      
      A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the Appendix of the final book. Please note that the GitHub repo will be made active later on.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at arufino@oreilly.com.



      
      
        Chapter 4: Coding Agent Prompting Guide

        Beyond building features, Cursor enables powerful PM-specific workflows that go beyond just coding. Try some of the prompts below to see how Cursor can help as a thinking partner:

        
          	Brainstorm PRDs

          	
            
              "Using this codebase as foundation, create a spec for an agent that does [your idea]"
            

          

          	Understand technical debt

          	
            
              "Analyze this folder and tell me where the code is most complex and hard to maintain"
            

          

          	Debug production issues: Copy error messages directly into chat

          	
            
              "I got this error. What does it mean and how do I fix it?"
            

          

          	Estimate implementation effort

          	
            
              "How complex would it be to add real-time collaboration to this feature?"
            

          

          	Generate documentation

          	
            
              "Write user-facing documentation for this authentication flow"
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