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Chapter 1. Getting Started


A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 2nd chapter of the final book.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at mcronin@oreilly.com.



In the last chapter we talked about what Small Language models are, what makes them different from large language models, and how we can think about them when incorporating them into applications. In this chapter, we will prepare for the project that will work as a throughline of this book. We will install the software and libraries, acquire the data, and set up the environment for the project.



Project: Theοros


θεωρός



		
	spectator, envoy at a festival [1]

	

		
	envoy sent to consult an oracle [2]

	




Throughout this book, we’ll use an agentic system for searching for movies, learning about movies, and other movie-related tools. I decided to use movies for a few reasons. First of all, the data does not require special security, since there is no personally identifying information. This is all publicly available data. This means that we can focus on learning about using SLMs with agentic applications. That being said, for many real life use cases, this will not be the case. Another reason is that it does not require special domain knowledge, since most people are at least acquainted with the movies they like. Finally, it offers a good mix of different kinds of data, from structured relational data, to free-text of various lengths, to potentially non-text data. We will focus on text data in this book, but this project can also be grown by you to include processing and generating audio, images, or even video.


The Theoros application will be made available for use in a few different ways. The first will be through a simple MCP client. We will use this to perform functionality tests. From here, we will use LibreChat to test the chat experience. Later in the book, we will look at different ways of deploying models. For now, we will be using externally hosted models and models we launch with Ollama.





Installing the Software


In this book, I try to make the requirements as light as possible. Although SLMs can be used from commodity machines, and even on mobile and edge devices, some people may have older machines or other limitations. So to help ensure everyone can follow along, the code in this book should work locally for most machines, as well as on Google Colab.


We will be using some tools and frameworks that we will need to deploy in our environment. For running locally, we will generally use docker to simplify matters. This book will also include instructions for deploying the server in a Google Colab environment. In the rest of this section, we’ll run through the various tools and frameworks we’ll be using. We will include a brief description of what they are and how to install them.



Operating System


The code in this book is developed on Linux, either directly on a Linux machine or using the Windows Subsystem for Linux (WSL). The Linux flavor I am using is Ubuntu which is also what Google Colab runs on.





Installing miniconda


These instructions can be skipped if you will only be using a Google Colab environment. Everyone else who is developing on their own machine should install miniconda which we will use as our package manager.


The first thing we want to do is create our environment. I will be using conda from Anaconda to manage the environment. So let’s install conda.


From the Anaconda website [3].



mkdir -p ~/miniconda3
wget https://repo.anaconda.com/miniconda/Miniconda3-latest-Linux-x86_64.sh -O ~/miniconda3/miniconda.sh
bash ~/miniconda3/miniconda.sh -b -u -p ~/miniconda3
rm ~/miniconda3/miniconda.sh


After installing, close and reopen your terminal application, then initialize conda.



conda init --all


Now, you can create your environment.



conda create --name slmbook python=3.12


Finally, activate your environment.



conda activate slmbook


Now you are ready to begin installing libraries. In the repository for the code for this book, there is also a YAML file that can be used to set up the conda environment.





Python Data Science Stack


Firstly, let’s install Python Data Science Stack, also known as the Python Data Stack and the Pydata Stack. It is a collection of popular open source Python libraries used in data science. The stack commonly includes the following



		
	NumPy: A numerical analysis library which powers many of the other libraries in this stack, as well as many other libraries. NumPy provides the main implementations of arrays and matrices used in Python.

	

		
	SciPy: A scientific computing library with implementations of large variety algorithms for data science tasks. For example, it includes modules for optimization algorithms for linear programming, numerical differentiation, and statistics and probability.

	

		
	pandas: Also a scientific computing library, but instead of a focus on algorithms, it provides important data structures. The most important of these data structures are the data frame and the series. The data frame is a table-like structure, and the series is an array-like structure. Both are implemented using NumPy’s arrays for performance.

	

		
	Matplotlib: A plotting library that is foundational to many other Python plotting libraries.

	

		
	Scikit-learn: A machine learning library that contains a large variety of machine learning algorithms. The library also contains many other functions that are useful, feature extraction and metric calculation among others.

	

		
	Jupyter: The classic notebook environment for Python. We will also be using Google Colab, which is a notebook environment originally based on Jupyter Notebooks.

	




We will also be using some other libraries that are not usually included in the Python Data Science Stack but are common data science libraries nonetheless.



		
	Natural Language Toolkit (NLTK): An NLP library that has a large variety of NLP algorithms. Although it is not performant compared to many other NLP libraries, it has a broad set of functions, and has few dependencies.

	

		
	NetworkX: A library for processing and displaying graphs and networks. This library will help us analyze some of our data sets, as well as display graph-like or network-like data. Let’s install these libraries.

	




Here is the conda command to install the libraries discussed above.



conda install numpy scipy pandas matplotlib scikit-learn jupyter nltk networkx





MCP


Model Context Protocol (MCP) from Anthropic “is an open-source standard for connecting AI applications to external systems” [4.] This is referring to the actual protocol itself. “MCP” is also used to refer to the library used to build MCP servers and clients. At the time of writing, there are many libraries and frameworks for implementing agentic applications. MCP is growing in popularity for a number of reasons. First, it offers a standardized way to organize prompts, tools, and data for use in agentic applications. Second, it does much of the boilerplate necessary for making the agentic application available to other applications and services. Finally, since it is from the people at Anthropic, it is easily integrated with models and applications from Anthropic.


For our purposes, we will not rely on the integration with Anthropic, since we will be experimenting and using models from different families. By using MCP to organize the structure of our agentic workflows, this will allow us to focus on optimizing the prompts and models. Additionally, since it is popular, deploying our application on MCP-compatible servers will be much easier.


Let’s install the MCP framework.



conda install mcp


We will be exploring MCP more in chapter 4.





LiteLLM


LitelLLM is a framework that simplifies access to different models. LiteLLM will allow us to access models even if they do not have an OpenAI compatible API. Another aspect of LiteLLM is the LiteLLM Proxy Server. This proxy server can help many aspects of deployment. You can configure the model to handle custom behavior, and secrets management.


Here we will install LiteLLM with pip since it is not available in the mainline conda repository.



pip install litellm





OpenRouter


OpenRouter is a platform which allows you to have single API key access to a wide range of hosted models. Although we will mostly be working with models that host locally (or on Google Colab), we will be comparing them to some hosted models. For accessing these hosted models, we will use OpenRouter.


Additionally, if you are in a situation where security or privacy is not a concern, but you cannot run models locally, then switching to OpenRouter can be a viable option. This is also made easy by using LiteLLM which makes changing from local models to hosted models a minor configuration change.





Docker


Docker is a tool for creating and managing containers, which are a kind of virtual machine. For our purposes, Docker will allow us to run other servers, like Ollama or a vector database, without needing to install it on the system.


These instructions can be skipped if you will only be using a Google Colab environment.


For either Linux or WSL, you will need to check if you have the prerequisites set up on the machine. These can be complicated, so we won’t discuss Docker prerequisites here. The instructions for installing



		
	Linux (Ubuntu) - https://docs.docker.com/desktop/setup/install/linux/ubuntu/ [5]

	

		
	WSL - https://docs.docker.com/desktop/setup/install/windows-install/ [6]

	







LibreChat


LibreChat is an open-source chat application. In order to really test an application like we will be building, we need to test it in a realistic user scenario - a chat application. MCP integrates into the Claude Desktop application, being that both are originally from Anthropic. However, the Claude Desktop application is built with the use of Anthropic models in mind, so we will use LibreChat because it is not tied to a particular model family, and it does have MCP integration.


Even if you are using the Google Colab environment, you will want to set up Libre


Here are the installation instructions using Docker [7].


First, clone the LibreChat project.



git clone https://github.com/danny-avila/LibreChat.git
cd LibreChat


Next create a .env file from their example.



cp .env.example .env


Finally, launch the containers with Docker compose.



docker compose up -d


Now the LibreChat application is available at localhost:3080. To log in, create a new account. There are default models available, if you wish to explore this application, you can edit the .env file to add API keys to use the default models.





Ollama


Ollama is a framework for running language models locally, and making them available through an OpenAI-compatible API. We will be using Ollama for running models locally or on Google Colab. Locally, we will run Ollama via Docker. Before running the container, make sure you all the prerequisites [8].


To start the Ollama container run the following.



docker run -d --gpus=all -v ollama:/root/.ollama -p 11434:11434 --name ollama ollama/ollama







Acquiring the Data


Now that we have installed the libraries we’ll need, we can begin acquiring the data. Some of the data sources are traditional datasets that we will stage in the environment. Others are APIs or pre-built queries.



Wikipedia


Wikipedia is a community edited encyclopedia on a broad range of topics. Generally, it is accurate enough for our product. On controversial or highly technical topics, it may not be reliable enough.


For our use case, Wikipedia articles can be a great way of supporting a Retrieval Augmented Generation (RAG) system. Additionally, we may use it to extract attributes or relationships concerning movies or related entities.


We will primarily be pulling individual articles on our use case. In fact we will be using an MCP agent made for searching Wikipedia. If you want to download everything, you can download a dump of all the articles at - https://dumps.wikimedia.org/.





Wikidata


Wikidata is a Resource Description Framework (RDF) knowledge graph supported by the Wikimedia Foundation like Wikipedia [9]. Knowledge graphs are a great source of data about entities from movies to genetic sequence variants.


The data is in the RDF format. This format represents properties (e.g. name, release data, etc.) and relationships between entities as semantic triples. The parts of these triples are the subject, predicate, and object. Each entity is represented by a Uniform Resource Identifier (URI). Predicates are URIs that represent relationships. Apart from URIs, there are also literals which are used to represent values and properties. So there are, generally speaking, two kinds of triples, i.e. three graph entities or values making up a statement.



		
	Entity-predicate-entity, also known as truthy triples [10]

	

		
	Entity-predicate-value, also known as properties [10]

	




Using Wikidata allows us to identify relationships and properties of many different kinds of entities without needing to use any information extraction. As we use Wikidata, we will go over more about how to query it using SPARQL, an RDF-format query language. You can try the Wikidata query service here.





Huggingface


Huggingface is a platform built for data scientists and machine learning practitioners. You can version control models and datasets, create leaderboards on datasets, and even host models there. We will explore more functionalities of Huggingface later when we discuss deployment.


In building this application, we will often need to find task specific datasets to measure performance for specific features. Huggingface is a great resource for this. We can search for and download datasets posted by people in the huggingface community.


Obtaining data from Huggingface can be done by the huggingface client library. You will also need to set up an account [11].



conda install -c huggingface -c conda-forge datasets huggingface_hub[cli]





Kaggle


Finally, Kaggle is a platform for machine learning competitions. It has grown to support machine learning development more broadly by allowing the publication of datasets and models, and offering an online notebook-based development platform [12]


Similar to Huggingface, Kaggle is an excellent source for open datasets. Since the licensing and access requirements can be quite different between datasets, we will be downloading manually instead of via their API.


You will also need to have an account setup for Kaggle.







Setting Up the Environment


As a final step, let’s make sure everything is ready. We will write a function that takes a movie title, and will return the director.



Jupyter Environment


The first step is to start your jupyter server.



jupyter lab --no-browser


Now, navigate to localhost:8888. In the File Browser on the left hand side, navigate to the folder you are working in. Finally, create a new notebook for this test.


[screenshot of jupyterlab]





Docker Containers


Make sure that Docker is running. If you are on Windows, you should make sure that Docker Desktop is running then navigate to Containers to see what containers are running. If you are on Linux, run the following to see what containers are running.



docker ps


Output



CONTAINER	   ID             IMAGE                ...
1a73854073fc	ollama/ollama		"/bin/ollama server"	...





Ollama


If you do not see the Ollama server running in the previous step, re-run the command from earlier.



docker run -d --gpus=all -v ollama:/root/.ollama \
    -p 11434:11434 --name ollama ollama/ollama


Once this is running, we can go and check about accessing the model from the notebook. In the notebook let’s try and call the Ollama model.



from litellm import completion



response = completion(
    model="ollama_chat/llama3",
    messages=[{
        "content": "Briefly answer the following question, please. What 
would be the best movie to show an alien?",
        "role": "user"
    }],
    api_base="http://localhost:11434"
)



print(response.choices[0]["message"].content)


Output



What a fascinating question!

I think the best movie to show an alien would be "E.T. the Extra-Terrestrial" (1982) directed by Steven Spielberg.

This iconic film tells the story of a young boy who befriends an alien, E.T., who is stranded on Earth. The movie explores themes of friendship, empathy, and understanding, which are universal languages that can transcend cultural and intergalactic boundaries.

The film's message of kindness, compassion, and human connection would likely resonate with an extraterrestrial audience, making it a great choice for an alien movie night!





Querying Wikidata


Now, let us build our function to find a director.



def get_director(movie):
    # first we create the prompt
    prompt = """
Please write a Wikidata query to find who is the director  of "{movie}".
Return only the query, not explanation.
    """.format(movie=movie).strip()

    print("Prompt:")
    print(prompt)
    print()

    # we will use the same call from above. The temperature is set to 0.1,
    # If you want to experiment with trying to get better results, perhaps
    # add a function argument for temperature.
    response = completion(
        model="ollama_chat/llama3",
        messages=[{
            "content": prompt,
            "role": "user"
        }],
        temperature=0.1,
        api_base="http://localhost:11434"
    )

    # This query often return markdown ticks, so we remove that.
    print("Query:")
    return response.choices[0]["message"].content.strip("`").strip()


Now, let us try a movie - “John Carter”.



print(get_director("John Carter"))


Output



Prompt:
Please write a Wikidata query to find who is the director of 
"John Carter".
Return only the query, not explanation.

Query:
PREFIX wdt: <http://www.wikidata.org/prop/direct/>
SELECT ?director WHERE {
  wd:Q113745 (film) .
  film wdt:director ?director .
}


This is not a good result! This is not even valid SPARQL. Since most models are trained on some portion of the general internet, and SPARQL is not a popular topic, the model is unlikely to have seen much of that language. Combine that with Wikidata having some idiosyncratic patterns, and the model is not likely to be able to create valid Wikidata queries.


Now we have our environment set up and running, we are familiar with some of our data sources, and we have tried a first experiment. In the next chapter we will learn how measure and compare models from different families.







Conclusion


Now we have our environment set up and running, we are familiar with some of our data sources, and we have tried a first experiment. In the next chapter we will learn how measure and compare models from different families.
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Chapter 2. Selecting the Right Small Language Model


A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 3rd chapter of the final book.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at mcronin@oreilly.com.




In this chapter we will discuss how to compare different models. As with any machine learning endeavor, we must start with measurement. With the language models there are a few dimensions of measurement we could use. First, there is the quality of a language model as a language model. This only goes so far, especially for small language models which are supposed to be more specialized. The specialization is not just in terms of domains and topics, but also in terms of functionality. This specialization of functionality means that the general ability to produce valid sequences of general “language” is less important. For SLMs, we need to look towards task-specific metrics. The good part of this is that this will resemble classic machine learning measurement, and the bad part is that the more novel our task is, the less likely it is that there is a ready dataset for measurement.



Measuring Language Models


To understand how we will measure SLMs for our project, Theοros, we first need to understand the context of language model measurement. First, let’s refresh some of our understanding of measuring classic machine learning. From there we will review some general language model measurements, before discussing task measurement.



Metrics From Classic Machine Learning


In classical machine learning the metrics available depended on where the model and use-case fit in the categories of machine learning. Each of these categories had different metrics with different pros and cons.


If your model is trying to predict a floating point number, it falls in the regression category. Most metrics in the regression category are based on the error term [1].


erri=yi−y^i


Mean Absolute Error (MAE) is the mean of the absolute value of the error term. Mean Squared Variance (MSE) is the mean of the squared error term. Root Mean Squared Variance is the square root of the MSE. R2 is 1 - the ratio MSE to the target variable variance [2].


R2=1−MSEVAR[Y]


If your model is trying to predict a categorical value, it falls into the classification category. The metrics in this category are primarily based on the confusion metric. Let’s look at a confusion matrix for a binary classification problem.


[confusion matrix image]


The most commonly used classification metrics are precision and recall. Precision is the ratio of true positives (predicted positive & actual positive) to true positives and false positives (all predicted positives). Precision tells you how reliable a positive prediction from your model is. Recall is the ratio of true positives (predicted positive & actual positive) to true positives and false negatives (all actual positives). This tells you how likely you are to identify a positive. These two numbers are both between 0 and 1 which makes them easy to interpret. If there must be only one metric you can use the F-score which is the harmonic mean of the precision and recall [3].


Another common metric for binary classification is the area under the RoC curve (AUC). The RoC curve is created by thresholding the prediction. For those models that produce pseudo-probability of assigning a class to an example, sort their predictions by this pseudo-probability. For each threshold, we calculate the recall and the false positive rate. The false positive rate is the ratio of the false positives (predicted positive & actual negative) to the false positives and the true negatives (all actual negatives). Once we have this curve, we can calculate the area under that curve. This will give a number between 0 and 1. Furthermore, we know that by deciding by flipping a coin, we would produce an AUC of 0.5, so we can use that as a rule-of-thumb for whether the model has predictive power [4].


There are metrics for other categories, for example ranking. Ranking generally uses metrics based on the classification metrics precision and recall, though there are other popular ones. As we come across different tasks, we will determine the best metric.


This is one of the strongest developer benefits of SLMs, that the decomposed tasks are more directly measurable. Large Language models, whose purpose is to have a general and broad set of use cases, are measured very differently.





Pre-Training Measurement


Large and small language models are trained in three parts. The first part is called pre-training. This is where the model learns how to make correct sequences given an input sequence. This phase generally uses cross-entropy. Cross entropy represents the surprise of one distribution from another. In this case, the model has learned a distribution of tokens for a given context, but the real distribution is different. This metric as a loss function minimizes how surprised the model is by the actual token [5].


H(p,q)=∑ipilogqi


Since we will not be building any models from scratch, we will not need to do any pre-training. Instead, we are more interested in the second part of training - alignment.





Supervised Fine-Tuning Measurement


This phase is where the model is not just learning the probability of seeing a particular token in a particular context, it is also learning to predict sequences labeled to be better or not. This phase allows the model to not only produce believable responses, but potentially useful ones.


Since this phase is still updating the same neural network from pre-training, it also uses cross-entropy as a loss function [6].





Alignment Measurement


Alignment is the phase of training where the model is taught more about tasks as well as some safety rules, i.e. learning human preferences. Historically, this was done with reinforcement learning from human feedback (RLHF) [7]. Now, it is more common to use direct preference optimization (DPO) which uses supervised learning instead of reinforcement learning. This makes alignment more efficient and simpler since no additional model (reward model) needs to be learned [8].


These measurement approaches are good in the training phases, or even when fine-tuning a model, but they are not informative for specific use-cases. For that, we need to look at task-specific measurements.





Task Measurement


This is where we need to look at the different ways SLMs are used from LLMs. LLMs are generalized even if they are fine-tuned. This is good, since LLMs are often used for their abilities as relatively open-ended chatbots. SLMs are much more suited for highly constrained chatbots, or even more focused applications, like converting natural language to a query language, or as a classifier. Many of these tasks lend themselves to measurement that is more like classical machine learning scenarios.


There are many benefits to having these simpler measurements. That being said, the language model measurements are still important as a baseline. For example insufficient training in the SFT can lead to low quality outputs [9]. Low quality outputs will make performance on almost all tasks worse. Fortunately, knowing a model’s quality on these basic language model metrics are important to the community. This baseline quality can often be ascertained by looking at open benchmarks.







Using Benchmarks


In general benchmarks are best when your use-case resembles the use-case of the benchmark. However, as discussed above, they can also give a good idea of what language model is likely to have better baseline performance.



MMLU-Pro


MMLU-Pro is an augmented version of the Massive Multitask Language Understanding (MMLU) dataset. MMLU is a set of multiple choice questions from various domains at different difficulty levels. MMLU-Pro expands this dataset to 12,000 questions, and ten answer choices. This dataset tests the models general reasoning and Q&A capabilities [10].





GPQA


This benchmark is a multiple choice test in physics, chemistry, and biology with 448 questions. The questions are designed to be difficult even for experts (PhD students). This benchmark shows a model’s scientific reasoning ability. This may be valuable for use-cases that are related to science, but our use-case is not one of those [11].





HELM


HELM is a project from CRFM at Stanford for evaluating foundational models. Their website also has leaderboards that include MMLU-Pro and GPQA. HELM also includes benchmarks for multi-modal models, and domain specific models [12].





Task-specific Benchmarks


If there is a benchmark for your specific use-case, you should compare your results there. Although SLMs are dramatically simpler than LLMs, if you can replace your SLM with a simpler neural network or even a class machine learning model, that will simplify your system even more.


If there is no benchmark for our exact use-case, we will have to make our own. In the next section we will talk about how you can create your own dataset.







Creating Custom Data Sets for Your Tasks


In the process of building Theoros, we will run into situations where we will need to create our datasets in order to measure different tasks. So let’s talk about how to create such a dataset



Task Definition


The first step is to clearly define the task you are looking to measure. Let’s take as an example a classification task of assigning subgenres to movie synopses. This task will be useful when ingesting movies into the databases used in the application. This will allow users to filter using finer-grained criteria when looking for a movie.


Let’s consider what are the requirements for this task. First we need the set of genres and subgenres. We can get that from this article from the New York Film Academy [13]. These will serve as our label set. We can get the genre assignment from Wikidata. Finally, we can get the synopses from WIkipedia.


Since genre assignment is a multi-label classification task, in which more than one genre can be assigned, it is possible to have more than one subgenre. We must make the decision on whether or not there can be multiple subgenres for a single genre. For now, let’s say that it is possible for movies to have multiple subgenres from a single genre.


Now that we know what the data will look like, we must decide on a metric. Let’s use F-score for each label, and a macro-average (averaged over the subgenres) F-score for the overall score.


As for which columns are needed, we will need the synopses and the genres for performing the task. We will also need the movie title for display purposes.


Finally, we should decide on how large of a dataset is necessary. Let’s do some napkin estimation to come up with a minimum and ideal. If we have a few dozen classes, it would be ideal to have around one hundred examples per class. This would give us an ideal size of 3,000-6,000. We could probably get by with less, so the minimum should be 1,000.





Repurposing Datasets


Unless you are collecting newly generated data, you will usually begin with joining existing datasets to build your data. A great advantage that SLMs have over classic models is that there is much less feature engineering with SLMs. This means that you can find relevant text information


For subgenre tagging use-case we can jrobischon/wikipedia-movie-plots from kaggle. It has all the columns we need, except subgenres. It has 35,000 movies from a one hundred year period from 1918 to 2017 [14].





Synthetic Data


In this situation, we don’t need to create any data. However, if we wanted to try an alternative approach. We could use a large language model to create a dataset. For example we could have the LLM generate synthetic synopses for certain classes. This data is likely to be less realistic, and therefore less informative when it comes to measuring our system.





Human Labeling


We still need to find labels to actually measure our system. The most straightforward way to do this would be to use humans to label. The problem with this is that humans are slow and expensive. We could simplify the task by making it into a confirmation task. This is done by having the system produce predictions, and then asking human labelers to confirm the predictions or not. Also, we could create a preference dataset by including the system’s prediction, and a random subgenre. By doing this we not only create a set for measurement, but also for fine-tuning.


Although there is great potential value in human labeling, there is also a cost. Assuming (optimistically) that each task takes 10 - 15 seconds on average, that means it will take roughly 100 - 140 hours to label the entire dataset. We can make this more feasible by only labeling a few thousand (the size of our ideal dataset). In order to do this, we would need to make sure that we are not biased, or we could end up with an imbalanced dataset. We can do this by stratifying be genre. This 10-14 hours of labeling is much easier to do. However, as we add new functionalities to our system, each of these rounds of labeling can add up quickly in terms of development time or labeling cost.





LLM-as-a-Judge


ne of the most surprising things to come out of LLMs is how they can be used to judge each other, and if carefully done, themselves. This means that for some situations where we previously need human labeling we require much fewer human labels or none at all.


Because this is a new concept in machine learning, it is still advisable to validate your measuring methodology. You want to check if your LLM-as-a-Judge is performing well as a source of information on how your system is working. To do this, you need to have some data with necessary inputs, outputs, and labels for the outputs. In our situation, we need a dataset with synopses and genres as inputs, subgenres as outputs, and labels for whether the subgenres are correct for their inputs.


There are a few ways to gather these golden labels. First, as described above is human labeling. Depending on the baseline, we can potentially further reduce the number of labels. In this meta-measurement, we are looking to see if our measurement technique is as reliable as human labeling. The amount of data needed is much less. We do not need a hundred for each subgenre, instead we just need a few examples per subgenre. We could reduce the labeling by another order of magnitude. The caveat regarding the quality of the baseline is that if the baseline is correct for a strong majority of cases (90%+) there may not be enough negative examples in only a few hundred examples.


Another way is to use an LLM-as-a-Judge, but take a sample of the judgments of the baseline for human judgment. This sample can be balanced between positives and negatives. This will let you see how well your judgment system is working.


Although we are using the term LLM-as-a-Judge, it need not be an LLM. When deciding which language model to use as a judge, you use an SLM that is specialized to the judgment task. You can potentially use the same model as the one that made the prediction. If you do this, you need to be extra mindful about making the task given for judging clearly distinct from the task given for the actual use-case. For example, let’s see two simple example prompts for our subgenre prediction use-case.


Subgenre assignment prompt.



Please identify if the given movie belongs to one of the given subgenre.

Genre: {genre}
Possible Subgenres: {subgenre_list}

{title}

Synopsis:
{synopsis}

Subgenre(s):


Subgenre judgment prompt



Please rate, 1-5, how well the given movie fits within the subgenre 
description.

{title}

Synopsis:
{synopsis}

Genre: {genre}
Subgenre: {subgenre}
Subgenre Description:
{subgenre_description}

Rating (1-5):


This helps us to avoid the model repeating the same work to affirm itself. Also, introducing the subgenre description changes the input data significantly. There are many ways to do LLM-as-a-Judge, depending on your use-case and resources [15].







Comparing Small Language Model Families



openai/gpt-oss-20b (low)



Model Card [16][17]


This is a larger model than we are generally considering - 21B. However, it only has 3.6 billion active (only 3.6B are used for a token). This allows to benefit from more learned parameters without needing more intense hardware.



		
	Architecture: Both models have a residual stream dimension of 2880, applying root mean square normalization on the activations before each attention and MoE block. Similar to GPT-2 we use Pre-LN placement


	
			
		Mixture-of-Experts: Each MoE block consists of a fixed number of experts (128 for gpt-oss120b and 32 for gpt-oss-20b), as well as a standard linear router projection which maps residual activations to scores for each expert. For both models, we select the top-4 experts for each token given by the router, and weight the output of each expert by the softmax of the router projection over only the selected experts. The MoE blocks use the gated SwiGLU activation function1.

		

			
		Attention: Following GPT-3, attention blocks alternate between banded window and fully dense patterns, where the bandwidth is 128 tokens. Each layer has 64 query heads of dimension 64, and uses Grouped Query Attention (GQA) with 8 key-value heads. We apply rotary position embeddings and extend the context length of dense layers to 131,072 tokens using YaRN. Each attention head has a learned bias in the denominator of the softmax, similar to off-by-one attention and attention sinks, which enables the attention mechanism to pay no attention to any tokens.

		

	

	

		
	Inputs: We train the models on a text-only dataset with trillions of tokens, with a focus on o3-mini (no tool) o4-mini (tool) STEM, coding, and general knowledge. To improve the safety of the model, we filtered the data gpt-oss-120b (tool) for harmful content in pre-training, especially around hazardous biosecurity knowledge, by reusing the CBRN pre-training filters from GPT-4o. Our model has a knowledge cutoff of June 2024..

	

		
	Context length: 131K tokens

	

		
	Supported languages: Arabic, Bengali, Chinese, English, French, German, Hindi, Indonesian, Italian, Japanese, Korean,Portuguese, Spanish, Swahili, Yoduba

	

		
	Release date (on Huggingface): August 2025

	







Model Quality [18]



		
	MMLU-Pro:

	

		
	GPQA (no tools): 49.1

	









Qwen/Qwen3-4B-Instruct-2507


This Qwen model provides some recent innovations (as of the time of writing). For example, better general capabilities than previous iterations of SLMs, and more context length. It is also designed for tool use and agentic systems.



Model Card [19]



		
	Architecture:


	
			
		Number of Parameters: 4.0B

		

			
		Number of Parameters (Non-Embedding): 3.6B

		

			
		Number of Layers: 36

		

			
		Number of Attention Heads (GQA): 32 for Q and 8 for KV

		

	

	

		
	Context length: 262K tokens

	

		
	Release date (on Huggingface): August 2025

	







Model Quality [19]



		
	MMLU-Pro: 69.6

	

		
	GPQA (no tools): 62.0

	









meta-llama/Llama-3.2-3B


This series of Llama models were designed to excel in chat and summarization use-cases, as well as in “agentic retrieval” ones. [20]



Model Card [20]



		
	Architecture: Llama 3.2 is an auto-regressive language model that uses an optimized transformer architecture. The tuned versions use supervised fine-tuning (SFT) and reinforcement learning with human feedback (RLHF) to align with human preferences for helpfulness and safety.

	

		
	Context length: 128K tokens

	

		
	Supported Languages: English, German, French, Italian, Portuguese, Hindi, Spanish, Thai

	

		
	Release date (on Huggingface): September2024

	







Model Quality [20]



		
	MMLU: 63.4

	

		
	GPQA: 32.8

	









microsoft/Phi-4-mini-instruct


Microsoft’s Phi family of models were designed to explore what SLMs could do. It was built on synthetic data. It was designed as a “building block for generative AI powered features”.[21]



Model Card [21]



		
	Architecture: Phi-4-mini-instruct has 3.8B parameters and is a dense decoder-only Transformer model. When compared with Phi-3.5-mini, the major changes with Phi-4-mini-instruct are 200K vocabulary, grouped-query attention, and shared input and output embedding.

	

		
	Context length: 128K tokens

	

		
	Supported languages: Arabic, Chinese, Czech, Danish, Dutch, English, Finnish, French, German, Hebrew, Hungarian, Italian, Japanese, Korean, Norwegian, Polish, Portuguese, Russian, Spanish, Swedish, Thai, Turkish, Ukrainian

	

		
	Release date (on Huggingface): February 2025

	







Model Quality [21]



		
	MMLU-Pro: 52.8

	

		
	GPQA (0-shot, CoT): 25.2

	









GPT-5-mini


We are including GPT-5-mini in this as a comparison between open and closed models. GPT-5-mini was designed for “well defined tasks, and precise prompts”.



Model Card [21]



		
	Context length: 400K tokens

	

		
	Release date: August 2025

	







Model Quality [22]



		
	MMLU-Pro: 78

	

		
	GPQA: 69
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