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For Nick, Ollie, and Klaus.
The three most patient creatures I know.

 

 


Any sufficiently advanced technology is indistinguishable from magic.

—Arthur C. Clarke








Part I
Brave New Legal AI World

This section breaks down the evolving dataverse and legal AI landscape today. It sets the record straight on what AI in law actually is, not the version pushed by headlines or marketing hype. Starting from the beginning, it defines AI, from the OGs of legal machine learning to the new kids on the generative AI block. It explores the evolution of AI in legal practice, beginning with the foundational tools of legal machine learning and culminating in the latest advancements in generative AI. It unpacks how legal AI crawled out of forgotten academic corners and doc review obscurity and landed in the middle of every strategy session, CLE panel, and pitch deck in the industry. It concludes with a deep dive into the ethics of legal AI and the risks that lawyers embracing AI should be aware of. When you leave Part I, you’ll know the tools, see the risks, and be ready to build a legal career that thrives in the age of AI, without outsourcing your judgment.






Chapter One
Introduction

The robolawyers are not coming; they are here! Are you ready?

Artificial intelligence (AI) is now hotter than Taylor Swift, the Beatles, and Beyonce combined. Every day, there’s another headline about AI reshaping industries, with platforms like ChatGPT generating text, DALL-E producing images, Sora crafting video, and models like LLaMA, Gemini, and Groq leading the charge. AI has become a cultural phenomenon; even South Park1 dedicated an entire episode to AI with ChatGPT credited as a writer!

Everything from the 5 o’clock news to endless social media feeds is claiming we’re on the verge of an AI takeover. If you’ve been following the buzz, you’ve likely seen predictions that lawyers will soon be replaced by AI-powered robolawyers. But is this truly the reality?

In legal, this AI takeover means the long-feared robolawyers are not just coming; they are already here. “Robolawyer,” which sounds like something out of a sci-fi movie, is the buzzword for AI tools designed to take over tasks traditionally performed by lawyers. These AI tools automate legal tasks like drafting contracts, analyzing case law, and even assisting with litigation strategies. It’s no surprise that some lawyers find them threatening. These systems can process mountains of data in minutes, handling tasks that used to take junior associates or paralegals days. That raises some serious existential questions for the profession: If AI can draft a brief or review a million documents, where does that leave the humans?

Does this mean white-shoe lawyers are an algorithm away from lining the streets in threadbare Brooks Brothers’ suits holding cardboard signs saying, “Will litigate for food?” Will hordes of robolawyers kick their metal shoes up in their corner office as they replace human intelligence with artificial intelligence?

Not even close!

Artificial intelligence is shaking up the legal profession, but let’s be clear—there’s no “lawyer-nator” coming to steal your practice. The real threat isn’t AI itself; it’s falling behind while the lawyer in the office next door uses AI to outpace and outshine you. It’s not a dystopian takeover; it’s about staying relevant in a profession that’s evolving faster than ever.

Authors and pundits alike have speculated that AI might soon replace the expertise of seasoned lawyers, but a far more likely scenario is that legal professionals who embrace AI as a tool will future-proof their careers and emerge as leaders in the profession.

So, how close are we to seeing high-powered attorneys swapped out for high-tech-powered counterparts? Looking closely around the trade shows and legal periodicals, I argue that this is occurring as we speak. AI is not likely to take over prestigious law firms any time soon, but the future of legal practice is already becoming a blend of traditional expertise augmented by advanced technology.

The specter of robot lawyers is nothing new. As of this writing, a Google search for “robolawyer” brings up over 41 million results. A concept once confined to science fiction is now shaping modern legal practice. For instance, the cheeky startup DoNotPay grabbed headlines when it tweeted an offer of $1 million to anyone willing to let its AI chatbot lawyer argue a case in the Supreme Court.2 While their marketing stunt was quickly shut down as an unauthorized practice of law, it was a bold signal of what’s to come.

From partners to paralegals, legal AI is here in a big way. Although robolawyers will not replace legal counsel, AI will impact the practice of law much sooner than many envisioned. Savvy legal professionals are embracing AI-powered legal technology tools across all areas of law. AI technology helps legal professionals with contracts, eDiscovery, knowledge management, and practice optimization. In addition, AI can help legal teams uncover key facts and evidence faster, enhancing decision-making and improving legal outcomes for clients.

From the AmLaw top 100 firms to startups, organizations are doubling down on integrating AI technology across legal. By leveraging AI, they are differentiating themselves and gaining a competitive advantage. Practitioners embracing emerging AI technologies are dramatically accelerating their career trajectory.

The delta between AI-powered legal professionals and their old-school counterparts continues to expand. Now is the time for law students, lawyers, and legal professionals to embrace AI technology and to future-proof their legal careers.

This book is a call to action for the legal profession to embrace the unstoppable AI revolution. It’s tailored to those who want to not only survive but to thrive in the future of law. In essence, AI in Legal Tech: How Generative AI Is Transforming Legal Technology and the Practice of Law is more than just a book; it’s a roadmap for the future-ready lawyer.

This is not just about surviving the AI revolution; it’s about leading it. The first step is to educate yourself beyond what you may have learned in law school. Consider this your guide to navigating the future of the legal profession with confidence.


At a Glance

This book is not for statisticians, mathematicians, or data scientists. It is tailored to legal professionals of all levels of tech know-how. AI is fundamentally transforming the practice of law today, whether you’re a law student or a veteran rainmaker. The AI renaissance is a great equalizer and an opportunity to level up your legal career.

This book strips away the jargon and complexity often associated with AI, translating AI into the language of the everyday, curious legal mind. Throughout the book, I delve into the transformative impact of AI on traditional legal practices, shedding light on how these technologies automate mundane tasks, refine legal strategies, and open new avenues for legal research and practice.

At the same time, this book doesn’t shy away from the tough questions. It offers a balanced view on the ethical dilemmas and challenges that AI introduces to the legal profession. The book highlights privacy concerns, the risks of AI bias in legal, the impacts of deepfakes, and the future of employment for legal professionals, offering insightful analysis and guidance on navigating the evolving legal landscape. This is all from the lens of AI as a companion, not a competitor.

Part I, “Brave New Legal AI World,” comprising Chapters 1–6, breaks down the evolving dataverse and legal AI landscape today. Starting from the beginning, it defines AI, from the OGs of legal machine learning to the new kids on the generative AI block. This section explores the evolution of AI in legal practice, beginning with the foundational tools of legal machine learning and culminating in the latest advancements in generative AI. It concludes with a deep dive into the ethics of legal AI and the risks lawyers embracing AI should be aware of.

Part II, “The Lawyer’s Guide to Riding the AI Wave,” unpacks the shifting perception of AI in the legal industry. From Chapter 7 on, the book takes an unvarnished look at the impact of AI on the profession and dives into the impact and adoption of AI across the globe. It breaks down the lingo and explores the mindset necessary to embrace legal AI. It then dives into tactical career strategies for thriving in an AI-driven world, while also addressing the human side of human-centered AI, bringing it all together with guidance on becoming an AI esquire and tips and tricks to empower you along the way. The section closes by investigating what the AI-impacted future of legal might look like, uncovering the future of the tech, and providing insights from practitioners at the frontlines. It also breaks down what legal professionals can do today to future-proof their careers as the AI renaissance continues.

At the end of the book, there is a legal AI survival kit. This survival kit includes a comprehensive glossary, a comprehensive generative AI prompting primer for legal, and actionable insights from the frontlines.

You are not merely reading about the future of AI-powered law; you’re preparing to help shape it. This book is a clarion call to the legal profession to embrace the AI revolution head on. Are you ready?



Notes


	1 Schwarz, J. (2023). Review: South Park “DEEP LEARNING.” Bubbleblabber (9 March). Archived from the original on 9 March 2023 (accessed 24 March 2024). https://www.bubbleblabber.com/2023/03/review-south-park-deep-learning/.

	2 Casey, C. (2023). “The robot lawyers are here, now what?” Legal Tech News (5 January). https://www.law.com/legaltechnews/2023/01/05/the-robot-lawyers-are-here-now-what/.









Chapter TWO
AI for the Uninitiated: A Crash Course


No PhD Required: Breaking Down AI for the Legal Mind

The path of legal education does not begin your first day as a 1L in law school. My journey dates to a swing set on a Southern California playground. Mid-swing, I had an epiphany: I was good at both math and writing. Choosing math and science would probably lead me toward becoming a doctor, while focusing on English would pave the way to law. My decision was clear; if I made a mistake as a doctor, someone might die, but as a lawyer, I could always appeal!

From that day on, I leaned increasingly toward liberal arts, and math and science took a back seat. After choosing my journey into legal, I favored language, debate, and philosophy over calculus and other hard sciences.

As a result, when I found myself facing statistics, lambda calculus, and data science, it was a bit daunting. No one goes to law school to study relational databases, and yet, when it comes to areas of legal like eDiscovery and contract analytics, that is exactly what you find yourself doing!

When it comes to artificial intelligence and the law, many legal professionals feel a bit like Andy Dwyer from Parks and Recreation; fully aware of their cluelessness but hesitant to ask questions, fearing that doing so will make it painfully obvious to everyone else. Or, worse yet, they embody the Dunning-Kruger Effect, the cognitive bias where if you don’t know something, you also don’t have the ability to recognize that you don’t know it.

Well, my legal compatriots, fear not. You don’t need to learn to code or how to create an algorithm to understand the risk and opportunity posed by the AI revolution. What you do need to learn are the lingo, the players, and the legal issues that arise when working with AI in legal.



The Birth of Artificial Intelligence

While click-bait headlines portray AI as a shiny new toy, it’s less a “New Kid on the Block” and more like a seasoned “Rolling Stone.” Like the septuagenarian rockers, AI has been around for decades, and while it might not always be what lawyers want, it is what modern lawyers need.

Based on the latest Hollywood blockbusters or a casual perusal of the evening news, artificial intelligence has been categorized as everything from super sentient robot overlords to little more than smart toasters.

John McCarthy, often referred to as the father of artificial intelligence, is credited with naming and defining artificial intelligence in 1956. If John McCarthy is the father of AI, then Dartmouth College is its birthplace. It was at a Dartmouth Summer Research Project on artificial intelligence in the summer of 1956 that McCarthy defined artificial intelligence as “the science and engineering of making intelligent machines.”1 Put more simply, he envisioned a future where computers could think like humans.


What Exactly Is Artificial Intelligence?

While the underlying concept of the “science and engineering of making intelligent machines” was first discussed nearly 70 years ago, the father of AI did not just believe in the possibility of smart computers; he believed that “every aspect of learning or any other feature of intelligence can in principle be so precisely described that a machine can be made to simulate it.”2 Quite literally, he saw a future where machines could and would do anything a human can do.

Many science fiction horror movies are based on this conception of AI—born of nightmares about sentient machines that operate without human input, like the Terminator. But the reality of AI today is far from the autonomous AI robot overlord of dystopian nightmares. Since its inception in 1956, AI’s purpose has evolved. Instead of replacing humans, AI now focuses on augmenting human intelligence and empowering data-driven decision-making.

The goal is no longer to replace human decision-making or cognition with AI. Instead, it aims for something more akin to J.A.R.V.I.S. in Tony Stark’s Iron Man suit—a powerful technology working alongside humans to enhance decisions by providing faster, more accurate insights. Much like Iron Man’s suit, these tools act at the behest of and in concert with humans and not in their stead.

While the specter of robolawyer overlords displacing legal practitioners is an apocalyptic nightmare some might have, this fantasy is best left for sci-fi. There is quite a bit of “fear, uncertainty, and doubt” (FUD) floating around the legal industry. Legal professionals are grappling with questions about how AI will reshape traditional roles and responsibilities, leaving many professionals uncertain about their legal futures. People are uncertain about how artificial intelligence will be integrated into the practice of law without putting everyone out of work. The legal profession is also grappling with ethical concerns like AI bias, which could impact fairness in case outcomes and confidentiality, as sensitive client data is processed by AI tools. Lawyers must navigate these challenges carefully to integrate AI responsibly.

While fears of AI replacing lawyers make for great Hollywood blockbusters, the reality is far less dramatic: AI is becoming an indispensable tool for legal professionals, augmenting their skills and expanding their capabilities.

Over the last seven decades, data scientists and non-techies alike have realized that John McCarthy’s definition missed the mark. It did not account for the fact that it is hard to digitally replicate things like human intuition, creativity, and emotional intelligence—facets of human cognition that machines are far from duplicating. As a result, the desire to replace human cognition fell out of favor, replaced with something known as augmented intelligence, or human-centered artificial intelligence.

Today, AI is designed to complement human expertise, enhancing decision-making, speeding up routine processes, and enabling lawyers, for example, to focus on higher-value strategic work. AI hasn’t supplanted human intelligence or our unique consciousness; it has instead become a powerful tool that extends our capabilities. As AI continues to evolve and astonish, McCarthy’s initial idea of replacement has been recalibrated to one of partnership and enhancement.



Artificial Intelligence Reimagined

Since the idea of machines capable of learning first emerged, industries like banking, medicine, and retail have embraced AI-powered applications at warp speed. Fraud detection, personalized shopping experiences, and even precision medicine have all undergone AI-powered transformations. Meanwhile, the technology itself has evolved dramatically, from the lofty dream of replacing human cognition to a more realistic and valuable goal: augmenting and amplifying the humans who use it.

Traditionally, the legal industry has taken a cautious, measured approach to adopting AI—more tortoise than hare in this technological race. Legal has fallen behind by sticking to tried-and-true technologies while industries like finance sprint ahead with cutting-edge AI innovations. Think of legal AI as the classic, well-tailored suit—practical, reliable, and unlikely to stir up controversy. But everything changed when ChatGPT burst onto the scene in November 2022, sparking a seismic shift in how the legal field views AI.

Thankfully, we’re still a long way from a dystopian reality where robots take over the courtroom. Critical reasoning, creative problem-solving, and strategic judgment, the bread and butter of legal practice, are still best handled by humans. Over decades of trial (and lots of error), computer scientists have realized something important: humans and AI aren’t competitors; they’re collaborators. Machines thrive at handling lower-value, repetitive tasks, like processing mountains of data or automating document reviews. But when it comes to the complex mental gymnastics of interpreting that data or making high-stakes decisions, the “living legal brain” is still the undisputed champion.

AI’s modern definition focuses on its ability to “correctly interpret external data, learn from it, and apply those learnings to achieve specific goals through flexible adaptation.”3 Or, in plain terms: Can it learn from data or human input and deliver actionable insights? This evolution in AI’s role has given rise to what’s known as augmented intelligence. Instead of creating machines to replicate humans, we’re building systems that amplify our strengths.

Here’s the big takeaway: humans outperform AI in critical areas like creativity, empathy, and judgment. Instead of replacing people, modern AI acts as a force multiplier for human expertise. Think of AI as your ultimate legal ally; AI makes you faster, sharper, and more effective. This is the shift: from robots that act like people to tools designed to enhance people.

Even with today’s cutting-edge generative AI tools, like GPT-4, the human brain still reigns supreme. Sure, AI can process data at breakneck speed, draft impressive first-pass documents, and even offer insights—but it lacks the nuance, intuition, and emotional intelligence needed for true legal strategy. AI might run the fastest leg of the relay, but lawyers are still the ones anchoring the team and crossing the finish line.




Your Organic Computer

With the constant flood of headlines about AI breakthroughs, it’s easy to forget the most powerful, organic supercomputer we all carry around: the human brain. Each of us is the proud owner of the absolute superstar of intelligence, and our organic computer is far less prone to hallucinations.

Let’s break down the human computer by the numbers. Clocking in at just three pounds, less than your average Chihuahua, the human brain is a powerhouse of connectivity. The average human brain possesses around 100 billion neurons, each connected to up to 10,000 other neurons. Every second, your brain transmits signals across 1,000 trillion synapses—that’s a quadrillion (1,000,000,000,000,000, or 10¹⁵).4 Talk about the ultimate organic supercomputer!

And, unlike many of the machine learning and AI models on the market today, it’s the ultimate multitasker, combining general intelligence with creativity, adaptability, and even emotional and social smarts. It’s like having the whole Avengers team assembled in one brain, ready to tackle any situation!



The Artificial Contender

Now, enter AI, in this case, GPT-3.5. It’s no slouch with its 175 billion parameters. And its successor, GPT-4, upped the ante significantly. The AI model is reportedly comprised of eight models, each with 220 billion parameters. The total parameter count of GPT-4 is estimated to be around 1.76 trillion. That’s not too shabby, but this represents only 1/1,000th the computational connectivity of our human brain.

This advanced version of AI can generate text, answer questions, and pull off some impressive feats, but it lacks the depth of human intelligence. Think of it like a specialized tool in your legal tech toolkit—brilliant at what it’s trained to do but not quite ready to take the lead. It’s like the dependable member of the Avengers team, great for specific missions, but it’s not Captain Marvel swooping in to save the day solo. A at least not yet.



Love at Second Sight

For years, the legal world treated AI like a bad Tinder date—swiping left without a second thought. From corner-office partners to fresh-faced associates, many viewed AI and machine learning with the same enthusiasm as a root canal. But let’s be real: labeling lawyers as tech-averse Luddites misses the mark.

The reality is that lawyers are not wired, nor taught, to embrace the novel without thorough analysis. We are naturally a skeptical bunch. Additionally, our profession’s deep-rooted traditions, obsession with precedent, and a stringent code of ethics naturally make us cautious about new technology. As a result, we are not the most willing group of professionals to adopt shiny new technology like AI.

The earliest entrants of legal AI in the eDiscovery game did legal professionals no favors in setting the stage for adoption. Predictive Coding in electronic discovery was among the first to seek judicial approval in the early 2000s. And to say it was onerous is an understatement. Deploying this early AI system involved multiple rounds of training and complex calculations of statistical concepts like precision and recall determining accuracy. It also required linguists and statisticians, and determining effectiveness often involved lambda calculus. If those terms have your head spinning, you are not alone. To make matters worse, few could explain how the algorithm functioned, leaving many in the legal field thoroughly confused. And, explaining it to a judge with limited technical understanding was daunting.

Thankfully, legal AI has evolved substantially in the last decade and a half. The process of using legal AI has gone from a bespoke and expert-driven “AI workflow” to one with AI baked into the normal course of conducting eDiscovery, contract analysis, case strategy, or practice optimization.

Over the past decade, the judiciary’s grasp of AI in legal proceedings has significantly deepened as well. Initially, judges approached AI tools like Predictive Coding with caution, often due to a lack of familiarity and concerns about accuracy. However, landmark cases have paved the way for broader acceptance. For instance, in 2012, Magistrate Judge Andrew Peck’s decision in Da Silva Moore vs. Publicis Groupe, 287 F.R.D. 182 (S.D.N.Y. 2012)5 marked the first judicial endorsement of Predictive Coding, setting a precedent for its use in eDiscovery.

Similarly, the 2016 UK case Pyrrho Investments Ltd vs. MWB Property Ltd, (2016) EWHC 256 (Ch)6 approved Predictive Coding, further validating its application in legal contexts. These decisions reflect a growing judicial recognition of AI’s potential to enhance efficiency and accuracy in legal processes. As a result, courts are increasingly open to integrating AI tools, provided they meet standards of reliability and transparency.

Additionally, the American Bar Association’s Model Rule 1.17 mandates that lawyers provide competent representation, which now includes staying informed about relevant technology. This evolution signals that both the Bar and the bench are not just open to legal tech—they’re expecting attorneys to integrate advanced tools to enhance efficiency and uphold proportionality in legal proceedings.

Next-gen legal AI has incorporated many of the more common features that consumer-grade AI offers today, including seamless integration, intuitive user interfaces, and simple workflows that everyone from my five-year-old nephew to the managing partner can easily understand and master.

As AI proves it can handle the grunt work—like sifting through mountains of documents—faster and more accurately than a sleep-deprived junior associate, the legal community is starting to see the light. The net result is a transparent, easily employed and explained technology that saves massive amounts of time and money on any review, from the simple to extremely complex. We’re not just warming up to AI; we’re realizing it’s the secret weapon we didn’t know we needed.




Human + AI > AI or Human Alone

Early legal discussions centered around “to AI or not to AI.” And often the AI solutions we aimed at involved replacing human input with AI decision-making. However, our understanding of how and when to use AI has significantly evolved. The real magic isn’t in choosing humans or AI; it’s in realizing the unbeatable force multiplier that comes from combining them.

AI excels at automating repetitive tasks, analyzing vast datasets, and uncovering patterns at lightning speed. Meanwhile, the human brain can focus on strategy, creativity, and judgment—the distinct human abilities that no machine can replicate, yet. When combined, AI provides the tools, but it’s the human mind that drives the outcomes.

Two groundbreaking advancements, large language models (LLMs) and human-centered AI (HCAI), are redefining the legal landscape:


	LLMs bring a deeper understanding of context, nuance, and intent, bridging the gap between raw data and actionable insights. They don’t just find keywords; they interpret the story, identify gaps, and help lawyers craft airtight arguments.

	HCAI focuses on collaboration. Designed to work with humans, it amplifies judgment, creativity, and strategic thinking while automating repetitive tasks.


Together, LLMs and HCAI redefine legal practice by merging deep data insights with user-focused design, allowing lawyers to tackle challenges like eDiscovery, contract analysis, and case preparation with unparalleled efficiency.


Beyond Words and Phrases: The Power of LLMs

Let’s face it: legacy AI couldn’t keep up with the complexities of the legal practice. It lacked the ability to create, analyze, and interpret in ways that align with the nuanced demands of law. Enter large language models (LLMs), a breakthrough that laid the foundation for AI-powered legal applications with real-world impact. LLMs crunch massive amounts of data to understand the math behind the language. This foundational linguistic understanding means LLMs understand the meaning beyond words and phrases. This leap forward laid the groundwork for legal AI applications that can create and analyze as the precision lawyers demand.

Unlike previous technological advancements, which focused on brute-force data processing or narrow automation, LLMs bring something transformative to the table. LLMs go beyond crunching numbers; they understand the context behind the data because they’re built to handle meaning, nuance, and intent—three pillars of modern legal analysis. Whether it’s interpreting a clause or spotting inconsistencies, these models think like a junior associate on their best day, helping lawyers strategize smarter.

In a world where the difference between “shall” and “may” can decide a case, that’s a game-changer. Legal work isn’t just about finding keywords; it’s about interpreting the story, spotting the gaps, and crafting arguments that withstand rigorous scrutiny. LLMs bring something previous tech lacked: the ability to enhance how lawyers think, strategize, and execute.



Putting Humans in the Loop

The other major driver of legal AI adoption is the rise of human-centered AI (HCAI)—a technology designed with human users at its core. Unlike traditional AI approaches, which often feel distant or overly technical, HCAI embraces a human-first philosophy. HCAI isn’t about sidelining human judgment, it’s about sharpening it, making every decision faster, smarter, and more impactful.

Legal work thrives on nuance, creativity, and context, and these are skills that only humans can bring to the table. By blending AI’s unmatched speed and precision with human expertise and strategic thinking, HCAI is reshaping how legal professionals operate. It’s not just smarter or faster—it’s more impactful. With HCAI, lawyers can rely on AI to process vast datasets and surface actionable insights while staying firmly in control of the decision-making process.

Here are some reasons why HCAI is a game-changer:


	Collaborative by design: HCAI automates tedious, time-consuming tasks like document review and data analysis, freeing lawyers to focus on what really matters: building winning strategies and advocating for clients.

	Intuitive and accessible: Designed with the end user in mind, HCAI tools prioritize usability. They deliver insights in a way that’s clear, actionable, and tailored to the needs of legal professionals, cutting through complexity so lawyers can act quickly and decisively.

	Transparent and explainable: Forget the black-box algorithms of the past. HCAI ensures every recommendation is traceable and defensible, giving lawyers the confidence to rely on its insights during casework or client discussions.

	Ethics-first approach: Built with the high-stakes world of law in mind, HCAI prioritizes privacy, compliance, and fairness. These tools align seamlessly with the ethical standards lawyers live by, ensuring trust in every interaction.

	Adaptive and intelligent: HCAI gets smarter the more you use it. By learning from your preferences and workflows, it becomes a personalized, indispensable ally for your practice.


This approach is all about keeping the lawyer firmly in the driver’s seat. This isn’t some sci-fi fantasy about robots taking over the courtroom. For forward-thinking law firms and solo practitioners alike, human-centric design is the key to ensuring AI tools empower, not overwhelm. It’s a collaborative partnership that enhances, not replaces, what makes lawyers irreplaceable.



Bye, Bye Black Box

The “black-box” problem in early AI tools left lawyers in the dark; offering conclusions and AI output without showing any work. For a profession built on transparency and defensibility, that wasn’t just inconvenient; it was unacceptable.

Early Predictive Coding in eDiscovery promised speed but delivered opacity. You’d upload data, get a list of “relevant” documents, and have no idea how the system reached its conclusions. For lawyers needing defensibility, “the algorithm said so” wasn’t good enough. Without transparency, trust in the tech, and its results, was impossible.

Today’s legal professionals demand tools that are not only powerful but also transparent, explainable, and trustworthy. The days of blindly trusting opaque algorithms are over. Lawyers and clients both expect AI solutions to be transparent, explainable, and designed with humans in mind. If we demand consumer-grade AI to be seamless and user-friendly, why would we settle for anything less in our professional tools? Legal tech is no longer just about function; it’s about fostering trust, collaboration, and real-world usability.

The equation is clear: human + AI > human or AI alone. The future of law isn’t about competing with AI—it’s about leveraging it to amplify what lawyers do best: think critically, strategize creatively, and deliver results with precision. With the right tools, today’s legal professionals won’t just adapt. They’ll lead the charge into a smarter, more efficient era of practice.
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Chapter Three
Flavors of AI


ABCs of (Legal) AI

AI is transforming how we live, work, and play. The legal profession, of course, is no exception. This cutting-edge technology promises to make us faster, sharper, and maybe even a bit smarter (okay, the last one might be more aspirational). But let’s get one thing straight: AI is not some monolithic, all-knowing robot overlord waiting to replace lawyers. It’s a collection of technologies as varied and nuanced as the legal profession itself.

Despite what Hollywood has been feeding us in films like iRobot or Her, AI isn’t some sentient mastermind plotting to take over the courtroom or fall in love with your Alexa. At least not yet! Thankfully, AI’s current capabilities are far more grounded and that’s a good thing. Although AI isn’t arguing cases in court yet, it is already helping lawyers work smarter instead of harder.

Whether it’s narrowing down millions of documents in record time or predicting litigation outcomes, AI is here to enhance our superpowers, not replace them. Imagine a junior associate who never sleeps, never forgets, and can sift through terabytes of documents in the time it takes you to grab a coffee. That’s the promise of AI; not to replace lawyers but to supercharge their ability to analyze, strategize, and advocate. Understanding this landscape, and when or how to leverage these tools, is the first step to becoming an AI-supercharged lawyer.

Think of AI as your favorite ice cream shop, with each “flavor” offering a unique function tailored to specific tasks. While you might have a preference, mint chocolate chip is not inherently better than cookies and cream. AI is no different; various types are applied in different ways and offer different functions.

This chapter dives into these categories, breaking down the tech without the jargon overload. For example, artificial narrow intelligence (ANI) excels at single tasks like reviewing contracts or identifying patterns in massive datasets. Artificial general intelligence (AGI)—the stuff of science fiction—aims to replicate human cognition across a wide range of activities. Finally, artificial superintelligence (ASI) is the hypothetical powerhouse that could outthink humanity. Think of ANI as the specialist, like a sharp paralegal who excels at one task; reviewing nondisclosure agreements (NDAs), for instance. AGI, on the other hand, is the dream of a lawyer who can handle every type of case with ease, while ASI is the hypothetical powerhouse that could argue a case, draft legislation, and design the courtroom, all at once.

This chapter also explores the machine learning subsets that are powering today’s legal AI tools: supervised learning (think document tagging on steroids), unsupervised learning (pattern-finding magic), and reinforcement learning (trial and error, but smarter). All of these fall under the broad category of AI, and understanding how, where, and why they fall will help you better navigate the AI universe.

By understanding these concepts, you’ll come to understand how AI isn’t just a buzzword; it’s a practical toolkit reshaping how lawyers approach discovery, analysis, and even strategy.



Artificial Narrow Intelligence

Also known as weak AI (a misleading name), ANI is the foundation every AI tool we use today. From ChatGPT and DALL-E to virtual assistants like Alexa, this type of AI specializes in specific, task-based operations, never straying from its strictly programmed parameters. Think of ANI as the overachieving intern: it is exceptional at tackling narrowly defined assignments, like identifying privileged documents, but don’t expect it to brainstorm a litigation strategy or question the status quo.

Although it lacks the allure of a sentient cyborg, ANI offers practical and powerful applications for today’s legal practitioners. ANI-powered legal technology helps lawyers crunch through eDiscovery, draft contracts, and even predict case outcomes with unprecedented speed and precision.

Key characteristics of ANI include the following:


	Specialized performance: ANI shines when performing narrow human-defined tasks, such as sifting through millions of documents for relevant keywords faster than any human doc reviewer could imagine. Yet, its expertise is laser-focused. Don’t expect it to “connect the dots” like a seasoned litigator absent human intervention.

	Lack of consciousness: ANI cannot “think” for itself, and it lacks free will. Simply put it lacks genuine understanding, or that gut instinct lawyers pride themselves on. No matter how human your ChatGPT interactions might seem, it’s all ones and zeroes, programmed to act within strict guidelines.

	Requires human input: ANI thrives on explicit instructions, training data, and preprogrammed rules. Even when it autonomously completes tasks (e.g., tagging privileged documents), its outputs rely entirely on human programming and oversight. In short: no human, no horsepower.


ANI is the foundation for almost everything we call AI today. It’s where the rubber meets the road; real, working tools that solve practical problems. But it’s also just the beginning. ANI lays the groundwork for exploring more ambitious concepts like AGI, which aims to think and reason like a human, and superintelligence, the kind of AI that’s still more at home in science fiction than reality. Don’t worry, I’ll unpack these ideas later in the chapter. For now, think of ANI as the solid, dependable building block that makes the rest of the AI conversation possible.

Everything from basic machine learning models to cutting-edge generative AI tools falls under the umbrella of ANI because they depend entirely on human input to function. They’re task-based order-takers, not big-picture thinkers. And that’s okay! One of ANI’s biggest advantages is its reliability: when you give it clear instructions and the right data, it delivers with impressive consistency. For lawyers, who live and breathe precision and efficiency, this makes ANI an invaluable tool to get the job done right every time.

ChatGPT, your friendly conversational AI, freely admits it is ANI:


	“Yes, I am a form of artificial narrow intelligence (ANI). My capabilities are focused on understanding and generating human-like text based on the patterns and information in the data I was trained on. I specialize in responding to a wide range of topics as accurately and helpfully as possible, but my abilities are confined to specific tasks such as language processing and do not include consciousness or self-awareness.”


In the legal world, ANI is the ultimate support system; quick, efficient, and reliable (with some supervision). But as brilliant as ANI might be, it still needs a lawyer to call the shots.



   
Artificial General Intelligence

Artificial general intelligence (AGI), also called strong AI, can be thought of as ANI’s flashier, smarter sibling after a major upgrade. Its ambition is to turn sci-fi fantasies into reality. While ANI crushes narrowly defined tasks with laser focus, AGI has its sights set higher, aiming to replicate human intelligence in ways ANI never could. It wants to think, reason, and understand the world as deeply as we do.

Imagine an AI that doesn’t just follow directions but thinks critically, learns from mistakes, and adapts to unexpected challenges. This isn’t just a supercharged search engine; it’s an AI capable of crafting airtight litigation strategies or even holding its own in court. (Don’t worry; this is all still hypothetical. Your job is safe … for now.)

Imagine AI so advanced that a conversation with it feels as natural as chatting with a colleague over coffee. While it sounds incredible, let’s not get ahead of ourselves. AGI isn’t about to swipe your billable hours, at least not yet. When AGI arrives, it’ll make your current tools look like a fax machine in a smartphone world.

If AGI hits the stage, it won’t just create efficiency; it will challenge what it means to be a lawyer. It will reshape the legal landscape and redefine what it means to practice law in a tech-driven world.

But how do we even measure whether AI has reached AGI? Enter the Turing test1—a benchmark designed to assess whether an AI system can mimic human cognitive abilities so convincingly that it becomes indistinguishable from a real person. Alan Turing2 introduced the Turing test in 1950, laying the groundwork for assessing machine intelligence long before John McCarthy coined the term AI. Turing posited the question, “Can machines think?” and then proceeded to create a method of testing the premise.3

While no AI system has yet passed this test, achieving such indistinguishability would mark a seismic breakthrough in computer science and artificial intelligence. It’s the line in the sand between ANI’s laser focus and AGI’s human-level sophistication.

For now, AGI is still stuck in the realm of sci-fi blockbusters and PowerPoint slides at tech conferences. But companies like OpenAI and Anthropic are working to change that, and their optimism is hard to ignore. Sam Altman,4 OpenAI’s co-founder, believes AGI could arrive within five years using today’s hardware. Dario Amodei, CEO of Anthropic, is even more bullish, predicting AGI could debut as early as 2026.

While passing the Turing test is a critical milestone, AGI’s true potential lies in its broader capabilities. Beyond convincing us it’s human, AGI will need to demonstrate characteristics such as the following:


	Human-like cognition: The ability to pass the Turing test comes from AGI’s ability to mirror human cognition. Passing the Turing test isn’t about sheer horsepower. It’s not just about speed or crunching numbers like an overachieving calculator. AI that reaches the level of AGI must mirror how humans think: nuanced, messy, brilliant. It must replicate human reasoning and problem-solving. It also must demonstrate skills that humans excel at, such as learning from limited data, making judgments under uncertainty, planning, and using language naturally. Some ANI systems can fake it in small doses, sure, but let’s be honest, none of them come close to the full brilliance of human cognition. Not yet, anyway.

	Generalized learning: Rather than learning for a specific task, AGI demonstrates an ability to learn and apply insights to completely new datasets and scenarios. If ANI is your classic overachiever who nails one subject, AGI is the polymath who can ace every subject and solve problems no one’s even thought of yet. AGI isn’t tied to a single purpose—it learns and applies knowledge across entirely new domains without needing a step-by-step guide. Tools like ChatGPT might feel revolutionary at first glance, but they’re simply performing one task: predicting the next word based on human input. AGI would be able to apply learning to new domains, challenges, and datasets indiscriminately. For example, an AGI could potentially write a poem, solve a mathematical problem, devise a scientific hypothesis, and learn a new language, without needing domain-specific retraining.

	Self-awareness and consciousness: For a system to be characterized as AGI, it must be what we call sentient. Here’s where things get weird. For AGI to truly make the leap, it needs more than brain power, it needs self-awareness. We’re talking about a machine that understands its existence, its role in the world, and its own priorities. Think about that for a second: an AGI capable of critical reasoning, weighing its own self-interest against the greater good, and maybe even questioning whether it should follow your instructions.

	Autonomous problem-solving: The combination of human-like cognition, general learning, and self-awareness empowers AGI to solve complex problems without human input. These systems could conceive of and solve problems without any human input. AGI wouldn’t just wait around for us to give it instructions; it would identify problems, analyze them, and come up with solutions all on its own. Imagine an AGI spotting an issue in your discovery process, generating multiple strategies to resolve it, and executing the best one, all before you even grab your first cup of coffee. AGI isn’t just a tool that takes orders. It’s a system capable of rewriting the entire playbook.


The advent of AGI would serve as a technological leap forward. This breakthrough would unlock massive opportunities for AI systems capable of outperforming human cognition. When AGI finally arrives—and let’s be real, it’s not an “if” anymore—it won’t just be a technological leap. It’ll be a full-blown paradigm shift. Sure, we’ll unlock endless possibilities, including smarter systems, faster breakthroughs, and maybe even world-changing innovation. However, this leap forward comes with ethical quandaries and existential uncertainty. That’s why the policies and guardrails people are building today aren’t just for ANI; they’re bracing for the disruptive, game-changing AGI that’s barreling toward us.



Artificial Superintelligence

If AGI feels like the future knocking on our door, ASI is more like a sci-fi fever dream waiting to crash the party. AGI is about matching human intelligence, but ASI doesn’t just meet us on our level; it blows past us in every way imaginable. These AI technologies would combine the multifaceted problem solving and synthesizing of human cognition with the massive computations advantage that AI possesses over a human brain. Think of it as human intelligence turbocharged with the kind of computational power that makes the brain’s one trillion synapses look quaint. ASI could double, triple, or even obliterate that capacity.

While AGI or even ANI might outperform humans on a discrete task or tasks, ASI would outperform the most brilliant human in every task. It’s a whole other beast. We’re talking about outperforming humans in everything: creativity, critical thinking, emotional intelligence, and even computational horsepower. All at once. Every time. It’s intelligence so advanced that even the world’s sharpest data scientists scratch their heads wondering if it’s aspirational, terrifying, or both. This remains more speculative than aspirational even in the most advanced data science communities, but it is worth breaking down for a full picture of the AI landscape.

Don’t kid yourself. The idea of a machine being better than us at literally everything is both awe-inspiring and a little panic-inducing. So, what makes ASI such a game-changer? I break it down:


	Exceeding human intelligence: ASI isn’t just smarter; it’s a whole new level of intelligence. Think the human brain’s trillion synapses are impressive? ASI laughs (in binary) at our little organic central processing unit. With mind-blowing computational power, it won’t just double or triple cognition—it could rewrite the entire playbook, making human intelligence look like dial-up in a fiber-optic world. We’re talking about surpassing humans in everything: every skill, every discipline, every single time. From rocket science to philosophy to art, ASI doesn’t just compete; it leaves us in the dust. This isn’t incremental progress; it’s a leap into a realm of intelligence we can’t fully comprehend.

	Advanced learning and adaptation: ASI wouldn’t just learn faster than humans or AGI, it would redefine the very concept of learning. Forget cramming for finals. ASI could instantly adapt to new situations, self-improve autonomously, and tackle problems beyond human comprehension. Think of it as an autodidact on hyperdrive, solving puzzles we didn’t even know existed and then rewriting the rules for good measure.

	Super creative: If you think tools like ChatGPT and DALL-E are creative, you haven’t seen anything yet. ASI would take creativity to uncharted heights, dreaming up ideas and inventions no human could imagine. It’s not just about drawing pretty pictures or writing poetry. It’s about creating entirely new forms of art, technology, and innovation. For ASI, the sky isn’t the limit—it’s just the beginning.

	Superior decision-making: With critical reasoning skills that make even our brightest minds look amateur, ASI could synthesize massive amounts of data and solve complex problems faster than we can blink. It wouldn’t just solve problems—it would solve them better, faster, and with an accuracy humans could only dream of.




Ethical and Practical Implications of Advanced AI

If AGI raised some serious ethical eyebrows, ASI takes those concerns and dials them up to “what-could-possibly-go-wrong” territory. We’re talking about systems so intelligent they’d leave even the brightest human minds in the dust. Legal professionals are already starting to grapple with the risks: What happens when machines are smarter, faster, and more creative than we are? How do we keep the reins on something we might not fully understand? Some solutions on the table include building a failsafe to safeguard human lives or even hitting the brakes on certain kinds of AI research altogether.

But let’s take a deep breath. AGI, and especially ASI, isn’t already on the horizon; it’s still miles away. For now, most AI lives firmly in the practical, task-oriented world of ANI. While ANI might not have the headline-grabbing allure of ASI, it’s the AI we interact with every day. And for simplicity’s sake, whenever I mention “AI” in this book, I’m talking about ANI—the dependable workhorse of the AI world.

AI technologies possess vast computation capability, and many can outperform humans on discrete tasks in terms of accuracy and speed. For legal professionals, there are a variety of legal-focused tools taking advantage of these AI solutions. As you adopt these technologies, knowing their strengths, and limitations, is your ultimate advantage. Master the nuances of what ANI can (and can’t) do, and you’ll be well on your way to becoming a future-ready lawyer.




What Is an AI Model?

AI models are the brains behind artificial intelligence, the building blocks that make the magic happen. At their core, AI models are programs or algorithms designed to recognize patterns in data. These models are “trained” using datasets—sometimes with the guidance of human experts—to replicate decisions or insights that a human might make when presented with the same information.

Think of these models like that eager intern who learns to mimic decisions a seasoned expert would make, given enough coaching. They don’t come preloaded with all the answers, but by analyzing the right data (and sometimes taking a few tips from human experts), they learn to make decisions and improve over time.

Let’s clear up a common misconception: AI models and machine learning are not the same thing. Machine learning is just one branch of AI, so all machine learning models are AI models, but not all AI models are machine learning models. It’s like saying all squares are rectangles, but not all rectangles are squares. Figure 3.1 breaks down the overlap of the key players in AI visually.
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Figure 3.1 Overlap of the key players in AI.



In the legal world, AI-powered tools often leverage one or more of these models, either working independently or in tandem. One tool might rely on a single model for document classification, while others use a dream team of models working together—say, an eDiscovery tool that combines language analysis, document categorization, and image recognition. Whether used solo or in tandem, these models are here to streamline workflows, enhance decision-making, and save you from drowning in data.

Machine learning models are particularly popular in legal because they excel at analyzing patterns, making predictions, and learning from their mistakes. You’ve likely seen these models in action, whether they’re analyzing contracts, predicting case outcomes, or visualizing data for discovery.

Beyond machine learning, there’s a whole universe of AI models designed to mimic specific human capabilities. AI models vary widely, each mimicking a distinct facet of human intelligence. Some types of models used in AI include computer vision (CV) models that are taught to see like a human, natural language processing (NLP) models that learn to interpret speech the way a human would, and a variety of machine learning models.

As legal AI tools, these models frequently work together, each playing to its strengths. For instance, an eDiscovery tool might use a combination of NLP models to interpret language, machine learning models to classify documents, and computer vision models to process scanned images. By understanding the distinct roles these models play, you can better evaluate and implement AI technologies in your practice.

AI models might sound like techy wizardry, but at their core, they’re just tools—smart tools—that make your life easier. Whether they’re crunching data, analyzing text, or interpreting visuals, they’re here to help you focus on what you do best: delivering top-notch legal work.



What the Heck Is Machine Learning?

Machine learning (ML) isn’t just a buzzword—it’s the engine driving many of the AI innovations reshaping our world today. While many people casually use “machine learning” and “artificial intelligence” interchangeably, they’re not the same thing. Machine learning is a branch of AI, but it’s currently the most impactful way AI is being deployed. Think of it as the engine under the hood, powering everything from self-driving cars to legal tech tools like LexisNexis and Westlaw.

If AI is the idea, ML is the execution.

MIT Sloan professor Thomas W. Malone put it best when he said, “Machine learning has become a critical way, arguably the most important way, most parts of AI are done. So that’s why some people use the terms AI and machine learning almost as synonymous … most of the current advances in AI have involved machine learning.”5 In simpler terms, if AI is the grand idea, machine learning is the relentless workhorse making it all happen.

But where did it all start? Believe it or not, the origins of machine learning are humbler than you might expect. It all began with a simple game of checkers. Arthur Samuel, one of the original computing pioneers, decided to teach an early IBM machine how to play. Samuel got bored after winning too many games (classic overachiever move) and programmed the computer to play against itself instead. The result was a computer that didn’t just follow instructions—it learned from its mistakes and got better. Using a combination of game results and predictive analytics, the computer became a worthy checkers challenger. This wasn’t just a neat party trick—it was the foundation of machine learning as we know it today.

Samuel went on to coin the term “machine learning” in 1959, describing it as “the field of study that gives computers the ability to learn without explicitly being programmed.”6 That definition holds true to this day, even as ML has grown into a powerhouse driving industries like healthcare, finance, and of course, law.

The outputs of machine learning typically fall into three main categories:


	Descriptive models: These explain what the algorithm sees in the data. Think of it as observing the patterns.

	Predictive models: These use historical data to predict future outcomes, like forecasting how long a case might take based on previous litigation trends.

	Prescriptive models: These go one step further, offering actionable recommendations based on the data. Essentially, they are the “What should we do next?” models.


Here’s a simplified example (and yes, I might be hungry as I write this): If there’s a cake, descriptive modeling tells us there’s a cake. Predictive modeling suggests there will be a cake in the future. Prescriptive modeling recommends you eat the cake, or maybe bake another.

Machine learning also comes in a few main flavors based on how much handholding we give the algorithm. Do we guide it every step of the way, let it figure things out on its own, or strike a balance between the two? From supervised learning to reinforcement learning, these “flavors” determine how much human involvement shapes the model’s path. For legal professionals, understanding these categories isn’t just academic, it’s key to leveraging tools that simplify discovery, analyze contracts, and predict outcomes.

Now that I’ve covered the basics, the next sections dive into the different “flavors” of machine learning that make AI tick. From supervised learning, where we guide the AI like a helpful tutor, to unsupervised learning, which acts like a detective finding insights we didn’t even know existed, to reinforcement learning, the rebellious sibling learning through trial and error; each has its own unique personality and strategic benefits for the legal professional.


Supervised Machine Learning

Supervised machine learning is based on the simple yet transformative concept of “learning by example.” This type of machine learning is one of the most widely used approaches in AI, and its applications span industries, revolutionizing everything from e-commerce to legal workflows. These models learn from datasets labeled by humans, enabling them to analyze trends, refine processes, and deliver increasingly accurate results over time.

An algorithm is considered supervised when it improves its performance on a specific task based on labeled data and prior experience. Tom M. Mitchell, a pioneer in the field, coined this term in his seminal 1997 book Machine Learning:


A computer program is said to learn from experience E with respect to some class of tasks T and performance measure P if its performance at tasks in T, as measured by P, improves with experience E.7



Mitchell’s definition remains foundational to understanding how supervised learning works. Building on Mitchell’s foundation, IBM provides a more detailed perspective: “Supervised machine learning is a subset of artificial intelligence where algorithms are trained on labeled datasets to predict outcomes or classify data accurately. This approach involves providing the model with input-output pairs, enabling it to learn the mapping between them. As the model processes more labeled data, it refines its predictions for new, unseen inputs.”8

At its core, supervised machine learning is about learning by example. These models learn to identify trends and improve their predictive capabilities with each iteration of labeled data.

In practical terms, supervised learning feels like mentoring a junior associate. You show them what to look for, provide examples, and guide them until they consistently deliver accurate results. Over time, they get faster, sharper, and more reliable. Another classic example are email spam filters. By analyzing labeled datasets, the models learn to separate legitimate emails from spam—saving inboxes everywhere from chaos.



Supervised Machine Learning in Real Life

Supervised machine learning has quietly become the backbone of countless everyday technologies, demonstrating its practical value in areas ranging from online shopping to fraud prevention. Its strength lies in its ability to learn from labeled data, making it an ideal choice for tackling tasks that require precision and consistency. Let’s explore how supervised learning is making waves across industries—and why its role in legal tech is nothing short of revolutionary:


	Amazon recommendations for “more like this”: Algorithms analyze your purchase history to suggest similar products, optimizing the shopping experience (and maybe goading you into buying more?).

	Email spam filters: “Is this spam or not spam?” These systems protect your inbox by learning to flag suspicious messages.

	Fraud detection: Banks like Capital One use supervised learning to detect unusual transactions, safeguarding your finances by flagging transactions that deviate from typical patterns.


While these examples showcase the versatility of supervised learning, its transformative potential is perhaps most evident in the legal field. Supervised models powered early predictive coding tools, forming the backbone of technology-assisted review (TAR 1.0), the first judicially approved use of machine learning in eDiscovery. By training on labeled documents, these tools turned endless document reviews into manageable workflows—flagging privileged information or classifying sensitive content with unprecedented accuracy. Supervised learning excels at heavy lifting, handling tasks like flagging sensitive documents and automating privilege logs with minimal initial input. (If you missed the landmark Monique da Silva Moore vs. Publicis Groupe case from 2012, do yourself a favor and skim it. It’s a fascinating snapshot of how early supervised learning carved its niche in eDiscovery.)

Supervised machine learning tools continue to shine in legal tech. Predictive coding might feel like a relic of the past, but its principles live on in modern tools that classify documents, tag privileged information, and even predict outcomes based on historical case data. As the tools evolve, they’ve become smarter and far more user-friendly, making them indispensable for navigating the mountains of data that lawyers tackle every day.

As the legal landscape evolves, supervised machine learning continues to redefine how lawyers manage data and craft strategies, cementing its role as a cornerstone of modern legal practice. Stay tuned, as later in this chapter, I break down how these tools have matured and why they’re now a cornerstone of modern legal workflows. For now, just know that supervised machine learning is like having a new associate that never sleeps, doesn’t complain, and gets better with time.



Unsupervised Machine Learning

Unsupervised machine learning is the “detective” of AI, programmed to explore and uncover hidden patterns in the chaos of raw data without needing explicit instructions. This flavor of machine learning is a more hands-off approach than its supervised counterpart but is no less impactful. While supervised learning relies on human-labeled datasets, unsupervised learning dives into the unknown, finding structure and relationships that even seasoned legal professionals might overlook. It’s not fumbling blindly; it’s methodically searching for connections and insights.

Unsupervised machine learning brings an entirely new dimension to legal workflows, offering the ability to uncover patterns and relationships in raw data without explicit instructions. It’s a cornerstone for navigating the unstructured chaos that often defines legal investigations.

Imagine a junior associate being given vague instructions and sent into a room filled with banker’s boxes of files with the directive, “Figure it out.” Risky, right? Fortunately, unsupervised machine learning is far more precise than that. Unlike training a first-year associate, who needs constant handholding, when you use unsupervised machine learning, it’s like sending in a savvy investigator who doesn’t need you to spell out every clue. The algorithm is meticulously programmed with rules that allow it to explore data autonomously, finding clusters of related information or identifying anomalies that break from the norm. It’s not guessing. It’s detecting structure and patterns in the data.

Unlike supervised learning, which thrives on human-labeled datasets, unsupervised models work autonomously, clustering similar data together or identifying anomalies that don’t quite fit the pattern. Instead of being told what to look for, these models explore on their own, uncovering correlations and insights that might never occur to a human analyst.

In legal tech, this approach is a game-changer. Tools powered by unsupervised learning can perform tasks like concept clustering and anomaly detection, revolutionizing how we connect the dots in massive datasets in investigations, eDiscovery, and compliance. These systems examine vast amounts of unstructured data and group similar items together based on shared characteristics, without needing human labels to guide the process. For instance, a set of emails might be clustered into themes like “contract negotiations,” “client complaints,” or “finance updates,” giving you an immediate sense of what’s in your dataset.

Another standout application is anomaly detection. By establishing what “normal” behavior looks like, unsupervised models can flag anything that deviates; transactions, communications, or activities that don’t align with the established patterns. In legal workflows, this can mean spotting an email chain that looks out of place or uncovering a suspicious transaction in a financial investigation. Often it is the outlier that is most impactful.



Unsupervised Learning in Real Life

Unsupervised machine learning doesn’t wait for you to tell it what to do. It dives headfirst into raw data, uncovering patterns, clusters, and anomalies you might never spot. It’s not just about automation; it’s about exploration. Whether sorting through legal data or detecting fraud, unsupervised learning thrives in situations where the answers aren’t obvious. This section breaks it down with some real-world examples that show how this AI “detective” operates:


	Detecting fake likes and bots on social media: Social media platforms rely on unsupervised learning to keep bots from taking over your feeds. Algorithms analyze behavioral patterns and group similar accounts together. When one cluster starts liking posts every three seconds or spamming identical comments across hundreds of profiles, the system flags it as suspicious. It’s like AI hosting an intervention for all those fake accounts trying to hustle their way into trending territory.

	General fraud anomaly detection: Unsupervised learning is a fraud detection superstar, especially when the usual patterns don’t apply. In banking or retail, these models establish a baseline of “normal” behavior, like average purchase amounts or transaction locations, and flag anything that doesn’t fit. Say someone suddenly buys five gold watches at 3 a.m. in a foreign country. The algorithm doesn’t need prior examples of fraud to recognize that something’s off; it spots the outlier and alerts human reviewers.

	Customer segmentation in marketing: Ever wonder how brands seem to know you better than your best friend? Unsupervised learning algorithms cluster customers by shared behaviors, enabling tailored marketing strategies that resonate with distinct consumer groups. Maybe one cluster loves buying fitness gear, while another prefers luxury handbags. Marketers can then tailor campaigns to each group, making sure you see products that resonate. It’s data-driven matchmaking at its finest.

	Spotting suspicious activity in financial records: Unsupervised learning flags anomalies in financial datasets, directing attention to transactions that deviate from established norms in fraud investigations. Take an anti–money laundering case: algorithms analyze vast transaction datasets and identify patterns that look out of place. Maybe it’s an unusually large transfer to an offshore account or a series of micro-transactions that add up to something big. These anomalies guide investigators to dig deeper, saving countless hours of manual review.


Unsupervised machine learning shines in legal exploratory tasks. Imagine a legal team wading through thousands—or even millions—of emails during discovery, without a clear idea of key custodians, issues, or causes of action. You don’t know exactly what you’re looking for, but you need a way to organize the chaos and surface the key facts of the case. Unsupervised learning tools can cluster related documents, highlight outliers, identify communication patterns, and even reveal hidden connections between seemingly unrelated data points.

For example, say you’re analyzing thousands of emails as part of an anti–money laundering investigation. An unsupervised model might cluster all emails involving financial terms into one group, “know your customer” into another group, and a string of unrelated correspondence into a third group. By clustering related emails, unsupervised models reveal communication patterns or outliers, highlighting potentially relevant or suspicious content in investigations. This clustering provides a clear roadmap, making it easier to focus your efforts on high-priority areas or to quickly weed out nonresponsive material like Fantasy Football and office newsletters.

Unsupervised learning shines in situations where the rules aren’t defined, and the goal is to find structure in chaos. From fraud detection to eDiscovery, it transforms overwhelming datasets into actionable insights. It’s the AI equivalent of Sherlock Holmes; methodical, relentless, and capable of uncovering truths you didn’t know were there. Whether for clustering legal documents or detecting bots, unsupervised learning isn’t just solving problems; it’s helping us see the bigger picture.



Reinforcement Machine Learning

Reinforcement machine learning is perhaps the type of machine learning that most closely resembles how human think, mimicking how we learn through trial and error. It thrives on feedback; positive reinforcement when it gets things right and corrective adjustments when it stumbles. While some initial training happens upfront, most of the learning occurs in real time as the model adapts to its environment and human feedback, fine-tuning its actions to maximize rewards. Think of it as a carrot-and-stick model for algorithms.

Unlike supervised learning, which relies on clear, pre-labeled datasets, or unsupervised learning, which autonomously explores patterns, reinforcement learning thrives in the middle ground. Imagine that the associate this time starts with a vague understanding of the task, digs into a room full of banker’s boxes, and receives real-time feedback along the way. Pull out a privileged document? That’s a win—Starbucks for you! Miss the mark entirely? That’s a gentle (or not so gentle) nudge to course correct. The associate is fully caffeinated and performing better in no time flat. It’s all about testing different approaches, seeing what works, and doubling down on successful strategies.



Reinforcement Machine Learning in Real Life

You’ve encountered reinforcement learning daily without even realizing it. Every time Netflix fine-tunes your queue after you binge a legal drama or YouTube delivers that eerily perfect curated playlist for your mood, reinforcement learning is at work behind the scenes.

Take it beyond streaming. Ever wondered how the self-driving taxi effortlessly decides when to merge into traffic? Or why Uber ramps up surge pricing the second it starts to drizzle? That’s not luck; it’s reinforcement learning optimizing decisions in real time.

From mastering your entertainment preferences to handling dynamic, high-stakes environments like transportation and pricing, reinforcement learning thrives on trial and error. It adjusts and refines, making everything from your favorite shows to your ride home smarter, more efficient, and, let’s be honest, creepy good at predicting what you want. Reinforcement learning is alive and well in these technologies:


	Netflix queue: While Netflix recommendations are commonly associated with supervised learning, reinforcement learning plays a key role in real-time fine-tuning. Netflix uses reinforcement learning to adapt recommendations in real time, fine-tuning your queue based on your viewing and rating habits.

	Uber dynamic pricing: Uber dynamically adjusts pricing through reinforcement learning, refining decisions based on supply, demand, and environmental factors like weather conditions. Ever wonder why rainy days see massive Uber price surges? Blame reinforcement learning.

	Spotify: Spotify’s Discover Weekly playlist uses reinforcement learning to craft a personalized experience, adapting with every like, skip, or repeat to create playlists tailored just for you.


In legal tech, reinforcement learning powers eDiscovery systems, prioritizing relevant documents through technology-assisted review (TAR) and continuous active learning (CAL) features. TAR uses machine learning to rank documents based on relevance, while CAL refines those rankings in real time as reviewers provide input, improving performance with every review decision.

It is also revolutionizing contract analytics by flagging risky clauses and refining search strategies in real time. Compliance platforms use reinforcement learning to identify patterns in reporting, ensuring organizations stay ahead of potential regulatory pitfalls. Even in legal research, tools are adopting reinforcement learning to refine search strategies dynamically.

Whether it’s zeroing in on privileged documents or refining search strategies mid-review, it’s like having an associate who not only learns on the job but also remembers every lesson for the next case. Whether you’re digging through emails in an investigation or tightening up a contract’s terms, this technology is quietly transforming how the legal world operates.



Semi-supervised Machine Learning

Some flavors of machine learning don’t fit neatly into a box: enter semi-supervised learning. Semi-supervised machine learning strikes a balance, combining structured handholding with autonomous exploration; ideal for situations where only some data are labeled. Think of it as the “Goldilocks” of machine learning—just the right balance.

Returning to the beleaguered first-year associate analogy, imagine the associate is handed a handful of well-marked examples—enough to set a baseline. Then, they are set loose to sift through banker’s boxes without constant oversight. The associate has some guidance, but they’re also trusted to connect the dots and figure out patterns on their own. Semi-supervised learning takes this same approach, leveraging the small amount of labeled data to guide the analysis of much larger unlabeled datasets.



Semi-supervised Machine Learning in Real Life

Semi-supervised machine learning lives in the sweet spot between structured hand-holding and untethered exploration, blending a little human help with a lot of machine intuition. It’s the MVP when fully labeled datasets are scarce or just too expensive to create. You’ve seen it in action with tools like Siri or Alexa, which start with a few labeled examples and learn to interpret everything from southern drawls to rapid-fire New Yorker accents. In the legal world, it’s a game-changer for contract analytics, where experts set the stage with a few well-tagged examples and the algorithm takes it from there, spotting patterns and identifying key clauses across mountains of contracts. The following technologies owe their existence to semi-supervised machine learning:


	Voice recognition software: Think of Siri or Alexa. They start with a limited set of labeled voice commands and, through exposure to vast amounts of unlabeled speech data, refine their ability to understand diverse accents and dialects.

	Image recognition: Ever wonder how your iPhone instantly knows if you’re snapping a pic of your Labrador or last night’s lasagna? That’s semi-supervised learning at work. These models start with a small batch of labeled images, learning to identify key features, whether it’s your dog’s floppy ears or the golden crust of a pie. From there, it analyzes and tags a much larger set of unlabeled photos, refining accuracy as it goes. This tech is the reason your phone can neatly sort your vacation snaps or suggest tags for friends in group photos.

	Spam detection: Email filtering systems employ semi-supervised learning by combining a limited set of labeled spam and non-spam emails with a vast corpus of unlabeled emails. This method improves the classifier’s ability to detect spam with higher precision.


Semi-supervised machine learning offers a flexible solution for scenarios where labeled data are limited, costly, or inaccessible. For example, in contract analytics, it enables legal professionals to label a small subset of clauses, which the model uses to analyze a larger universe of contracts. This helps the system identify similar clauses, identify risks, and uncover anomalous clauses.

Legal research and eDiscovery also rely on semi-supervised learning, particularly in entity extraction tasks. Entity extraction is like an old-school rolodex on steroids, instantly plucking out the who, what, and when from a mountain of documents without breaking a sweat. By starting with a few labeled examples, the model can identify (extract) parties, dates, case references, and other critical details across a wide range of documents. This not only speeds up research but also improves the precision of results, making it easier for lawyers to find relevant information quickly.

Whether it’s simplifying contract reviews, refining document categorization in eDiscovery, or extracting key entities in legal research, this technology is quietly revolutionizing how the legal industry manages information.




Deep Learning

Deep learning isn’t just another AI buzzword. It’s the overachieving prodigy who skipped a grade and still dominates the varsity debate team. This is where AI shows off, tackling problems so complex they’d send lesser models into a full-blown meltdown. If machine learning is the eager associate churning through tasks with some oversight, deep learning is the seasoned partner: independent, resourceful, and thinking five steps ahead.

Deep learning operates comfortably within AI’s framework but turns up the volume on power, data, and sophistication. These models thrive on massive datasets and computational horsepower, using architectures inspired by the human brain. What truly sets deep learning apart isn’t just its massive datasets or beefed-up computing power—it’s how these models are designed to mimic the way humans process information.

Deep learning relies on neural networks, which emulate a digital version of the brain, using layers of interconnected nodes to pass information, much like neurons firing signals. Each layer builds on the work of the last, refining its understanding step by step and digging deeper into the data until it uncovers patterns or relationships that would leave traditional models scratching their heads. And yes, that’s where the “deep” comes from; it’s all about diving into data, layer by layer, until the patterns emerge.

But let’s not overdo the brain analogy. Neural networks don’t think like humans—they process information mathematically, transforming raw data into actionable outputs. Early layers might identify basic features (like edges in an image or keywords in a document), while deeper layers connect those features to form complex patterns, like recognizing a face or tagging a high-risk contract clause.

While deep learning mirrors the brain’s structure, it demands far less human input to get results. It learns almost entirely from vast datasets and its own iterative analysis. The real magic of deep learning is its independence. While traditional models might require you to babysit them with constant updates and hand-labeled data, deep learning models thrive on autonomy. They learn from raw data, building on each pass to refine their understanding. Picture an associate who not only learns from your feedback on one case but also uses that knowledge to nail every future case, even the ones you haven’t briefed them on yet. That’s deep learning. No late nights, no caffeine runs, just continuous improvement.

Deep learning is everywhere. In legal tech, it powers tools that draft partner-ready contracts, analyzes deposition transcripts for tone patterns, and extracts critical details like parties, dates, and jurisdictions from mountains of documents. Imagine a system that can review hundreds of NDAs, flagging non-standard clauses or deviations from a playbook in seconds. Or consider predictive analytics tools that use deep learning to anticipate case outcomes based on past rulings and jurisdictional trends. This isn’t just AI working for you—it’s AI redefining how you practice law.

Machine learning laid the groundwork, sure. But deep learning is where AI really takes off and flexes its brilliance. It’s the driving force behind some of the most transformative technologies out there, like natural language processing (NLP), which can sift through legal jargon like a seasoned partner, and computer vision (CV), which can analyze evidence with an eagle eye.

Ready to see how deep learning fuels these cutting-edge tools? The following sections break it down.


Natural Language Processing

Natural language processing doesn’t just make AI smarter—it gives it a voice, one that’s surprisingly conversational and eerily human. Powered by deep learning’s neural networks, NLP goes beyond recognizing words. It understands their meaning and relationships, much like a seasoned litigator dissecting a dense contract. If John McCarthy envisioned machines that could think like humans, NLP delivers on that dream by creating AI systems that can speak, write, and grasp the nuances of human speech. NLP is one of deep learning’s shining achievements, powered by neural networks that take raw text and transform it into actionable insights. It’s not just smart; it’s intuitive, and for lawyers, that’s a game-changer.

Deep learning gives AI the ability to understand and generate human language. NLP goes beyond mimicking speech patterns; it grasps the context and intent behind every word, making interactions more intuitive. NLP is where AI ditches the textbook and starts sounding more like that witty colleague who always gets the point.

Deep learning is the powerhouse that fuels NLP’s linguistic genius, leveraging interconnected layers of data-crunching neurons to decode even the most intricate language patterns. The neural networks discussed so far start simple, identifying words and punctuation, before diving deeper to reveal patterns, context, and relationships between words, phrases, and even entire documents. Think of it as an associate who starts by reading case law but soon understands the underlying arguments and precedents without needing constant handholding. This leap forward is why NLP can now grasp the subtle context of legal language and deliver insights that save time and headaches.

What sets NLP apart is its ability to handle nuance—something legal work demands. In legal, as in many areas of life, context is king when deciphering meaning and intent. At the intersection of linguistics, statistics, and mathematics, NLP helps the system build context around the communication, using word order and the math behind the phrases. Just as it knows “drafting a quarterback” differs from “drafting a motion,” it also distinguishes “granting a stay” from “staying a grant.” For legal professionals, this means moving beyond basic keyword searches to uncover concepts, relationships, and meaning.

NLP allows legal technology to move beyond a “bag of words” approach to a more refined one that can uncover concepts and context based on how humans communicate. Imagine searching a database for “man eating chicken.” A basic system might return images of a giant chicken chasing someone, but an NLP-powered tool understands the context: you’re probably looking for a man enjoying some fried chicken. It’s this ability to discern context, tone, and intent that makes NLP a game-changer in law.

Whether you’re searching for precedents, analyzing contracts, or responding to clients, NLP brings clarity, efficiency, and intelligence to the table. And NLP-powered models are not just smarter at the outset; they are able to gain insights more quickly about the specific context reviewers are using in coding the data to get smarter faster.

In legal tech today, NLP facilitates automated document analysis, legal research, and client interaction by enabling AI systems to understand and process legal documents, legislation, and client inquiries in natural language.



Real-world Examples of NLP

NLP isn’t just the tech-whisperer making machines “understand” us; it’s the engine behind countless tools you already rely on without even thinking about it. From catching typos to translating legalese into plain English, these real-world applications are where NLP truly shines:


	Spell check: Have you ever wondered how Word catches a typo faster than your editor? NLP powers spellcheckers like Word, scanning text for errors in context and flagging them faster than your editor, which is essential for those last-minute filings.

	Predictive typing and autocomplete: Have you ever had your keyboard finish a sentence mid-email? That’s NLP using probability and context to suggest your next word—sometimes spot-on, sometimes hilariously off. When it’s right, you save time; when it’s wrong, well, at least it tried.

	Voice-to-text messaging: Need to dictate notes in the car? NLP converts your voice into text, breaking down audio signals and analyzing speech patterns to transcribe your words, though it may still fumble over “force majeure.”

	Search engines: Google and Bing leverage NLP to refine your queries, understand intent, and suggest related terms, so searching for “case law on arbitration” pulls up what you need, not just a random blog post.

	Virtual assistants: Siri, Alexa, and Google Assistant don’t just respond; they comprehend your commands. NLP enables them to process context, so when you say, “Remind me to call the client tomorrow,” they know when “tomorrow” is.

	Grammar checkers: Grammarly and Hemingway use NLP to analyze sentence structure, context, and tone, offering smarter edits than just spotting typos. They’re the digital equivalent of having an eagle-eyed paralegal.

	Translation tools: Google Translate now uses NLP-powered models to provide context-aware translations, ensuring “deposition” isn’t confused for “statement” when translating legal documents.

	Chatbots: Whether it’s a legal helpdesk or e-commerce, NLP-powered bots can answer FAQs, process client inquiries, and even escalate complex cases to human support—all while staying professional.


Each of these examples reflects the transformative power of NLP. These models don’t just process words; they understand them in context, enabling technology to communicate more naturally. For lawyers, this means better tools for drafting, research, and client interactions. NLP doesn’t replace human judgment, but it sure makes getting to the insights faster and less painful.



Talking the Talk: How NLP Supercharged AI Innovation

NLP didn’t just improve AI, it redefined the game entirely. By teaching machines to understand and generate human language, NLP transformed AI from a glorified calculator into a conversationalist capable of true contextual understanding. For the first time, algorithms could grasp not just words but their deeper meaning and intent. This breakthrough sparked a cascade of innovations across industries. AI was no longer a tool to automate rote tasks; it became a collaborator capable of interpreting, adapting, and learning from human interaction.

This wasn’t just an evolution; it was a revolution. Suddenly, AI evolved from data-crunching to understanding context, recognizing nuance, and, dare I say, “thinking” in ways that made it indispensable across industries. For the legal field, this was monumental. Law thrives on precision, interpretation, and context; the very strengths of NLP. It is like having a digital language ninja that slices through complex legal jargon, extracting the juicy bits of info and serving them up on a silver platter of insights.

NLP’s real brilliance lies in its ability to engage with humans on our terms, translating our messy, context-laden language into actionable insights. But it didn’t stop there. NLP became the springboard for groundbreaking AI innovations, fueling advances in sentiment analysis, entity recognition, and machine translation.

Let’s explore how NLP revolutionized AI, moving beyond words and phrases:


	Text analytics: Think of text analytics as your ultimate word wizard in legal tech. Text analytics uses techniques like topic modeling, word frequency analysis, and natural language understanding to identify patterns and trends in large volumes of text data.9 It doesn’t just skim documents, it gets to the heart of them, flagging trends and connections you didn’t know existed. Imagine sorting through 10,000 emails for a discovery request: instead of manually eyeballing every subject line, you can use text analytics, which highlights clusters of conversations about “contract violations” or “price-fixing,” saving hours (and your sanity). Tools like Relativity and Reveal use NLP-powered text analytics for clustering and concept searching in eDiscovery. (We dig into the specific tools in more detail in Chapter 5.)

	Entity recognition: Entity recognition is like having your own Barbara Walters, uncovering the who, what, where, and more in a dataset. Entity recognition singles out every mention of key stakeholders, clauses, or jurisdictions, even if they’re buried 300 pages deep in a spreadsheet or a PDF, making your job faster and more precise.

	Sentiment analysis: This AI tool has all the feels! It reads between the lines, catches the subtle tone of an email, or finds the hidden frustration in a statement. Sentiment analysis is an NLP method that evaluates emotional tone or polarity (positive, negative, or neutral) in text.10 This tool not only understands words but also gets feelings. Is the writer happy, sad, angry, or just plain sarcastic? Sentiment analysis lays it all out, giving you the emotional map of your communication landscape. Say you’re reviewing client communications to prep for mediation: it spots where things go from polite disagreement to veiled threats, arming you with the nuances before you even step into the room.

	Language translation and multilingual support: Bonjour, Hola, Hello! This NLP-powered feature is your polyglot friend in the eDiscovery process. Cross-border cases? Simplified. NLP translation tools like Google Translate use neural machine translation (NMT) to deliver nuanced, context-aware translations that preserve legal meaning. They contextualize translations rather than performing word-for-word substitutions.11 This isn’t your average clunky translation software; it keeps nuance intact, even in the most intricate contracts. Need to review supplier agreements in French and Mandarin? This tool not only churns out word-for-word translations but also preserves legal context, ensuring that nothing critical gets lost in translation.


NLP has reshaped the legal landscape, transforming AI into more than just a tool: it’s now a trusted collaborator. From flagging high-risk contract clauses to decoding the emotional undertones of a heated client email, or even bridging language gaps in international disputes, NLP gives you the clarity to act fast and smart. With NLP in your toolkit, you’re not only streamlining workflows but also redefining legal practice itself, turning data overload into strategic insights at lightning speed.



Computer Vision

Deep learning has handed machines a new superpower; sight, or something close to it. Deep learning is a master at processing and classifying images with uncanny accuracy, effectively helping machines “see” like humans. Now AI can process and interpret images with a level of precision that rivals human perception. If machine learning helps computers “think” like us, computer vision lets them “see” the world, turning pixels into powerful insights.

In today’s legal cases, seeing your data is just as crucial as reading it. Platforms like TikTok, Instagram, and LinkedIn are now brimming with GIFs, memes, and videos. Visual data has moved from being supporting evidence to taking center stage. Visuals like images and videos don’t just complement communication; they often carry the full weight of context, intent, and meaning, sometimes replacing words altogether. Ignoring them means missing critical pieces of the puzzle.

Why does it matter? Sometimes, an emoji or GIF replaces words entirely, leaving critical gaps in communication if ignored. Other times, the old adage rings true: “a picture is worth a thousand words.” Images and videos can serve as trial exhibits or foundational evidence, adding context that text alone can’t capture. In both cases, their value is undeniable.

From unlocking your iPhone with Face ID to Tesla’s self-driving smart cars, computer vision has quietly become part of our daily lives. But its legal applications are also surprisingly impactful. By identifying, classifying, and analyzing visual data, computer vision transforms everything from GIFs to surveillance footage into actionable evidence.

The main types of computer vision are as follows:


	Image detection and classification: Computer vision starts with the basics: detecting and classifying images. It answers questions such as, “Is there an image here?” and “What category does it belong to?” Convolutional neural networks (CNNs) analyze images layer by layer, identifying edges, textures, and shapes. In eDiscovery, this means spotting images tucked inside emails or PDFs that would slip past a purely text-focused approach. After detection, classification assigns images to specific categories; such as “damaged product,” “driver’s license,” or “human.”12,13

	Object detection and tracking: Moving up the complexity ladder, object detection and tracking pinpoint specific objects within images and follow their movement in videos. Whether it’s identifying the product in a product liability case or tracking an individual in surveillance footage, these tools are a litigator’s dream. Object detection spots specific items in an image by drawing bounding boxes and labeling them (e.g., “person,” “car,” or “damaged product”). Tracking then follows these objects as they move through video frames. This is especially useful in surveillance footage, where tracking a suspect’s movements can validate claims or timelines.14

	Semantic and instance segmentation: At its most advanced, computer vision breaks images down to the pixel level with semantic and instance segmentation. This means distinguishing between a cracked foundation and a nearby shadow in a photo—essential for cases relying on technical precision. Every pixel in an image is labeled by class, such as “brick wall,” “foundation,” or “water damage.” Models like U-Net and DeepLab enable detailed segmentation, allowing legal teams to pinpoint damaged areas in construction defect photos. U-Net, originally developed for biomedical imaging, excels at capturing fine details in small datasets. DeepLab is designed for larger-scale applications to detect objects at multiple scales with sharp boundary accuracy. Going a step further, instance segmentation not only labels pixel classes but also differentiates between multiple instances of the same class. For example, Mask R-CNN can distinguish between two cracks in a foundation or two vehicles in an accident scene. This level of precision is invaluable for validating evidence.15





Real-world Examples of Computer Vision

Consider these real-world examples:


	iPhone facial recognition: Your iPhone knows your face better than your favorite barista knows your morning order. Apple’s Face ID maps over 30,000 infrared dots on your face, using neural networks to ensure your device stays yours. Even if you’re sporting sunglasses or a new haircut.16

	Augmented reality and the metaverse: From Pokémon Go to immersive virtual meetings, augmented reality brings the digital and physical worlds together in ways that make life a little more surreal. Computer vision tracks spatial coordinates in real time, using simultaneous localization and mapping (SLAM) to integrate 3D objects into the user’s view seamlessly.17

	Google lens: Ever wondered where to buy that cute jacket you saw on someone? Snap a pic, and Google Lens transforms into your personal shopping detective. Powered by convolutional neural networks (CNNs), it scans textures, colors, and shapes to match your image with products or similar items in its massive database.18

	Self-driving cars: Self-driving cars aren’t science fiction anymore; Tesla’s Autopilot is like having a co-pilot who never blinks. And self-driving taxis are zooming around most major cities today. These cyborg-approved vehicles have multiple cameras, radar, and ultrasonic sensors powered by deep neural networks to identify objects, track movement, and make split-second driving decisions.19

	Medical diagnosis: Spotting cancer cells might be a doctor’s job, but computer vision offers a second set of eyes, ones that never miss. Systems like DeepMind’s AlphaFold use image recognition models trained on pathology slides to detect irregular patterns indicative of cancerous cells.20

	Theft detection and social distancing: From catching shoplifters to enforcing six feet of separation, computer vision is the invisible watchdog you didn’t know was watching. Using object detection models like YOLO (You Only Look Once), systems track human movement and measure distances between individuals or detect anomalous behavior patterns in retail environments.21




Why CV Matters for Legal Professionals

Computer vision transforms visual evidence from a liability into an asset, empowering legal teams with capabilities such as:


	Detecting relevant images in sprawling datasets to cut review time

	Tracking objects across video footage to verify timelines

	Segmenting at the pixel level to confirm evidence details, ensuring accuracy in high-stakes case


Imagine tackling a class action lawsuit about a sinking building and needing to sift through 10,000 images ranging from family reunions to an inspector’s walkthrough of the site. Computer vision changes the game. By isolating images with “building,” “foundation,” or “brick” while filtering out irrelevant visuals like “human,” “beach,” or “flower,” it trims the review set dramatically. The result is hours saved and tens of thousands of dollars shaved off your eDiscovery budget.

While it might sound like something out of a sci-fi movie, computer vision is already making waves in litigation and investigations. Let’s explore the myriad legal applications where this technology is proving to be a game-changer:


	Immigration: Got an H1-B visa case? Computer vision can locate diplomas in seconds by recognizing university seals, saving hours of manual searches.

	Personal injury: Need to prove or disprove activity? AI can flag social posts showing someone skydiving after an accident or identify medical scans relevant to your case.

	EEOC cases: In workplace harassment cases, computer vision highlights inappropriate emojis or GIFs embedded in Slack or email threads, adding a visual layer to uncover patterns of unprofessional behavior or misconduct.

	Product liability: Building a case about a faulty product? Computer vision pinpoints every image or rendering featuring the product in question, even in cluttered datasets.

	Criminal cases: From identifying suspects in surveillance footage to analyzing crime scene images, computer vision brings precision to criminal investigations.

	Fraud or FCPA: In fraud or FCPA (Foreign Corrupt Practices Act) investigations, computer vision can spot the Rolex in a suspect’s Instagram selfie, cross-referencing it with undeclared assets to expose financial discrepancies in plain sight.


With these tools in their arsenal, attorneys can transform visual evidence from a logistical headache into a strategic advantage. By streamlining workflows, slashing costs, and fine-tuning case strategies, computer vision is rewriting the playbook for modern legal practice, making sure no pixel, frame, or clue gets overlooked.



Speech Processing

Just like in computer vision, deep learning’s knack for synthesizing and categorizing speech has sparked massive advancements in speech processing. The ability to synthesize and categorize spoken language has unlocked groundbreaking capabilities in AI.

Today’s speech technology can do far more than turn sound into text; it identifies who’s speaking, syncs lip movements with audio, and deciphers the nuances of context and tone. By integrating audio signal analysis with computer vision, multimodal systems can seamlessly synchronize visual and auditory data for tasks like transcription, speaker identification, and even multilingual translations.22 Deep learning neural networks, both convolutional and recurrent, have supercharged the speech recognition capabilities of AI models. They’ve transformed what was once frustratingly inaccurate into tools we now rely on. Siri and Alexa no longer struggle to understand a southern drawl or rapid-fire commands, and dictation tools finally feel like an upgrade rather than an experiment.




Speech Recognition Under Oath

Speech recognition is quite the unsung hero in everyday AI, quietly transcribing everything from boardroom debates to your morning voice memos. For legal professionals, the impact is just as significant. Imagine near-instant courtroom transcripts that catch every “Objection!” without a missed beat or multilingual video depositions that can be searched, tagged, and referenced in seconds. Suddenly, cross-border litigation feels a lot more manageable. Consider these other benefits of speech recognition for legal:


	AI-powered courtroom transcription: Remember the days when court reporters had to furiously type every word uttered in a courtroom? Now, AI listens in along with the jury box, turning speech into text faster than a caffeine-fueled stenographer. AI-powered transcription tools use recurrent neural networks (RNNs), such as long short-term memory (LSTM) models, to process sequential audio data.23 These models handle legal jargon and multiple speakers, attributing dialogue correctly even in heated exchanges.

	Legal dictation: Dictating briefs on your morning commute used to be a surefire way to end up with a garbled mess. Now, AI-powered dictation apps turn your voice into polished prose, with no backspace key required. These tools leverage deep learning algorithms and large language models to transcribe spoken language into text with high accuracy. They adapt to individual speech patterns and legal terminology, improving over time with machine learning.24

	Multilingual transcription and real-time translation: Handling international cases used to mean wrangling a small army of translators. Now, AI steps in, transcribing and translating multilingual audio faster than you can say “objection” in five languages. AI models combine speech recognition with neural machine translation. They use encoder-decoder architectures to transcribe speech in the original language and then translate it, maintaining context and nuance across languages.25




Predictive Analytics

Predictive analytics involves looking ahead intelligently, powered by patterns hidden in the data you already have. Thanks to deep learning, machine learning algorithms have leveled up, sifting through mountains of unstructured data, text, images, audio, and more, and emerging with insights that were previously unimaginable. Predictive analytics not only finds patterns but also uncovers relationships, trends, and probabilities that allow attorneys to make smarter predictions. Deep learning supercharged the ability for AI models to offer predictive output, especially in relation to human-generated (unstructured data) images, text, and audio.

By applying these techniques to legal practice, predictive analytics is reshaping how attorneys approach everything from eDiscovery to litigation strategy. Forget crystal balls, these models rely on neural networks that crunch data with unparalleled scale and precision. The result is that lawyers gain an edge, armed with probabilistic insights that can transform decision-making.




Why Predictive Analytics Matter in Law

In the legal space, predictive analytics finds its groove in two key areas: case strategy and document review. When paired with the computational muscle of deep learning, these tools do more than summarize: they predict outcomes, guide strategies, and highlight risks. Imagine predicting the likelihood of winning a motion based on thousands of prior cases or identifying which documents in a sprawling dataset will be most relevant. These tools let legal teams allocate resources efficiently, avoid dead ends, and deliver results faster.

Here’s how predictive analytics is already making waves in law:


	Case outcomes: Think of predictive analytics as your data-savvy second chair. By analyzing prior rulings, judge behavior, and jurisdictional trends, these models predict potential outcomes of motions or even entire cases. For instance, Lex Machina uses AI-driven insights to forecast litigation outcomes, giving attorneys the data they need to refine their strategies. Predictive models analyze structured (e.g., case metadata) and unstructured data (e.g., court opinions), employing natural language processing and time-series algorithms to spot correlations.26

	eDiscovery document prioritization: In the sea of data that is eDiscovery, predictive analytics acts as your compass, pointing to the most relevant documents first. Tools like Reveal and Relativity have a feature called active learning, which prioritizes documents likely to be relevant, minimizing time wasted on irrelevant files. These systems rely on supervised machine learning, where labeled training sets teach models to identify relevancy patterns, enabling them to rank documents by importance as the review progresses.27

	Risk assessment in compliance: Predictive models can also flag potential regulatory violations before they snowball. Whether it’s anti-bribery compliance under FCPA or GDPR (General Data Protection Regulation) data breaches, these tools scan communications, contracts, and financial records to uncover anomalies and alert compliance teams. Using anomaly detection algorithms and entity recognition, these models highlight deviations in data patterns that indicate potential non-compliance.28


Predictive analytics won’t replace lawyers, but it will absolutely redefine how they work. These tools free attorneys from manual, repetitive tasks, letting them focus on what really matters: strategy, advocacy, and crafting arguments.




AI Beyond Machine Learning

While machine learning clearly is the 800-pound gorilla in modern artificial intelligence today, there are some upstarts that are making an increasing impact that lawyers should pay attention to. Many of the specific legal solutions discussed later in the book blend a variety of AI types to create legal solutions, so understanding these at a high level is a good first step.



Expert Systems

Imagine having an expert in your corner, 24/7, without the hourly billing. That’s the promise of expert systems; AI designed to replicate the decision-making abilities of human specialists. Taking John McCarthy’s vision to the next level, these AI-powered systems are trained to emulate the judgment of human experts by digesting vast amounts of specialized information and applying reasoning, akin to how an actual expert might think. Expert systems provide fast insights without the hefty consulting fee.

Unlike standard software that blindly follows prewritten code, expert systems use “if-then” logic to evaluate inputs and deliver tailored outputs. For example, “If symptom X and symptom Y are present, then recommend treatment Z.” This flexibility mirrors human reasoning. These logic-based structures allow expert systems to analyze data and simulate human-like judgment. They shine in situations where human expertise is costly, unavailable, or too slow for the task at hand. Essentially, they bridge the gap between knowledge and action, delivering specialized guidance at lightning speed. When hiring a top-tier expert isn’t feasible, due to cost, time, or sheer scarcity, these systems step in as the next best thing.



Expert Systems in Real Life

You’ll find expert systems everywhere, from diagnosing medical conditions to dishing out financial advice. In the legal space, they’re carving out a niche in areas like compliance, tax, and immigration guidance. These systems may not replace lawyers, but they’re certainly shaking up the game, making legal insights more accessible than ever. Consider these applications:


	Expert oncology system: IBM Watson for Oncology analyzes patient data to recommend personalized cancer treatment plans. By training on thousands of oncology cases and research papers, Watson uses natural language processing and machine learning to evaluate symptoms and suggest tailored treatments. It cross-references medical literature, patient records, and guidelines to ensure recommendations align with the latest evidence.29

	DoNotPay, the “robot lawyer”: Need to fight a parking ticket but don’t want to waste a Saturday morning in court? DoNotPay has your back. DoNotPay, the self-proclaimed “robot lawyer,” uses elements of expert systems (paired with tools like NLP) to help users contest parking tickets or understand traffic regulations. DoNotPay uses expert systems to encode traffic laws and dispute processes into decision trees. By answering a series of questions, users get tailored guidance on how to proceed, complete with prewritten letters and forms. This mix of rule-based AI and NLP makes navigating bureaucracy painless.30

	Neota Logic, a compliance expert system: This platform helps organizations manage risks by automating compliance workflows and offering real-time guidance. Neota’s system combines rule-based reasoning with decision automation, building bespoke applications for tasks like GDPR compliance audits or streamlining employee onboarding processes. By linking to real-time data sources, it ensures recommendations stay current and actionable. The result is faster decisions and fewer compliance headaches.31


Expert systems are changing the legal landscape by making specialized knowledge accessible, affordable, and lightning fast. Whether you’re looking to streamline compliance, provide quick client guidance, or analyze regulations in real time, these tools act as virtual assistants, freeing lawyers to focus on high-value tasks. While they can’t fully replace human expertise, these systems amplify it, enabling lawyers to tackle more cases, faster—and with greater precision.



Knowledge Representation and Reasoning (KRR)

Another advancement in AI that is often used in legal is Knowledge Representation and Reasoning (KRR). Think of KKR as the way AI takes a legal encyclopedia and turns it into actionable intelligence. Drawing from human psychology and logical reasoning, KRR enables AI systems to map out complex realities and use them to solve intricate problems.

At its core, KRR structures complex legal knowledge into formats AI can process, infer from, and reason over with efficiency. Instead of sifting through thousands of documents manually, KRR frameworks allow AI to extract insights in seconds by navigating intricate webs of information, accelerating decision-making like never before. It’s the difference between having a disorganized pile of case law and a perfectly indexed legal database that responds to your questions in a fraction of a second.



KRR in Real Life

KRR isn’t a shiny new tool in the AI toolkit. It’s been a foundational pillar of AI for decades, evolving from basic rule-based systems to today’s inference-driven models. These advancements have supercharged its utility, making legal systems like ROSS, Neota Logic, and Kira even more impactful.

The most famous KRR-powered technology in pop culture is IBM Watson. Famous for its Jeopardy! win, IBM Watson uses KRR to process vast amounts of unstructured and structured data. But the applications extend far beyond gameshow celebrity. For example, in healthcare, IBM Watson32 analyzes patient symptoms, medical histories, and research papers to recommend treatments. Watson represents knowledge using ontologies and uses inference engines to reason over medical data and identify optimal treatment paths. It combines natural language processing (NLP) with KRR to structure and analyze medical records.

In legal, several leading technologies leverage KRR:


	ROSS Intelligence for legal research: Although no longer on the market, ROSS was marketed as the world’s first artificially intelligent attorney. Think of ROSS as a legal research assistant with an eidetic memory—it was capable of analyzing millions of cases in seconds to surface the most relevant statutes and precedents. ROSS leveraged KRR to map out legal principles, case law, and statutory frameworks. By representing legal knowledge as a network of interconnected facts and rules, ROSS could quickly infer the most relevant cases for a query, even when the user’s input was vague.33

	Kira Systems for contract review: Handling massive contract datasets in minutes, Kira identifies risk clauses and anomalies that would take human reviewers countless hours to uncover. It leverages KRR to transform unstructured contract language into structured, machine-readable formats. By representing legal clauses as interconnected rules and keywords, Kira enables precise reasoning over the data to surface high-risk provisions. For example, during a merger review, Kira can flag change-of-control clauses across thousands of agreements, helping legal teams zero in on critical provisions without combing through every page.34

	Neota Logic for compliance automation: When compliance rules pile up, Neota Logic steps in as your digital compliance officer. Neota Logic encodes regulations into dynamic decision trees, evaluating business activities in real time to ensure compliance. Using “if-then” structures, it determines whether inputs meet legal requirements, automating tasks and reducing risk. This allows organizations to automate compliance tasks and reduce risk.35




Why KRR Matters in Legal AI

KRR organizes and amplifies legal knowledge. By encoding complex rules and principles into AI-friendly formats, KRR allows legal professionals to uncover insights faster and with greater precision. Whether it’s spotting regulatory risks or surfacing relevant case law, these systems act as force multipliers, empowering lawyers to do more with less. Although they won’t replace your legal expertise, these systems make scaling your knowledge and efficiency more achievable than ever.



Cognitive Computing

Cognitive computing takes AI to the next level, combining natural language processing, machine learning, computer vision, and speech recognition into systems that mimic superhuman reasoning. Designed to closely mimic the human brain, these algorithms are aimed at assisting in complex decision-making.

Cognitive computing is like the master conductor of an AI orchestra, harmonizing the talents of individual players like deep learning, NLP, and computer vision to solve complex, human-like problems. While these individual technologies are powerful on their own, cognitive computing takes them a step further by combining their capabilities into a unified system that not only analyzes but reasons, learns, and adapts.

Cognitive computing doesn’t stop at understanding language; it uses NLP as a building block to understand context, infer intent, and suggest actions. It leverages computer vision to integrate visual data with other types of information. These algorithms don’t just crunch numbers: they think, adapt, and analyze like a superhuman assistant, making them invaluable for complex decision-making. Cognitive computing is the glue that binds these specialized AI disciplines together, transforming their individual strengths into a cohesive powerhouse.

Unlike traditional AI, which operates within fixed parameters, cognitive computing systems integrate contextual awareness and adaptive learning to deliver nuanced outputs. Operating in near real time, these systems process immense amounts of data to assist in everything from contract review to legal research. KRR legal information assistants like IBM Watson and ROSS rely on cognitive computing for more accurate responses to legal questions. IBM Watson uses cognitive computing to analyze legal questions by drawing from case law, regulations, and statutes, generating tailored answers with remarkable accuracy.

Although no longer on the market, ROSS was an early example of a cognitive legal research assistant. Kira Systems similarly use a combination of cognitive computing and other AI to help lawyers uncover obligations, entitlements, and provisions laid out in complex legal language of contracts.

Cognitive computing doesn’t just organize legal knowledge, it elevates it. By combining reasoning capabilities with advanced data processing, these systems empower lawyers to uncover insights faster, reduce repetitive tasks, and focus on strategy. Whether it’s analyzing contracts, automating compliance, or identifying legal precedents, cognitive computing turns AI into a genuine collaborator. Again, it won’t replace lawyers, but it ensures they’ll never feel outpaced in the data-driven world of modern legal practice.




Conclusion: Turning AI Buzz into Legal Brilliance

AI isn’t some concept relegated to the distant future; it’s here, reshaping how legal professionals work every day. From the precision of ANI powering today’s legal tools to the mind-bending possibilities of AGI and beyond, the legal industry stands on the brink of transformation. The law has always been about adapting to change, and this is just the next chapter.

The AI discipline is rapidly evolving and innovating at a breakneck pace. The future of law isn’t about debating whether AI belongs in the courtroom—it’s about using it to amplify what makes you an exceptional advocate. You bring the judgment, creativity, and strategic thinking. AI handles the grunt work, the patterns, and the probabilities. Together, you and AI can be unstoppable.
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Chapter Four
The Generative AI Renaissance


Entering the Age of Generative AI

November 30, 2022, is a day that will go down in infamy. This was the day ChatGPT burst onto the scene, rewriting the trajectory of technology and human progress in real time. For the first time, artificial intelligence left research labs and became a part of daily life. Generative AI (GAI) shattered expectations, breaking records and reshaping how we interact with technology. The Internet took 20 years to reach 100 million users.1 Instagram did it in three. ChatGPT? A jaw-dropping 63 days (see Figure 4.1).2 That’s not adoption; it’s a revolution. And this unprecedented acceleration has catapulted generative AI into the cultural zeitgeist.

[image: Bar chart comparing the time taken by various online services to reach 100 million users, highlighting rapid 2-month growth of Chat-G P T.]
Figure 4.1 ChatGPT sprints to 100 million users.



In under two years, generative AI swept through classrooms, courtrooms, boardrooms, and social media, sparking innovation, and heated debates, and redefining what technology can do. No longer the exclusive domain of tech enthusiasts, GAI broke barriers, landing in the hands of anyone with an Internet connection or a smartphone. Its reach spans generations, from grade schoolers to grandparents. Even the legal profession, often slow to embrace disruption, found itself face-to-face with this transformative force.

When faced with monumental change, humans instinctively seek historical parallels: the printing press, the Internet, the written word. While each redefined how we live, learn, and communicate, none match the impact of generative AI. It is as transformative as fire, a discovery that didn’t just change survival, it redefined progress itself. GAI isn’t just a tool; it’s a catalyst for innovations that were once unimaginable. Generative AI holds similar promise, igniting transformation across industries, including law.

Like fire, generative AI has no inherent morality, the hands that wield it determine its impact. It amplifies human potential but demands responsibility to harness its power effectively. Left unchecked, it risks perpetuating bias, producing inaccuracies, or undermining the ethical foundations of legal practice. Beyond accuracy, legal practitioners must also grapple with privacy, data security, and compliance challenges inherent in AI usage. Ethical development and human oversight are safeguards that ensure its benefits outweigh its risks.

So, why should lawyers care? Generative AI is transforming every profession it touches, and law is no exception. It levels the playing field, offering sophisticated tools for legal professionals—no coding required. Need a contract analyzed, a case summarized, or a motion drafted? Generative AI accomplishes these tasks in minutes, streamlining workflows and enabling sharper focus on strategy and advocacy.

As generative AI advances, its impact on the legal field will only expand. The tools available today can already draft briefs, suggest arguments, and predict case outcomes, but they represent just the beginning of what this technology can achieve. What comes next will likely redefine the boundaries of what lawyers can achieve. But success in this new era requires more than curiosity; it demands vigilance, adaptation, and a commitment to ethical practice.

The promise is real. But truly understanding generative AI’s opportunities and risks in legal demands more than what the boys of South Park can unpack in 30 minutes. This book is here to provide clarity and context. The stakes couldn’t be higher. Generative AI isn’t here to diminish your expertise; it’s here to amplify it. The question isn’t whether AI will reshape the industry, it’s how you’ll harness its potential to stay ahead.

This chapter sets out to demystify GAI, explain why it’s everywhere, and describe how it’s transforming legal practice.

The revolution isn’t coming, it’s already here. The question is, are you ready to lead it?



What the Heck Is Generative AI?

If artificial intelligence allows machines to think like humans, generative AI takes a bold leap forward; it creates like humans. As a subset of artificial intelligence, generative AI produces original content such as text, images, audio, and video based on simple human prompts and vast training datasets. This leap into human-like creativity shatters boundaries that traditional AI never dared to cross.

What makes generative AI revolutionary is how accessible it is. Once the domain of tech giants and STEM specialists, these tools now require zero technical skills. It’s why they’ve taken off like wildfire across social media, education, and professions. From TikTok edits to drafting motions, generative AI flattens the learning curve for everyone. Suddenly, the power of AI is at everyone’s fingertips.

Unlike older machine learning and natural language processing technologies, which excelled at detecting patterns or following scripted commands, generative AI doesn’t just interpret—it invents. It brings imagination to life, producing everything from playful doodles and limericks to substantive legal briefs and award-winning masterpieces. Its ability to blend creativity with computation is why it’s reshaping industries, including law.

At its core, generative AI uses massive datasets to predict likely outputs based on prompts. Trained on sources like Wikipedia and Reddit, it guesses the next word, sentence, or visual element with uncanny accuracy. While this might sound simple, the outputs, novels, legal briefs, trial graphics, are anything but. For legal professionals, the applications are staggering: automated drafts, trial aids, argument brainstorming—the list goes on.

For lawyers, ignoring the potential of generative AI is no longer an option. Its outputs aren’t limited to casual use; they are infiltrating every corner of the legal process. Need to analyze a complex contract for key clauses? GAI can highlight the relevant sections faster than any associate. Drafting discovery requests? GAI can generate templates and suggest follow-up inquiries. Even legal research—once the domain of long nights, bad coffee, and LexisNexis—is being accelerated by AI tools that can parse relevant case law with remarkable precision.

This innovation doesn’t come without its complications. Generative AI’s creative capacity introduces legal challenges that are anything but hypothetical. Hallucinated facts, deepfakes, and intellectual property disputes are a few issues already reshaping the legal landscape. Real-world disputes are flooding courts, ranging from intellectual property clashes over AI-generated works to questions of authenticity in evidence. Can an AI-produced contract clause hold up in litigation? Who owns the copyright to an image born from machine learning? Chapter 6 dives deep into the guts of these issues, but let’s not pretend they’re still off in the distance. The ethics alarms are already going off in real courtrooms, with real clients and real fallout. These are no longer “what if” scenarios; they’re unfolding as we speak.

Generative AI isn’t just another tool; it’s a catalyst for innovation and transformation. For lawyers, it’s an opportunity to amplify expertise, redefine practice, and focus on strategy over slogging through routine tasks. Yet, as with any powerful innovation, its potential is determined by those who wield it. Used responsibly, it’s a force for progress. Mishandled, it risks disrupting the very systems it aims to improve. It’s no longer a question of whether lawyers should embrace generative AI, it’s about how fast they can.


The Flavors of GAI

Generative AI redefines creativity. Unlike traditional machine learning, which narrows in on a single correct answer, generative AI opens the floodgates, generating a spectrum of possibilities that feel distinctly human. Its versatility becomes clear in the distinct “flavors” of content it produces. Generative AI isn’t one-size-fits-all—it’s more like an all-you-can-eat creative buffet, with flavors crafted for distinct tasks and specialties.

From GPT crafting eloquent text to DALL-E spinning pixels into courtroom-ready visuals, and even audio tools delivering voiceovers smoother than your favorite podcast host, generative AI’s versatility is nothing short of dazzling. It is an ever-expanding menu of specialized models designed to tackle distinct tasks.

Each model type has unique strengths, limitations, and use cases, making it critical for legal professionals to understand which flavor suits their needs. Understanding risks and opportunity of each flavor of GAI is essential for legal professionals looking to wield these tools effectively. Whether you’re drafting contracts, dissecting evidence, or designing courtroom presentations, there’s a flavor tailored to your needs.

Some examples of generative AI include:


	Text generation: Tools like GPT (think ChatGPT) generate coherent and contextually appropriate text based on prompts. These tools craft coherent sentences and paragraphs from user prompts, excelling at summarizing dense material, drafting legal documents, or even generating conversational dialogue for virtual assistants. Their true advantage? Turning hours of tedious work into seconds of efficiency.

	Image generation: Platforms like DALL-E 2 and MidJourney bring the visual generation power of GAI to the masses. With these tools, GAI can produce striking visual content from scratch, via text-to-image inputs, or modify existing images in creative ways. Want a courtroom-ready infographic or a photorealistic re-creation of evidence? These tools take your prompts and spin them into images that can communicate complex ideas more effectively than paragraphs of text ever could.

	Audio generation: This flavor of GAI creates hyper-realistic sound—customized voiceovers, sound effects, or even background scores. Imagine whipping up trial presentations, explainer videos, or client pitches delivered with professional-grade polish in a matter of a few keystrokes. Companies like Descript and Lyrebird offer products capable of crafting professional-grade audio for everything from trial presentations to client pitches. Some other examples include OpenAI, Google, and Baidu in the field of AI research.

	Video generation: This flavor of GAI turns short text prompts into dynamic videos. Legal professionals might use it for personalized client messages, animated trial reenactments, or courtroom-ready visual aids. It can be used for creating compelling animations, reenactments, or personalized video presentations. Some video models, like those behind deepfakes, generate or manipulate video content. While these tools can drive compelling storytelling or reenactments, they also raise red flags for misinformation and evidence tampering.

	Code generators: Tools like OpenAI’s Codex and GitHub Copilot are revolutionizing how legal tech teams build applications. These models can assist in developing custom scripts, automating processes, or even building legal bots to enhance client service and streamline internal workflows.

	3D model generation: A newer and rapidly advancing flavor of generative AI, 3D model generators craft lifelike representations of objects and environments. Imagine reconstructing accident scenes or creating immersive visual aids for juries to experience a case’s details firsthand.

	Data-to-insight generation: Beyond creative outputs, some generative AI flavors focus on analysis and insight. Tools like Tableau or Explainable AI use data to generate narratives or visualizations, which can be leveraged to clarify evidence or enhance data-driven arguments in court.


From contracts to courtroom strategies, generative AI is infiltrating every facet of legal practice. It’s reimagining workflows, amplifying expertise, and saving countless hours for attorneys juggling mountains of evidence. Think of generative AI as your legal tech Swiss Army Knife, there’s a tool for nearly every task. But even the best tools require skilled hands. Generative AI isn’t just about content; it’s about revolutionizing workflows, amplifying expertise, and helping attorneys navigate the avalanche of evidence that defines modern legal practice.



The History of Generative AI

Judging by the headlines, you’d think generative AI was an overnight success. But this didn’t start with ChatGPT. Or a viral tweet. Or a South Park episode. It’s been clawing its way out of computer labs since before most of us were born. Brewing for over 60 years.

Long before it could pass the bar exam or write a sonnet about fee shifting, it was just a question. One that sounded more like science fiction than science: Could a machine ever think like a person?


The Birth of Thinking Machines: The 1950s

To understand where we are today, it helps to start at the beginning.

Generative AI might feel like just the latest shiny new toy, but the concept of machines mimicking human creativity has been in the works for generations. Since the dawn of computing, visionaries including Alan Turing dreamt of systems that could think, reason, and even craft content like their human counterparts. In his landmark 1950 paper, “Computing Machinery and Intelligence,” Turing raised a question that remains front and center: “Can machines truly think?” This simple question inspired Turing to create his now-legendary Turing test, a benchmark designed to see if a system could pass for human in conversation.

Because defining “thought” can be elusive, Turing proposed an experiment called the “imitation game,” now better known as the Turing test.3 In this thought experiment, a human evaluator attempted to distinguish whether a hidden respondent was a system or another person, guided solely by the authenticity of the replies.

Turing’s early vision centered on sounding human, and he calculated it might take half a century to reach that milestone.4 The concept of generating art, music, or work product was beyond even Turing’s most grand ambition.

Although early pioneers envisioned a future where artificial capabilities would rival human ingenuity, it took many more decades to become a reality. Though impressive technological strides enabled machines to mimic human exchanges, genuine comprehension and inventive output remained elusive. The foundation laid in the 1950s set the stage for the decades of innovation that brought this AI renaissance to reality.

The seeds were planted for a next wave of innovation, although it would take another decade for many of these sparks to truly catch fire. For lawyers at the forefront of innovation, these advances now empower them to sift through vast troves of data, craft preliminary work products, and gain new insights faster than ever before. Through harnessing the legacy of those visionary pioneers, we’re beginning to transform mere mechanical imitation into something that genuinely amplifies human expertise, ushering in a fresh era for the legal profession.



Building a Digital Brain: The 1960s–1970s

Building on the breakthroughs of the 1950s, the following decades saw researchers push boundaries to craft machines that could emulate, and occasionally surpass, human capabilities.

In 1966, MIT professor Joseph Weizenbaum introduced the world to ELIZA 7,5 a chatbot that relied on pattern recognition and text substitution to reflect human communication. Weizenbaum’s so-called “therapist” chatbot persuaded many people to share deeply personal revelations. Sadly, ELIZA’s comprehension was nonexistent, so admissions of intrusive thoughts or infidelity landed on uncomprehending (if not entirely unhearing) ears. More parrot than counselor, the chatbot simply could not synthesize or generate responses with true insight.

The 1970s ushered in promising advances in the realm of computer vision—innovations designed to help machines perceive much like we do. Even as AI-based facial recognition and other capabilities took shape, this period also witnessed the first of several AI winters,6 moments when ambition outstripped the era’s technological reality.

Despite slashed budgets from agencies like DARPA, NRC, and the British government, innovative minds pressed forward with artificial neural network (ANN) research. Dubbed “digital brains,” these AI frameworks mirrored how humans process information: taking in data, routing it through interconnected “nodes,” and refining the outcome based on feedback. Though neural networks were first conceptualized in the 1940s, long before the term “artificial intelligence” was in vogue, the key breakthroughs of the 1970s and 1980s laid crucial groundwork for the machine learning and deep learning waves we rely on today.

It’s difficult to be rigorous about whether a machine really “knows,” “thinks,” and so on, because we’re hard put to define these things. We understand human mental processes only slightly better than a fish understands swimming (attributed to John McCarthy).7



Artificial Intelligence Winter: The 1980s

Although “Mr. Roboto” dominated the airwaves in the early 80s, most of the decade was marked by a second AI winter. Incremental gains in neural networking continued, but little truly game-changing progress emerged until 1989.

If the year 1965 is the birth of artificial intelligence, 1989 ushered in the dawn of deep learning.8 Building on earlier neural network research, these sophisticated models relied on layered architectures to learn from vast troves of data.

It was during this period that Yann LeCun developed the first convolutional neural network (CNN), known as LeNet-5.9 By harnessing deep learning for computer vision, LeNet-5 accurately recognized handwritten digits—an achievement that, while modest by today’s standards, marked a major leap toward machines that could “see” using stacked neural layers.

These developments, although subtle at the time, forged a vital stepping stone for the evolution of generative AI. In the next decades, development built on these foundational strides to shape truly creative, human-like systems—paving the way for the renaissance in AI we’re now witnessing.



Better, Smarter, Cheaper—The 1990s

The 90s marked the end of the second AI winter, ushering in fresh investment and renewed innovation across artificial intelligence. Neural networking capabilities continued to scale, but it was the development of long short-term memory (LSTM) networks by Sepp Hochreiter and Jürgen Schmidhuber that truly changed the game.10

Before LSTM, neural networks had memory spans reminiscent of Dory from Finding Nemo, fleeting at best. By allowing recurrent neural networks to selectively hang on to certain “memories” from earlier neuron calculations, LSTM created a much broader context window and helped these RNN models grow smarter over time.

Another pivotal leap came from a company you might own stock in, or wish you did, NVIDIA. In 1999, this chip behemoth rolled out the GeForce 256 DDR, hailed as the world’s first graphics processing unit (GPU).11 Designed to handle heavy-duty video and image tasks in arcade and console games, the GPU’s parallel processing power soon captivated innovators in deep learning, neural networking, and even cryptocurrency.

With the advent of GPUs, AI systems transitioned from single-threaded to massively parallel computation. Instead of a lone central processing unit (CPU) or a modest multicore setup performing one or a handful of tasks at a time respectively, a GPU packs thousands of smaller cores that juggle simultaneous tasks. A single GPU can handle thousands of task queues at the same time, in parallel.12

This shift laid the groundwork for modern supercomputing, large language models, and the vast computing muscle fueling the generative AI breakthroughs people rely on today. Armed with these memory-boosting and parallel-processing advances, the 1990s set the stage for the next wave of genuinely creative AI—a renaissance that would soon redefine the legal realm and beyond.



Golden Age of Big Data: The 2000s

The dawn of the GPU sparked what many call the Golden Age of Big Data. Thanks to parallel computing, AI systems suddenly had the horsepower to process mountains of information, turbocharging breakthroughs in areas like natural language processing and computer vision. Once held back by limited datasets, these fields gained new life when scalable storage and processing frameworks such as Hadoop13 and Spark14 made it possible to handle colossal data streams. By distributing workloads across clusters of machines, these open-source technologies transformed AI’s capabilities from merely “big” data to genuinely massive data, enabling algorithms to spot more sophisticated patterns and make sharper predictions.

Around this time, social media platforms emerged as enormous data gold mines,15 fueling research with insights into user behavior, language patterns, and global trends. As data volumes exploded, so did the demand for robust analytical tools—pushing more businesses, including law firms, to adopt cloud-based infrastructures for near-instant scalability.

This era also ushered in a shift toward cloud-based infrastructures,16 as leading providers offered on-demand computing and storage, fueling faster experimentation. Riding this wave of high-velocity analytics and exponential data growth, the 2000s set the stage for a renaissance in generative technologies, paving the way for the transformative AI tools seen today.



The Birth of Generative AI: The 2010s

Apple kicked off the 2010s by delivering AI and natural language processing straight to the masses, courtesy of the 2011 launch of Siri.17 Suddenly, hundreds of millions of people had a powerful AI-based voice assistant at their fingertips—perhaps a sign of the mass adoption generative AI would achieve once ChatGPT hit the scene.

In 2014, Ian Goodfellow18 and his team introduced a seismic breakthrough by pitting two neural networks against each other in a Highlander-style winner take all showdown. Dubbed generative adversarial networks (GANs),19 this architecture features a “generator” that crafts synthetic outputs and a “discriminator” that judges how “real” they appear. As the generator learns to fool the discriminator, it continuously refines its craft, yielding a new wave of highly realistic images and content. As a result, images and other generative AI outputs dramatically improved.

Just a year later, Dzmitry Bahdanau20 and colleagues tackled another blind spot: models losing crucial details over time.

Bahdanau and his colleagues wanted to understand why models were behaving like Dory in Finding Nemo, forgetting instructions as time passed. Think of a paralegal forced to summarize a massive brief without highlighting key passages; slow, error-prone, and inefficient. Bahdanau’s answer? An attention-based approach, mimicking the human habit of zooming in on the most critical parts of a sentence or document. In contrast to the current models, the Attention Model mimicked the human habit of focusing on the most pertinent fragments, paying “attention” to those sections of a sentence that mattered most.

Then came 2017, when a team of eight Google researchers published a now-legendary paper titled, “Attention Is All You Need.”21 Their proposal was both simple and revolutionary: replace convoluted architectures with a self-attention model known as the Transformer. Even the authors couldn’t have anticipated how transformative this approach would prove: “We propose a new simple network architecture, the Transformer, based solely on attention mechanisms, dispensing with recurrence and convolutions entirely.”22

By pivoting from multi-layered architectures to a fully self-attention framework, Transformers could evaluate context, weigh word relationships, and generate more refined outputs.

In 2018, Alec Radford, an employee of then-little-known OpenAI, published a paper, “Improving Language Understanding by Generative Pre-training,”23 where he took these self-attention Transformers and fused them with unsupervised pretraining on massive datasets. The result was the birth of large language models like BERT (Bidirectional Encoder Representations from Transformers)24 and, of course, the generative pre-trained transformer (GPT).

These new models begin with extensive unsupervised training on huge datasets, then fine-tune on smaller, task-specific data under human oversight. Unlike traditional machine learning, which merely identifies patterns, GPT creates—generating entirely original text.

Rapidly built on this transformational innovation, OpenAI introduced GPT-1 in 2018, GPT-2 in 2019, and closing out a decade of innovation with GPT-3 in 2020, cementing a monumental leap in natural language processing. With 175 billion parameters,25 GPT-3 can draft coherent paragraphs, handle translations, summarize lengthy documents, and even churn out snippets of code. Early adopters marveled at how it tackled tasks once reserved for specialized experts, such as generating well-structured essays and conjuring up creative writing prompts. Still, GPT-3 wasn’t immediately available to everyone; in the beginning, OpenAI restricted access to a select pool of researchers, developers, and beta testers via private API (application programming interface) software that allows different applications to communicate and exchange data easily.

Meanwhile, the realm of visual generative AI also began to flourish. In 2021, OpenAI unveiled DALL-E,26 followed by Stable Diffusion27 in 2022, handing savvy consumers the power to craft high-quality images from simple text prompts.

But the biggest moment in generative AI was yet to come.



Generative AI Goes Mainstream: ChatGPT: The Present

LLMs had been lurking in research labs for nearly two decades, but November 30, 2022, changed everything. That is the day OpenAI unveiled ChatGPT, putting advanced AI into the hands of millions of ordinary people, not just coders or machine-learning gurus. From your boss to your baker, grandparent to grade schooler, ChatGPT was everywhere.

ChatGPT brought AI to the masses.28 AI was no longer limited to data scientists or linguistics PhDs; this technology burst into the mainstream with meteoric speed. Consider the numbers: ChatGPT soared to 100 million users in a matter of weeks, where past viral hits like Instagram and Netflix took years to reach that threshold. Heck, the Internet needed over a decade to evolve from a secret tool for geeks to a universal phenomenon. ChatGPT managed it in just over 60 days.

Riding the generative AI tsunami, OpenAI rapidly introduced ChatGPT-3.5, GPT-4, and subsequent iterations, each iteration supercharging the model’s training data and parameter counts. As these systems became faster and more accurate, they landed in the day-to-day routines of people from all walks of life; students relying on it for homework help, marketers brainstorming campaign ideas, healthcare professionals exploring medical research, and yes, lawyers tapping it for contract drafts and case summaries.

Naturally, other tech titans wanted a share of this booming market. Google brought Bard to the table, Anthropic introduced Claude, Amazon launched Titan, and Meta unveiled the open-source Llama. Although these models vary in size and capabilities, each one falls under the broad category of large language models. They also have ample company. The Open LLM Leaderboard,29 an online hub that tracks and ranks new models, already lists nearly 500 contenders.

At the same time, visual generative AI also evolved rapidly. OpenAI integrated DALL-E 2 into ChatGPT in 2023, allowing users to create masterpieces as effortlessly as writing a tweet. Designers, educators, and innovators in every sector quickly seized on these tools, harnessing the power of AI for rapid creativity.

So, where does that leave us now? This moment feels less like a tech trend and more like a fundamental shift in how we live, work, and play. From crafting legal briefs to building case strategy, GenAI is transforming the practice of law at lightning speed. And it’s only gaining momentum, raising both intriguing possibilities for innovation and a host of new questions about ethics, responsibility, and the very nature of human creativity.
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Chapter Five
Must-have AI Gadgets for the Modern Legal Professional


Meet Legal Tech’s Cool Kids

Blink and you’ll miss it. Legal’s next leap is a sprint into the unknown. Generative AI burst onto the scene as the new kid on the block, and now it’s rewriting how legal professionals work and reshaping the industry in ways impossible to overlook.

These AI tools aren’t just here to generate quirky limericks or meme-worthy avatars, although that is deeply entertaining. They’re tackling the gritty, complex, and sometimes soul-sucking tasks that define legal practice.

Yesterday’s caffeine-fueled associates armed with highlighters are today’s tech-savvy lawyers wielding AI like a digital scalpel. AI systems are rolling up their digital sleeves and diving into the messiest corners of legal work—the stuff lawyers secretly (or not-so-secretly) dread.

Chapter 4 marveled at generative AI’s unprecedented ascent; leaping from academic theory to a mainstream sensation. Yet the speed of the generative AI renaissance is just one side of the story reshaping legal workflows. This isn’t some shiny toy hype-fest. AI systems are rolling up their digital sleeves and doing the jobs lawyers don’t have time or patience for.

Meet the new wave of legal tech disruptors. Legal is ditching the chatbot gimmicks to tackle the real grind of legal work. Today, these AI powerhouses rip through mountains of data, plucking the golden nuggets faster than you can say, “Objection, overruled.” But it isn’t just about escaping Redweld papercuts and Bates stamp–induced carpal tunnel syndrome. These technologies are slicing through terabytes of messy data, flagging clauses that might explode like legal landmines, and even whispering sweet case predictions into lawyers’ ears. One minute, you’re knee-deep in depositions; the next, you’re using AI to predict verdicts with eerie accuracy. Adapt, evolve, and lean into the tech. Or you might as well start practicing the line, “Would you like fries with that?”

AI is everywhere in law today, weaving into everything from courtrooms to compliance. From AI-powered evidence retrieval to portable AI modeling or even smart billing, AI tools are transforming every corner of legal practice. Legal teams across the board are using these tools to boost speed to insight and mitigate risk. Corporate legal departments, law firms, and even legal service providers are harnessing these capabilities to stay competitive.

Take eDiscovery. The once-herculean task of sifting through mountains of documents has now been streamlined into a precision operation. eDiscovery doesn’t just find documents; it finds connections no one thought to look for, turning chaos into clarity. Contracts? AI tools are slicing through fine print like a pro, flagging risks and clauses that might otherwise explode like legal landmines. And then there’s courtroom strategy. AI is mapping judicial tendencies and predicting rulings like a crystal-ball-wielding oracle. Walking into court prepared is one thing; walking in with a tactical roadmap is another.

This chapter introduces the “cool kids” of legal tech. These are the AI tools that have evolved from niche curiosities to indispensable allies in law firms and legal departments worldwide. AI is pushing the boundaries of legal practice, taking it from incremental tweaks to a wholesale rethink of how the work gets done. Let’s meet the game-changers.



eDiscovery: Legal’s OG AI Disruptor

eDiscovery has always been at the forefront of AI’s legal revolution. These tools sift through data and extract critical connections buried in massive, messy datasets, accomplishing in hours what once took weeks. With AI-powered eDiscovery, what used to take weeks of bleary-eyed review can now be accomplished in hours, with sharper insights and fewer missed opportunities.


Social Network Analysis

This AI tool is the ultimate social butterfly of the data world. Social network analysis (SNA), also known as communication mapping, acts as your dataset’s gossip columnist. They excel at tracking who’s talking to whom and uncovering what’s really being said. This AI-powered relationship analysis doesn’t just connect the dots; it builds an entire web of relationships, showing you where the action really is. By mapping communication patterns, SNA reveals the web of relationships driving your case forward, or pulling it apart.

Modern eDiscovery platforms bring SNA to life with interactive web-like visualizations. Nodes represent individuals, email addresses, or entities, while edges show interactions like emails or shared files. Bigger, brighter nodes mean key players, while thicker lines indicate high-volume communication. Want to trace a whistleblower’s connections? SNA highlights the drama with surgical precision.

SNA visuals often allow for interactive exploration. Users can zoom in to analyze specific connections, filter by date ranges or keywords, and group nodes into clusters to identify teams, departments, or other subgroups. Advanced features might even allow for timeline animations, showing how communication patterns evolve over time. These interactive and customizable visuals enable investigators to uncover hidden relationships, anomalies, and patterns that might not be evident from raw data alone, streamlining the discovery and decision-making process.

SNA can identify bad actors, expose hidden connections, or refine your custodian list for litigation or investigation. In one case, it helped pinpoint a network of collaborators across completely different organizations, spotlighting key individuals and streamlining review. Whether you’re chasing a billion-dollar fraud ring or narrowing review scope, SNA doesn’t just connect the dots. It draws the whole picture.



Concept Clustering

Imagine your dataset is a sprawling, chaotic library with every book dumped in a pile. Concept clustering is the librarian swooping in and sorting those books into perfectly labeled sections; by theme, topic, or relevance. What looked like an unmanageable mess becomes an orderly collection, with everything you need exactly where it should be.

Concept clustering uses unsupervised machine learning to group similar concepts into interactive, visual clusters. It transforms sprawling, chaotic datasets into neatly organized categories, instantly turning chaos into clarity. No more aimless flipping through files hoping for something useful. This tool shines a spotlight on the connections that matter most.

Concept clustering is visualized as a dynamic, interactive map that groups related documents or data points into visually distinct clusters. These clusters are typically represented as color-coded shapes or bubbles that vary in size based on the volume of data they contain.

Each cluster represents a topic, say, financial transactions or employment disputes, with proximity reflecting their semantic similarity. Users can click on a cluster to drill down into its contents, view underlying data, and explore how documents are connected. Heatmaps or shading within clusters can indicate the density of relevant terms or the strength of the conceptual focus. This visualization allows users to quickly identify patterns, outliers, and trends in the data, enabling faster and more targeted analysis without manually sorting through large volumes of information.

From identifying key issues early to bulk-tagging irrelevant information, concept clustering proves invaluable at every step. Building a case posture for regulators? Concept clustering delivers the insights you need on a silver platter. Trying to prioritize a review without drowning in documents? It’ll handle the heavy lifting so you can focus on the strategy, not the slog.

Does the cluster contain the word “fraud”? Maybe that should be batched out early for review. Does it contain “fantasy football”? Maybe that can be eliminated, or bulk tagged non-responsive. Concept clustering is also capable of making connections that might not be apparent on initial review of a document. In an area of law where humans are the biggest cost factor, this sort of technology allows legal practitioners to determine which data is important enough to justify the cost of human eyes on a document.




Concept Search

Keyword searches are so last year. Concept search lets you dig deeper, using themes or even sample documents to find related terms, euphemisms, or code words. Concept search differs from concept clustering in that it is guided by an image, document, or string of text that a legal practitioner uses to search for other conceptually similar material. As with concept clustering, one of the most powerful impacts of this technology is in making connections that might not be readily apparent to a human reviewer. Found a keyword like “fraud” in an investigation? Concept search will surface related terms, euphemisms, or even code words like “Raptor” (the infamous Enron code for fraud). It’s perfect for uncovering obfuscating language or piecing together a puzzle when the players aren’t being obvious.

In either an investigation or litigation, this type of search can be incredibly impactful in uncovering unexpected relevant electronically stored information (ESI) during the document review stage. Whether you’re early in a case and still piecing together what language might’ve been used or knee-deep in a stalled review, concept search is the game-changer that digs up the details you didn’t know you needed. Concept searching is also helpful if you are new to a matter and not exactly certain about the specific language the organization or people of interest used, but have a general idea of the type of concept you want to search.



Technology–assisted Review

Picture this: you’re staring at a mountain of documents for a case; emails, spreadsheets, PDFs. Think the kind of digital chaos that makes you rethink your career choices. Deadlines loom, stakes couldn’t be higher, and you’ve already drained your fourth cup of coffee. Meet technology-assisted review (TAR), the AI that learns from you.

The magic of TAR lies in its ability to learn from you. As you review documents and tag them, whether relevant, privileged, or a total dead end, TAR uses machine learning to analyze your decisions and extrapolate patterns across the dataset. It’s not just a helper; it’s a fast learner. It’s like an army of interns who never sleep, never miss, and only get smarter.

This isn’t just keyword matching or “Control+F” on steroids. It’s a whole new level of document intelligence. High-priority documents are bumped to the top of the queue, while less critical ones take a backseat. The system continuously adapts as you review, improving with each human coding decision.

Early TAR required complex workflows and static training sets that made you feel like you needed a PhD to operate it. Modern TAR is sleek, intuitive, and integrates seamlessly into your workflow. No math degree or AI decoder ring required.

TAR’s power lies in its laser focus. And the use cases are practically endless. In high-stakes antitrust litigation, for example, TAR can surface the smoking gun buried in terabytes of data, helping you shape your case strategy before the other side even knows what hit them. For internal investigations, TAR narrows the scope of review to hours instead of weeks, spotlighting red flags and key players. And when regulators come knocking, TAR ensures you’ve got the most relevant data at your fingertips.

It’s not just about speed, although TAR has plenty of that. It’s about precision. By narrowing the scope of human review, TAR slashes costs, focuses your energy on the documents that matter, and it catches patterns no human could see alone. Whether you’re tackling 10,000 documents or 10 million, TAR scales effortlessly to meet the challenge. In a world where deadlines are tight and budgets tighter, isn’t that exactly what you need?




Active Learning/Technology-assisted Review 2.0

Active learning, often dubbed TAR 2.0, predictive coding, or continuous learning, takes the original concept of TAR and supercharges it. At its core, it’s AI that continually adapts based on how lawyers and technologists interact with the data. This tech has a sixth sense for learning. It evolves with every tag, click, and decision, fine-tuning its insights and narrowing review to what truly matters.

The early days of TAR relied on static training sets; small batches of data reviewed in cycles until the algorithm “got it.” Back in the day, TAR was like a student stuck in remedial class. Static training sets meant small data batches were reviewed in cycles, forcing the algorithm to crawl before it could walk. Today, active learning ditches this rigidity, dynamically refining itself in real time as you review. As you tag documents, it hones its algorithm, sharpening its insights with every click and making each batch of data smarter than the last. With TAR 2.0, reviewers can review more efficiently or potentially review fewer documents before uncovering all the relevant data.

Advanced workflows with active learning can drastically reduce the volume of data needing human review or strategically prioritize who reviews what. Even for simpler, linear reviews, AI surfaces the most relevant documents faster, enabling legal teams to focus their efforts where they matter most. In a profession where time, accuracy, and cost savings are critical, TAR 2.0 is a necessity.



Pre-built AI Models

Ever have that sinking feeling when a new case lands on your desk, complete with a messy mountain of data and no idea where to start? It’s overwhelming. You know the answers are in there somewhere, but where? It feels like being handed a 5,000-piece puzzle with no picture on the box. Enter AI model libraries, your new favorite shortcut to sanity. It’s like scrolling through Netflix, but instead of movies, you’re queuing up AI models built to tackle your most complex challenges.

From fraud investigations to hunting for personally identifiable information, pre-built AI models provide out-of-the-box expertise for common legal challenges. Instead of starting from scratch, you can tap into a curated arsenal of pre-trained AI models built to zero in on exactly what you need, cutting through the noise with surgical precision.

Here is how it works: industry-leading eDiscovery software companies build a library of shareable and reusable AI models designed to pre-train your system to surface the data that matters most. These AI libraries house pre-built models that have been fine-tuned for specific use cases; think employment disputes, corporate investigations, or privacy breaches. With just a click, you can deploy a model optimized for your matter, instantly prioritizing the data that matters most. There is no coding, no massive setup effort, and definitely no need to reinvent the wheel. Each model is pre-trained, field-tested, and ready to hit the ground running.

Why does this matter? Reusable and continually evolving, these models cut through noise and prioritize what matters. In a world where complexity is the norm, they’re your shortcut to sanity. Instead of spending hours training a model or blindly sifting through terabytes of irrelevant information, you’re jumping straight into action. These models are designed to highlight what’s relevant right out of the gate, cutting review times and letting you focus on high-impact tasks. The result is faster reviews, sharper insights, and a head start on building your case strategy.

Investigating explicit language in a workplace harassment claim? There’s a model for that. Want to uncover harassing language? The model’s already optimized. Hunting for personally identifiable information (PII) or protected health information (PHI) in a data breach? You’re covered.

Even privilege logs, a lawyer’s nemesis, benefit from these AI models. Advanced tools scan for markers like attorney names, legal terms, or privilege indicators, ensuring no work product or sensitive communications slip through the cracks. Whether you’re tackling a massive production request or conducting an internal audit, this tool ensures accuracy while saving hours of manual review time. And there’s an added bonus: no more second-guessing if you missed a privilege log entry.

What makes these models so effective is their real-world pedigree. Each one has been battle-tested across cases, tweaked by data scientists, and refined by practitioners who know the stakes. What you have is more than a simple efficiency widget. You’re getting years of cumulative expertise embedded into a single click. And because these models are reusable, they keep evolving, learning, and improving with every application.

In a world where complexity is the norm, they’re your shortcut to sanity.



Bespoke AI Models

Lawyers love to say, “It depends.” And honestly? They’re not wrong. Every matter is unique; every dataset has its quirks. That’s where bespoke, or custom, AI models come into play. These custom-crafted algorithms don’t just understand the general issue; they understand your matter, your data, and your way of working.

Think about it: you’re handed a data dump of contracts filled with technical jargon no outsider could decipher, or emails filled with enough acronyms and code words to make your head spin. A generic AI model might completely miss the plot, but bespoke models are trained on your unique data by your subject matter experts (SMEs), quickly learning to spot patterns, flag relevant details, and prioritize what matters most. It’s like having an associate who knows your playbook so well that they could argue your case in their sleep.

Here’s how it works: bespoke AI models start by ingesting your unique data; contracts, emails, policies, or whatever is central to your case. From there, the AI learns from your inputs, how you tag documents, prioritize issues, or define relevance, and uses that knowledge to fine-tune itself. Over time, it becomes a razor-sharp tool that anticipates, flagging key patterns and insights before you even know to look for them.

In some software platforms, these models are “portable.” Meaning they’re not one-hit wonders; you can save them in your eDiscovery system for future use. Each case adds more depth to their understanding, making them sharper, faster, and even more tailored the next time around.



Sentiment, Entities, and Context Analysis

These tools dive into tone, urgency, and relationships. More than words and phrases. It’s about cutting straight to the heart of your data. Sentiment analysis goes beyond surface-level text, revealing the tone, urgency, and connections that could define your case. It’s like giving your data an emotional X-ray, exposing the hidden dynamics that could make or break your argument. This flavor of AI technology and specifically natural language processing is all about finding the feels. Meanwhile, contextual analytics work in tandem, uncovering hidden connections among people, places, and events to offer sharper, more actionable insights.

At the same time, entity recognition tools pinpoint the “who” and “what” of your case. By identifying key entities such as people, organizations, locations, dates, and more, and then mapping their interactions, these tools create a living narrative that uncovers hidden patterns and relationships. Think of it as your own case historian who finds the threads you didn’t even know were there.

For example, imagine tracking how “John Doe” interacted with “XYZ Corp” across emails, contracts, and meeting notes, particularly during a whistleblowing incident. The AI highlights connections that might otherwise go unnoticed, revealing who said what, when, and why. This process turns a mess of data into a coherent story, offering insights that shape strategy.

So, how does this magic work? The AI doesn’t just skim for keywords. It’s taught to recognize patterns, context, and nuance, making it smarter than your average search tool. Sentiment analysis isn’t just some algorithm randomly guessing if an email feels “happy” or “angry.” It’s like training an emotional bloodhound that sniffs out the subtle cues buried in your data.

Here’s how it works: the AI categorizes emotions across key dimensions, including:


	Polarity: Is the communication or text positive, negative, or neutral? The AI breaks this down by analyzing the phrasing, word choice, and punctuation. “This project was a disaster” gets flagged as negative, while “Great progress on the matter” lights up as positive. Neutral statements like “Meeting set for 2 p.m.” just breeze on by.

	Emotional tone: Now we’re talking vibes. Is the tone happy, frustrated, or full-on furious? Sentiment analysis picks up the difference between “Thanks for the quick turnaround!” and “I can’t believe we missed this deadline again.” It’s not just about identifying strong language but understanding the emotional weight behind it.

	Urgency: Does the message carry a sense of “drop everything now” urgency, or is it more of a casual “get to it when you can”? The AI learns to pick up on urgency markers like all caps (“URGENT”), exclamation points (“!!”), or deadline-driven language like “this needs to be resolved by EOD.” It prioritizes these communications so you’re not wasting time on the low-stakes chatter.


By leveraging these dimensions, sentiment analysis transforms a jumble of text into actionable insights, elevating emotionally charged or time-sensitive documents for immediate review. It’s not just about understanding the “who” and the “what”; it’s about digging deeper into the “why” behind the words.

These eDiscovery analytics don’t just make for interesting reading—they can be game-changing. A whistleblower’s “I hate this company” email? Red flag. A “Tuesday at noon works” message? Not so much. These tools surface the signals you need to build your case or uncover hidden risks.

In high-stakes litigation or investigations, emotionally charged language often holds the key. Sentiment analysis can surface coercive language in a fraud case, flag compliance issues, or expose red flags in employment disputes. Sentiment and context analytics transform a wall of text into a roadmap of relevance. They bring structure to chaos, helping you zero in on the conversations and documents that drive your case forward. Because let’s face it, sometimes it’s not just about what’s said, it’s about how it’s said.



AI-powered Transcription and Translation

Whether it’s untangling a maze of multilingual documents or turning a chaotic pile of audio recordings into actionable insights, NLP-powered AI ensures that no piece of evidence stays hidden or misunderstood.

Voice and audio files like deposition recordings, voicemail evidence, or even casual phone calls are often overlooked due to the challenges of making them searchable. Enter AI transcription tools. These tools don’t just transcribe; they analyze. They convert audio files into searchable text, identifying key phrases, participants, and even emotional tone.

For example, the AI might flag a heated conversation between two executives, extract quotes that could become central to your case, and even link the conversation to related documents. It’s like giving your audio files a seat at the discovery table. Suddenly, voicemails and video depositions aren’t just evidence you are saving to review later, they’re actionable intelligence.

Globalization means legal teams are more likely than ever to encounter evidence in multiple languages. AI models equipped with multilingual NLP handle these datasets with the same precision as they do English-language data. Emails in Mandarin, contracts in German, and chat logs in Portuguese are no longer hurdles; they’re just another part of the review.

And it’s not just about translation; it’s about understanding. These tools recognize cultural nuances and linguistic subtleties, ensuring that context and intent don’t get lost in the shuffle. For cross-border litigation or international investigations, this capability is a game-changer.

By integrating transcription and multilingual analysis into your discovery workflow, you can uncover critical insights that would have otherwise been buried. NLP-powered tools ensure that no matter the format or language, your data works for you. Whether it’s connecting heated audio exchanges to a broader narrative or analyzing foreign-language documents without costly delays, NLP is the key to making your data truly speak.



Anomaly Detection

Think of this AI as the ultimate game of a Where’s Waldo?–type eDiscovery, but instead of a striped sweater and blue hat, it’s finding the one document that changes everything. This algorithm excels at spotting those Waldo-esque outliers buried in endless rows of emails, spreadsheets, and reports. Think of this AI as your digital detective, spotting outliers that scream “something’s not right,” whether it’s a midnight email spike or metadata mismatch.

At its core, anomaly detection is about finding the proverbial needle in the haystack. Or better yet, spotting the needle that looks just a little off. In the world of eDiscovery and legal review, it’s not enough to sift through mountains of data; you need to spot the one piece that doesn’t quite fit the puzzle. That’s where anomaly detection steps in, powered by sophisticated AI and machine learning algorithms.

So, how does it actually work? This technology starts by learning the “normal” patterns within your dataset; everything from communication trends to typical data flows. Think of it as teaching the AI what “business as usual” looks like. Once it has that baseline, the system flags anything that deviates from the norm. A sudden spike in emails sent at 2 a.m.? A financial transaction that doesn’t match historical records? An innocuous document with metadata that doesn’t add up? Anomaly detection homes in on these irregularities and elevates them for your review.

The AI does more than rely on pre-programmed rules or keyword searches, it adapts to the unique characteristics of your dataset. Using unsupervised and semi-supervised learning models, the system analyzes context, patterns, and even metadata to find the outliers that human reviewers might miss. Over time, it gets smarter, fine-tuning its ability to distinguish between harmless quirks and case-critical anomalies.



Automated Redaction

Let’s face it: manually redacting sensitive information is soul-crushing work. Advanced AI automates this process, scouring documents for personally identifiable information (PII), protected health information (PHI), and other sensitive content. It’s like having an eagle-eyed proofreader who never misses a beat.

The AI detects names, Social Security numbers, financial details, and even context-specific identifiers like medical records and employee IDs. With a click, it redacts these elements across your dataset, ensuring compliance with privacy regulations and reducing the risk of accidental disclosure. What used to take days or weeks now happens in minutes, giving you time to focus on the bigger picture.




Generative AI Search

The creators of South Park are not the only ones who got in on the generative AI action following the release of ChatGPT. eDiscovery software companies were drawn to GAI like a moth to a flame. And once the hype somewhat abated, two of the first areas developed were GAI-powered chatbots and GAI search optimization tools.

The result? Keyword searches are so last year. Generative AI, powered by large language models (LLMs), allows you to interact with your data like you’re having a conversation with a seasoned researcher. Instead of typing endless Boolean strings, you can ask nuanced informal questions like, “Show me emails discussing late shipments in Europe last quarter,” and watch the AI deliver results that make sense.

The magic lies in the tool’s ability to understand context, intent, and even slang or colloquialisms in your query. These conversational searches cut through the noise, delivering insights you didn’t know how to ask for. Need to find coded language or vague references? Generative can operate like an inquisitive new member of your case team. Connecting dots in the entire dataset before you have to bill a single hour for document review attorneys.

This LLM-powered search functionality is deeply impactful when you have a limited amount of time or information on a matter or dataset. Some case teams are using GAI search as a component of early data assessment or settlement posture.



Generative AI Review

Not satisfied with just supercharging interaction and search with GAI, some software companies have also sought to outright replace first pass document review (and doc reviewers) with a GAI-powered workflow. Say you’re staring at a tidal wave of documents; emails, spreadsheets, contracts, reports, all demanding attention. Deadlines loom, and your client expects answers yesterday. That’s where generative AI storms in, like your sharpest associate who never needs a Starbucks run. It doesn’t just read; it digests, organizes, and delivers actionable insights on a silver platter.

This AI powerhouse dynamically categorizes, summarizes, and analyzes data at scale. Instead of wading through page after page, you’re presented with concise summaries, highlighted themes, and even draft responses or arguments based on the dataset. It’s not just about efficiency; it’s about redirecting your time and brainpower to high-value strategic work.

How does it work? Generative AI leverages LLMs trained on billions of data points to identify core topics and patterns within your dataset. Here’s how it streamlines the process:


	Dynamic summaries: The AI scans documents to extract key points and distill them into easy-to-digest summaries. For instance, a 20-page contract becomes a 1-paragraph breakdown of obligations, risks, and deadlines.

	Theme tagging: By identifying recurring topics or concerns, the AI tags related documents, creating thematic clusters that simplify navigation and prioritization.

	Contextual insights: It doesn’t stop at summarizing; the AI interprets intent and nuance. For example, it flags an email chain where “renegotiation” subtly hints at an emerging dispute.

	Draft responses: Need to reply to a contentious email or draft a brief? The AI generates an outline or even a fully formed draft, giving you a head start.


Generative AI transforms chaos into clarity. Imagine sorting through thousands of emails about “contract disputes.” Instead of reading each one, you get a high-level summary highlighting key sticking points, the parties involved, and the risks outlined, in seconds. It also surfaces buried insights that might otherwise go unnoticed, like a subtle shift in tone or a recurring phrase hinting at trouble.

And so with AI, what once left lawyers drowning in Redwelds and coffee-stained spreadsheets is now a precision operation that turns chaos into clarity. Whether you’re mapping whistleblowers’ web of connections, unearthing that one smoking gun buried in terabytes of data, or tackling privilege logs without losing your mind, eDiscovery’s AI disruptors are the real MVPs.

The chart shown in Figure 5.1 highlights the current AI-powered legal contracting tools used on contracting, along with the tasks they support.
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Figure 5.1 AI-powered legal tools in contracting.1





Contracts: From Chaos to Clarity Across CLM

Contracts are the lifeblood of business, binding parties, defining obligations, and outlining risks. But the traditional methods of managing contracts are a total grind, involving revisions, manual reviews, and missed details and endless headaches. AI is a game-changer for contracts, reshaping the contract lifecycle from start to finish. From drafting to negotiation, execution to compliance, AI is transforming how organizations manage their agreements. With AI’s precision and power, what was once a tedious, manual process is now faster, smarter, and more insightful. Say goodbye to late-night clause wrangling and missed deadlines.

AI’s fingerprints are all over the contracting process, revolutionizing traditional methods and uncovering efficiencies at every stage. It isn’t just making contracts easier to manage; it’s reimagining the entire lifecycle. From drafting to execution, compliance to renegotiation, AI is cutting through the chaos and turning contracting into a streamlined, strategic process.

Contracts are the necessary evil of every deal. They set the rules, define the risks, and lock in obligations and, if done right, keep everyone out of court. But let’s be honest: drafting them can feel soul-crushing. It’s an endless loop of boilerplate tweaks, redline battles, and praying that Final_Final(3).docx is actually final. It’s slow, frustrating, and about as fun as assembling IKEA furniture with missing parts.

If Kafka’s The Trial2 had a legal tech sequel, contract drafting would be the star. Version control spirals out of hand, email threads stretch into infinity, and just when you think you’ve nailed it, someone flags a rogue indemnity clause and you’re back in the trenches. No matter how meticulous you are, the process is designed to trip you up. Even in the best scenarios, contract drafting is a convoluted headache. When every step seems designed to frustrate, many transactional attorneys and legal support professionals find themselves questioning their career choices. The inefficiency, lack of transparency, and relentless back-and-forth of contract drafting make the entire process feel like a trial in itself. Pun intended.

For years, lawyers have suffered through this mess, knowing deep down there had to be a better way. Well, now there is.

This better way is AI-powered contract automation. At its core, contract analytics leverages machine learning (ML), natural language processing (NLP), and LLMs to analyze vast amounts of contract data, extract key clauses, flag risks, and ensure consistency across agreements. Tools like Kira Systems,3 LawGeex, and Lexion automate the most tedious aspects of drafting while maintaining compliance and precision.

AI-powered contract tools are not the sci-fi kind of tools that promise to replace lawyers (as if), but the kind that actually make contract work less of a nightmare. These tools track changes, flag risks, suggest better language, and make sure the final version isn’t riddled with landmines. Think of them as that junior associate who actually remembers where everything is filed, never forgets a clause, and works 24/7 without a human billing a single hour. These platforms aren’t just faster; they’re smarter. Learning as they go and turning tedious drafting into a streamlined, strategic process.



How AI Contract Tools Actually Work (No, It’s Not Magic)

Despite the hype, AI isn’t an all-knowing oracle that spits out perfect contracts. What it can do is process massive amounts of contract data, flag what’s standard or risky, and streamline a process that’s been stuck in the 20th century. Here’s what’s happening under the hood:


	Learning from legal data: AI systems sift through thousands (sometimes millions) of contracts to understand common clauses, variations, and where things go off track. The more contracts it processes, the better it gets at spotting potential issues before they turn into problems.

	Template auto-fill: Forget manually plugging in party names, dates, and renewal terms. AI does it in seconds, cutting down on errors and making sure key details don’t slip through the cracks.

	Risk spotting and deviation detection: AI doesn’t just pull contract clauses; it compares them against previous deals, company policies, and industry norms. If a supplier sneaks in an unlimited liability clause, it gets flagged before it becomes your problem.

	Clause suggestions that make sense: Instead of digging through old agreements to find the right language, AI suggests clauses that fit the deal’s specifics. Need an indemnity clause that works for a cross-border transaction? AI has you covered.

	Tracking what happens after signing: Once the contract is done, AI doesn’t forget about it. It tracks compliance deadlines, renewal terms, and obligations so you don’t get blindsided six months later when a key term kicks in.





What These Tools Actually Do (and Why They’re Worth Your Time)

AI-powered contract tools aren’t just about making legal teams work faster; they make them work smarter. As Figure 5.1 highlights, each contract analytic tool supports different functions across the contract lifecycle. Understanding the tasks you want support with is key to selecting the correct technology.

Here’s where they actually move the needle:


	Extracting and standardizing clauses: Instead of manually hunting down that pesky termination clause, AI finds and labels the key provisions, keeping agreements consistent.
	Example: Kira Systems: Uses machine learning to categorize contract language and ensure that agreements match company standards.



	Risk and deviation detection: AI flags clauses that are out of step with past agreements or company policy. If a vendor slides in a massive liability shift, AI makes sure you catch it.
	Example: Bloomberg Law Contract Solutions: Benchmarks agreements against market standards and flags risky deviations.



	Smart drafting that’s more than copy-paste: AI doesn’t just pull in generic templates. It tailors contract language based on deal specifics, industry standards, and regulatory requirements.4
	Example: Lexion: Drafts precise contract language that actually fits the deal instead of forcing you to Frankenstein together old agreements.



	Automated redlining that doesn’t miss the details: AI pre-flags contract terms that don’t match your company’s standard policies, cutting down on the back-and-forth.
	Example: LawGeex5: Reviews and redlines agreements before they even go to legal, cutting review cycles in half.



	Keeping contracts from falling through the cracks: AI tracks contract obligations, renewals, and compliance deadlines so legal teams don’t get blindsided down the road.
	Example: Evisort6: Monitors contract performance and flags upcoming obligations before they turn into problems.



	Syncing with existing systems: AI tools plug into contract management platforms to keep documents organized and searchable.
	Example: DocuSign Insight7: Ensures contracts are aligned with business and regulatory needs without version control chaos.






Why Legal Teams Can’t Ignore This Tech Anymore

So, why should lawyers and legal technologists alike pay attention to the contract analytics space? For years, legal tech vendors overpromised and underdelivered. Early AI tools were clunky, unreliable, and about as useful as an intern with a bad attitude. But today the tech has finally caught up to real-world legal workflows, and legal teams are starting to take notice.


	In-house legal needs to move faster: No one has time to manually review 300 vendor agreements a quarter. AI tools cut review time without increasing risk.

	Law firms need to be smarter about their time: With value-based pricing on the rise, clients aren’t going to pay for hours spent on routine contract review. AI lets firms automate the busywork and focus on actual legal strategy.

	Regulations change faster than most teams can keep up: Between expanding global privacy regulations, like the Europe’s General Data Protection Regulation (GDPR) or California’s California Consumer Privacy Act (CCPA), and every other compliance nightmare, AI helps legal teams keep contracts aligned with shifting rules without drowning in paperwork.




Where AI Works Well and Where It Still Falls Short

AI contract tools are a game-changer, but they’re not foolproof. They speed up review, enforce consistency, and reduce errors, but they don’t replace the judgment, negotiation strategy, or experience that good lawyers bring to the table.


	AI flags risks, but it won’t make business decisions: AI will catch an overly broad indemnity clause, but it won’t tell you whether it’s a dealbreaker or just an aggressive ask.

	Bad data in, bad contracts out: AI is only as good as the contracts it’s trained on. If your playbooks are a mess, AI is just going to reinforce bad habits.

	Adoption takes time: Lawyers (rightfully) don’t trust automation until it proves itself. AI tools need training, validation, and real-world results before they become part of the daily workflow.





What’s Next for AI in Contract Law

We’re past the point where AI just automates contract tasks; now it’s actually helping legal teams think ahead.8 Here’s what’s coming next:


	Predicting contract risks before they happen: AI will flag clauses that have historically led to disputes, helping legal teams avoid litigation before it starts.

	Live market benchmarking: Instead of relying on outdated templates, AI will suggest contract language that’s in line with current industry trends.

	Generative drafting that doesn’t suck: AI will move beyond copy-pasting old agreements and start drafting contracts that reflect business needs and risk tolerance.


The bottom line is that AI isn’t taking over legal. It is making legal teams faster, sharper, and better equipped to focus on strategy instead of getting lost in contract chaos. Those who get on board now will be ahead of the curve. The rest will be scrambling to catch up.




Risk Management and Compliance

Traditional contract risk management is like bailing water from a leaky boat with a colander. Legal teams are stuck managing an overwhelming flood of agreements while trying to keep up with shifting regulations and policies—a process that’s exhausting and unsustainable. Manually scouring hundreds (or thousands) of contracts for risky clauses and regulatory mismatches is like herding cats blindfolded; slow, chaotic, and prone to disaster.

Enter AI-powered compliance tools, which review contract portfolios faster than a paralegal on a Red Bull binge. Rather than taking an ad hoc manual approach, these systems use AI to identify anomalous clauses that clash with evolving laws or internal standards, helping you steer clear of regulatory grenades.

So how does the magic happen? AI algorithms compare contracts against predefined compliance rules and industry regulations, check vendor agreements for compliance with CCPA or GDPR, and audit ESG commitments before regulatory deadlines. Risky clauses in your corpus of contacts are identified and the system generates suggested amendments for each flagged clause.

Take the following example of this in action. A multinational corporation used AI to review supplier contracts for compliance with sustainability regulations. The AI flagged outdated environmental clauses in 40 percent of agreements, enabling the company to renegotiate terms ahead of potential fines. Instead of bracing for compliance fines, they renegotiated. Boom, headache gone.



Matter Management

As clients have become more sophisticated, they are demanding more data-driven decision-making from their outside counsel. As a result, there is a big focus on leveraging machine learning or AI to gain aggregate insights across a full portfolio of cases. Case management software serves as a single repository that enables practitioners to manage, store, and track legal cases and records like contacts, intakes, documents, events, tasks, and more. Well-deployed matter management systems optimize case intake, provide actionable data-driven insights about resourcing and tasks, and even offer AI-powered invoice generation and approval.



The End of Spreadsheet Purgatory

Legal teams don’t have the luxury of flying blind anymore. Clients demand transparency, CFOs want airtight budgets, and law firm partners aren’t thrilled when billable hours go missing in the abyss of mismanaged case tracking. The days of relying on email chains, outdated spreadsheets, and someone’s “mental notes” to keep cases moving are over. AI-driven matter management is turning the entire process into something functional.

For years, matter management software has been a glorified case filing cabinet, a digital version of the chaos lawyers already dealt with. AI changes the game by making sense of everything; predicting bottlenecks, flagging risks before they turn into billing disasters, and keeping legal teams ahead of deadlines instead of scrambling to catch up. Instead of logging what happened, AI-powered systems predict what’s about to go sideways and make sure critical deadlines and budgets don’t explode on impact.

For years, matter management software was just a digital file cabinet with better search functions. It kept track of things, sure, but it didn’t think ahead. AI flips the game. Instead of just recording what happened, it predicts what’s about to go sideways. It flags bottlenecks before they hit, catches budget overruns before they spiral, and makes sure nobody finds out too late that a crucial deadline got steamrolled by a pile of other work.



How AI Is Fixing the Black Hole of Matter Management

There’s a reason so many matters feel like they vanish the second the intake memo gets filed. Legal teams move fast. Deadlines shift. Staffing changes. And somewhere between version 23 of a spreadsheet and an inbox no one checks anymore, the thread gets lost. It’s not that lawyers don’t care. It’s that no one has time to chase ghosts across platforms just to figure out where a case stands. That’s where AI is starting to pull its weight.

AI plays a variety of crucial roles in matter management:


	Smarter intake so legal teams aren’t stuck playing traffic cop: Traditional intake is slow, inefficient, and treats every matter like it needs the same level of attention. AI-driven intake tools analyze past cases, flag urgent matters before they become emergencies, and prioritize the ones that actually require immediate attention. No more wasting time drowning in routine requests while urgent cases get lost in the shuffle.

	Case tracking without the wild goose chase: Searching for the latest status update on a matter shouldn’t feel like forensic work. AI-driven dashboards keep case progress, deadlines, and tasks visible in real time so no one has to waste hours playing detective to find out what’s happening.

	Staffing that stops the workload rollercoaster: Assigning work based on availability instead of skill level leads to bad results. AI ensures legal teams aren’t overloading some while others have too much downtime. By analyzing past case assignments, workloads, and experience, AI makes sure the right people are handling the right work at the right time.

	Invoice reviews that don’t make finance want to throw a chair: Legal billing has always been a battle. Clients don’t want surprises, finance teams don’t want headaches, and legal ops doesn’t want to waste time combing through invoices line by line. AI scans invoices as they come in, flags excessive fees and double charges, and makes sure the billing guidelines set at the start of the case are actually followed.

	Reporting that doesn’t waste hours or require an advanced degree in Excel: Leadership wants updates. Finance wants budget numbers. Legal ops wants to know where things stand without spending days compiling reports. AI-driven reporting systems pull real-time data on case status, costs, and staffing, cutting out the grunt work and making it easy to get the answers leadership wants, before they start asking.

	Compliance that doesn’t rely on someone remembering a deadline: Missing a key filing date or overlooking a regulatory requirement isn’t just an oops moment—it can tank a case or rack up fines nobody wants to explain. AI tracks compliance requirements across matters, cross-checks obligations against regulatory changes, and flags potential risks before they become actual disasters.




Why Legal Teams Can’t Afford to Ignore Matter Management AI

Well-deployed matter management AI is the difference between a legal team that operates like a well-oiled machine and one constantly playing defense:


	Law firms stuck in old workflows are bleeding time and money: AI-driven matter management eliminates redundant tasks, prevents miscommunication, and ensures work is assigned efficiently instead of being passed around like a hot potato.

	In-house teams that can’t provide instant case updates are walking into a problem: Leadership expects answers in real time. If legal teams can’t keep up, finance and operations teams will take over—and that’s never a good sign.

	Legal ops teams that haven’t modernized are already behind: AI reduces the time spent on tracking, managing spend, and ensuring compliance. The teams that are ahead of the curve are already using it to improve efficiency and stop unnecessary costs before they happen.




What’s Next for Matter Management AI

AI-powered matter management is already making legal operations smoother, but the next wave of innovation is coming in fast. That will include:


	Predicting workload before teams get overloaded: AI will analyze case trends and staffing levels to predict where teams need extra hands before people start burning out.

	Flagging litigation risks before they turn into lawsuits: Instead of waiting for disputes to explode into legal battles, AI will analyze case histories, contract language, and dispute patterns to spot high-risk matters early.

	Making budget predictions that don’t require guesswork: Instead of waiting for invoices to show how much a case costs, AI will predict budget needs upfront, making legal spend more predictable and stopping overruns before they start.




Practice Management

The transformative impact of AI does not stop just at optimizing individual matters or legal work product with matter management, contract AI, and eDiscovery AI. For all the energy spent analyzing cases and fighting legal battles, the reality is that running a law firm, or an in-house legal department, is just as much about operations as it is about law. Timekeeping, billing, scheduling, client management, and document handling are all necessary, and none of it is what lawyers went to law school for. The business side of legal work has always been a headache, a time drain, and, frankly, a mess of inefficiencies that make every managing partner and legal ops professional wonder why things are still this painful.

AI-powered practice management is finally dragging legal operations into the modern era. Instead of drowning in administrative work, legal teams can automate the tedious, optimize resources, and have a clear view of how time, money, and cases are being managed in real time.


How AI Is Taking Practice Management to the Next Level

Running a practice has always been as much about juggling logistics as arguing law. Calendars slip, billing gets messy, and client needs keep multiplying. AI is beginning to take the sting out of that grind, turning the clutter of practice management into something lawyers can actually control. The advantages of using AI in practice management are many:


	Case and client records that don’t require a full-time archivist: Keeping track of client records used to mean endless spreadsheets, buried email attachments, and a case management system that only worked if everyone used it properly (spoiler: they didn’t). AI-powered systems organize, tag, and retrieve case files instantly, ensuring the right information is surfaced when needed instead of being lost in the digital abyss.

	Billing that doesn’t feel like an afterthought: Nobody likes billing. Clients don’t like receiving vague invoices, lawyers don’t like tracking time down to the six-minute increment, and finance teams don’t like chasing down unpaid bills. AI-powered time tracking, automated invoice generation, and payment processing eliminate the worst inefficiencies, catching billable hours before they’re lost and flagging discrepancies before clients do.

	Scheduling that doesn’t feel like a game of calendar roulette: Between court dates, client calls, internal meetings, and filing deadlines, managing a legal calendar is an extreme sport. AI-driven scheduling tools prioritize time based on urgency, workload, and conflicts, ensuring important meetings and deadlines don’t get buried under a pile of rescheduled Zoom calls.

	Business intelligence without the guesswork: Law firms and in-house teams can’t afford to make gut-based decisions about workload, profitability, or staffing. AI analyzes billing data, case history, and operational efficiency to surface trends that firms can use to adjust strategy. Are clients consistently paying late? Are certain matters running way over budget? Is a particular practice area growing faster than anticipated? AI can flag all of it—without needing a full-blown analytics team.

	Expense tracking that stops financial surprises: Legal spend can spiral out of control fast, especially when multiple cases, clients, and expenses are in play. AI-powered financial tracking analyzes spending patterns, flags potential budget overruns, and ensures firms aren’t bleeding money on inefficient processes.





Why Law Firms and Legal Teams Need to Take This Seriously

For too long, legal professionals have operated under the assumption that the business of law must be a chaotic, time-consuming mess. That assumption is getting harder to justify. Savvy clients are demanding the efficiencies of AI in outside counsel selection now more than ever:


	Firms that fail to modernize are leaving money on the table: Lost billable hours, missed invoices, and inefficient case tracking add up. AI-powered practice management ensures firms get paid for their work—without the endless administrative drain.

	In-house teams that can’t track spend and efficiency will get pushed aside: Legal departments are under increasing scrutiny to prove their value and manage costs. AI-driven insights help legal teams make data-backed decisions instead of relying on reactive budget fixes.

	The firms embracing AI now are building a competitive edge: Law is still a business, and businesses that run more efficiently win. AI-powered practice management means firms spend less time on admin work and more time doing actual legal work, making them more profitable and more effective for their clients.




What’s Next for AI in Practice Management?

The future of AI in practice management looks bright:


	Predictive workload balancing: AI will forecast team capacity, adjusting workload assignments before burnout or inefficiencies kick in.

	Real-time profitability tracking: Instead of waiting for quarterly reports, firms will get live insights into which practice areas, clients, and matters are the most and least profitable.

	Automated compliance and risk monitoring: AI will ensure firms stay on top of regulatory changes, compliance obligations, and risk exposure without needing constant manual oversight.


Practice management AI ensures law firms and legal departments actually function as businesses instead of administrative nightmares. The firms adopting this now are setting the pace. The ones ignoring it will still be digging through old invoices while everyone else moves ahead.




Knowledge Management

Why does knowledge management need AI? Because legal teams have the memory of a goldfish!

For a profession that thrives on precedent, lawyers are spectacularly bad at keeping track of what they already know. War stories, negotiation tactics, and go-to contract language live inside the heads of individual attorneys. Case research gets buried in email chains labeled Final_FINAL_v3. And let’s be honest—half the firm is probably still storing critical knowledge in a personal stash of Word docs on their desktops.

And when a seasoned lawyer walks out the door, everything they know goes with them.

AI-powered knowledge management isn’t about dumping everything into a database and hoping someone remembers to search for it later. It’s about making institutional knowledge useful, searchable, and available when it matters. Instead of legal teams spending hours hunting through disconnected systems, trying to remember who worked on what, or re-creating research they already did, AI organizes, tags, and connects firm knowledge in a way that makes sense. It turns every case, contract, and negotiation strategy into an active resource instead of a forgotten file gathering digital dust.


How AI Is Stopping the Knowledge Drain

While AI is already making waves in eDiscovery and contract analytics, those are far from its only legal strongholds. From streamlining how firms capture institutional knowledge to surfacing buried insights mid-case, AI is starting to reshape knowledge management in ways that actually stick.

Some of the interesting applications of AI in knowledge management include:


	Keeping legal know-how from vanishing into the void: Senior attorneys eventually leave. Their strategies, case tactics, and go-to arguments shouldn’t leave with them. AI captures and organizes institutional knowledge so firms don’t have to start over every time a key player moves on.

	Making research findable: Searching for case law, regulatory updates, or an internal memo shouldn’t feel like scrolling through an endless email chain from 2017. AI tags, categorizes, and retrieves key legal materials in seconds instead of hours.

	Matching the right lawyer to the right case without the office politics: Just because someone volunteers for a case doesn’t mean they’re the best fit. AI maps attorney experience, past work, and niche expertise, making sure the right talent gets assigned to the right matter without relying on word-of-mouth or who’s best at self-promotion.

	Stopping the “didn’t we already do this?” problem: Firms burn through hours re-researching, redrafting, and rebuilding strategies from scratch because no one can find the last version. AI identifies relevant work product, contract language, and negotiation playbooks before lawyers waste time duplicating work.

	Turning document overload into useful knowledge: Nobody wants to scroll through 300 pages of contracts looking for one clause. AI categorizes, summarizes, and extracts key details from case files, contracts, and firm policies so legal teams get straight to the good stuff.




Why Legal Teams Can’t Keep Ignoring This

Knowledge management doesn’t usually top the AI hype lists. But that’s changing, fast. The quiet, unglamorous mess of what law firms know, forget, and misplace is finally getting its own upgrade. Knowledge management isn’t exempt. In fact, it’s where AI quietly delivers some of its biggest returns.


	Firms that don’t capture their own knowledge are setting money on fire: Every time a lawyer spends 3 hours searching for something that should have taken 30 seconds, that’s time (and money) down the drain.

	Legal teams that can’t surface information fast enough are burning through budgets: Billable hours wasted on digging up old research or re-creating lost work could have been spent on actual legal strategy. AI stops the bleeding.

	The firms investing in AI now are future-proofing their advantage: Knowledge isn’t just something to hoard—it’s a competitive edge. The teams treating it that way, instead of as an administrative afterthought, are already pulling ahead.




What’s Coming Next in AI-powered Knowledge Management

The future looks bright for AI-powered knowledge management:


	AI that predicts what lawyers need before they even search for it: Instead of waiting for a lawyer to Google case law or precedent, AI will identify relevant materials based on what’s happening in a case, who’s working on it, and emerging legal trends.

	Live expertise networks that connect lawyers across firms and departments: AI will map who knows what, who’s worked on what, and who’s best suited for a case, making staffing smarter instead of a guessing game.

	Real-time monitoring of legal trends before they become urgent: AI will track shifting case law, regulations, and risk factors in real time, giving firms a proactive advantage instead of a reactionary scramble.


Legal teams that still treat knowledge management like a glorified filing cabinet are already behind. The firms putting AI to work now are turning every case, contract, and motion into an evolving, searchable resource that gives them an edge while everyone else is stuck searching for a contract clause they swear they saw last month.




Outcome Prediction: Gut Instinct Is Good, But Data Is Better

Lawyers love to talk about their instincts; who to depose, when to settle, what judge will throw out a motion before lunch. And sure, experience counts for a lot. But when the stakes are high, is “I’ve got a feeling” really the best we can do?

That’s where AI-powered outcome prediction comes in. Instead of relying on gut reactions and war stories from the partner who’s “been doing this for 30 years,” legal teams can now tap into hard data to forecast case outcomes, settlement ranges, and litigation risk. AI doesn’t guess. It digs into decades of court records, case law, and judge-specific rulings to show exactly what happened in similar cases and what’s most likely to happen next.


How AI Is Shaping Case Strategy (No Tarot Cards Required)

Case strategy is part science, part storytelling, and part reading the room. While this remains squarely a human endeavor, AI is starting to creep into that space. It is moving beyond merely task support to influence how arguments are framed and how entire case narratives get built. Some of the ways AI is affecting case strategy include:


	Settlement strategy with actual numbers behind it: Instead of throwing out a random number and hoping the other side bites, AI analyzes similar cases, their outcomes, and historical settlement trends to predict realistic ranges, before a client sinks money into a losing fight.

	Judge analytics that don’t rely on rumor: Every litigator has opinions about which judges lean pro-plaintiff or anti-defense, but AI isn’t swayed by courtroom gossip. It breaks down actual ruling patterns, tendencies in motion decisions, and case-specific biases so lawyers walk into court with real expectations, not just word-of-mouth predictions.

	Forum shopping, but make it scientific: Some jurisdictions are friendlier to certain cases than others. AI tools aggregate judicial decisions across state and federal levels, mapping where specific legal arguments hold up and where they fall flat. Instead of hoping the venue is favorable, lawyers can file where the odds are best.

	Litigation funding without the gamble: Third-party litigation funders aren’t just throwing money at cases and hoping for a win. They’re using AI to assess which claims are worth backing. The firms using AI-powered risk assessments can better position themselves for funding while avoiding taking on cases that look promising but have terrible track records in court.

	Risk assessment without the guesswork: AI tracks fact patterns, procedural histories, and even opposing counsel’s past case strategies to identify risks early. It can’t make the call on whether to take a case, but it can provide a data-driven assessment of the likelihood of success.




Why Ignoring This Is a Bad Business Move

As legal outcome prediction AI becomes more effective, ignoring it looks less like caution and more like self-sabotage for several reasons:


	Clients are demanding smarter risk assessment: Corporate legal teams don’t want vague “we think we can win” responses; they want probability models, cost projections, and AI-backed risk analysis. Firms that can provide that will win more business.

	Litigators relying on memory alone are falling behind: No one, not even the most seasoned attorney, can track every judge’s rulings across multiple jurisdictions. AI can. Lawyers using AI-backed case prediction have a measurable advantage over those still operating on instinct.

	Finance and insurance have already moved on: Litigation funders and insurers aren’t throwing darts at a board anymore. They’re leveraging AI-driven analytics to evaluate which cases are worth their investment. The lawyers who don’t integrate this tech will be walking into negotiations with a serious disadvantage.




What’s Next in AI Outcome Prediction

The story of outcome prediction is still being written. What began with crude analytics is moving toward systems that can read nuance, adapt to new data, and hint at where the next battle lines in litigation will be drawn. Some of what is to come includes:


	Hyper-detailed judge and counsel analytics: AI will refine its analysis even further, tracking how specific arguments fare with different judges and identifying which strategies opposing counsel has used in past cases.

	Real-time shifts in case law and legal precedent: Outcome prediction AI in the near future won’t just analyze past decisions. It’ll track emerging legal trends, new rulings, and evolving judicial interpretations to help lawyers adjust arguments before they become outdated.

	AI-driven strategy recommendations: Future tools will also recommend legal strategies based on past successes, showing which motions, arguments, and filings have the highest success rates in similar matters.


Gut instinct still has a place in law, but when it comes to betting on a case, data-driven decisions always beat a well-honed hunch. The firms investing in AI-powered outcome prediction are turning legal risk assessment into a competitive advantage, while everyone else is still guessing.




The New Kids on the AI Block and the Lawyers Still Pretending They Have Time

Legal has a bad habit of waiting. Waiting for precedent. Waiting for regulators. Waiting for someone else to take the risk first so they don’t have to. But AI? It’s not waiting. It’s already ripping through firms, shaking up workflows, and making teams that use it look like they’re working in an entirely different decade. Because they are.

And yet, some lawyers are still stuck in “AI assessment mode.” They’re hosting roundtable discussions, writing committee reports, holding stakeholder meetings, all while the firms using AI are already running laps around them. AI isn’t coming; it’s already carving up the profession, and the ones still debating whether it’s worth their time are about to get left behind.

This isn’t about replacing lawyers. AI isn’t writing opening statements or pulling off a jaw-dropping cross-exam. But it is handling the work lawyers shouldn’t be wasting their billable hours on anyway. It’s spotting patterns in judge rulings in seconds. It’s sorting through case law without the endless coffee-fueled all-nighters. It’s making sure legal teams stop chasing down the same contract clause for the hundredth time because no one thought to organize the knowledge that already exists.

Thankfully, you don’t have to reinvent your firm overnight. AI in law isn’t some scary all-or-nothing leap. It’s a set of tools that legal teams can grab where they need them most. Tired of contracts eating up half your week? AI can handle that. Want to know if your judge is going to toss your motion before you even file? Already happening. Sick of playing detective every time you need a case precedent you swear you’ve used before? AI makes sure you never have to look for it twice. The firms that get this aren’t waiting for some grand adoption strategy. They’re testing, tweaking, and actually putting AI to work while the competition is still sitting in meetings about it.

The divide between firms using AI and those still pretending they have time has already occurred. The firms making moves today are not only making sharper decisions but also deciding what law will look like for the next decade.

Still convinced there’s time to wait? Keep telling yourself that while the firms that said yes to AI keep pulling further ahead. Just don’t act surprised when you realize there’s no catching up.
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Chapter Six
The Fine Print: Ethics of AI in Law


Trust But Verify with AI and GAI

Lawyers have heard all about AI as the new magic wand for wrangling doc reviews and endless filings, but diving in without a plan can drop you into a trifecta of nightmares, hallucinations, deepfakes, and bias, faster than you can say “objection.” This chapter exposes how these pitfalls can unravel cases and bruise reputations but also shows how to dodge each digital landmine and keep your practice confidently on the leading edge.

In a world where seeing is believing, generative AI (GAI) has flipped the script. Today’s tools blur fact and fiction with eerie realism across visuals, audio, and even courtroom filings. From courtrooms to social media feeds, from political campaigns to boardrooms, the implications go far beyond artsy filters and meme-worthy mashups. This is a tectonic shift in how we define evidence, credibility, and reality itself.

The rise of tools like OpenAI’s Sora, DALL-E, and MidJourney has given anyone, from seasoned digital artists to five-year-olds with sticky fingers and an iPad, the power to create hyper-realistic content with zero technical know-how. And while this explosion of creativity is dazzling, it has also unleashed a tidal wave of disinformation, deepfake scandals, and outright fraud. What used to take a Hollywood-level budget and a team of CGI wizards can now be whipped up in minutes by someone with a grudge and an Internet connection.

The ripple effects of AI-generated video have slammed into pop culture, Hollywood, and yes, even your state bar association with the force of a blockbuster plot twist. The release of OpenAI’s Sora sent shockwaves through the entertainment industry.

Case in point: Tyler Perry hit pause on an $8001 million expansion of his Atlanta studio after watching what Sora could do. And we’re not talking about minor hesitation. He publicly questioned whether traditional filmmaking might be on borrowed time. OpenAI’s video-generating wunderkind sent shockwaves through Hollywood, and Perry felt it firsthand. “All of that is currently and indefinitely on hold because of Sora and what I’m seeing. I had no idea until I saw recently the demonstrations of what it’s able to do. It’s shocking to me.”

And it’s not hard to see why. With Sora, Perry realized he could summon snow in Colorado or stage a moon landing without leaving his office. Perhaps he saw a future with no sets, no crews, and no costly production timelines. Just prompts. That’s not innovation; that’s a creative extinction-level event. When one of the most prolific studio heads in the business calls time-out, the legal and creative communities alike should be asking: what gets rewritten when the script itself can be generated by AI?

And while Hollywood went on strike to grapple with what AI might mean for writers, actors, and everything in between, the implications go far beyond the soundstage. The same tools that can craft a dream sequence in 4K can also fabricate “evidence,” mislead juries, or supercharge fraud. What happens in Hollywood doesn’t stay in Hollywood anymore; it ends up in your discovery files.

This tech can do more than paint a pretty picture or stitch someone’s face onto a viral clip. This new wave of AI doesn’t merely reinterpret existing data—it conjures entirely new material out of thin air. Some of these platforms focus on generating realistic visuals; others spin entire essays or draft legal briefs in seconds. Whether it’s ChatGPT writing your closing argument or an image model morphing your client into a scene that never happened, the technology’s range is as vast as its potential for misuse.

These systems do more than just parse data; they create new content—images, text, audio, or video. You might’ve heard about ChatGPT, an AI tool that drafts emails or essays, or DALL-E, a platform that pumps out realistic images from a single phrase. In Legal, these tools can be a lifesaver, but they are not without risks. We’re not just talking about quirky results. We’re talking about hallucinated case law that never existed, doctored videos that fool the eye, and biases that creep into the final output. I’ve spent countless hours championing AI’s benefits, but we can’t adopt the tech without naming its blind spots. After all, we’ve all seen AI-related horror stories on Above the Law2 or in front of a judge who is decidedly unimpressed.

This chapter lays out how it can go sideways if you rely on AI without the right checks and balances. There are three big pitfalls: hallucinations, deepfakes, and bias. Don’t worry if these terms sound new. This chapter defines each one and explains why they’re trouble if you’re unprepared.



Truth, Lies, and Hallucinations

If you believe the hype, ChatGPT and its generative cousins are having a terrible, horrible, no good, very bad time in legal. Why? Because an attorney submitted totally fabricated case law courtesy of ChatGPT marking one of the first AI faceplants in federal court. But, as usual with tech scandals, the click-bait skips the context. This wasn’t rogue AI wreaking havoc. It was a lawyer using a tool he didn’t understand and skipping the part where you double-check your homework.

Before diving into the details, you should know that many AI tools (like ChatGPT) don’t “understand” the law. They’re built on something called large language models (LLMs), discussed in Chapter 2, which predict what word should come next based on patterns found in massive datasets. That’s all fine and dandy—until you get an incomplete or confusing query. Then the AI might just invent plausible-sounding text to fill the gaps. Much like a first-year associate trying to decode a partner’s vague instructions without daring to ask a follow-up, the results can range from slightly off to completely unhinged. When AI fills in the blanks with confident nonsense. That, my friends, is what we call a hallucination.

This is how ChatGPT defines a hallucination:3


	A hallucination, in the context of Generative AI, is when the system confidently produces information, text, citations, or data, that appears plausible but is entirely fabricated and unsupported by real-world sources.



The Mata v. Avianca Mishap

If you’ve been on legal X (fka Twitter) or read Legal Tech News lately, you’ve probably seen the headlines: ChatGPT just had its first courtroom meltdown.4 But let’s be real: the problem isn’t the tech. It’s lawyers using it like a microwave dinner; set it, forget it, and pray you don’t get food poisoning. Spoiler alert: the sanctions are coming in hot.

Take the following case: Mata v. Avianca Inc.5 What started as your average beverage cart injury suit quickly spiraled into the AI cautionary tale of the year. Attorney Steven Schwartz thought ChatGPT could moonlight as a research assistant. It couldn’t. The AI handed him a stack of six impressive-looking cases with full citations, quotes, docket numbers. There was just one problem: none of them were real.

Judge P. Kevin Castel6 was decidedly unimpressed. At the sanctions hearing, he didn’t mince words: “Many harms flow from the submission of fake opinions. The opposing party wastes time and money in exposing the deception. The Court’s time is taken from other important endeavors. The client may be deprived of arguments based on authentic judicial precedents.”

Let that marinate because here’s what got lost in the headlines: Schwartz wasn’t sanctioned for using AI. He was sanctioned for forgetting that his job is to verify, not copy and paste. And that’s the kicker: ChatGPT didn’t do anything wrong. It did what it was built to do; predict the next likely word based on patterns. When prompted to generate legal research, it confidently produced something that looked like case law. The problem was that it was fiction dressed up like precedent.

Let’s talk about what not to do when wielding AI in a legal setting. Steven Schwartz, the now-infamous attorney from Mata v. Avianca, decided to let ChatGPT moonlight as his junior associate … without supervision, training, or the slightest hint of due diligence. His big “aha” moment was learning how to prompt an AI chatbot from YouTube videos and articles shared by his college-age kids.

That’s right. Not CLEs. Not Westlaw tutorials. Not a tech-savvy associate. YouTube.

In his own sworn words to the court, Schwartz admitted he was unaware that ChatGPT could fabricate case law and, brace yourself, didn’t realize he needed to verify the results. “The undersigned did not understand that the case content could be false. He therefore failed to do what even a junior associate would know is necessary: verify the case law independently.”

Turns out Ronald Reagan had it right on two fronts: jellybeans are delicious, and “trust, but verify” isn’t just a Cold War relic. It’s the battle cry for lawyers wading through AI-generated research, document review illusions, and the occasional deepfake.7

AI is powerful, but it’s not some legal microwave where you toss in facts and ding!—justice is served. No attorney worth their salt would blindly submit a brief from a first year without cursory review or copy and paste a summary of a case from Wikipedia without reading the case itself. So why is this occurring with an AI chatbot?



To GPT or Not to GPT, That Is the Question

If you cite a nonexistent precedent in a brief, you might face embarrassment or worse, ethical repercussions. So, what’s the real lesson here? Use AI. Love AI. But verify everything it gives you, because in court, “I didn’t know” isn’t a defense. It’s an expensive mistake. And the fastest way to end up on a sanctions order or in someone else’s keynote as the cautionary tale.

The last thing any lawyer wants is to become the poster child for what not to do with ChatGPT. Is the answer to swear off all things generative AI? Not necessarily. While the headlines make it seem like ChatGPT is somehow the villain in this first-of-its-kind court decision, the reality is more mundane. Someone did not do their homework. The best practice is the same as if a newly hired associate gave you an unfamiliar case: check it. If you don’t find it on Westlaw or LexisNexis or the quotes don’t match, don’t file it. No AI model replaces your professional responsibility to verify sources.

Following are some best practices when conducting legal research with generative AI:


	Do your homework: Before embarking on using novel technology in a case, no matter how simple, make sure you understand the strengths and limitations of the tools you plan to use. Read articles on how to use the technology and talk with experts before using it for a work product. I also recommend playing with the tech on low-stakes matters like finding a recipe, answering trivia, or settling an epic debate about “how long it took Han Solo to make the Kessel Run.” (Interestingly, 12 parsecs refers to distance and not time; thanks ChatGPT.)

	Be precise: Define your research topic with precision. It’s crucial to clearly identify the specific legal issue or question you’re exploring. The more focused and precise you are, the better results you’ll achieve.

	Compile relevant keywords: Create a list of keywords and phrases that are directly related to your research topic. Think of terms, statutes, case names, or legal concepts that are at the heart of your query.

	Write like a human: Craft your query in natural language. Formulate your query in a conversational manner, just as if you were discussing it with a legal researcher. Make sure to incorporate the keywords you compiled earlier for more targeted results.

	Give it the sniff test: Analyze the generated response. Take a close look at the response provided by the AI model. Pay attention to the legal principles, explanations, and references it offers. Remember, though, that while AI can provide valuable information, it’s crucial to consult primary legal sources for authoritative and up-to-date information.

	Trust but verify: Validate and verify. Use the information provided by the AI model as a starting point for further research. Use a tool like LexisNexis or Westlaw, as you normally would when conducting legal research. Double-check the accuracy and reliability of the information by cross-referencing it with trusted legal sources.

	Go to the OG: Consult primary legal sources. Access reliable legal databases, court opinions, statutes, regulations, and other primary legal sources to validate the information you obtained from the AI model. These sources ensure you have the most reliable and up-to-date information at your fingertips.

	Phone a friend: Seek legal expertise or a subject matter expert (SME) when needed. If you encounter complex or nuanced legal issues during your research, don’t hesitate to consult your legal peers.

	Don’t throw the baby out with the bathwater: Remember, although AI models can assist in legal research, it’s essential to exercise critical thinking. Always be sure to validate information from primary sources. At the end of the day, ChatGPT is a powerful resource for legal research, not to mention Star Wars trivia.


But as with any powerful tool, AI is only as useful as the person using it. The legal profession must embrace AI, as the world around us has already jumped in with both feet. But we should not forego our ethical duty of competence (technical or otherwise).

Trust, but verify. Rinse, repeat.




Deepfakes: Seeing Is not Believing

Deepfakes might sound like something from a sci-fi movie, but they’re alarmingly real today. These are AI-generated (or AI-altered) videos or audio clips that make it appear as if someone said or did something they never said or did. And the casual observer might be fooled.

At first, deepfakes were just digital dress-up. Think people swapping in Nicolas Cage’s face in every film or fake Trump dancing to BTS. Now they’re a national security threat in a TikTok wrapper. The technology has improved so rapidly that we’re now seeing everything from a fake video of a political figure declaring war to a phony video of a CFO used to defraud a company of over $25 million.8

Deepfake is a blanket term used to describe the technique of using artificial intelligence and machine learning to manipulate or generate audio or video content in a way that makes it appear as if it were produced by someone else. This technology can be used to create realistic-looking videos or audio recordings of people saying or doing things that they never actually said or did. Deepfakes are AI’s version of Photoshop on steroids. Only now they can move, talk, and convince a jury.

Deepfakes can be created using a variety of techniques, including facial recognition and voice imitation algorithms, and they have the potential to be used for a wide range of nefarious purposes, such as creating fake news or spreading disinformation. While deepfake technology is still in its early stages, it has the potential to be a powerful tool for creating convincing fake content that could be difficult to distinguish from the real thing.

Generative AI models such as GANs (Generative Adversarial Networks) can be used to create deepfake videos.9 These models work by training on a large dataset of real images and then generating new, synthetic images that are like the ones in the training dataset. In the case of deepfake videos, the GAN would be trained on real videos and then used to generate fake videos that are difficult to distinguish from the real ones. This technology has the potential to be used for both good and bad purposes, so it’s important to be aware of its capabilities and to use it responsibly.

Recently, social media feeds have exploded with a parade of AI-generated art veering from whimsical to downright eerie thanks to tools like DALL-E 2, MidJourney, and others. You’ve likely seen friends, colleagues, and even total strangers reimagined as medieval knights or cyberpunk warriors, courtesy of apps like MyHeritage’s Time Machine (see Figure 6.1). And if the pixel parade weren’t enough, ChatGPT’s AI-powered text generation has audiences everywhere questioning the reliability of what they read.
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Figure 6.1 An image generated by the author using MyHeritage.com.


This dramatic surge of next-generation AI-based creativity took hold far faster than anyone imagined. The core technology itself isn’t exactly new; what is new is that anyone, from your 75-year-old aunt to your 5-year-old neighbor, can wield it without a shred of coding expertise.10 Although that ease of access creates incredible possibilities for communication and innovation, it also opens the door to misuse.

For lawyers and forensic specialists in particular, the mainstreaming of generative AI raises crucial questions: What happens when art or text that seems authentic can be produced by millions of hobbyists, or a handful of bad actors, at the push of a button? What does the mainstreaming of generative AI mean for the practice of law and forensic analysis of evidence? What happens when art and language can be generated by millions of non-data scientists using AI systems? What happens if these powerful AI and machine learning technologies are deployed by bad actors not bound by the protective terms and services of these mainstream providers like OpenAI? How do we authenticate evidence, protect intellectual property, and guard against deepfake scandals in a world where “seeing” (or reading) is no longer believing?

As the lines between what’s real and what’s AI-spun grow increasingly fuzzy, legal professionals face a swirling set of new challenges. Whether it’s proving the legitimacy of AI-generated evidence or grappling with ethically murky questions of content ownership, generative AI is compelling us to redefine how we protect truth, creativity, and accountability. Welcome to a rapidly evolving landscape; one where the power to generate can be harnessed by all. But with great power comes an even greater responsibility.

Imagine a litigator who leans heavily on a security video that “proves” their client was out of state at the time of an alleged incident. If that video is a deepfake, cobbled together by an associate or the client themselves, you’re in trouble the moment an expert reviews the file’s metadata and spots inconsistencies. Or consider the possibility that your opponent introduces a suspicious video to undermine your client’s credibility. If you can’t disprove it, that could derail your case.

Video and audio used to be among the most straightforward pieces of evidence to authenticate. But deepfakes have changed the playing field. As an attorney, you need to be ready to check not just the content but also chain-of-custody records, file metadata, and any anomalies that might hint at tampering. With new tools like OpenAI’s Sora11 making it easier than ever to create realistic fake footage, verifying evidence is now a crucial skill.


Flavors of Fakery

As with every technological advancement, bad actors will find a way to misuse and abuse the tools. Generative AI is no different.12 In one corner are deepfake ads starring Oprah selling crypto. In the other, bots are flirting their way through romance scams. And let’s not forget students outsourcing term papers to AI with prose so slick even Turnitin can’t catch it. As legal professionals, spotting or at least knowing to look for these uniquely AI-created issues is part of our ethical duty of technical competence.

Some leading misuses of generative AI include the following:


	Malicious deepfakes: These are deepfake videos or audio recordings that are designed to deceive people into thinking they are genuine. Some are silly, like Jerry Seinfeld in Pulp Fiction. But others can have a more sinister use, as in the case of a viral deepfake of the Ukrainian President Zelensky13 appearing to call for his troops to lay down their weapons.

	Deepfake advertising: Some organizations are also misappropriating the likeness of celebrities like Oprah, Steve Harvey, and Piers Morgan in advertising campaigns using generative AI.14 Even the generative AI darling OpenAI got into trouble for using the deepfake(ish) voice of Scarlett Johansson in their promotion of early Voice ChatGPT.16 The call back to Scarlett Johansson was not subtle in the demonstration, hence my picking up on it within a few seconds. Nor was it accidental, as the X post from OpenAI CEO Sam Altman confirmed moments after the demo concluded (see Figure 6.2).
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Figure 6.2 X post from Sam Altman.

SOURCE: Sam Altman, post on X (formerly Twitter), May 13, 2024. https://x.com/sama/status/1790075827666796666.15


	Fake news: AI can also be used to generate fake news articles or social media posts that are designed to spread misinformation or influence public opinion. At one point, there was an entire site dedicated to generating fake news articles and the ramification and misinformation could have been widespread. Thankfully that site no longer exists, but the tech remains.17

	AI-generated plagiarism: Some students and even professors are moving beyond Wikipedia as a source and simply using AI to generate entire term papers and academic journal articles.18 Tech-savvy students are reportedly getting straight As by using advanced language generators (mainly OpenAI’s GPT-3), according to Motherboard, to write their papers. Because the AI produces entirely new material, standard plagiarism checks fail to catch it. A new generation of AI detectors of questionable efficacy have hit the market to combat this.

	Scam chatbots: Some chatbots are designed to mimic real people and are used to scam others out of money or personal information. These AI-generated chatbots can be programmed to be persuasive and to exploit the trust of their victims.

	Fake social influencers: AI-generated video, images, and chatbots alike can create social media posts that are designed to spread misinformation or influence public opinion.19 The tech is increasingly able to mimic human communication, so telling the difference will become more challenging.

	AI-generated scientific papers: AI can greatly accelerate the time it takes to research and create a scientific paper, but it poses major risks. For example, if the training dataset used to generate the paper is biased or incomplete, the resulting paper may contain false or misleading information. Generative AI could be used to create fake or fraudulent scientific papers, which could harm the credibility of the scientific community.20




Debunking Deepfakes

One way to detect a deepfake is to look for telltale signs of manipulation, such as unnatural movements or artifacts in the video or audio. Another way is to use specialized software that is designed to analyze the characteristics of a video or audio recording and flag anything that looks suspicious.

Additionally, experts in the field of digital forensics can use a variety of techniques, such as analyzing the metadata associated with a recording or comparing it to other known recordings of the same person, to determine if it is a deepfake.

However, it is important to note that the technology for creating deepfakes is constantly evolving, and it is becoming increasingly difficult to distinguish a deepfake from a genuine recording.



The Danger of Deepfakes as Evidence

As generative AI algorithms become more powerful, the potential for increasingly believable deepfakes bleeding into evidence in a case increases dramatically. Luckily, there are several ways to determine if a video or audio recording is a deepfake, although it can be difficult to do so with complete certainty.

AI videos and generated content are not a new challenge, but before the new AI tool Sora, they were easy to spot. Whether it was fake news or fake videos being used as evidence, there were tells that often gave the AI-generated nature of content away.

Consider these synthetic media and deepfake tells:21


	Face off: Odd facial expressions or glitchy features? Deepfakes often drop the ball on getting expressions just right. From misaligned lips to vocal emotion not matching facial expression, AI can often miss the mark.

	Lip service: Words and lips not in harmony? A dead giveaway that you’re dealing with a digital doppelgänger is when the mouth movement in a video is as misaligned as a poorly dubbed Godzilla movie or episode of Squid Game.

	Smooth criminals: Overly perfect skin? Real humans come with flaws; deepfakes tend to overdo the airbrushing and are missing those fine lines and imperfections that human faces possess.

	Shady business: Lighting and shadows looking suspect? Deepfakes can’t always nail how light plays on our faces or in our surroundings and might mismatch the time of day or position of the sun in the frame.

	Background bloopers: Weird patterns or distortions in the backdrop? It’s the AI leaving its fingerprints all over the scene.

	Sound check: Voice sounds off, like a bad dubbing job? It’s probably not the person you think it is speaking.

	Glitch in the matrix: Seeing pixel weirdness or flickers? Those are the digital breadcrumbs left by lazy deepfakes. While they might not be as easily identified as the Matrix lady in the red dress, these deviations and anomalies are still powerful clues to deepfake content.22


With Sora, deepfakes aren’t just easier; they’re also more convincing. The several video outputs shared by OpenAI would make a Hollywood studio proud. But they were produced with a tweet-length prompt, not a multimillion-dollar budget, a horde of actors, expensive sets, and CGI.

Famously, 10 months ago, a video generator made a truly horrific rendering of beleaguered superstar Will Smith getting jiggy, or at least uncanny, with heaps of spaghetti. In a nod to the rapid acceleration of believable AI, the superstar himself came out with a side-by-side comparison video of the pasta one with the caption, “AI video one year ago, AI video today.” The catch? The second video was a video of him really eating spaghetti to parody the viral trend.23 While this video was not a deepfake, the fact remains that millions of people could not tell if the video was real or AI-generated.

Despite this massive leap forward, the videos shared by OpenAI were far from perfect. Human legs switch places mid-stride, chairs float like balloons, and bitten cookies magically become whole again. But if the speed of AI video improvement we have seen recently is any indication, even these visual clues of generative AI’s use in deepfakes might not last long.

And remember, perfection is never the bar for the average Joe public to believe synthetic media. A recent report on national security risks and deepfakes from the Department of Homeland Security noted: “The threat of deepfakes and synthetic media comes not from the technology used to create it, but from people’s natural inclination to believe what they see, and as a result deepfakes and synthetic media do not need to be particularly advanced or believable in order to be effective in spreading mis/disinformation.”24

As legal professionals, we’re diving into uncharted waters, where every piece of evidence could be a masterpiece of fiction. Over the past few years, deepfake videos have struck leaders like Obama and Zelensky, global pop sensations like Taylor Swift, and even the Pope. And that was before powerful, consumer-grade deepfake technology came to the masses.

Now, you might be thinking, “I’m not a world leader or a Grammy winner. What does this deepfake stuff have to do with me?”

Spoiler: a whole lot more than you think.

Deepfakes have officially left the realm of sci-fi and slid right into real-life inboxes, video calls, and court filings. They’ve gone mainstream, and mean. We’re talking executive impersonations, real-time Zoom scams, and phishing attacks so convincing they could fool your firm’s most paranoid IT guy. Deepfake fraud ballooned a staggering 3,000 percent in 2023,25 with some companies duped out of more than $25 million in a single hit.26 Let that sink in. These aren’t hypotheticals. They’re happening, and they’re expensive.

And the hits keep coming. A 2022 report found that 66 percent of cybersecurity professionals had already witnessed deepfake attacks in their organizations.27 It’s no longer a question of if you’ll encounter one. It’s when.

But fraud is just the opening act.

The deepfake epidemic is also turbocharging one of the nastiest corners of the Internet: nonconsensual pornographic content. It’s not just celebrities getting dragged into these synthetic scandals. Everyday folks are finding AI-generated versions of themselves in places they never consented to be. A 2019 Deeptrace study found that 96 percent of deepfake videos online were pornographic in nature, and nearly all of them targeted women.28 That stat isn’t just disturbing—it’s an early warning siren for what’s coming if legal frameworks don’t catch up.

So no, you don’t have to be famous to have skin in the deepfake game. All you need is a headshot, a LinkedIn profile, or a client who ends up being the next viral fake. Welcome to the era of reality distortion as a service.



Guarding the Gates and Sifting Through the Digital Sand

The proliferation of user-friendly, inexpensive, and powerful video generation technology with public tools has created a perfect deepfake storm. Tech companies must build in safeguards like digital watermarks within any new text-to-video tool, but that likely will not be enough. Regulators like the FTC are also looking into criminalizing the key aspect of deepfakes used in fraud and misinformation, with proposed rules like those outlined in “New Protections to Combat AI Impersonation of Individuals.”29

“Emerging technology—including AI-generated deepfakes—threatens to turbocharge this scourge, and the FTC is committed to using all of its tools to detect, deter, and halt impersonation fraud,” the FTC said in a statement.30

What happens when safeguards fail, and national security, personal reputation, or a client’s liberty hangs in the balance? eDiscovery was already like looking for a needle in a haystack. Add Sora into the mix and, suddenly, we’re not just searching for needles but questioning if the haystack is even real.

The only way to meet the challenges posed by Sora and its ilk is through relentless adaptation, education, and innovation. That is when it pays to call in the experts and bring out the best forensic toys to battle this scourge head-on. Navigating the maze of deepfake detection in the legal tech world requires a blend of keen observation, advanced technology, and steadfast adherence to legal protocols. These strategies are a start:


	Expert analysis: Forensic experts can examine the footage using specialized software to detect inconsistencies that might be invisible to the naked eye.

	Deepfake detection tools: Utilize software designed to detect anomalies in digital files, such as unnatural pixel patterns or compression artifacts indicative of manipulation. Intel has a tool that examines pixel-level fluctuations in human videos to denote blood flow of a human.

	Go to the source: If available, comparing the suspicious media with original footage can highlight disparities in voice, lighting, or facial expressions.

	Get meta: The metadata of a file can reveal details about when and how the media was created, sometimes exposing inconsistencies that indicate manipulation.

	Chain of custody: Authenticating the source and chain of custody can sometimes unearth evidence of tampering.

	Context is king: The context and background of the video can reveal anomalies that signal it’s a deepfake.

	Legal procedures: Courts have standards and procedures for authenticating evidence. Rely on these while the bench and regulators try to catch up with AI-specific guidance.

	Stay informed: Deepfake technology is constantly evolving. Regularly update your knowledge and collaborate with tech experts to keep up.


While no single method is foolproof, a combination of these strategies can provide a compelling case for authentication.




Bias: A Finger on the Scale of Justice

When it comes to legal AI, hallucinations and deepfakes might steal the show, but bias can be the sneakier, more corrosive force,31 especially for attorneys who pride themselves on fairness. Think of it this way: AI tools learn by crunching through old case law, employment logs, sentencing records, or even eDiscovery troves. If that underlying data carries prejudice or uneven treatment, the tool treats those skewed norms as “correct” and churns out results that quietly replicate the same old inequities.

Bias is the quiet saboteur that slinks through the back door and rewrites the rules while no one’s watching. Unlike its flashier cousins, bias doesn’t scream. It whispers; subtly steering decisions, replicating old injustices, and giving the illusion of neutrality while doubling down on inequality.32 And the worst part is that most folks don’t even see it until it’s already baked into the outcome.

AI doesn’t exist in a vacuum; if the data it is trained on contain inequities or prejudices, AI bakes that unfairness into its outputs. The math might look neutral, but it’s simply repeating patterns from flawed data. And it does not stop at skewed data: AI systems themselves can perpetuate bias, as can the humans interpreting the output.33

These tools aren’t pulling from some pristine, bias-free fountain of legal wisdom. Nope. They’re marinating in decades of real-world legal sludge: charging decisions skewed by race, sentencing records soaked in disparity, corporate contracts crafted by and for the BigLaw elite, and inboxes filled with power-privileged prose. When your AI flags a clause as “risky,” a client as “high priority,” or a search term as “relevant,” it’s not making some brilliant discovery; it’s just parroting the past. And let’s be honest, the past hasn’t exactly been an unbiased beacon of fairness.

Take predictive policing. These algorithms are fed arrest records from neighborhoods that have already been over-policed into exhaustion. So, what does the algorithm do? It draws a big digital circle around the same ZIP codes and says, “Send more patrols here.” We’re not predicting crime; we’re just putting over policing in a hoodie and calling it machine learning.34

And risk assessment tools? Same song, different verse. These models have flagged Black and Latino defendants as higher risk than white ones with comparable records. Why? Because they’re trained on historical decisions that were already lopsided. When that occurs, we’re not streamlining justice; we’re rubber-stamping bias with a tech upgrade. As the NYSBA’s 2024 Task Force on AI report, 2024 Report and Recommendations of the Task Force on Artificial Intelligence, that I coauthored puts it: “this isn’t neutral automation—it’s biased repetition wrapped in a digital bow.”35

Bias doesn’t stop at the courthouse door. Contract analysis tools built on BigLaw templates regularly mislabel documents from solo shops, community organizations, or minority-owned businesses as “non-standard,” not because they’re flawed but because they don’t conform to what the model has been spoon-fed. If the AI sees anything outside its corporate comfort zone, it hits the panic button.

Even the tools we use to write can get weird. I’ve seen generative platforms default to male pronouns for lawyers and attach assertiveness to names like “Brad” or “Chad,” while describing “Emily” as collaborative and nurturing. Is the AI sexist? Not exactly. It’s just been trained on mountains of human bias, and it’s serving it right back to us in auto-complete.

Consider a sentencing tool that uses historical data to predict risk.36 If certain ethnic groups were historically punished more harshly (even if unfairly), the algorithm might conclude that as “normal” and recommend tougher sentences for those same groups. Or think about an automated contract review platform that was trained mostly on documents from large corporations, ignoring the unique clauses used by small minority-owned businesses. Suddenly, those smaller companies’ contracts might get flagged as “risky” simply because the AI has never seen them before.

The legal system is meant to be impartial. If you outsource tasks to an AI that’s unwittingly perpetuating discrimination, you could be reinforcing biases you never intended. Beyond the moral issue, there’s also significant liability potential. If a client can prove your tool or process was biased, guess who they’ll be blaming?

Hint, Hint. It is not the algorithm; it is the human.

To make sense of this invisible enemy, we’ve got to break it down. Bias in legal AI tends to creep in from three main culprits: data bias, algorithmic bias, and interpretation bias.


Data Bias: Garbage In, Garbage Out

Let’s start with the obvious offender: bad data. Legal AI learns by example, and those examples often come from decades of systemic injustice. If you feed AI sentencing logs or arrest records riddled with racial disparities, don’t be surprised when the tool spits out “risk” scores that reinforce those same patterns.

Take pretrial risk assessment models. A 2023 University of Michigan study37 showed that tools widely used to determine release eligibility consistently labeled Black and Latino defendants as higher risk than white defendants with similar records, even when the “algorithm” was marketed as objective. That’s not prediction. That’s automation of old-school prejudice.




Algorithmic Bias: The Code That Carries Judgment

Bias is also baked into the models themselves: algorithmic bias. Even if the data was clean (it’s not), the way AI systems weigh that data can introduce skew. Developers might overweight certain factors (like ZIP code, employment status, or plea deals) that correlate with systemic inequality rather than actual risk.

If your firm uses a contract analysis platform trained mostly on deal docs from BigLaw, that system might tag contracts from a small, women-owned, or minority-led startup as “risky” simply because it hasn’t seen enough of them to know better. The algorithm isn’t malicious. It’s just mimicking the biases of its corporate-fed data diet.



Interpretation Bias: The Human Problem in the Machine Loop

Finally, there’s user bias. Sometimes called interpretation bias, this one’s especially dangerous because it cloaks itself in credibility. A lawyer sees an AI-generated ranking or risk score and, instead of interrogating it, rubber-stamps it. Why? Because it’s dressed up in numbers and graphs and looks “scientific.” But just like a slick PowerPoint doesn’t make a bad idea smart, a pie chart doesn’t make bias disappear.

There’s a classic case where a prosecutor used a facial recognition match to justify a search, despite multiple errors in the system’s outputs for people of color.38 The AI wasn’t the final decision-maker, the human was. But the software’s confidence score created an illusion of infallibility the attorney didn’t challenge. You can bet the judge wasn’t impressed when it came out in court.



Beating the Bias

What’s the fix? Well, it’s not as simple as “use better data” or “audit the algorithm.” You’ve got to dig deeper and ask the hard questions:


	Who trained the model?

	What data did it see? What wasn’t included?

	Was it tested for edge cases—like those involving Indigenous tribes, gig workers, or trans clients?


Test the tech. Don’t just demo it; stress test it with your weirdest cases. Bring in a data expert to audit the outputs. And for the love of all things ethical, don’t hand off your judgment to a spreadsheet just because it uses AI.

Don’t accept a vendor’s marketing about “fairness” at face value. Investigate how they compiled and refined their data. Ask whether they stress-tested the model for skewed outputs that might target specific demographics or business types. Consider running your own small-scale simulations with varied sets of documents or clients. Yes, it takes time and maybe some outside help from data pros, but it’s far better than finding out, too late, that your high-tech tool was quietly sorting people or deals based on flawed assumptions.

Jumping on the AI bandwagon shouldn’t mean tossing fundamental legal principles out the window. In a field built on impartial judgment, a discriminatory AI tool acts like a silent saboteur. Stay curious about what the software is doing, keep a watchful eye on those outputs, and don’t hesitate to pivot if you spot something off. That’s how you tap into AI’s power without letting your ethics, or your reputation, go up in smoke.

Bias isn’t a bug in legal AI. It’s a mirror. And if we don’t take control of what’s reflected, we’ll keep amplifying the very inequities we’re supposed to be fighting.




Legal and eDiscovery Headaches

The line between AI-generated and human-created content—whether it’s visuals, videos, or writing—isn’t just blurry anymore. It has practically vanished. Case in point: I ran a LinkedIn poll asking folks to spot which of four headshots was generated by AI. I received hundreds of responses, including one from my own husband, and 96 percent got it wrong. The AI image was voted “most me.”

That’s not just a fun party trick. It’s a legal landmine.

As generative tools grow more powerful, the outputs are no longer just “close enough.” They’re polished, persuasive, and unless you’re forensic-level savvy, almost impossible to distinguish from the real deal. And here’s the kicker: you wouldn’t know if the last few paragraphs you just read were written by me or by ChatGPT. And neither would your plagiarism detector.

That’s where the legal headaches start.

As the line between generative AI and human creations continues to deteriorate, a whole host of legal issues arise.


Copyright: Questions Around Source Images in Generative AI Datasets

Some artists have raised concerns about generative AI like DALL-E learning and mimicking their style based on the presence of their images in the dataset that the AI algorithm pulls from in generating art. The issue boils down to what is transformative versus what is infringing. There is no clear answer to this issue right now, but we’re going to see it heavily litigated.


Who Owns Generative AI Outputs?

Users of DALL-E for example are explicitly granted commercial rights39 for any images they create on the platform, but that does not mean they own the images in a traditional sense. According to OpenAI, “Users get full usage rights to commercialize the images they create with DALL-E, including the right to reprint, sell and merchandise.”



AI Output as Intellectual Property

The U.S. Copyright Board recently upheld a finding that AI-generated artwork could not attain a copyright because “the nexus between the human mind and creative expression”40 is a vital element of copyright. Some generative AI platforms went as far as explicitly revoking a user’s claim of any global intellectual property (IP) rights within their terms of service: “By using DreamStudio Beta and the Stable Diffusion, you hereby agree to forfeit all intellectual property rights claims worldwide. Regardless of legal jurisdiction or intellectual property law applicable therein, including forfeiture of any/all copyright claim(s), to the Content you provide or receive through your use of DreamStudio Beta and the Stable Diffusion beta Discord service.”41 (As of this publication, this was changed in the terms of service to revert IP rights back to the creator/user.)42



Ownership of Your Own Likeness

Celebrities and other high-profile individuals have their likeness contained in several generative AI datasets, raising questions about whether this infringes on their personal rights. Generative AI tools have created whole advertisement campaigns43 that cash in on a celebrity’s likeness without the consent or even knowledge of the star.




Copyright: Questions Around Source Images

Another burning controversy involves how these AI systems learn by absorbing massive sets of existing content, some of which is copyrighted. Does the output represent a fair use44 or transformative work, or is it a disguised reassembly? Courts haven’t pinned down a solid definition. Many creators feel their art has been scooped up by an AI model that never asked permission, while the AI tool makers argue that the system merely “learns patterns.” We can expect a surge of litigation from creators who believe their work got swallowed by training sets without so much as a credit.



Who Owns Generative AI Outputs

Platforms like OpenAI’s DALL-E proclaim that you can commercialize whatever you create, but that might not equate to bulletproof legal ownership. Copyright law typically demands a human author, and AI arguably lacks that essential spark of human creativity.

OpenAI’s Terms of Use clarify that users retain ownership of both the inputs they provide and the outputs generated by the AI, subject to applicable law. Specifically, the terms state: “As between you and OpenAI, and to the extent permitted by applicable law, you (a) retain your ownership rights in Input and (b) own the Output. We hereby assign to you all our right, title, and interest, if any, in and to Output.”

However, OpenAI also reserves certain rights to use the content provided by users: “We [Open AI] may use Content to provide, maintain, develop, and improve our Services, comply with applicable law, enforce our terms and policies, and keep our Services safe.45” If the Terms of Service say you forfeit or partially license your output to the platform or must arbitrate in a distant jurisdiction, your client’s brand campaign built around an AI image might be standing on shaky ground.



Is AI-generated Material Protected by Copyright?

The U.S. Copyright Office has explicitly stated that purely AI-created works lack the human authorship required for copyright. Some AI platforms push users to relinquish all IP claims from the outset. That can blindside clients who assume the text or art the AI produces is “theirs.” Think that slick new AI-generated logo or article is legally yours? Not so fast. The U.S. Copyright Office has made it crystal clear: if a work is created solely by AI, with no meaningful human authorship, it’s not eligible for copyright protection.46 That means if you’re planning to slap that AI-generated mascot on a T-shirt and sell it worldwide, you might be building your brand on legal quicksand.



Ownership of Your Likeness

It isn’t just about who holds IP rights to an image; personal rights loom large as well. It isn’t about who owns the pixels; it’s about who owns you. With AI models gobbling up faces and voices like popcorn, we’re seeing celebrity doppelgängers pop up in ads they never signed off on. Celebrities, and everyday folks alike, are finding their faces or voices embedded in AI training data. Suddenly, an ad emerges featuring your client’s digital doppelgänger endorsing a product they’ve never heard of. That’s a right-of-publicity nightmare waiting to happen. And if the AI vendor or ad agency is based overseas, then good luck pinning down liability. Suing for unauthorized use is one thing; getting jurisdiction and enforcement across borders is a whole new legal labyrinth.47

While hallucinations, deepfakes, and bias are the elephants in the room when it comes to risk with AI and GAI, legal professionals should also keep an eye out for the new wave of eDiscovery nightmares lurking behind every generative model prompt.





Beyond the Big Three Legal Headaches

The line between AI-generated and human-created content has blurred far faster than most lawyers ever expected. Traditional evidentiary guardrails—chain-of-custody protocols, metadata checks, and obvious signs of tampering—no longer feel quite so sturdy now that advanced AI can spin near-flawless “confessions,” concoct suspicious contract clauses out of thin air, or seamlessly rewrite entire chat logs. The moment generative AI stepped onto the mainstream stage, that once-clear divide between “real” and “fabricated” quietly vanished.

Consider a contract that includes highly polished language your client swears they never saw, only to discover it was generated by AI. If you fail to question that content, you could hand the opposing side a huge strategic advantage. These scenarios aren’t esoteric hypotheticals: they strike at the heart of what we think of as credible evidence and who (or what) actually produced it.

Generative AI relies on user prompts. If the logs or session histories reflecting those prompts vanish because the platform doesn’t store them or they’ve been overwritten, proving who typed what and why becomes a legal nightmare. Even the Terms of Service can slip disclaimers past you, claiming IP rights or insisting on foreign arbitration if a dispute arises. Some AI outputs come with faint watermarks that identify them as synthetic, while others do not. If your eDiscovery routine only checks standard metadata, you could miss the telltale sign that a file was created by AI.

To complicate matters further, the servers powering the AI might be dotted across multiple continents and legal regimes, so a single piece of text or video might be governed by conflicting regulations on data privacy and discoverability. In cross-border disputes, that means your discovery request could land you in a privacy and export-control quagmire.


How This Changes eDiscovery

Older eDiscovery paradigms focus on email caches, attachments, and archived chat threads. Generative AI upends those neat boundaries by introducing ephemeral outputs that might never be preserved in a normal audit trail. Picture a string of communications compiled by ChatGPT where no human saved each iteration.

Does that mean it is not discoverable? Not hardly. Does it add massive complexity to preservation and collection? Absolutely.

If you don’t explicitly demand the relevant prompt logs or earlier output versions, you might never uncover how the final text came to be—or if it includes a made-up citation. There’s also a privilege quagmire: if a client casually feeds privileged documents into a public AI system, they might be inadvertently waiving confidentiality. And if the platform sits in another country or the Terms of Service includes a mandatory arbitration clause overseas, you can add a jurisdictional tangle to your discovery challenges.

Lawyers who overlook ephemeral AI data or ignore the possibility of deepfakes are inviting catastrophe. One day, you’ll open a suspicious file or read a suspiciously well-written clause, and if you lack the forensic capacity to rule out AI involvement, you’ll be stuck improvising mid-litigation. You might need to request ChatGPT logs from an opponent or discover that certain versions of an AI model no longer exist. Clients must be warned about the hazards of inputting confidential documents into external AI systems, especially if the platform’s Terms of Service disclaim liability or store data across multiple regions. A new approach to Terms of Service review becomes pivotal because standard disclaimers could bury IP disclaimers or push legal disputes into a forum halfway around the planet.

It is not just about preserving and collecting GAI-related data; the distinction between real-life media and AI fakery sometimes becomes impossible to discern. Traditional reliance on chain-of-custody and metadata can falter if a generative model forges an email thread, inserts pixel-perfect changes to a video, or even adjusts the EXIF data in an image. It’s a direct challenge to the profession’s trust in verifiable evidence.



Deepfake Discovery Dilemmas

Picture this: opposing counsel drops a video bombshell showing your client wheeling and dealing in some shadowy backroom side hustle. The voice is unmistakably theirs. The gestures are on point. The background feels like it was filmed in their actual office. But here’s the kicker, it’s a deepfake cooked up by an ex-employee with a grudge and a MidJourney subscription. Welcome to the new courtroom horror show. Deepfakes aren’t just TikTok novelties anymore, they’re evidence-shaped landmines. And the tools traditionally used to vet authenticity are buckling under pressure. As law professor Rebecca Delfino put it, judges might have to roll up their sleeves and become full-on deepfake bouncers just to keep our legal system from becoming the world’s most high-stakes improv show.48

Deepfake discovery dilemmas include:


	Danger of deepfakes as evidence: Deepfakes once looked like harmless Internet novelties, but now they’re so realistic they can fool even a vigilant observer. A damning audio clip might show your client “admitting” wrongdoing; except it’s completely fake. Without specialized digital forensics, you might not be able to prove otherwise. If your eDiscovery plan hasn’t evolved to catch these illusions, you risk letting them slip through unchallenged. That’s a fast track to a disastrous day in court.

	Specific eDiscovery considerations for GAI evidence: Generative AI complicates standard eDiscovery. The ephemeral nature of AI outputs upends normal procedures: if the platform overwrote older version logs with updated model versions, reconstructing a suspect snippet might be impossible. Some AI platforms disclaim IP or personal data usage in their Terms of Service, thrusting you into foreign arbitration or disclaiming liability. Model version changes can also muddy the waters; was the questionable snippet generated by version 1.2 or 2.0? If you didn’t freeze the right logs, you won’t know. And disclaimers around privacy might hamper any attempt to retrieve the data.

	Data privacy and confidentiality: Generative AI systems typically ingest huge datasets. If that data includes personal info governed by the General Data Protection Regulation (GDPR) or state privacy laws, funneling it into a public AI’s training pool can be a compliance nightmare. For attorneys, it’s especially dicey if privileged client data ends up in an external training set, violating the American Bar Association’s (ABA) Model Rules of Professional Conduct Rule 1.49 That’s why routine disclaimers from an AI platform should be treated with caution, not blind trust.

	Ethical duty of technical competence: The ABA has made it official under Model Rule 1.1, Comment 8: Competence now includes tech savvy. If you miss a deepfake or let a client drop privileged docs into ChatGPT without blinking, you’re not just behind the times, you’re risking an ethics violation. “I’m not a tech person” isn’t a shield anymore. It’s a liability.50

	Cross-border and jurisdictional quagmires: Generative AI rarely resides on a single country’s servers. Data might be processed or stored in Europe, gleaned from Asia, and used by a United States–based client. That means dueling data privacy laws, export restrictions, or local disclaimers. If your eDiscovery request seeks AI logs from a platform governed by foreign rules, you might be stonewalled. Meanwhile, a terms-of-service arbitration clause could lock you into a legal fight on the other side of the globe.




Keeping Your Cool in an AI-Driven Legal World

Welcome to the wild new realm of AI and GAI in legal, where illusions are easy, disclaimers hide in plain sight, and half the evidence you see might be conjured by a bot. The old rules haven’t exactly fallen away, but they do need a serious upgrade. In a practice where chain-of-custody used to be our security blanket, we’re now dealing with ephemeral prompts that vanish and deepfakes that can fool even a forensic eye if we’re not on top of our game.

The upside is that AI can absolutely turbocharge what we do. Drafting briefs, searching terabytes of documents, or analyzing tricky fact patterns becomes a little more doable when a generative tool is waiting to spit out first-pass results in seconds. But it’s not a free lunch. If you roll into court trusting every AI-generated snippet without verifying how it came to be or who typed what, you risk letting a glitch or a maliciously crafted bit of data blow a hole in your case and your reputation.

Treat AI like that overly eager junior associate who thinks they’ve nailed the answer on the first try; useful but not above supervision. Don’t get seduced by the slickness. Your bar card depends on it. Make sure your eDiscovery approach plans for ephemeral generative AI data, update your boilerplate requests to include potential AI usage, and buddy up with real forensic experts who can spot the difference between a genuine piece of evidence and a cunning simulation. If your client wants to run a major marketing push on an AI concept, read the Terms of Service because “I didn’t know the TOS said that” isn’t a defense that’ll get you far with a judge or regulator.

This is the reality we live in now: AI can spin illusions at the speed of thought, shift entire narratives behind the scenes, and warp what we used to call “baseline truth.” But lawyers thrive on navigating ambiguous territory, right? Embrace the upside, keep your digital wits about you, and remember that no piece of artificially generated anything should ever bypass your usual lawyerly skepticism. The future is bright, or maybe slightly dystopian, but we get to shape how it plays out by staying informed, staying curious, and staying firmly in command of our ethical obligations. After all, nobody ever said the AI revolution wouldn’t be messy, but they did say it’d be interesting. And in the legal world, that’s half the fun.
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Part II
AI Makeover for Your Legal Career

Welcome to the career makeover montage. This is where AI moves from an eye-catching headline to impacting your job title, workflows, and even your sense of what it means to be a lawyer. In the next few chapters, you learn to trade panic for power. You will hear examples of lawyers who ran toward the robots, not from them, and created jobs that didn’t even exist five years ago. These chapters unpack who gets hired for these jobs, what skills are hot, and why being a lawyer in an AI world might just be your superpower!






Chapter Seven
How I Learned to Stop Worrying and Love Legal AI


From Luddite to Legal AI Legend

For decades, legal AI adoption moved at the pace of a hung jury. The punchline? Lawyers must just be luddites: too old-school to play in the tech sandbox. But that’s missing the point entirely.

Let’s face it, legal professionals are by their nature a skeptical bunch with a tendency for risk aversion and a mind trained to run through all possible worst-case scenario options. But where people get it wrong is that legal professionals aren’t anti-innovation; we are pro due diligence. We’re trained to poke holes, flag risk, and second-guess everything from footnotes to font choice. So, when a shiny new tool promises to “revolutionize the profession,” our first instinct isn’t excitement; it’s cross-examination.

That skeptical wiring isn’t fear of tech. It’s the seasoned instinct of someone who’s seen more “revolutionary” tools crash and burn than they can count. And in a profession where one bad call can tank a case (or a career), that caution is earned. But here’s the twist: with the right insight and a nudge past the myths, even the most AI-averse among us can go from luddite to legal AI legend. Even the most unwilling legal AI user can embrace modern technology to achieve the massive time, cost, and accuracy improvements it offers.



AI Myths, Busted!

My own AI glow-up wasn’t overnight. It started with calling out the myths that made me hesitate, replacing them with facts, results, and a whole lot of curiosity. The first step is to understand why lawyers have been turning their collective noses up at legal AI. Challenging legal’s baked-in tech wariness started with one thing: undeniable proof that their assumptions didn’t hold up. This chapter is your shortcut to that same makeover because trust me, once you see what legal AI can do, you’ll wonder why you ever billed without it.

Let’s kick off this transformation by busting some of the tired old myths about legal AI that have been holding the profession back for far too long.


Myth Busted: Less New Kids on the Block, More Rolling Stones

One of the biggest myths holding back legal AI adoption is the idea that this tech is some untested Silicon Valley newborn. It’s not. The roots of AI stretch back over six decades. The term itself was coined in 1956 by John McCarthy, who boldly predicted that “every aspect of learning or any other feature of intelligence” could be replicated by a machine. He wasn’t imagining a sci-fi plot, he was forecasting reality. So, let’s retire the idea that AI is some flashy newcomer. It’s less New Kid on the Block, more Rolling Stones still selling out stadiums.1

For decades, while industries like banking, medicine, and retail embraced AI with open arms and open wallets, legal clung to its yellow pads and precedent. The tech kept evolving. It stopped trying to replace us and started helping us think better. Most lawyers didn’t even blink.

But that was then.

Until recently, legal’s use of AI was more “training wheels” than turbocharged. Now we’re finally catching up and in a few bold corners of legal, we’re outpacing the tech bros. From courtroom strategy to contract analysis, legal AI is no longer the underdog. It’s fast becoming the sharpest tool in the litigator’s kit.

Legal’s no longer stuck in the slow lane when it comes to AI. We’ve hit the gas and gunned it onto the fast track. But moving from laggard to early adopter means more than just downloading a shiny new tool. It takes a mindset shift. If we want the profession to evolve, we need legal pros willing to ditch the side-eyeing AI like it’s a sci-fi villain and start showing the room how tech makes us sharper, not obsolete. Curiosity must outrun cynicism. Experimentation must edge out fear. And the lawyers brave enough to lead that charge won’t just ride the AI wave, they’ll define where it goes next.




Myth Busted: Less FUD, More FOMO

The other thing more reality than myth holding legal back is that legal is still waist-deep in good old-fashioned FUD: fear, uncertainty, and doubt. And the second “AI” enters the chat? Boom, panic ensues. You’d think someone just proposed abolishing redlines. Chaos. Confusion. A few thrown Black’s Law Dictionaries.

For most of us, a slide about AI wasn’t even in a CLE deck five years ago. Unless you were secretly bingeing machine learning podcasts between redlines, odds are you never brushed up on transformers or diffusion models. And that’s not a shortcoming. That’s just the gig.

A lot of us (me included) chose Socrates over software and jurisprudence over JavaScript. We wrote prose about the rule of law, not Python scripts. And while that path may have left us a bit light on the tech side, it sharpened tools AI still can’t touch, like persuasion, nuance, logic, and the kind of pattern recognition that wins trials and hearts.

Those are exactly the tools that matter now.

Here’s the twist: that liberal arts foundation isn’t a handicap in the age of AI. It’s the reason you can slice through synthetic nonsense and argue circles around a machine. The rhetorical swordplay, the pattern-spotting, and the forensic reading of nuance are your edge. (I dig deeper into that superpower later in the book.) But first, we’ve got to stop bolting for the fire exit every time someone drops the term “LLM,” and they’re not talking about a master’s in law.

Still skeptical? Fair. But this recovering existential philosophy major somehow ended up as one of the loudest voices in legal AI. So trust me when I say your soft skills aren’t just relevant; they’re your cheat code. You can leave your imposter syndrome at the door. It’s time to level up with what you’ve got.

Lawyers are not tech-averse. We’re just risk-calibrated. We’ve spent years (decades?) getting so good at what we do that anything new starts to feel like a threat to that rhythm. Uncertainty doesn’t feel academic. It feels like malpractice. We don’t run toward the unknown; we case law it, bluebook it, and still give it side-eye. So when AI shows up, that unease is totally normal.

Research even backs it up: “Fear of the unknown” has been pegged as the root of all fears. Makes sense, right? We’re a precedent-driven profession. We need the receipts. We want the black-letter law, not black-box algorithms. But waiting for perfect clarity in an evolving space like this is not caution. It’s paralysis in a pinstripe suit.

The antidote to uncertainty isn’t caution. It’s curiosity in action. Make the unknown known.

Try. Miss. Adjust. Try again.

For high achievers like us, failure is kryptonite. It’s why antitrust attorneys don’t do their own taxes and why some of us never made it past the sourdough starter stage. But when it comes to AI, getting it “wrong” the first time is part of the dance. It’s not a flaw but a feature.

The best way to start with AI? The one place lawyers avoid like a subpoena: failure.

Did your prompt flop? Good. Generative AI is a dialogue, not a download. It gets sharper the more you use it, but only if you’re willing to meet it halfway. You prompt, it stumbles, you sharpen. Rinse, repeat. You’re not just training the model; it’s training you right back.

Nervous? Perfect. That means you’re present.

My single biggest piece of advice is to start with low-stakes, high-payoff stuff. Need dinner ideas for the four wilting items in your fridge? Prompt it. Want to spice up your out-of-office autoreply? Let it riff. Punch up a LinkedIn post. Draft that awkward client email. AI is surprisingly good at the gently worded gut punch.

Each prompt is a rep. Keep lifting.

And don’t go it alone. If there’s someone in your office who’s quietly using AI to crush doc review, build killer decks, or organize case strategy, take them for coffee. Buy them a croissant. Pick their brain. Steal their prompts. And when you eventually have that “a-ha” moment, shout your wins from the rooftops.

My most sweaty palm–inducing advice is to talk to the AI vendors. Most of the leading AI vendors have teams whose entire job is helping you figure this stuff out. They want you to succeed. Use that. Have them run a lunch-and-learn. Get the demo. Ask the “dumb” questions. (Hint: They’re not dumb. They’re just honest.) Why go it alone when there is someone whose job it is to help you adopt and adapt to AI?

No one’s late to the AI party. It just started. But the invite won’t stay open forever. “I didn’t have time to learn” isn’t going to cut it when clients start asking if your competitor’s firm is more efficient.

Because here’s the truth: AI isn’t replacing lawyers anytime soon. But lawyers who know how to use AI are about to eat your lunch. A lawyer who knows how to wield AI is the one getting hired, promoted, and remembered. So lean in, test boldly, and trade your fear of failure for a curiosity-fueled toolkit. The time to adapt is now.

That first AI faceplant you’re worried about won’t ruin you. Instead, it might just unlock your biggest win yet.



Myth Busted: AI Is a Black Box

Let’s talk about the myth that just won’t quit that AI is some dark, inscrutable box; mysterious, opaque, maybe even plotting your doc review demise.

And to be fair, that fear didn’t come from nowhere.

Early legal AI, especially in the wild west days of eDiscovery, did us no favors. Trying to run a tech-assisted review back then felt like assembling IKEA furniture in the dark … with instructions written in Klingon. You needed a SWAT team of statisticians, linguists, and attorneys who spoke fluent nerd just to get it off the ground. The jargon was pure alphabet soup. Precision, recall, F1 scores; it was like the LSAT went on a date with The Matrix and brought spreadsheets as a chaperone.

To the tech-savvy lawyer and luddite alike, the process of integrating technology-assisted review (TAR) on a live matter felt like a dystopian fever dream with a user manual written in Klingon. The AI-powered software promised to automate document review using machine learning, but only after you trained the algorithm with a precisely coded seed set, constant QC, and enough statistical validation to make your head spin. And here’s the kicker: none of it was standardized or validated by courts yet. So, when you had to walk into a hearing and explain your TAR protocol to a judge who still printed their emails? Yeah … “black box” felt generous.

Fast-forward to now, and the game has changed. A lot. Then, we were trying to explain TAR to a robe-clad boomer who thought metadata was a medical condition. Now, we are dragging and dropping into a platform that shows us exactly what it’s doing and why.

You don’t need a PhD or a data scientist on speed dial to use these tools. They’re courtroom-ready, client-friendly, and surprisingly intuitive. The process of using legal AI has gone from a bespoke and expert-driven “AI workflow” to one with AI baked in. Judges, regulators, and standards bodies have caught up, finally. Guidance from places like the Sedona Conference and validation from actual case law mean you’re not flying blind anymore.

Yes, AI still does some heavy mathematical lifting under the hood. But so does Westlaw. So does your car. The difference is that now you’ve got a manual, a copilot, and in many cases, a “translation layer” that makes it all courtroom-friendly. The net result is transparent, easily employed and explained technology that saves massive amounts of time and money on any review, from the simple to extremely complex.

So no, it’s not a black box. It’s a bento box; compartmentalized, explainable, and surprisingly satisfying once you unpack it.



Myth Busted: AI Is Risky Business

One of the top contenders in the Legal AI Myth Decathlon is that AI is risky business. And not the Tom Cruise kind, but the kind that still has legal teams clutching binders like it’s Y2K all over again. Because alongside fear of the unknown, one of the most persistent myths keeping lawyers from embracing legal AI is the belief that it’s too risky to trust technology with substantive legal work.

But the riskiest move is actually doing nothing.

A major barrier for adoption lies in the misperceived risk of using the new technology. This warped risk calculus stems from two things: a lack of familiarity with the tools and the long-held (and largely unchallenged) belief that human review is the “gold standard.” We’ve treated rows of document review attorneys in a WeWork, with highlighters in hand and sleep-deprived eyes, as the “gold standard.” But the truth is that that scene is more mythology than method. The data proved it.

Study2 after study over the last two decades has shown that human linear review is anything but consistent. In fact, it’s frequently outperformed by AI-powered tools when it comes to speed, accuracy, and recall. We’re talking double-digit gaps in consistency across reviewers. You wouldn’t build a case on evidence pulled with a dartboard, but that’s what manual review often delivers: evidence-gathering that is variable, expensive, and slow.

Don’t take my word for it; let’s talk data!

In a landmark 2011 study, Grossman and Cormack found that manual reviewers missed up to 75 percent of relevant documents, whereas TAR not only caught more documents but did so with greater speed and precision.3 Then came Lawgeex. In a 2018 showdown, their AI reviewed NDAs with 94 percent accuracy, outpacing 20 seasoned lawyers (who averaged 85%) and finishing in just 26 seconds versus their 92-minute slog.4 In the 2024 Better Call GPT study, large language models (LLMs) were pitted against a contract review team. LLMs matched or exceeded human accuracy in contract review, slashing costs by a jaw-dropping 99.97 percent.5

The verdict is that when it comes to document review, AI is not only catching up but also outpacing us.

With higher accuracy, lower costs, and faster turnaround, the real risk today isn’t using AI; it’s not using it. Relying solely on unaided human review in high-stakes matters is like bringing a whiteboard to a data fight.

Using next-gen tech like Harvey, Brainspace, or Reveal AI6 in conjunction with brilliant legal minds enables case teams to find more evidence in a fraction of the time and cost of a linear review. At a time when the bench is increasingly focused on proportionality, efficiency, and technical competence, ignoring legal AI isn’t conservative. It’s reckless.

And let’s be real: the tech isn’t replacing your judgment. It’s sharpening your aim. Using modern AI in tandem with experienced legal minds doesn’t weaken the legal process but enhances it. Think of it this way: going into a deposition with highlighters and Post-its is fine if it’s 2004. Some might call walking in with a dossier mapped out by sentiment shifts, communication anomalies, and custodian overlap overkill; legal calls it being prepared.

Don’t be worried about what opposing counsel might say if you rely on AI. In a world where clients demand efficiency and judges demand results, not using the best tools might be your actual risk.



Myth Busted: Legal Has a Knowledge Gap

Here’s a myth we need to retire: lawyers who didn’t major in computer science or moonlight as Python programmers are unfit for the AI age. The reality is that most legal pros didn’t take a detour through STEM on their way to the bar. We chose Cicero over C++, philosophy over Python, not because we feared tech but because we were optimizing for persuasion, nuance, and logic. Those skills are not a weakness in the age of AI. They’re the edge.

But let’s be honest, technology didn’t exactly feature in Torts 101. And that lack of exposure has helped stoke the paranoia that still grips parts of the profession. Thankfully, that doesn’t mean we get to sit this revolution out.

Much like the tale of Icarus or the siren song of “the way we’ve always done it,” there’s danger in blind faith, whether in old-school workflows or shiny new toys. And one of the biggest hurdles a legal professional faces in adopting AI isn’t ability, it’s awareness. Legal education has done an impressive job teaching lawyers how to argue, reason, and analyze. But when it comes to the technologies reshaping the modern legal workplace, the curriculum still reads like it was printed on a dot matrix.

As I wrote in a recent Legal Tech News Article,7 “law school is brilliant at teaching critical reasoning and how to ‘think like a lawyer,’ the current approach to educating attorneys leaves them woefully unprepared to face the realities of practicing law today.”

There’s no eDiscovery practicum in your 2 L year. No NLP crash course over lunch-and-learns or in between bar review and reviewing the local bar. And yet, clients, courts, and competitors are already expecting you to know how to wield the latest tools. The gap is not only academic but a professional risk.

So, what’s a forward-thinking lawyer to do? Treat your tech skills like your CLEs; essential, ongoing, and core to your credibility. That means devouring industry periodicals, peppering your network with questions, and leaning into vendor trainings.

The American Bar Association (ABA) has made it clear that competency now includes tech literacy. Model Rule 1.18 explicitly states that lawyers must keep pace with changes in law and practice, including relevant technology. That’s not a gentle suggestion but a professional obligation.

Just because law school is dragging its heels on tech doesn’t mean law firms and clients are. They’re actively hunting for lawyers who can wield technology like a force multiplier, not a foreign language. To meet this evolving expectation and keep pace with the lawyers who are embracing technology to get a leg up, I recommend voraciously reading legal periodicals, peppering your network with questions, and leaning on your technology partners to provide access and certifications in the tech that is reshaping the practice of law.

If the myth says, “Tech’s not for me,” the reality says, “Adapt or be outpaced.” The future-ready lawyer isn’t the one who can code. It’s the one who knows how to ask the right questions and wield the right tools.



Myth Busted: AI Breaking the Bank

Here’s another tall tale from the legal AI mythology book: AI is only for BigLaw giants with bottomless budgets and bet-the-company cases. It’s a high-tech luxury reserved for sprawling datasets, billion-dollar disputes, and firms with custom dashboards and their own in-house data scientists. That is a myth and it’s not 2012 anymore.

Yes, early legal AI tools were pricey. They required complex configurations and long onboarding, and often came bundled with a team of consultants and a “call us for pricing” sticker that made procurement teams sweat.

Back in the early TAR days, bringing AI into your case felt like ordering bottle service at a Vegas club: confusing, overpriced, and usually reserved for the loudest guy in the room. The onboarding alone required a small army: project managers, linguists, forensic analysts, and a prayer to the TAR gods that your judge had read Sedona. The cost was astronomical and the accessibility, minimal.

But that was then.

Modern legal AI has ditched the bloat and embraced usability. Next-gen platforms like Reveal now offer all-in pricing models with AI baked in, not locked behind an extra paywall. Whether you’re running a Fortune 100 litigation or a mid-size employment matter, you can apply AI to speed review, surface key facts, and deliver insights without draining your litigation budget or begging for special approval.

Let’s talk return on investment (ROI) because the numbers speak volumes. Deloitte’s GenAI-powered eDiscovery solution, NavigAite, delivered up to 90 percent cost savings over old-school linear review.9 And beyond pure legal applications, an International Data Corporation (IDC) report found companies leveraging GenAI are seeing an average of $3.70 in ROI for every $1 invested. Some are raking in $10.30. In other words, your tech budget could become your firm’s secret profit center.10

Let’s be clear: cost isn’t what’s holding legal teams back anymore, it’s mindset. The tools are accessible. The ROI is proven. The only thing in the way is fear of change.

There are affordable options for firms of every size, including all-in-one platforms that wrap analytics, TAR, visual search, sentiment analysis, and GenAI under a single roof. Next-gen legal tech platforms are baking AI in from the start. No paywalls. No consultant armies. Just plug-and-play power. The myth that AI is prohibitively expensive only holds if you’re comparing it to yesterday’s model. Today’s legal AI is more like Netflix than a movie studio. It is scalable, subscription-based, and ready to deliver blockbuster results without blockbuster billing.

Still think you can’t afford AI? The better question is: Can you afford not to use it?



Myth Busted: You Can’t Use AI Without a PhD

Next up in the Legal AI Myth Decathlon is the belief that you need a PhD, a magic wand, and a blood pact with the IT department just to log in. You don’t. And you haven’t needed to for a long time.

Ah yes, the myth that just won’t die: legal AI is just too damn complicated. You need to be part statistician, part linguist, and maybe hold a séance to coax it into working. And honestly, back in the TAR 1.0 days, that wasn’t entirely wrong.

As discussed earlier in this chapter, early legal AI felt like building IKEA furniture blindfolded, with instructions in binary code. You needed niche experts, dedicated workflows, and a “seed set” that took weeks to tune. It was a heavy lift, and unless your case was the litigation equivalent of Godzilla stomping through Midtown, it just wasn’t worth the hassle.

But fast-forward a decade and that whole vibe has been replaced with something radically simpler and smarter. If ChatGPT taught us anything, it’s that intuitive tech wins, and legal AI finally caught on.

Modern legal AI platforms took a sharp turn toward human-first design. They’re not built for code whisperers or data scientists moonlighting as doc reviewers. They’re built for lawyers: the kind who bill by the hour, drink too much coffee, and don’t have time to read a 70-page user manual. Think iPhone easy. Not “install six plug-ins, call IT twice, and whisper a prayer to the cloud” complicated.

Want concept clustering? It’s built in. Social network analysis? Click once. Active learning? Tag a few docs and let it work like your Spotify playlist. In today’s top-tier platforms, AI isn’t a bolt-on, it’s baked right into the workflows lawyers already use. You don’t need to hop between 10 tools or summon the AI cavalry to get started. You just use it. It is so seamless, in fact, that half the time you won’t even realize you’re using it. You’ll just find what matters faster and spend less time lost in a data swamp.

Today’s legal AI is built for humans, not cyborgs with dual degrees in machine learning. Legal AI has finally caught up with how we work. It’s not another system to learn. It’s the one that learns you. So no, AI in legal is not some elite tech tool for the data elite. It has become like the best consumer tech: so seamless you barely notice it’s there. Except your insights are sharper. Your timelines are shorter. And your clients are happier.

If you can Google a meme, order tacos, or book a flight from your phone, you can use legal AI.

Legal AI isn’t hard anymore, it’s just new. And “new” stopped being a valid excuse for not using AI about three updates ago. It’s not your skillset that’s outdated. It’s your excuses.




The Myth Was a Lie

Let’s be real. The problem was never the AI.

The problem was the stories we told ourselves about it to justify staying stuck.

Too complex. Too risky. Too mysterious. Too expensive. Too far from “what lawyers do.” But scratch the surface on any of those excuses and what you’ll find underneath isn’t fact; it’s fear. Mostly of looking foolish. Or feeling out of depth. Or having to admit that what worked yesterday doesn’t quite hold up anymore.

But most of the fears that have held us back are based on a version of legal AI that doesn’t exist anymore. The one that needed data whisperers, bespoke workflows, and a blood pact with IT just to log in.

That version’s gone.

Today’s legal AI is leaner, smarter, and designed for lawyers: for people who think in logic, not code. It slides into the work we already do and makes it faster, clearer, and more defensible. It’s not asking you to change who you are. It’s asking you to stop pretending that the old way is still the best way.

In 2025, clinging to highlighters and hunches is reckless. Clients and employers expect more. They’re done with inefficiency disguised as tradition. They want lawyers who are sharp, strategic, and know how to wield the tools of the trade—including the ones powered by algorithms, not just analogies.

If that’s not you yet, no shame. But no more excuses, either.

I dig into specific steps to fortify your AI future later in the book. But at a high level, start small. Read the AI blogs. Take the free certification. Ask your colleague how they cut their doc review time in half. Ping your tech partner for a demo. You don’t need to know the math. You need to ask the right questions.

The cost of the status quo keeps climbing. And the longer we wait for perfect clarity, the more we fall behind the folks who were willing to figure it out messy and early.

This chapter isn’t meant to sell you on shiny tools or buzzwords but to clear the fog. Because once the myths are out of the way, the only thing left between you and progress is a choice.

The tools are ready. The guardrails are in place. The only thing left in your way might be you. So, stop pretending legal AI is too much. Start asking why so many smart lawyers are still sitting on the sidelines.
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Chapter Eight
Robots Stole My Job: AI and the Legal Job Market


Separating AI from Sci-Fi: What AI Really Means for Your Job Security

The phrase “the robots took my job” has gone from a water cooler joke to a cultural panic button with a dash of existential dread sprinkled on top. It has even spawned anti-AI slurs like “Clanker” and “bolthead,” which sound more like rejected Star Wars villains than terms of endearment. The growing fear, uncertainty, and doubt has shown up in memes and LinkedIn posts and has even made its way into the animated satire of South Park.1 America’s favorite TV show starring snarky elementary school kids from Colorado dedicated an entire episode to generative AI, co-written by ChatGPT, writing credit and all.

And talk about timing.

That ChatGPT masterpiece of an episode dropped just days before the Writers Guild2 of America and SAG walked off sets, striking across Hollywood, as if Cartman saying “ChatGPT” lit the fuse under a cultural powder keg. The union’s central fear was not overtime pay or stale craft services, it was studios replacing human creativity with generative models.

The unions acted on a creeping suspicion that studios would turn to AI to churn out scripts faster and cheaper than their human counterparts. But here’s the kicker: this isn’t just a Hollywood problem. When industries with powerful unions and cultural influence slam the brakes over AI, lawyers should take note.

While the specter of AI-generated scripts and robot writing credits brought the entertainment industry to a grinding halt, it is not all fear and loathing in Hollywood. Greg Brockman, co-founder of OpenAI, joked at a recent SXSW (South by Southwest) panel that AI could rewrite the infamous Game of Thrones finale for fans.3 While the joke got a big laugh at SXSW, it was a nervous one. Beyond the punchline was a hard truth; this technology can do far more than generate a better ending for the Dragon Queen.

And the numbers do not whisper. They shout. For a candid look at how skilled workers feel about AI, look no further than LinkedIn. The platform’s “Future of Work Report,”4 released on ChatGPT’s first birthday, revealed a tectonic shift across the masses:


	70 percent increase in the discussion of AI on the platform

	55 percent of LinkedIn members believe their job will change because of AI

	74 percent of U.S. executives believe that generative AI will benefit their employees

	65 percent change in skillset for jobs due to AI


That last one should give every lawyer pause. Once upon a time, automation nibbled around the edges of clerical or factory jobs. This time, the buffet includes law, consulting, medicine, and finance. The legal degree is no longer a force field.

In bygone eras, the industrialization hammers usually fell on factory workers, clerks, or assembly line roles. With the generative AI revolution, for the first time, skilled services like law, consulting, finance, and medicine are now in the blast radius. And this harsh realization is reverberating through legal like a shock wave.

Does this mean dusting off an old Brooks Brothers suit and waving a cardboard sign reading, “Will litigate for food”?

Not quite.

But it does mean that relying on tradition is no longer a winning strategy. Legal has, in many ways, changed very little since the blackletter law about Blackacre was originally penned. Law has prided itself on continuity, but unprecedented innovation is shaking that foundation.

If Hollywood’s union powerhouses can be rattled, so can Wall Street, Main Street, and yes, the partner with their name on the corner office door. The profession is standing at the same cultural inflection point. Lawyers and legal pros alike need to adapt and integrate AI responsibly, or they risk becoming the punchline in the next South Park episode.



Fourth Industrial Revolution, or Is It?

From the front page of the Wall Street Journal to the unending LinkedIn influencer feed, the phrase “fourth industrial revolution” is more viral than Taylor Swift. It’s the buzzword du jour, tossed around with the same gusto as “synergy” or “quiet quitting.” For a soundbite, it scratches the itch. But the label feels somehow not enough, like calling a tidal wave “a little splash,” technically accurate but oh so wrong!

Why does the term fall short?

Earlier industrial revolutions were about things like tools and processes, while the generative AI revolution is about uniquely human skills like thought and creation. While it is true that the steam engine muscled out workhorses, assembly churned cars out like a Pez dispenser, electricity lit up cities, and the Internet rewired communication, none of those revolutions touched the crown jewel of human labor: thinking, debating, and creating. Enter generative AI; it does not just optimize or electrify; it changes human cognitive labor itself. This isn’t a faster horse. This is the Model-T plowing straight through the stable door and lighting the buggy whips on fire.

The disruption is so cosmic that the Vatican started weighing in. When Pope Leo XIV announced his papal name in 2025,5 he linked it directly to AI’s upheaval, tying himself to Leo XIII, who shepherded the Church through the Industrial Revolution. When popes are talking about neural nets in the same breath as scripture, you know the stakes have outgrown Silicon Valley happy hours.

Historically, automation was the factory worker’s problem not the scholar’s. We have all smugly joked in the past about legal being recession or disruption-proof, but what if we were mistaken? Legal, finance, and consulting are squarely in the blast radius for this AI revolution. If you are clinging to “the way we have always done it,” you’re basically the master buggy whip maker shouting, “Cars will never catch on!”

Adorable, but history disagrees.

Generative AI is not just a better tool in the lawyer’s toolbox; it is redrafting the entire blueprint. This AI revolution is not just about replacing legal grunt work with algorithms or automating contract reviews; it challenges us to rethink the worth of human labor, how legal services are billed and built, and what it means to practice law:


	What skills will still matter?

	Which services deserve premium billing?

	Where does my value come from as a legal professional?

	What happens when machines can out-research junior associates in half the time?


The law firm pyramid, with partners at the top and armies of associates grinding below, is wobbling like a Jenga tower on a bar table at two in the morning. And I have never been more stoked. Our industry is ripe for disruption, and we can chart the course from the front in the most transformative revolution yet.

So, is this the fourth industrial revolution? The fifth? Who cares, that’s just for clicks. What matters is this; we aren’t looking at slow and steady change. We’re staring at a redefinition of professional work, and lawyers have a front row seat this time.




Internet 2.0, or Is It?

Why does it feel so insufficient when we look at AI and generative AI through the lens of past revolutions? One of the biggest differences between this revolution and prior ones is the speed of adoption. The precursor to the Internet, ARPANET,6 was developed in the late 1960s, with the first use of the word “Internet” appearing in 1974. It took another two decades before the Internet was made public to the masses, in 1991.

And yet, 20 years after the Internet was available for public consumption, Newsweek dropped an article called “Why the World Wide Web Won’t Be Nirvana!7” in which the author opined, “The truth is no online database will replace your daily newspaper, no CD-ROM can take the place of a competent teacher, and no computer network will change the way government works.” Robert Metcalf8 wrote an article for InfoWorld in the same year predicting, “the Internet will soon go spectacularly supernova and in 1996 catastrophically collapse.” That same year, Waring Partridge wrote in Wired that, “Most things that succeed don’t require retraining 250 million people.”

It is laughable today to read these predictions, but nearly 30 years on we have the benefit of hindsight. At the time these articles were penned, the Internet boasted only 16 million users. It took seven years for the number of people with Internet access to cross 100 million (in 1999). The rate of adoption doubled by the year 2000 and added a billion additional users every five years to reach the present-day rate of north of 4.5 billion global users.9

The Internet far outpaced adoption of legacy tech like the telephone, which took 75 years to reach 100 million users. It more closely mirrors the 10 years it took for Netflix, 6 years for Twitter, 5 for Gmail, and 4 for Facebook all to cross the 100 million user threshold. Even the viral sensation TikTok took nearly a year to reach that threshold. By contrast, it took ChatGPT only two months to reach 100 million users,10 and as of the writing of this book, that number has nearly doubled to 180.5 million in just under a year and a half. And that is only a single application of generative AI. If you factor in the 86 percent of the 3.1 trillion annual Google searches relying on generative AI, the over 1.2 billion users of Microsoft11 with access to generative AI baked into Microsoft Copilot, and the litany of other AI-powered apps, integration in enterprise tech, and startups, that number is massive.

Why should a legal professional care about this double exponential growth? Normally, even exponential adoption means change starts out slow and accelerates over time. ChatGPT and generative AI have bucked this slow start trend, accelerating the speed with which the impact of AI and generative AI will spread to careers.12 As Google CEO Sundar Pichai said, AI is “more profound than fire or electricity.”13




So Easy Even a Partner Can Use It

One of the jet-fuel accelerants in the generative AI boom isn’t just raw power. It’s the fact that anyone with opposable thumbs and a Wi-Fi connection can use it. Forget the intimidating days of Boolean logic in Westlaw or sweating through Excel macros. Generative AI has virtually no learning curve. If you can type into a search bar, you can summon ChatGPT.

That is why ChatGPT raced to 100 million users in just 62 days! The telephone took 75 years to cross the same threshold. Even TikTok, which felt like the definition of viral adoption, needed almost a year.

But the numbers only tell half the story; the secret accelerant to the AI revolution is cultural. Generative AI has jumped over the barriers that kept earlier waves of technology locked behind specialist gates and relegated to coders or quants. Take photography. To become a pro, you used to need expensive cameras and darkrooms, or a strong command of something like Photoshop. Then Instagram came along with filters, and suddenly everyone had a portfolio. Tax professionals saw the same thing with TurboTax. What once required an accountant could now be done from your couch.

Generative AI is the Instagram; TurboTax moment for knowledge work. It doesn’t just enhance expertise. It hands the tools of creation to everyone. And when ChatGPT gave the keys to the kingdom away for free, the crowd didn’t just show up. They stormed the gates.

Your kiddo is using ChatGPT to draft A+ essays. Your mother-in-law is generating knitting patterns and wondering why the sleeves come out two different lengths. Your nephew is optimizing Minecraft mods better than a junior dev. And yes, the partner down the hall, the one who still dictates emails to a secretary, has discovered prompting.

When legal expertise feels like it’s just a prompt away, the perception of value shifts. Clients start asking why the first draft takes 3 weeks and costs 6 figures when AI can produce something similar in 30 seconds.

This is the quiet but profound shift that happened in days and weeks after the launch of ChatGPT. Expertise no longer begins with the professional. It begins with the tool. And that does not mean lawyers are obsolete. It means our value proposition is changing. Expertise isn’t about who can write the first draft anymore. It’s about who can refine it, validate it, and make sure it doesn’t collapse under scrutiny in court. Precision, judgment, and accountability are the new premium currency.

This accessibility has opened doors to AI adoption across the technical skill spectrum like we have never seen. Associates who once hid behind the learning curve can no longer coast on the excuse of inexperience. Partners who never touched a keyboard are discovering AI on their own. Judges are testing prompts in chambers. Even regulators, who traditionally lag a decade behind, are experimenting with generative AI to understand what they are supposed to be policing. The walls between professional and consumer use have collapsed. The same tools that kids use to write fantasy stories are the ones lawyers are using to draft discovery motions.

And here is the kicker: accessibility breeds expectation. If I can ask AI to write, create, and analyze in my personal life, I expect the same in my professional interactions. This is great for opening the door to AI adoption but can create some misperceptions. When tech feels easy, people assume it should be fast, cheap, and everywhere. Sometimes it is. But it requires cleanup and oversight. It requires upskilling and infrastructure and fixing your messy data.

That opens doors. But it also causes friction.

AI can be a force multiplier. But it is not an “easy” button.

And that’s exactly why this wave is shaking legal to its core. AI and GenAI eliminate drudgery, yes. They unlock creativity. They also force evolution, sometimes painfully.

Clients now expect lawyers to deliver not just sound advice but the kind of speed, clarity, and precision that AI puts on full display. A partner can’t say “we need three weeks to turn around that contract” when the client can get a working draft from a chatbot in under a minute.

The new question isn’t “should lawyers use AI?” You already are. The real question is whether your oversight adds value once the baseline has moved.

The lawyers who win this next era won’t be the ones resisting the shift. They’ll be the ones embracing it. They’ll be showing clients that what matters isn’t speed alone; it’s whether the final result holds up under pressure.

In the age of democratized AI, the lawyer’s role isn’t erased. It’s rewritten. And that rewrite isn’t happening in a law review. It’s happening in courtrooms, boardrooms, classrooms, and yes, in family living rooms full of bad knitting and Minecraft mods.



Legal and the Great Disruption

Unlike the industrial revolution or the robotics boom that reshaped warehouses, the generative AI revolution is landing squarely on knowledge work. And legal is standing front and center.

A recent report by Goldman Sachs14 found that up to two-thirds of workload across industries could be subject to partial or full automation. That equates to a staggering 300 million jobs globally. But what was striking was the particularly high exposures in the administrative (46%) and legal (44%) professions. Physically intensive jobs like construction and maintenance are projected to be affected by just six to four percent. This isn’t a story about forklifts. It’s about file rooms and formatting.

The takeaway is that although AI is creeping into every corner of how we live, work, and play, legal is likely to feel the heat more than most.

But this isn’t full-role wipeout. It’s task-level disruption. For the savvy attorney, embracing AI doesn’t mean giving up your seat at the table. It means ditching the paper cuts and busywork so you can actually do the job you trained for. If most of your workday is tied up in admin, this shift isn’t a death knell. It’s a long-overdue upgrade.

For savvy attorneys, embracing AI is empowering. Eliminating the grunt work and administrative burden frees up practitioners to do what they went to law school to do: practice law. And for legal professionals who may have a large portion of their day-to-day workload fall under administrative, this is not an existential crisis but an evolutionary one.

Yes, the wave is big. But it’s not all downsides. McKinsey & Co. projects that AI and generative AI could add $17 to $26 trillion15 to the global economy. At the same time, the World Economic Forum expects a net loss of 14 million jobs. Eighty-three million roles may disappear, while sixty-nine million new ones emerge in the next five years. It’s a moment of churn and legal isn’t exempt.16 The leading analysts are forecasting a net loss of 14 million jobs in the coming years. Some of the jobs lost will be in the legal sector. But the people left standing will be the ones who lean into change, pick up new skills, and step into roles that didn’t exist even five years ago. The legal professionals who either weather the economic disruption or are a part of the millions of new jobs created will be the ones who embrace AI and generative AI, learn the new skills, and execute in the new roles and expectations of a post-AI legal world.

Historically, automation hit low-skill jobs first. This time, it’s coming for the top floor. According to the International Labor Organization,17 there are between 644 and 997 million knowledge workers globally, accounting for 20 to 30 percent of all jobs. In the United States, this group makes up nearly 100 million people, or one-third of the workforce. A wide array of professions, from marketing and sales to software engineering, from research and development to accounting, financial advising, and even writing, face the potential of being automated or drastically transformed.

But that doesn’t mean we’re headed for mass unemployment. Change cuts both ways.

While AI reshapes roles, it also fosters net job creation over time. Just as ATMs once led to more bank tellers rather than fewer, some jobs that might seem threatened could see growth in demand. When ATMs rolled out in the 90s, the buzz was all about how they would cut bank teller jobs. But plot twist—instead of job cuts, we saw a job boom. Originally, a typical urban bank branch needed about 21 tellers; ATMs slashed that to 13. Cheaper branches meant more branches, and suddenly, we needed more tellers, not fewer. Since 2000, teller jobs have not just held steady; they have grown faster than the general labor force.18

And it is not just tellers. Legal saw something similar. When eDiscovery tools entered the mix, everyone assumed review work would dry up. Instead, we got a new generation of legal ops pros, technologists, and project managers. The same thing is happening again in areas where you would expect tech to cut jobs. Instead, jobs have grown.

Some of the new AI-created roles for legal professionals with and without a Juris Doctor are discussed in the following section.


AI-created Roles in Legal: Real Titles, Real Paychecks

As GenAI transforms the legal landscape, it’s augmenting traditional roles and birthing entirely new ones. These titles reflect emerging functions already showing up in job boards, innovation teams, and future-focused legal departments.


	Chief AI Officer (CAIO): Leads the firm’s AI strategy, policy, and cross-functional implementation—from innovation to governance. Salary: $250,000–$400,000.19

	AI Ethics Counsel: Provides legal oversight of firm and vendor AI use, from fairness and transparency to risk exposure. Salary: $180,000–$250,000.20

	Associate General Counsel, AI & Automation: Focuses on AI-specific legal contracts, data governance, and risk across the enterprise. Salary: $200,000–$320,000.21

	Director of AI Governance: Develops internal AI policies, audit practices, and compliance playbooks for firmwide AI use. Salary: $180,000–$300,000.

	Legal Prompt Engineer: Crafts, tests, and validates prompts for legal research, drafting, and review scenarios. Salary: $120,000–$180,000.

	Head of Legal Innovation (AI Focus): Leads GenAI pilots and helps practice groups adopt new tech with measurable ROI. Salary: $160,000–$240,000.

	AI Risk & Compliance Officer: Manages vendor model risk, AI-related regulatory compliance, and internal audit trails. Salary: $150,000–$225,000.

	GenAI Counsel: Handles licensing, output IP, and client-facing usage concerns related to LLM tools. Salary: $145,000–$210,000.

	Director of AI Legal Ops: Orchestrates AI-enhanced workflows across intake, billing, knowledge, and document workflows. Salary: $140,000–$220,000.

	AI Litigation Strategist: Shapes AI-assisted litigation planning, from motion drafting to TAR-enabled discovery. Salary: $130,000–$200,000.

	AI Discovery Lead: Designs workflows that blend LLMs, predictive coding, and metadata strategy. Salary: $125,000–$185,000.

	LLM Quality Assurance Manager: Validates accuracy and compliance in GenAI outputs before they go to court or the client. Salary: $120,000–$180,000.

	Director of Client AI Enablement: Bridges the firm’s AI capabilities with client needs and regulatory expectations. Salary: $135,000–$195,000.

	VP of Legal AI Strategy: Executive-level driver for long-term tech transformation aligned to market-facing legal services. Salary: $220,000–$350,000.

	AI-focused Knowledge Manager: Maintains the clause libraries, model training sets, and retrieval-augmented knowledge bases used by GenAI. Salary: $110,000–$170,000.




Evolutionary, Not Existential, Crisis

In the legal world, we are known for dotting our i’s and crossing our t’s, but let’s face it: with AI charging through our offices, it is adapt or get left in the digital dust. The tech-savvy legal eagles who jump on the AI bandwagon are going to ride it all the way to success town, while the cautious ones might find themselves playing a perpetual game of catch-up.

Legal roles are not ceasing to exist, but the tasks and skills necessary to effectively provide legal services are evolving along with the AI revolution. It is not simply that lawyers who use technology will outpace non-technophiles. Rather, the roles will evolve such that those not leveraging technology will be unable to compete.

Now the big question: How can you future-proof your career in a post-AI world?
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Chapter NINE
Suits, Syntax, and Superpowers: Why Law Pros Are Built for the AI Age


The Surprising AI Edge Lawyers Already Have

They said we’d be replaced. That AI would out-reason, out-write, and out-lawyer us. Lawyers were supposed to be one of the most high-profile casualties of the AI takeover. The analysts say legal is too slow to pivot, too expensive to experiment, and too tangled in precedent to ever adapt. Nothing more than dinosaurs staring wide-eyed at the AI asteroid, hurtling toward extinction while our STEM-savvy peers surfed the tech wave to their shiny digital nirvana.

Legal was a dead man walking in the age of AI—at least that was the headline making the rounds.

Ask any pundit who is most likely to thrive in the age of GenAI, and the chorus is predictable: coders, data scientists, or prompt sorcerers. The math kids. For lawyers and every classmate who picked words over calculus, the ruling was merciless. You picked the wrong pony and had already lost the race before the starting gun fired. And for some of us, like yours truly, that decision goes all the way back to a swing set in elementary school, where 12-year-old TechnoKitten decided that if I became a doctor, one mistake could end a life, but if I became a lawyer, at least there was always an appeal.

It was easy to believe we were already hopelessly behind our tech-savvy peers, locked out of the future before we even got a chance to play, all because of decisions many of us made before we could vote, have a glass of wine, or in my case drive a vehicle.

But, in the immortal words of Mark Twain, who had to swat down his own premature obituary, “The reports of my death are greatly exaggerated.” Lawyers know the feeling. The headlines buried us early, even while we were still very much alive and billing.

Turns out, lawyers are not falling behind after all. We are setting the pace. Legal mastery of language is shaping how these systems weigh power, precedent, and justice itself. Because even though these models were built on math, numbers alone do not keep the engine purring. This technology runs on syntax, context, precision. That is the heartbeat of lawyering, sharpened by caffeine, late nights, and red ink. It’s what we’ve been trained for since that first law school cold call left us questioning our life choices. While everyone else is fumbling through prompt bootcamps, lawyers have been tested for years in arenas where a misplaced comma can cost millions or tank a case.

Before you roll your eyes at this claim, think back to the trenches. Have you ever drafted a contract where every clause was a live wire, spotted a logic gap buried three layers deep in an opponent’s brief, or cut a document to the bone with a red pen?

Congrats, you already speak the language GenAI was built to follow. You just thought it was called lawyering.

Research by Thomson Reuters1 shows our GenAI edge is real. Eight in ten lawyers say AI is changing how they work. Seventy-two percent already call it a benefit in their legal practice. Even the “can’t save to PDF” crowd is getting bold. Over half of firms are seeing real, measurable ROI. From Am Law 200 firms to solos who just hung a shingle, we have leapt from hype and hypothesis to practical application so fast we hit escape velocity, skipping Gartner’s Trough of Disillusionment entirely and landing straight in billable reality.

While pitch decks are still getting polished, lawyers are closing deals and winning cases with help from these systems. We have been training for this moment since we took the LSAT. Leading the AI charge isn’t reinvention for lawyers; it’s just the next case on the docket.

It is no surprise that lawyers didn’t make the AI guest list. We weren’t even considered plus-ones. Hell, most folks assumed we’d be the first ones automated out the door, replaced by a chatbot that never sleeps and bills in six-minute increments, 24/7. And if you pay any attention to McKinsey & Co. studies2 or viral Forbes3 headlines, the AI renaissance is very bad news for legal.

But here we are, somehow leading the charge. What gives?

No, we didn’t outcode the tech crowd; we outwrote them. They played with logic and mastered language. Lawyers don’t just use words. We weaponize them. In legal, one rogue comma can gut your motion. A slippery clause can spawn a five-year litigation nightmare. In law, words aren’t filler. They’re scalpels, levers, sometimes even explosives. This is why lawyers were built to wrangle GenAI. What Silicon Valley now calls “prompt engineering” we have just been calling legal writing.


Prompt Paranoia

Does this talk of superpowers and prompt perfection deviate drastically from your lived legal experience? If your last GenAI prompt felt like trying to pull a rabbit out of a hat and instead a possum in a necktie stared you down, you are not alone. For some reason when many legal professionals find themselves staring at the blank GAI text box, they develop a sudden case of amnesia. If you have dabbled in GenAI and skinned your knee, do not develop a crippling case of prompting paranoia. Because the problem wasn’t the AI; it was you forgetting how to write like your bar card depends on it.

To turn paranoia into perfection, you need to tap into your wordsmith muscle memory!

If you’ve ever ghostwritten for a partner who edits in riddles, congrats. You’ve already prompt-engineered, survived, and billed for it. Prompting is not reserved for hoodie-clad engineers. It’s briefing under pressure, and legal pros live that every day. Every keystroke is a gamble. Every sentence, a verdict waiting to happen. If you’ve ever taken three competing redlines and turned them into a single sentence that wouldn’t collapse under cross-examination, congratulations, you are already doing prompting. You just didn’t call it that.

GenAI doesn’t care how nervous you are. It wants clarity, just like every judge who’s ever cut you off mid-sentence. Lawyers don’t get to be vague. Not in court. Not in contracts. And certainly not with an LLM watching.

The same things that make you object in court make GenAI spiral. You’ve seen the fallout. Like when a junior associate blurts out an objection with no facts, no footing, and no clue. That’s what GenAI hears when someone types “Summarize this” and presses send. It responds the only way it knows how. Loudly. And not always right.

Then there’s the contract with 12 pages of definitions and no verb in sight. You dig through every footnote, only to realize no one’s agreed to anything at all. Or the classic fire drill: A doc lands in your inbox with no context, no court, and no clue what it’s for—just a subject line that says, “Please fix ASAP.”

GenAI stumbles where summer associates do when no one tells them what matters. Give it a vague prompt and it’ll hallucinate like you asked it to psychoanalyze your cat. Drown it in exposition and it folds. Strip the context and it guesses. Loudly. And wrong, confidently. Prompting isn’t coding. It’s cross-examination on the page: the right cut, the right question, no wasted words. It’s legal reasoning distilled. And like all good lawyering, it’s more art than science.





Logic as Legacy: IRAC Walked So GenAI Could Run

Before ChatGPT or the trillion-dollar AI hype cycle, we had IRAC.

Issue. Rule. Application. Conclusion.

These are the four horsemen of legal writing. Professors drilled them in. 1Ls cursed them, and the profession still runs on them. IRAC isn’t glamorous, but it drilled into us how to wrestle chaos into a lane narrow enough to pass for clarity.

It wasn’t mystical, but it rewired how we think and turned tangled fact patterns into something lawyers could parse. Students clung to it to survive exams. Associates and paralegals leaned on it to survive stapler-throwing partners. Whole generations of lawyers learned to turn noise into something that looked like order, all thanks to those four little letters.

Before you roll your eyes and mutter, “Sure, Grandma,” think about what a model actually does. It spots the issue in your prompt. What are you asking it to make, fix, analyze, or revise? It pulls the rules it’s been trained on. It applies those rules to the context you gave it. And it spits out a conclusion. That’s IRAC in binary code.

Legal professionals live inside this loop every day. While techies may marvel at natural language processing or machine learning breakthroughs, lawyers have been parsing ambiguous language and stacking logic like LEGOs for centuries. We just called it statutory interpretation, issue spotting, or applying precedent across jurisdictions.

But a rose by any other name is still a rose, even if it only exists in cyberspace.

When that imposter syndrome kicks in because you tossed your lot in with liberal arts instead of STEM, remember this. With IRAC, you’ve been thinking like a prompt engineer since before ChatGPT was born.

You don’t need Python or a panic attack over stats and lambda calculus to get ahead with AI anymore. You already have a PhD in prompting, and the cheat sheet is permanently seared into your brain. Spot the issue. Line up the rules or guardrails. Then comes the messy part: applying them to the quirks, the audience, and the facts. Push it through to a conclusion, framed the way you need it, with bonus points if it makes opposing counsel wince.

Yes, good old IRAC.

Legal logic follows the same blueprint as machine logic, only with fewer Oxford commas and more caffeine. These massive models don’t spit out brilliance by accident; they crave structure the way 1Ls crave outlines before midterms. Toss them a word salad and they sputter. Thread in structure with enough detail and suddenly the reply looks like work product instead of filler. Lawyers have been training for that discipline since the first time a Civ Pro cold call left someone in tears and sweating through their blazer.

Inside the transformer soul powering today’s GenAI tools, structure and precision rule everything. Just like a brief only works when it flows cleanly and cites without tripping over itself, these systems demand prompts that are coherent and specific. Slack off and you get nonsense. Push harder, and the model stops mumbling like Wikipedia with a hangover and starts to sound like that junior associate worth their $750 an hour ($12.50 a minute) bill rate.

That’s why GenAI is less alien to us than we’ve been led to believe. Coders can swoon over attention layers. Lawyers have been paying attention all along. And we know that a chain of thought must link, that every conclusion must tie back to a rule, and that ambiguity is liability.

We don’t need to worship the math. We’ve already built an entire religion around syntax.



BS Detector Honed by IRAC

Maybe you’re still side-eyeing GenAI after that week the Internet turned every hallucinated case cite into a meme and your LinkedIn feed into a panic spiral. We all saw the headlines: Judge ready to burn everyone’s bar cards after lawyer submits fake AI cases, twice. Suddenly AI went from “future of law” to “harbinger of sanctions” in a single filing.

Let’s be crystal clear: the bot didn’t sneak into PACER and submit a case full of unchecked AI hallucinated cases. A human lawyer did that. In daylight. Sober. With Mata v. Avianca,4 it wasn’t the hallucinated case law that broke the Internet. It was the lawyer who forgot to act like one. Yes, the citations were fake. But so was the supervision.

That failure was all human legal malpractice by way of Ctrl+C. And the bench knew it.

The judge didn’t lose patience with counsel because of GenAI making a hallucination. They lost it because a human hit Send without a single click of verification. Saying “the robot did it” won’t save you when Rule 5.35 is hanging over your head like a judicial guillotine.

Treating GenAI like a vending machine after one YouTube crash course is like letting ChatGPT write your prenup five bourbons deep, then forgetting to reread it once the Advil kicks in. And doubling down with more AI hallucinations when the court catches you with your hand in the AI hallucinated cookie jar certainly runs afoul of Rule 3.3, duty of candor.6

That case is a cautionary tale for the humans using GenAI because the failure fell squarely at the feet of the person using the keyboard. It was a reminder that if you’re using a model, you still own the output. The case wasn’t a death sentence to legal AI so much as a legal faceplant.

Whether you pit bot against bot with Clearbrief or reenact your bar exam flashbacks on Lexis with a death grip on your coffee mug, it’s your name on the filing. Check the model’s work; otherwise, you’re begging to be bench-slapped.

Don’t let these shame-inducing missteps deter you from embracing the most powerful tool in your briefcase. This is where lawyers have the edge. We’ve been trained to smell faulty reasoning at 50 paces. We wince when conclusions wobble. So why drop that instinct the minute the source is artificial?

Remember, as lawyers we are professionally trained BS detectors.

You don’t need to speak Python to know when a legal conclusion feels stitched together from vibes. You’ve got the training. The pattern recognition. The built-in BS detector that IRAC drilled into your skull before you even figured out where the Civ Pro classroom was. GenAI might generate the sentences, but we’re the ones who know if the logic would survive a cross-examination. The model might sound polished, but so do most first-year associates before you ask for the Shepard’s check.

Reagan got one thing right: trust but verify.7 Twice if you count jellybeans. This truism goes for anytime someone else does work filed under your name: junior associates, AI models, or the managing partner who still prints emails. The same thing holds for anyone under your supervision as a legal professional from first years to AI models. When the machine or the overeager partner sends you something that sounds a little too confident and a lot too wrong, you don’t shrug. You interrogate.

IRAC walked so GenAI could run. But it’s up to us to keep it from sprinting straight into traffic.



We Spot the Issues No One Else Sees

If a clause looks too perfect, lawyers don’t reach for confetti. We reach for a red pen, a case citation, and the nearest paralegal. Suspicion is our default setting. Language isn’t trusted until it’s been questioned, cross-referenced, and footnoted into compliance.

Spotting red flags isn’t enough. We file the memo that gets them disbarred.

Legal work is professional paranoia. Our job is seeing what civilians never would. On that ticking time bomb three clauses deep or the buried footnote that nukes the deal, we call BS while there is still time to redline it. Accuracy and context are everything. Is that a clever clause or a litigation time bomb? Is that a polished answer or a hallucination in a three-piece suit?

AI can write fast, sure. But it can’t feel the way a sentence should land or when an argument is three degrees off course and heading for sanctions. We’ve always been the ones catching what others miss. The cite that doesn’t quite match the holding. The clause that quietly redefines “reasonable” into “good luck.” The logic leap wide enough to drive a subpoena through.

GenAI doesn’t catch that. We do. That doesn’t mean legal professionals should use GAI less. We should use it with these very skills turned up to 11. AI benefits from a human in the loop every time. But when that human brings the linguistic precision of a seasoned legal linguist, sparks fly.

LLMs strut into court like the verdict’s already printed, flashing confidence as if it came with a Bluebook citation. It is confident but occasionally delusional. But most of the time, it’s not the hallucinations. It’s the logic misses and context black holes hiding in plain sight. They sound right, even when they’re serving up a Frankenstein brief stitched together from fake precedent and Internet detritus. Lawyers using their legal training know better. In court, sounding won’t save you when the judge starts quoting ethical rules of professional conduct at you. You must be right-right.

Confidence isn’t competence. And legal training teaches us the difference. We sniff out ambiguity like it owes us billables. Think bloodhounds in Louboutins. And that is desperately needed in the GenAI age. We’re not the Luddites in this story. We’re the human fail safes who keep GenAI workflows from turning into litigation-flavored Rube Goldberg machines.

We have made a career out of catching what everyone else misses.

We are the human fail safe that keeps automated workflows from becoming liability factories. As more firms and legal departments go all in on AI, it is the human oversight layer that makes those tools viable. Without trained legal minds scrutinizing and refining outputs, GenAI becomes more of a risk than a resource. GenAI might get the words on the page. But only lawyers know when they’re dangerous.

AI doesn’t see that. We do.



Prompt Like a Prosecutor

If you’ve survived a 30(b)(6) deposition, redlined a 120-page master services agreement, or briefed a client mid-turbulence with Wi-Fi cutting in and out, congratulations—you’re overqualified to prompt GenAI.

Lawyers already possess the skills GenAI needs most: precision, structure, skepticism, and a pathological need to control the narrative. We just need to repurpose those instincts from redlines and reply-all chains into something the model understands.

Here’s how to turn that overtrained legal brain into a GenAI superpower:


	Issue first, always: In law school, your first stop on the IRAC train is issue spotting. Prompting should be no different. Distill down what exactly you’re hoping to achieve at the very outset of any prompt. All the other components are important but are window dressing compared to that one main through line of objective. “Draft a deposition outline on trade secrets for a hostile witness who moonlights as a TikTok chef” is better than “Can you help me?” The more precise the ask, the sharper the output. Don’t toss out a question hoping for AI to wave a magic wand to cut through that fluff. Give it direction so it doesn’t drive you around in circles until the gas runs out.

	Cross-examine everything: You wouldn’t let a first year submit a motion without citations. Don’t let GenAI do it either. Ask questions, solicit feedback, and push back on what the model gives you to stress test the outputs before daring to press Ctrl+C. And when in doubt, treat GenAI like a bleary-eyed first year: send it back to the primary source. Click on the hyperlink to see if the citation is accurate. Ask, “Why did you include that case?” Run the cites through Clearbrief or your own research tools. If it sounds too perfect, assume it’s fake until proven otherwise.

	Treat AI like a N00B: Don’t give a legal novice vague directions hoping for legal mastery. Absent your injection of legal insights and context, you are not dealing with a legal scholar any time you start prompting, it is on you to level up the model and refine the feedback. Be specific. Tell it what you want, what to avoid, and how to package it. State your constraints. Repeat your goals. Do not assume it remembers the brief.

	Be a format fanatic: This should be easy for any legal professional worth their bar card. You would not accept a brief in the wrong font and margins that deviate from court guidelines by an embarrassing degree. While you can’t fully format GAI like a word document (yet), you can absolutely give a guardrail on what to produce and how. Ask for a bullet list, narrative summary, or motion to dismiss. Do you want something that is more flushed out or realistic? While the AI is not an easy button or formatting wizard, it can save you extensive amounts of reformatting time to at least ask. Why manually do it when you can make the robot do it for you?

	Make IRAC your prompt template: IRAC works for a reason. Start with your issue. Feed it the rules. Frame your analysis. Push toward a conclusion. Prompts built this way tend to produce results that don’t make you want to launch your laptop into the nearest deposition exhibit binder. Setting these at the outset will help create a prompt that is less likely to send you spinning on a conversation to nowhere.

	Keep your sceptic hat on: If the model magically finds the holy grail of precedent in your practice area that you’ve never seen, start sniffing. Lawyers are human lie detectors in kitten heels. Apply that same instinct here if AI does the very same thing. If it sounds too good to be true, double-check that it is not hallucinating. It is on you to check the AI’s work for accuracy.

	Reframe for precision: Don’t just prompt once and pray. Try two approaches side by side: run an A/B test and run parallel prompts to see which gives you the better output. Don’t just take a one-lane approach. See what yields cleaner logic or better citations. You wouldn’t draft a damages clause without running it past at least two perspectives. The same rules apply here.

	Define terms like it’s an NDA: GAI is brilliant but general. If you want specific legal outputs, you need to share your legal insight with the model. Don’t assume GenAI knows what you mean by “reasonable efforts” or “aggressive tone.” Spell it out. Definitions matter—in contracts, in court, and in prompts. You wouldn’t trust the definitions for key terms and conditions to be assumed in a complex antitrust agreement so why are you doing the same when using a model. If there’s a specific way of looking or thinking about something, tell the model so that it does it appropriately. And don’t be afraid to remind it because that context window is smaller than you might imagine.

	Break down the issue: Instead of tossing a kitchen-sink prompt, ask step-by-step: “First, list the five risks. Then, analyze each with case law.” Don’t just give the generative AI one big mammoth task or concept to digest. Let the model build on solid footing, not scramble up a legal Everest of your own making.

	Treat GAI like a hostile witness: Don’t be afraid to go full scorched-earth cross-examination. AI doesn’t have feelings, so you can’t hurt them. Ask why. Push back. Say “explain it like I’m five,” or “argue the opposite.” Use your favorite deposition tricks. Don’t be afraid to ask for additional clarification or to build on what you already have. GenAI’s not Google and it doesn’t break when challenged.

	Break out your red pen: Use GenAI to punch up, polish, and restructure. Ask it to redline tone or translate legalese into English (or vice versa). Just because it’s digital doesn’t mean you put the red pen away. AI is a great editor and can be invaluable for redlining with the right guidance.

	Play devil’s advocate: Lawyers are excellent at arguing both sides and looking for flaws in an argument. Why don’t you do the same thing with your newest synthetic member of the case team. Have GenAI play opposing counsel. What’s the weak point? How would they exploit it? Ask for plausible counterarguments or blind spots. Ask for ways the opposing side might be able to find holes in your armor, or better yet, ask the AI to just pretend it is the opposing counsel. If it can’t find the hole in your analysis, you probably haven’t pushed it hard enough.

	Remember who signs the filing: At the end of the day, remember it’s your name that goes on the filing. Trust but verify. When you get an output, be sure to validate, pressure test, and take all the steps that you would outside of the digital realm anytime that you’re dealing with AI. GenAI is a powerful tool, but if you paste without checking, you’re not augmenting, you’re abdicating. AI can assist, but it can’t take the fall. If a hallucination sneaks through, a judge will forgive the human who tried but not the lawyer who prompts, pastes, and prays.


Forget what they told you about needing to learn to code. You already have a leg up on the competition, and your edge is more than surgical syntax. It is the muscle memory of mistrust. You’ve been dissecting language under pressure since 1L. That instinct is the upgrade GAI needs. Use it. Push the machine. Make it prove itself. Wielded right, GenAI is the newest member of the case team that never sleeps and doesn’t complain.
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Chapter ten
The Future of AI Is Lawyered


Philosophers in Pantsuits: Ethics Is in Our DNA

The superpower that legal brings to the AI table doesn’t stop at ChatGPT’s text box. It is not just about how to better use the technology but also about how the technology is used. Because while GenAI can mimic logic, lawyers truly understand the repercussions of getting it wrong. For once, legal is at the tip of the spear when it comes to this technology revolution because of the number of ethical questions it raises. We aren’t strangers to upheaval. We’ve slogged through three, maybe four, so-called legal revolutions and mopped up the regulatory mess each one left behind. If anyone knows how innovation plays out in real-world risk and regulation, it’s us.

Take the 2006 amendment to Federal Rules of Civil Procedure1 to inform some of our guidance. Changing the scope of discovery to include electronically stored information (ESI) changed everything. No one anticipated the rise of the Internet, and the advent of electronic communication created a ripple effect in legal. The almost $202 billion industry begs to differ.

This is not legal tech’s first rodeo when it comes to tech disruption.

We’ve seen this playbook before. Predictive coding, TAR, offshore LPOs, and remote review kicked off firestorms of ethics debates. And who helped us navigate those treacherous waters into usable workflows? Lawyers. Now the stakes are even higher and the scale is global.

The difference is that this time we get to help steer the ship instead of scraping wreckage off the rocks.

For the AI revolution, legal is at the tip of the spear in a tech revolution because of the avalanche of ethical dilemmas it invites. Who takes the fall for AI-generated errors? Can we trust it with high-stakes work products? Should it be used at all on sensitive legal tasks? What happens when the clause it drafts is so ambiguous it makes your indemnity section weep? What happens when bias shows up dressed as objectivity?

These are not tech questions. They are legal ones.

We are not starting with the “can it be done?” That is a question for the vibe coders and mathematicians of the world. We ask, “Should it be done?” Lawyers do not just think in terms of what is allowed—we think in terms of what should be allowed. That instinct, sharpened by 3 a.m. cite checks and decades of precedent paranoia, gives us the edge in this GenAI moment.

Ethics in law isn’t a shiny add-on we dust off for Senate hearings. It’s stitched into the rules of engagement and tied directly to our Bar license. Break ethical standards3 around technical competence, supervision, or candor, and your shiny new GenAI assistant won’t be there to help you write your reinstatement petition.

The beauty here is that we don’t have to start from scratch. Rule 1.1 still demands competence, even when our tools evolve faster than our CLE credits. Rule 1.6 still protects confidentiality, even when our platform of choice runs on transformer architecture. Rule 5.3 makes us responsible for supervising AI just like we supervise overeager summer interns. Rule 3.3 makes sure truthfulness to the court still matters, even when your assistant is digital and occasionally delusional. The guardrails are already here. We just need to stop pretending they don’t apply when it comes to AI.

We do not need to guess what is right. It’s baked into the MPRE we took before we could legally attach ESQ to our signatures. We’re trained in it, held to it, and are sanctioned when we ignore it. While tech bros sign open letters and host AI summits with fog machines, we operate inside a system where ethical accountability has teeth.

In the GenAI age, that is not just helpful. It is essential.

AI is shifting power, shifting blame, and shifting who gets to say what’s real. Who better to guide that shift than professionals fluent in both Hobbes and Habeas. For people who made a career in legal, ethics isn’t an accessory. It’s baked into the bone of what we do. We’ve got the chops to ask not just “How does this work?” but “Should it work that way?”

Forget the image of lawyers scrambling to keep up. We’re the ones sketching the road signs. From courtrooms to compliance checklists, we’re the ones turning fuzzy ideals like “fairness” and “accountability” into workflows, disclosures, and redlines.

Bar associations and regulators alike are chiming in. The ABA4 issued formal Opinion 512 reminding practitioners that supervision of AI tools is still subject to the same ethical obligations as human work product. You still need to know what the thing does, how to explain it to your client or the bench, and get informed consent to leverage it. The opinion emphasized that lawyers cannot pass off hallucinations or confidentiality breaches as machine error. Competence, confidentiality, communication, and billing transparency still apply, even if your associate is silicon.

Across the Atlantic, the AI Act has begun to lay down strict requirements for explainability, bias mitigation, and human oversight. Lawyers will need to interpret, apply, and sometimes challenge these guardrails in the context of real cases. And the conversation isn’t just continental. The UK’s ICO has already weighed in on algorithmic accountability.5 UNESCO’s 2021 Recommendation on AI Ethics6 called for clear legal liability. Even the OECD7 and Singapore8 are floating principles that echo professional responsibility more than computer science.

As law firms rush to automate routine tasks with AI-powered platforms, optimizing everything from document review to legal research, ethics is not a bolt-on feature. It’s the backbone. Sure, AI boosts efficiency, but it also increases exposure. Engagement letters need disclaimers with teeth. Contracts need fallbacks for black-box logic. And when the clause collapses, no one’s suing the algorithm. They’re suing the lawyer who trusted it.

Legal was built for this moment. In a sea of silicon logic, lawyers are the ones anchoring AI to actual accountability. Across the pond or across the street, nations and regulators are the law, but it’ll be lawyers arguing where it applies, when it overreaches, and how to carve out room for nuance.

Lawyer-in-the-loop is a malpractice firewall. The AI arms race might live in GPUs and server racks, but the soul of the system still wears a suit, carries a brief, and argues for what’s right. We’re not trying to slow the AI revolution. We’re just not outsourcing judgment while it happens.


Reining in Our Robot Overlords

Every tech revolution eventually crashes into a courtroom. Railroads gave us antitrust. Factory disasters gave us worker protections in the form of OSHA.9 Fallout from surveillance capitalism gave us consumer data protection with GDPR10 and the CCPA.11 Same script, new actors. The pattern is familiar: technology sprints ahead, law jogs to catch up, and lawyers are left duct-taping accountability to the back of an innovation rocket that left the launchpad last week.

Generative AI is following the same script, on overdrive. The clock is moving faster, and the stakes are far higher. And the consequences aren’t just technical. They’re existential.

Right now, the regulatory environment for AI looks less like a regulatory framework and more like a dusty Wild West saloon brawl. Tools powerful enough to upend industries are being deployed with uneven transparency and no harmonization across borders. A law student in a dorm room can download an open-source model just as easily as a Fortune 500 CISO, while regulators scramble statutes written about snail mail even apply.

Ethical questions affecting millions remain unanswered. Do consumer protections stretch to algorithmic bias?12 Does the Fair Credit Reporting Act apply when the algorithm ghost-writes a performance review? Does the SEC bite when AI drafts earnings disclosures? Who eats liability when an AI-drafted contract leaves out the indemnification clause? These are not bar exam hypotheticals. These questions are already being fretted over in boardrooms and landing in courtrooms.

Some scaffolding exists, but it is rickety at best. The White House’s Blueprint for an AI Bill of Rights13 throws out feel-good principles like privacy and fairness but skips the statutory teeth. Of the 50 states, only 3 (California, Colorado, and Utah14) have broad comprehensive AI laws on the books. And a handful of states and cities have passed targeted AI regulation to counter specific behavior by bad actors—Tennessee’s ELVIS Act15 aimed at deepfakes, Texas SB20 on AI-generated child sexual assault material,16 and New York City’s Local Law 14417 on the use of AI in employment screening.

History tells us who builds the house. It was lawyers who dismantled railroad monopolies and shaped antitrust. It was lawyers who pushed for codified worker protections when factories were grinding up lives. Lawyers turned a stack of EU privacy principles into global compliance handbooks. And lawyers (not lobbyists, not coders, and not the guy who renamed his dog “GPT”) will be the ones turning today’s AI chaos into tomorrow’s governance frameworks. We are not passive in this revolution. We are the scribes, the interpreters, and the rule-makers who transform chaos into precedent.

Flashpoints are already here:


	Hallucinated citations: In Mata v. Avianca,18 lawyers filed a brief with fake cases generated by liability that didn’t vanish into the cloud. The lawyers got sanctioned. But this case is far from the only headline depicting lawyers being bench-slapped for hallucinations.19 The message is clear: tools don’t erase accountability.

	Algorithmic bias: If a recruitment model disadvantages women or minorities, Title VII doesn’t politely step aside. Liability questions dog employers,20 developers,21 and maybe even the vendors.22

	Cross-border compliance: An AI trained in California but used in Paris creates a mess. Which regime applies? Which fines stick? Good luck explaining to a judge that your model doesn’t recognize borders.


The deeper truth is that lawmakers lean on lawyers to translate technological transformation into rules, but AI’s double-exponential growth has collapsed the window. We cannot wait a decade to play catch up. The guardrails must be drawn now and drawn by lawyers who understand both risk and reason.

So, who writes the rules when the machines take over? We do. We are responsible for every contract clause clarifying liability for AI-assisted work, every statute spelling out transparency obligations, and every case that tests the boundaries of accountability. Lawyers are not passengers on this runaway train. We are the ones laying the tracks, deciding where it goes, and making sure it doesn’t derail the rest of society.




Moore No More, Now What?

Until recently, technology moved fast, but we had a predictable speed governor in Moore’s law.23 In 1965, Gordon Moore predicted that transistor counts on a chip would double roughly every two years. For half a century, the rule of compute doubling every two years stood steady. Moore was not wrong about the limits of transistor scaling, but his law was wrong about them being the limiter of compute. Regulators could plan and lawyers could linger; we knew we had time to play catch-up.

Those predictable days are over.

Moore was right that physics would eventually slow transistor scaling, now closer to every three years. What he could not predict was that compute would break free of transistors altogether, racing ahead on GPUs, cloud clusters, and custom silicon. AI model development now looks less like a drumbeat and more like a strobe light. GPT-3 arrived in 2020, GPT-4 in 2023, and GPT-4o in 2024. Three paradigm-shifting models were released in under four years.24 Adoption has moved faster, accelerating not just exponentially but double exponentially. It took the Internet more than two decades to reach 100 million users, but ChatGPT hit that milestone in 62 days.25 Innovation is no longer measured in decades; it is measured in quarters and sometimes in weeks.

That velocity leaves regulators chasing shadows. Thresholds in executive orders or white papers are outdated before the ink dries, and guardrails meant to reassure collapse before they are tested.26

For lawyers, that means we don’t get to play referee on the sidelines or while watching replays anymore. We’re more like air-traffic controllers, staring at a sky filled with hypersonic jets, trying to prevent midair collisions. Moore’s law has checked out, but our responsibility just checked in for overtime. Statutes, contracts, and compliance frameworks cannot be carved in stone; they must adapt at the pace of GPUs rolling off the line.

The AI race is not slowing. For lawyers, this is not an invitation to retreat. It is a summons to act. If compute is sprinting like Usain Bolt on rocket fuel, lawyers must redraw the track, call out the finish line, and steer clients clear of the collisions.

Moore’s law may be dead, but that only makes our role clearer: the faster the technology, the more the law matters.




Wired for Consequence: Lawyers as the Surge Protectors of AI

AI isn’t just powerful. It’s raw, unbridled voltage.

Think lightning bolt, not lightbulb. It’s beautiful but deadly. And it’s everywhere. This is the kind of kinetic chaos that doesn’t ask for permission before it arcs across the sky at a blazing hot 50,000 degrees.

It is easy to anthropomorphize AI into a needy people-pleasing summer associate or a shiny tool. Heck, I did that earlier in this very chapter because of the caliber of outputs some over-the-counter tech delivers. But that’s not the whole story. At least not always.

On the one hand, it is an eagerness to please a helper who needs more handholding than a preschooler to get from prompt to publication. But on the other hand, it is a live current that is capable of lighting up entire industries or vaporizing what’s in its path.

AI is sweeping through our world like a bull in the China shop, but the China is humankind. Each day, AI threads itself deeper into companies, classrooms, and courtrooms, with the grace of a plugged-in toaster haphazardly dropped into a bathtub.

Engineers flip every breaker they can reach. Executives wrap it in investor decks and wire it straight into decisions without so much as a vibe check. Regulators squint at schematics that change before the ink dries. And the public are walking barefoot on a wet lawn, staring up at the clouds, hoping the tingle we feel as the hairs on our arms raise is from the chill and not an impending strike of lightning.

Now, I do not say this to scare you but rather to excite you.

Because, although electricity has more destructive force than most people realize, we, as humans and legal safeguards, have tamed it. We converted it from destruction incarnate to being at our beck and call with the flick of a switch or “Hey, Alexa.”

If inventors, industry, and the inquisitors that make up our legal industry could combine forces to tame power that burns six times hotter than the sun and bend it to service humanity, there is hope for us to do the same with AI.

This time, everyone has drunk the hype Kool-Aid. Investors pumped over $250 billion into AI in 2024 alone, and the numbers are trending upward in 2025. AI titans like OpenAI, X, and Anthropic are racing to achieve Artificial General Intelligence and the Singularity as if their lives and stock prices depend on it. And the last line of defense for humanity, not to sound too dramatic, is the legal industry.

Someone has to be the surge protector for AI, and that someone has to be us.

When electricity first crackled into modern life, it didn’t arrive politely. It shocked people through walls, set factories ablaze, and electrocuted children through faulty sockets. And for a while, the public was terrified—not of the tech but of what happened when it ran unchecked. The lightbulb may have been Edison’s crowning achievement, but without a legal framework to protect the people using it, it was just another fire hazard.

So, legal stepped in.

The National Electrical Code, first published in 1897, didn’t come from scientists. It came from the need to stop the rising death toll.27 It was drafted in collaboration with engineers but enforced by city officials, building inspectors, and, you guessed it, lawyers. It codified everything from grounding wires to circuit limits. Suddenly, you couldn’t just string live wires across your attic and call it progress.

And as electrification spread, so did the lawsuits. Electrocutions, fires, and infrastructure failures all forced regulators to evolve. The Consumer Product Safety Commission28 didn’t emerge from corporate goodwill. It was a legal response to product liability claims and public outrage. Insurance companies refused to underwrite electrical damage unless surge protectors were installed.29

It wasn’t just invention that made electricity safe, it was legal intervention. Codes. Laws. Precedent. Enforcement.

Electricity didn’t change the world just because it was powerful. It changed the world because we figured out how to make it safe. That took more than genius. It took standards: wires, breakers, and regulation. It took lawyers to say: before we light up another city block, let’s make sure we don’t electrocute half of it.

We forget that. Just like we forget that not everyone who harnessed electricity won.

Nikola Tesla wanted to broadcast power through the air. Wireless energy, limitless reach; it sounded like magic. But it wasn’t safe. Edison’s system won not because it was better but because it was grounded and containable. It had rules, pricing models, and something everyone understood: a switch. The spark didn’t die. It got a circuit.

And now, AI is having its Tesla moment. It is wild, spectacular, and unstable. The voltage is magnificent, until it leaks a million medical records or drops a hallucinated clause into an SEC filing.

That’s why lawyers matter in shaping AI today, not as the department of no but as the architects of how. We are not the ones trying to shut down the grid. We’re the ones building the guardrails so it doesn’t melt through the floor. Without legal infrastructure, AI isn’t disruptive; it’s combustible, leading to an LLM that rewrites a privacy clause it doesn’t understand, a contract auto-filled with junk data that sends your client straight into arbitration, or a prompt that forgets the Fifth Amendment exists. When unchecked power surges through systems not designed to handle it, people get hurt. The AI wave is no different as we have seen time after time.

And that’s the paradox we own. We don’t want to kill the spark. But we do need to shape the circuit. Our job is to let the current flow without letting it scorch.



The Future of AI Is Lawyered

I would say it was ironic but we all know it was painfully predictable that pundits and writers wrote legal off as luddites. While analysts were drafting legal’s obituary at the hands of our robot overlords, legal pulled their chair up to the table of industry and started taking the lead. The profession most pundits predicted would be left in the AI dust is now writing the roadmap. Legal didn’t miss the AI train. We’ve been laying the tracks and perfecting our “all aboard.” While others panic over prompt hacks and logic stumbles, we already speak the native tongue of generative AI: structured thought, surgical language, and built-in BS detectors.

Look at how the legal world has always evolved. From typewriters to LexisNexis, from fax machines to eDiscovery, every step of the way, legal minds have absorbed technology and bent it to fit the profession’s demands. Generative AI might be bigger, faster, and scarier, but the pattern holds.

The lawyers who thrive today are doing more than adopting AI; they govern it. They draft the rules of engagement and write the codes of ethics. Long gone are the days of the Department of No for the savviest among us, replaced by the Department of How. We’re here to channel the current of progress without letting it scorch the system.

Generative AI cannot weigh fairness, equity, or human dignity. Lawyers can. Without legal professionals shaping governance, disclosure, and accountability, automation risks chaos. With us, it becomes stewarded transformation.

Precision in language, logical scaffolding, relentless issue-spotting, and ethical stewardship—these are not artifacts of a dying profession. They are the ingredients the AI ecosystem desperately needs. Without lawyers shaping how these tools integrate into law, we risk trading clarity for chaos and justice for expediency.




Déjà Vu, All Over Again

Despite all this breathless talk about unprecedented times, this is not legal’s first revolution rodeo. Every time the industry gets rattled, the cycle repeats. Panic, headlines, and then the lawyers get to work (and figure out how to bill for it).

When email first hit the stage, GCs ignored it, then they treated it like a ticking time bomb. Partners clutched pearls. Judges looked confused. BCCs felt like black magic. Metadata? That was witchcraft until it started taking down million-dollar verdicts with a single .pst.

From the printing press to the Internet, every wave of pandemonium has ended the same way; lawyers translating noise into precedent. The last word in this upheaval won’t come from code. It will be written in court, on the record, and corrected in red ink. That’s the thing about legal. When times get chaotic, we get busy.

This profession, for all its Latin and legacy, has always belonged to the ones who sign off when the dust settles, the ones who put their bar card on the line with every motion, not the ones who code the tools. AI doesn’t carry the risk when the court pushes back. We do.

The verdict hasn’t changed; the AI revolution is unstoppable but so are we.

So, turn the page. Theory hour is over. The Survival Guide starts now.
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Part III
Your Legal AI Survival Guide

Every revolution needs a field guide. Part III is where the panic stops and the upskilling starts. Now you enter the very practical part of the book, where I stop lecturing and give you some real tools. First, you’re going to read how to prompt like a lawyer who understands the power of language wielded like a scalpel. Next, a glossary is provided that doesn’t feel like a punishment for skipping CompSci in undergrad. Closing out the book, I have field notes from people living on the edge, the ones using their AI curiosity to get jobs worth explaining to family and friends. If you want to survive the GenAI shift but not sound like a vendor pitch or a slightly panicked boomer, this will be your new favorite section.






Chapter ELEVEN
The Prompt Primer: Lawyered Edition

Legal professionals have a leg up when it comes to mastering generative AI through language. But raw verbal firepower without a target is just shouting into the void: loud, dramatic, and useless. The real flex is learning how to aim it. This is where prompting enters the chat. It’s your targeting system for wielding words inside GenAI.

Maybe you’ve heard “prompting” tossed around and nodded like you knew or seen “prompt engineer” on LinkedIn and kept scrolling. The National Institute of Standards and Technology (NIST) defines prompts as “inputs to a generative AI system describing a task that the system should perform or the information it should respond to.”1 (Spoiler: that’s just a fancy way of saying “tell it what to do.”)

The not-so-secret weapon in GenAI is asking like a lawyer: specific, sharp, and impossible to misinterpret. Legal professionals can do that with their eyes closed.

When a partner dumps chaos in your inbox and says, “Fix this ASAP,” you don’t panic. Okay, maybe you panic a little. But then you spring into action, leveraging all your linguistic power to make sense of the ask, the context, the audience, and the desired outcome.

In this case, you are not talking with the terminator; you are briefing the world’s fastest, most literal, sleep-deprived junior associate—one who never asks follow-ups and executes exactly what you tell them—no more, no less. So, you’d better wield that syntax like a scalpel: sharp enough to cut through chaos and precise enough to leave no scar.

Once you harness your syntax savvy through prompting, those clever turns of phrase stop being decorative and start landing like closing arguments.


Anatomy of a Prompt

So how do you build a killer prompt? The same way you craft a winning brief: with razor-sharp language and zero patience for vagueness hiding in the footnotes. These seven steps are the cheat codes I use whenever I want AI to sound like a legal professional, not Clippy cosplaying as co-counsel.



What’s in It for Me (WIIFM)

If you hopped in a Waymo AI Taxi and never typed a destination into the app, it would happily drive you in circles until the tank runs dry without a destination. Tell it where you’re headed, and suddenly you’re not stuck in Jersey when you meant to be in Manhattan. Generative AI works the same way. Without a goal, it will churn out content that looks busy but heads nowhere.

That is why every prompt begins with the why.

Before you type a single word, decide what you want the output to accomplish. Are you solving a problem, shifting behavior, or keeping a client from firing you after a disastrous ruling? A motion meant to persuade a judge should not read like a client update drafted to stop a GC from hyperventilating. A training outline for summer associates should not sound like the email you write to calm a partner who treats “missed deadline” as a synonym for “career-ending disaster.”

Clearly stating the why helps the system choose the right words, the right format, and the right tone to hit your target. It is your secret weapon to keep the model locked on the goal instead of veering off into a peanut butter sandwich in a VCR tangent. Unless, of course, your goal is to create comedic gold.

So how do you pin it down? Think like a trial lawyer lining up exhibits:


	Set the objective: Do you want to persuade, entertain, reassure, defuse, or inspire?

	Identify the audience: Who is on the receiving end—judge, general counsel, jury, or LinkedIn lurkers? Each demands a different voice (discussed in more detail in the “Audience: Who’s in the Jury?” section).

	Define the outcome: What do you want them to think, feel, or do once they finish reading?

	Pick the frame: Decide whether the output needs to be urgent, calm, witty, or rally-the-troops inspiring.



Generative AI can mimic form, but only your intent locks in function. The why sets tone, pacing, and direction. Skip it and you get words that sound like busywork. State it and you get output that reads like a trusted second chair who knows exactly what the room needs to hear.

Your why is the anchor. Spell it out or risk ending up with the AI equivalent of a cab ride to nowhere.



Persona: Who Are You?

Much like the smug blue caterpillar in Alice in Wonderland, prompting begins with the existential crisis and a question.

“Who are you?”

If your answer is “friendly assistant,” you have missed the mark. These models are eager copycats and people-pleasers, but they are not as clairvoyant as Miss Cleo. Then again, given Miss Cleo’s own run-ins with the FTC over false advertising, maybe the resemblance is closer than we realize. Either way, without clear direction, the models default to Siri attempting a closing argument, and no one wants that hot mess on the record.

Think of persona-building like your opening statement: it frames the case before the first piece of evidence lands. When you design a persona, you are dictating how the model reasons and responds. Sometimes it starts with age and title. Other times geography does the heavy lifting, like adding a Southern drawl or stiff British vowels. Tone sets the mood, humor keeps the whole thing from sounding like CLE slides, and expertise sharpens the blade. Don’t forget to pick the right register or delivery style, because that is what decides if your AI shows up in sweatpants, sequins, or a three-piece suit.

When using a persona, you can keep it simple or layer it. With a few keystrokes you can pivot from a litigation partner who knows what metadata is to a battle-hardened trial lawyer wielding a red pen like a sword. Feeling mischievous? Go off-script and ask the model to explain the rule against perpetuities like your drunk uncle at Thanksgiving explaining crypto.

Don’t be afraid to mix it up!

Flip the script. Iterate. Half the fun is watching it lurch from velvet robes to biker-bar sarcasm in the span of one prompt. I rotate personas as often as I change blazers (not just because my photo could sit next to the Wikipedia entry for ADHD). Sometimes the model is a pink-sequin keynote speaker; other times, it is an exec trying to make my email 37 percent less snarky.

These variables combine to set the rhythm, sharpen the tone, and guide the precision. Nudge them carefully, because a small change can redirect the entire argument. A strong persona is the difference between your AI sounding like Alexa while speed-reading the dictionary versus sounding like a damn good second chair.

To make this less abstract, Exhibit 11.1 breaks down the key variables I use to shape personas when prompting generative AI.


Exhibit 11.1 Core Persona Variables for Generative AI Prompts





	Factor
	Why It Matters
	Example Applications





	Role/title
	Defines authority, lens, and responsibilities the model should adopt.
	Senior associate in litigation, GC of a startup, first-year summer associate



	Domain expertise
	Narrows vocabulary and depth of knowledge for subject matter accuracy.
	Antitrust expert, eDiscovery specialist, tax attorney



	Age/career stage
	Shifts perspective, tone, and experience level.
	Seasoned partner vs. new graduate with fresh energy



	Geographic/cultural context
	Adjusts dialect, idioms, and worldview to ground the voice.
	Texan drawl with plain talk vs. London barrister formality



	Tone and style
	Governs irreverence, buttoned-up professionalism, or academic precision.
	Pink-sequin keynote speaker vs. professorial SME with a chip on their shoulder



	Formality level
	Sets register and rhetorical stance.
	Scathing Supreme Court dissent vs. client briefing in plain English, no Latin



	Humor/edge factor
	Adds flavor, cheek, or restraint depending on persona goals.
	Snarky C-suite exec vs. deadpan law professor vs. your drunk uncle at Thanksgiving



	Pace and energy
	Influences rhythm and delivery style.
	Fast-talking trial lawyer in closing vs. meticulous contract drafter dissecting clauses









Audience: Who’s in the Jury?

A brief written for everyone convinces no one. Prompts are no different. Everything you ask generative AI to create will have an audience; it may be you, a client, a peer, or even the jury. You can use similar characteristics to persona as levers to tell the technology who they are crafting the output for. As with persona, understanding who you want to receive the output also helps determine word choice, jargon, subject matter expertise, and tone of the output.

When I ask GAI to create content for my LinkedIn network, a judge, my wet behind the ears intern, or a room of legal technologists, the outputs vary based on the characteristics of each audience in the same way you’d adjust tone for a judge versus a client.

Asking the model to write for lawyers curious about AI sounds nothing like drafting a cease and desist for a counterfeit sneaker shop. One calls for wit, optimism, and a dash of sparkle. The other calls for teeth bared in legalese sharp enough to make the recipient sweat through their knock-off Jordans. Shift the audience again to a LinkedIn post, a client update, or a motion for summary judgment, and you’ll watch the voice pivot every time. Audience isn’t a side note. It is the deciding factor in whether the output feels like a pep talk, a threat, or a judicial order.

Prompts live or die on audience calibration.

Exhibit 11.2 captures the core variables that determine how your prompt should shift tone, detail, and delivery, depending on who you’re writing for.


Exhibit 11.2 Core Audience Variables for Generative AI Prompts





	Factor
	Why It Matters
	Example Applications





	Professional role
	Shifts expectations for expertise, detail, and tone.
	Judge vs. client vs. LinkedIn network



	Knowledge level
	Determines jargon, explanations, and references.
	General counsel vs. junior associate vs. lay client



	Purpose of communication
	Shapes persuasion, clarity, or technical rigor.
	Persuasive brief vs. client update vs. conference keynote



	Formality expectations
	Dictates register and style.
	Court submission vs. email update vs. LinkedIn post



	Cultural/contextual norms
	Aligns with local, regional, or professional expectations.
	U.S. litigation memo vs. UK barrister opinion



	Risk sensitivity
	Adjusts cautiousness, precision, and hedging.
	Internal draft vs. regulatory filing vs. marketing copy



	Tone calibration
	Infuses seriousness, levity, or cheek as appropriate.
	Somber compliance notes vs. cheeky blog vs. polished client alert









Define the Task: What’s the AI Making?

The first question you should ask yourself when crafting a prompt is the most basic one: what exactly do you want the AI to create, analyze, or uncover?

Precision is critical because if you are vague the system will make a random guess. These tools are golden retriever puppies: overflowing with enthusiasm, desperate to please, and utterly lost without clear direction. Clarity is currency.

When looking to effectively collaborate with generative AI, you must understand exactly what you want the AI to do and clearly explain it in the prompt. And trust me when I say these tools have far more range than you think.

GenAI is more than a parlor trick for poems about cats in space or late-night psalms about peanut butter sandwiches in a VCR, though I’ve lost more hours than I care to admit doing exactly that. It is closer to the Swiss Army Knife associate, the one forged in the fire of airborne staplers and “constructive feedback” that would make HR twitch, which is why you cannot toss it vague prompts and expect brilliance.

Treat the task like a case memo you would hand a junior on their first big assignment. Be explicit about the work you want: memo, checklist, or draft argument. Spell out the form so it knows whether to give you bullets, a flowing narrative, or a side-by-side redline. Nail down the purpose so it can highlight risks, persuade a judge, or translate those Latin-stuffed clauses into something a client can read without Advil. When you set the terms with the same surgical precision you expect in court, the output stops reading like a recycled template and starts sounding like a second chair who knows which landmines to avoid.

Set the terms with surgical precision and the output will read like a Law Review article. Get lazy and you will get generic, worthless AI word salad. Ask, “draft a memo,” and it will stumble. Ask, “draft a memo flagging three risk areas in this merger agreement,” and suddenly it starts sounding like counsel who bill at $750 an hour.

Exhibit 11.3 breaks down the core capabilities and shows how they translate into legal applications.


Exhibit 11.3 Core GenAI Capabilities and Legal Applications





	Core GenAI Capability
	What It Does
	Legal Applications and Examples





	Summarize and distill
	Boils oceans of text into a page you can read before your coffee cools.
	Case law digests, deposition summaries, highlights from a 200-page merger agreement, client quarterly reports



	Draft and generate
	Spins out first-pass content so you can focus on strategy instead of footnotes.
	Motions, contracts, jury instructions, client FAQs, closing checklists



	Rewrite and refine
	Adjusts tone, polish, and formality for the right audience.
	Turning regulatory jargon into plain-English client alerts, converting a memo into an internal FAQ, shifting snark into boardroom-ready polish



	Classify and organize
	Tags, clusters, and structures sprawling data without needing an intern army.
	Privilege logs, discovery clustering, search term groupings, thematic issue mapping



	Translate and transform
	Converts languages, registers, or cultural flavors while keeping meaning intact.
	Cross-border contract clauses, translating compliance rules into executive summaries, adapting for regional slang



	Visualize and present
	Turns text into something you can see, pitch, or teach.
	Client pitch decks, training outlines, litigation timelines, thematic heat maps



	Interact and explain
	Answers questions or teaches step-by-step, with tone to match.
	Mock cross-examinations, “Explain Like I’m Five” summaries, teaching outlines for junior associates










Stepping It Up

How do you eat an elephant? The same way you survive a 3,000-document doc dump: one bite, or byte, at a time. Even the most complex tasks become manageable for AI once you slice them into bite-sized pieces.

Lawyers already work this way.

No partner hands a first year a 40-page brief and says, “figure it out.” The assignment is broken into issue spotting, source pulls, and draft arguments. Discovery runs the same play: collection, culling, and review. Use that playbook when prompting. Solve big problems as a sequence of small, unambiguous tasks.

Ask a system to “write a client memo” and you will get navel-gazing at best and AI-generated word salad at worst. Ask for “six sections with headers, bullets, and one spicy takeaway on emerging AI regulations in Prague,” and the output starts to look publishable.

The same approach lifts core legal work. Building deposition questions? Start with claims and defenses, expand into analogous fact patterns, and then tailor by witness. Reviewing a contract? March the model through definitions, obligations, and risk; then ask for a summary. Tackle one step at a time, apply human judgment after each step, and the final product will outclass any set-it-and-forget-it draft.

When I want help on a white paper, I do not start with “write a white paper.” I start with ideas: generate key issues and A/B test titles, choose an outline with word counts, draft one section at a time, and then finish with a pass that tightens tone and citations. Same topic, different result, because the steps force quality.

Skimp on task detail to “save time” and you will spend twice as long course-correcting while the model guesses at your intent. Dump chaos into a prompt and it hallucinates like a summer associate bluffing a case skimmed on Westlaw. Feed it a sequence and it performs like a well-coached associate gunning for partner.

Breaking a task down is not dumbing it down. It is lawyering with a scalpel instead of a sledgehammer. Skip the structure and the model thrashes. Provide steps and it sharpens. AI does not need brilliance; it needs breadcrumbs.

The approach you take to breaking down task for AI impacts quality of output. I recommend following the approach outlined in Exhibit 11.4 to break down complex tasks into manageable, buildable workflows with AI.


Exhibit 11.4 Task Chunking Methodology





	Step
	What to Do
	Why It Works





	Scope the beast
	Define the outcome: motion, cross, client alert.
	Without scope, you get spaghetti, not substance



	Slice the work
	Break into natural cuts: issues, facts, arguments.
	Smaller bites mean fewer mistakes



	Feed specifics
	Give concrete tasks, not vague verbs.
	Details kill guesswork



	Build sequentially
	Stack outputs like LEGO blocks.
	Keeps the structure intact



	Quality check
	Review each chunk as you go.
	Saves hours of rework later



	Stitch and sharpen
	Merge, smooth, and edit with judgment.
	The scalpel beats the sledgehammer








Context Is King

LLMs are like a Harvard Law School valedictorian on day one as a summer associate: overconfident because they have read every book in the law library. They’re brilliant and fast. They are always ready with an answer but often wildly off-base without the specifics only you know. They’ve digested mountains of text, but none of it includes your case files, your partner’s quirks, or the overcaffeinated brain trying to keep the whole thing stitched together.

These models grasp the math of language, not the blood and guts of your case. The nuance? The stakes? That is where you step in. Feed them the quirks of the deal, the scar tissue from that one merger gone sideways, and the gossip muttered after a deposition. If you want customization, give it substance. Tell the model the deal crosses borders. Mention that your GC goes full hives-and-hemlock at the sight of Latin—oh, and that the deadline was yesterday.

When we talk about context in prompting, we mean the stuff the model never saw during training. Defined as “external information or additional context that can steer the model to better responses,”2 it’s background that guides the model toward something useful instead of something vague.

It’s the details that make the difference. Think facts, precedent, audience quirks, and jurisdiction. Whether you’re writing for a judge, a client, or your most cynical LinkedIn lurker, the model needs a compass. If you want output that looks like a memo and not a ransom note, you’ll need to point it in the right direction. Context isn’t a garnish. It’s the main course.

Context comes in many flavors and lawyers should get fluent in them all:


	Case-specific facts: Dates, parties, and procedural posture.

	Institutional knowledge: Your firm’s drafting style, scars from past matters, and the quirks that make your GC break into hives.

	Audience expectations: What you write for a judge will not work for a regulator or for LinkedIn lurkers.

	Jurisdiction: This adds another layer since Delaware law, UK arbitration, and SEC filings all play by different rules.


Start with the details that change the outcome: the facts that matter, precedents that shape case strategy, and the deadline that already passed. And remember, context should sharpen the output, not spark a malpractice claim. If it’s privileged, keep it out. Think strategy memo. Not war room group chat.

And finally, there’s a balance to strike. Context follows a Goldilocks rule. Use too little and you get vague prose, like a 1L bluffing through a cold call. Include too much and the model drowns in trivia, missing the point entirely. The sweet spot is just enough to steer the model without swamping it.




Tone-vibe Prompting

When people talk about prompting, they often focus on the mechanics; facts, citations, and formatting. But tone is where the magic lives. It’s the difference between sounding like a bored associate droning through boilerplate and a voice that makes your reader sit up and think, “Wait, who wrote this?”

Tone is not garnish; it is the steering wheel. Left alone, generative AI defaults to the middle of the road, producing copy as memorable as a hotel lobby carpet. To pull it into your lane, you have to program the vibe. One way is with adjectives that serve as mood thermostats. Ask for cheeky, wry, punchy, or professorial, and suddenly the model shifts from bland to distinct.

Another way to shape voice is with mashups. “LegalTech meets Vogue” or “Law Review edited by Rolling Stone” gives the machine a sense of style that pairs authority with flair. You can also call your audience by name. A prompt aimed at LinkedIn lurkers should not read like a motion to dismiss, and if you want something that speaks to associates working at 2 a.m., you need to tell the model that.

Cultural anchors and energy verbs add more texture. Compare your tone to a Supreme Court opinion rewritten by Tina Fey or tell the model to riff, spar, or banter instead of merely explain. Even the format can change the rhythm: ask for a zinger to close or a sly aside mid-paragraph, and the prose comes alive. And do not forget the power of telling the AI what not to do. If you forbid jargon, influencer clichés, and drone-like filler, you create space for an actual human-sounding voice to shine through.

Tone is the seasoning lawyers always forget to add when cooking up prompts. Skip it, and you’re serving plain oatmeal. Sprinkle the right words and suddenly your AI sounds like a sharp associate with personality instead of a beige filing cabinet on autopilot. The cheat codes outlined in Exhibit 11.5 are how you crank the thermostat from “meh” to “memorable.”


Exhibit 11.5 Methods to Inject Tone Into Prompts





	Move
	What to Do
	Why It Works





	Adjective nudges
	Style-setters like wry, irreverent, punchy, glamorous, professorial, snarky.
	Acts as a thermostat for mood.



	Comparative mashups
	“Write like LegalTech meets Vogue.” “Think Law Review footnotes edited by Rolling Stone.”
	Combines authority with flair.



	Audience pivot
	Name who it’s for: seasoned litigators, LinkedIn lurkers, exhausted associates at 2 a.m.
	Voice shifts when audience is clear.



	Cultural anchor
	Reference points: a Supreme Court opinion written by Tina Fey, channel the chaos of succession but make it eDiscovery.
	Sharpens tone through cultural shorthand.



	Energy dial
	Use verbs with spark: swagger, spar, banter, riff. Swap “explain” for “riff on” or “spar with.”
	Gives prose pulse instead of drone.



	Format tweak
	Cue rhythm: A zinger to close, a sly aside mid-paragraph, a punchy one-liner opener.
	Forces varied pacing.



	Permission slip
	Guardrails: Avoid corporate jargon, skip influencer clichés, no AI-drone filler.
	Keeps voice sharp, not generic.






Some words are cheat codes for tone. Drop them into a prompt and they bend the output instantly. They aren’t decoration; they’re direction. Use the Cat-approved levers listed in Exhibit 11.6 to flip the prose from beige compliance into sharp, memorable copy.


Exhibit 11.6 Cheat Codes to Inject Tone





	Word
	Why It Works





	Cheeky
	Playful authority, smirk-built in.



	Punchy
	Tight, zinger-driven prose.



	Irreverent
	Skeptical, unafraid to poke sacred cows.



	Wry
	Dry wit, understated humor.



	Snappy
	Fast-paced, crisp rhythm.



	Sardonic
	Darker humor with edge.



	Glamorous
	Stylized, elevated sheen (works with LegalTech meets Vogue).



	Swagger
	Confident, stylish authority.



	Crisp
	Polished without sounding generic.



	Zesty
	Adds a weird but vivid punch (works when you want unexpected flavor).



	Mischievous
	Playful but subversive.



	Incisive
	Razor-sharp precision, good for legal analysis.



	Biting
	Adds teeth, critical energy.








Iterate, Don’t Abdicate

Generative AI will make you feel dumb when you begin using it. That’s the dirty secret. And let’s be honest, the last thing any gunners from law school (like yours truly) or the partners in corner offices from K Street to Chancery Lane ever want to feel is dumb.

I get it. You spent years sharpening your brain on Black Letter Law and outlines scarred by a thousand highlighters. Now an unassuming little text box sends you straight back into those BARBRI fever dreams of the bar exam.

But as uncomfortable as this feels, it is not a failure. And you are not the only one feeling this way.

The misfires aren’t proof you broke the tool. They are proof it is working. You see, iteration isn’t a glitch hiding in the code; it’s the only way through. Each round is less about training the machine and more about breaking your habit of expecting magic on the first try. It’s teaching yourself how to ask sharper questions to get sharper results.

The problem lies in people thinking AI is an easy button or a one-shot question and answer tool. But it’s closer to deposition prep than Google. The first hour feels pointless. The witness fidgets, the partner sighs, and you start plotting a fake fire drill or a sudden “client emergency” to get out of the room. Then round three hits and the answers tighten. Prompting feels the same. The awkward drafts are not failures; they’re the bumps and bruises you earn before it gets good.

Over time you start collecting hacks: a phrase that worked once, a structure that somehow unlocked clarity, or a weird prompt you swore you’d never forget and promptly did. You jot them in a battered notebook or a poorly formatted spreadsheet, and little by little, the time you languish in prompting purgatory shortens. The model stops sounding like Wikipedia with a head cold and starts echoing the picture you had in your mind.

Learning to prompt is like learning to walk. You lurch forward, trip, curse under your breath, maybe cry a little, and then wobble on. Sometimes it’s gold, but other times, it’s garbage. And every so often the model decides to write an amicus brief in iambic pentameter, just to keep you on your toes.

And if it does, laugh, reset, and remember the only real failure is expecting an easy button.




Prompt Perfect, Every Time

Prompting is not sorcery, but with the right moves, you can still feel a little like Dumbledore waving a well-aimed wand. Lawyers already live in a world where language doubles as weapon and shield. Generative AI simply hands you a sharper staff to swing.

If you use the methods outlined in this primer, the learning curve shrinks dramatically:


	Set a clear why

	Define persona

	Define audience

	Explain the task

	Break the task into steps

	Give context

	Set the tone

	Iterate


Prompting isn’t about chasing some hidden formula. Skip a step and you may find yourself circling longer than you’d like, but the system won’t collapse, and neither will you.

You’ve already endured BARBRI fever dreams, partner tirades, and client emergencies splashed across the press. Compared to that circus, mastering prompting is a walk in the park.

Download a free Prompt Engineering 101 for Legal eBook I wrote at this link: https://tinyurl.com/TheTechnoCat.



Notes


	1 The National Institute of Standards and Technology. (NIST). “AI Risk and Threat Taxonomy,” March 20, 2024, https://csrc.nist.gov/csrc/media/Presentations/2024/ai-risk-and-threat-taxonomy/Vassilev-Day1-AI_Risk_and_Threat_Taxonomy.pdf (accessed 1 October 2025).

	2 Prompting Guide. Elements of a Prompt. Prompting Guide (accessed 27 August 2025). https://www.promptingguide.ai/introduction/elements.









Chapter Twelve
Your Legal AI Rosetta Stone: Comprehensive AI Glossary for Legal

When it comes to the AI renaissance, it is about more than just a technological transformation, it is also a linguistic one. With the rise of GenAI, legal professionals are being dropped into a brave new world where half the battle is just decoding the buzzwords. Words that once belonged to data scientists, sci-fi writers, and hoodie-clad engineers are now showing up in CLEs, board meetings, and yes, your inbox.

There is an entire lexicon swirling around AI that feels daunting.

Even lawyers fluent in Latin and battle-tested in cite-checking are finding themselves blinking at phrases like “diffusion models,” “RAG pipelines,” or “hallucinated precedent,” wondering if someone swapped their Black’s Law Dictionary for a startup pitch deck.

That’s where this glossary comes in. It’s designed for the curious, the cautious, and the utterly overwhelmed. This handy glossary breaks down even the most complex AI concepts and terms into a format even a self-proclaimed legal luddite can grasp. Whether you’re managing a team, writing policy, redlining vendor contracts, or just trying to keep your GenAI intern from embarrassing you in front of a judge, this is your field guide. Less “trust the tech,” more “understand what the hell it’s doing.”

Keep reading. The robots aren’t going to explain themselves.



A


	Active Learning

	Think of active learning as when AI behaves like a junior associate with initiative, learning faster by asking questions. Active learning is a training method whereby the system doesn’t passively absorb data but selects the examples it’s most uncertain about to learn from next. It prioritizes ambiguity, asking for human input on the trickiest cases to sharpen its performance. In legal, it shows up in TAR workflows where the model keeps refining relevance rankings as more human-coded documents are fed in. Less brute force, more Socratic method with fewer lattes.

	Adversarial Attack

	Picture your opposing counsel presenting your AI with a seductively warped hypo that will cause it to stumble. That’s what an adversarial attack looks like. These inputs are specially prepared with finesse so that they can baffle a model into returning an incorrect response, revealing just how fragile some systems can become when treated to subtle mischief. In the worlds of law, this impacts everything from cybersecurity audits to risk disclosures. If your artificial intelligence tool can be sandbagged into labeling a privilege doc as spam or condensing the inverse of a clause, then you’ve just created a problem that’s worth lawyering.

	AI Governance

	Who babysits the bot? Who keeps the algorithm from perjuring itself in a footnote? AI governance is the internal processes of oversight, accountability, and record-keeping for the bots. It specifies how artificial intelligence is being developed, rolled out, and audited. Not red tape at all. It’s what helps your firm avoid unwittingly infusing bias, hallucinating precedent, or ending up on the front page due to putting your blind trust into a black box. This framework covers everything from data sourcing and model selection to human oversight, risk disclosures, and how often the model gets checked for drift. In legal, governance turns GenAI from a novelty into something trustworthy.

	Algorithm

	Think of this like the recipe book for the robot. It doesn’t make cookies, but this one selects what contract clause to adopt, what email to discuss, or what grade your motion to compel should receive. An algorithm means a set of established directions a computer follows when it needs to come up with a solution or make a choice. In GenAI, it teaches the system how it should anticipate the next word, summarize a clause, or identify a document that might be covered by privilege. Every AI system that a jurist touches operates on algorithms, from the humble keyword sorters to neural networks constructed like a Russian nesting doll structure of mathematics.

	Alignment

	How do you make sure your AI doesn’t turn into HAL 9000? That your AI doesn’t develop a god complex while writing up contracts? That is where alignment comes in. In AI, alignment means ensuring the model’s goals, behaviors, and outputs match human intentions and ethical norms. It’s the task of modeling models to be consistent with legal ethics, business limitations, and sheer common sense. This is ground zero for legal AI ethics, regulation, and the “who’s liable when it goes rogue” debate. From hallucinated case law to tone-deaf risk assessment, alignment where legal ethics and machine reasonableness conflict.

	Anonymization/De-identification

	Think of this like clean-sweeping party names and other identifiers without losing the plot. This is the act of obliterating or obscuring personally identifiable elements in a dataset so people can’t be connected with the data. De-identification obscures it sufficiently to evade flagging by privacy sensors. Anonymization erases it clean. Whether you’re harmonizing with GDPR, working around CCPA, or formatting training data for that new objet d’art AI device, this is your first defense line. The law of privacy doesn’t give a hoot if the model doesn’t spell your name. It’s concerned if it retains it.

	API (Application Programming Interface)

	The polite translator between your app and someone else’s data brain. An API is a group of protocols that allow two programs to communicate with one another without losing the entire planet. One asks something and the other answers, hopefully in something more than JSON tantrum. This is how GenAI integrates with your beloved legal tech. Whether its annotating docs, contract summarizing, or extracting metadata out of a DMS, APIs do the heavy lifting in the background. They don’t hire by the hour, but they get to work like they ought to.

	Artificial General Intelligence (AGI)

	This is not your average contract parser or hot doc finder. This is the dystopian intern who can recite Kant, write a cross-motion, yet perhaps get your order correct when ordering coffee … maybe. AGI stands for a yet theoretical kind of AI that can approach any intellectual task a human can do on any subject without any prompting or training data. It’s regarded as a holy grail by some, while others view it as a doomsday call. The buzz has already made its way into risk registers, vendor agreements, and hypothetical discussions in boardrooms. Because as soon as your tools begin acting like a partner, the question becomes: who gets disbarred when this whole mess heads south?

	Artificial Intelligence (AI)

	An overused buzzword so much that it’s background clutter these days, AI refers to the imitation of aspects of human intelligence, such as word association, analyzing, and reasoning, or identifying patterns amid a torrent of data. However, this takes a twist: by the time legal teams could employ AI to generate poems or induce existential dread, they had already been working with it for ages. Risk scoring? Predictive coding? That’s vintage AI working in the shadows. It’s a large tent. Some tools merely sort your search results, but then GenAI came along and bulldozed the door down, asking for a deposition seat. All of these are under one AI umbrella.

	Augmented Intelligence

	Think Ironman not Terminator. This type of technology isn’t about displacing lawyers; it is built to make human judgment faster, sharper, and more scalable. Augmented intelligence turns the focus away from substitution toward enhancement. It highlights how tech can boost human judgment rather than push it aside.

	Automated First-pass Review

	This is where GenAI aspires to do the heavy lifting before the lawyers get a sweat on. Consider this your frontline AI for reviewing documents. It’s the initial glimpse at what could be privileged, responsive, confidential, or just digital clutter. It’s quick, efficient, and it doesn’t complain about deadlines or billing hours. GenAI can scan thousands of documents in minutes and flag those that warrant further consideration. It is a big time-saver when you’re working with bulk, but remember, humans need to be in the loop. GenAI can help. Lawyers stay in charge.
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	Bias (AI Bias)

	Bias is the quiet saboteur that slinks through the back door and rewrites the rules while no one’s watching. Unlike its flashier cousins, bias doesn’t scream. It whispers; subtly steering decisions, replicating old injustices, and giving the illusion of neutrality while doubling down on inequality. And the worst part is that most folks don’t even see it until it’s already baked in. Bias happens when AI systems reflect or amplify unfair patterns in their training data. AI doesn’t exist in a vacuum; if the data it is trained on contain inequities or prejudices, AI bakes that unfairness into its outputs. The math might look neutral, but it’s simply repeating patterns from flawed data. And it does not stop at skewed data: AI systems themselves can perpetuate bias, as can the humans interpreting the output.

	Black Box

	That moment when “trust me” by AI brings back memories when you used to get sanctioned. A black-box system is one where it is not readily apparent why it arrived at its decision. You put a question in. You get an answer back. What did it do in between? Who knows? For the lawyer, this is a big flashing red light. If your AI recommends a privilege call or vomits up a damages estimate and you can’t back up the reasoning, it’s not only confusing, it’s dangerous. Ethics standards, client requirements, and most judges don’t react well to “because the algorithm instructed me so.”

	Burstiness

	How can you tell a lawyer wrote it and not a robot with a style guide? Burstiness. This is the natural variation in sentence structure and pacing that gives writing its human feeling. We naturally combine staccato and spirals, whereas machines tend to drone in a repetitive pattern. When prompt engineering, you can direct the model to increase burstiness to break up that robotic drone. It will not make the model more intelligent, but it may fool the detectors and sound more like a person who’s litigated.
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	CAL (Continuous Active Learning)

	The one reviewer who learns something on behalf of your feedback, retains every redline, and becomes sharper yet longer after the juniors close up shop. CAL is a machine learning process employed in modern eDiscovery that refines its relevance knowledge continually as it inspects every document a human considers. Unlike traditional TAR methods that set up the system in batch-wise static training, CAL continually learns as it proceeds. The more docs you process, the more assuredly the system forecasts what’s relevant.

	Chain-of-thought (CoT)

	This is like having your GenAI reason like a lawyer rather than guessing like it’s on a caffeine high. Chain-of-thought requires the model to reason its way step by step before providing an answer. Rather than jumping to a solution, it spells out each logical step. The approach doesn’t make the model more intelligent, but it makes its response more trusting, challenging, or debuggable when things get strange. Get it to interpret a contract clause, dissect a court opinion, or tell you how it came up with an answer. Whether the reasoning self-destructs halfway around the block or not, you’ve identified the problem before it arrives in a motion.

	Chatbot

	This is your company’s forever courtesy-tempered receptionist that doesn’t sleep and sometimes invents things. A chatbot refers to software that can mimic communication by chatting back and answering questions without human intervention on the other end. In the legal context, chatbots will more frequently appear on firm web pages, intranet knowledge bases, and client intranets. Chatbot tasks might include managing intake, FAQ triage, and serving long before a matter reaches a lawyer’s inbox. Don’t be fooled by the warmth, however. A self-directed chatbot without no guards can easily go over the edge into the unauthorized practice of law. When it begins to interpret terms of contract or offer commentary on liability, it’s not a tech glitch. It’s an ethics bomb just waiting to explode. Chatbots can assist. Lawyers will still be in charge.

	ChatGPT

	Let’s be honest, this is probably why you bought the book. ChatGPT is OpenAI’s generative model that has sparked the generative AI renaissance and an identity crisis for lawyers. It’s founded on a large language-trained model that can anticipate the next word. It doesn’t truly make sense, but it absolutely appears that way. It can create contracts, compile a compendium of case law, rephrase your email in more serious tones, or describe indemnification as if it were a fairy tale. In law, ChatGPT is the internship candidate you didn’t hire but can’t ignore now. It’s speedy, eloquent, and sometimes full of hot air. At its best, it’s a research sidekick, drafting assistant, and strategic sounding board. At its worst, it’s a speedy path to sanctions and a leading role in your next malpractice CLE.

	Clustering/Cluster Wheel

	Concept clustering tools, such as Brainspace, apply unsupervised machine learning algorithms to cluster documents by conceptual similarity. That is, clusters are created based on common context or an underlying theme in the word choice. Frequently depicted as vibrant wheels or heatmaps, these clusters enable reviewers to identify trends ahead of time, quickly bring out important documents, and navigate beyond traditional keyword search boundaries. It’s like locating the hot spot in a data haystack without having to examine it line by line.

	Conceptual Search

	Conceptual search applies AI to search for documents by meaning, or gist, rather than by exact-matching words. It doesn’t search for exact phrases like a Boolean bulldog but instead seeks patterns, context, and semantic resemblance. It’s like your search engine with a JD and a thesaurus, attuned to grasp legal nuance even when the language varies. In eDiscovery, this is where you discover that one custodian never uttered “merger” but wrote emails about “our little backroom integration plan.” It brings up smoking guns you couldn’t assign a name to. And in a GenAI world, it’s what makes search a heck of a lot less like document bingo and a lot more like smart triage.

	Constitutional AI

	Since sometimes your computer requires a Bill of Rights taped to its brow. Constitutional AI is a system for training language models on a set of inscribed principles or values. Think of it as an internal rulebook of sorts, informing their behavior. Rather than being trained only on human feedback to responses as “good response” or “bad response,” the model learns to judge itself under constitutional-type rules, such as don’t lie, be useful, or remain ethical. It’s like installing a small compliance officer-instrument within the AI, one that catches its own errors before a prompt reaches the news circuit. In law, it adds another level of explainability and believability. If your model is condensing contracts or weighing risk, recognizing that it’s been trained on self-correcting around fairness and factual accuracy is a benefit, not merely a PR stunt. Do not confuse it with the real Constitution. This one will not get you out of court but perhaps salvage your AI against crashes, with a deposition summary that includes fictional case law.

	Context Window

	The memory span of an AI. Or why it will forget that first-half-of-your-pose that you told it halfway through a motion draft. The context window refers to the amount of text an LLM can process concurrently when creating a response. It’s akin to the short-term memory for AI—what you’ve told it so far, the docs you’ve copied in, and the instructions you’ve provided need to be contained in that space. Overgo the limit, something’s cut off. Often, that’s the part you required, or maybe that is just what it feels like when you are in a crunch! In legal workflows, this makes a difference. Bring in a 200-page contract and request a summary, and the model will only remember the middle. In more recent models that extend context windows by hundreds of thousands of tokens, this constraint is becoming less significant. And in law you forget at your peril—blow a clause, miss a cite, or hallucinate a holding that was never there.
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	Data Labeling

	If the AI is the sidekick, this is the partner jotting down notes in the margins to educate it on what counts. Data labeling involves the process of labeling raw data so that a machine model can be trained from it. That means labeling documents as “responsive,” “privileged,” or “contains PII”; applying categories; or appending metadata that informs subsequent prediction. In legal workflows, tagged data teaches models how to sort, prioritize, and classify, much like an attorney who has billed 2,000 hours in document review. It’s tedious, repetitive, and extremely important. Miss a tag and your AI will alert the client to gossip over the bombshell on the merger. Done correctly, it transforms a mountain of ESI into something usable.

	Deep Learning

	The reason why your computer appears intelligent-sounding, confident-appearing, yet could overlook an important clause. Deep learning is a form of machine learning that utilizes stacked neural networks to interpret data and make forecasts. Information passes forward by processing each layer in the network until its output, developing an interpretation chain that becomes more menacing to interpret as it advances. “Deep” simply refers to the many layers that create the computing capability in GenAI.

	Deepfake

	A hyperreal falsehood constructed out of pixels. And yes, opposing counsel can generate your client’s voice uttering a confession. A deepfake is a synthetic file of media, typically an audio or video recording, created by deep learning algorithms that can convincingly reproduce a real human’s face or voice. It mimics the expression, tone, and cadence in an attempt to make something appear real that isn’t. In court processes, deepfakes raise red flags when they show up in fraud cases, authentication protocols, and digital evidence analyses. They make lawyers question everything, from deposition videos to social media evidence. Establishing reality becomes just as important as making an arguable relevance as generative utilities become stronger and more accessible.

	Diffusion Models

	AI that learns by breaking an image, then reconstructing it from stasis. A diffusion model learns by being fed actual images, applying layer after layer of noise until they’re no longer readable, then it learns how to reverse the damage. After it becomes proficient at fixing things up, it can play that trick backward in order to create new images out of nothing but mathematical haze. It’s the power source for those otherworldly, realistic AI images that just keep cropping up in your feed. It’s also what powers false evidence, fake media, and copyright anarchy with a clicker device. When someone throws a “photo” into your discovery set, don’t merely verify the metadata. Ask if the scene actually existed in the first place.
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	Early Case Assessment (AI-enhanced)

	The AI-assisted moment you pop the hood on a matter to see if you’re dealing with a fender bender or a five-alarm dumpster fire. Early Case Assessment (ECA) is when legal departments evaluate custodians, content, and case posture in the first days of a dispute to estimate risk, scope, and expense. It’s the triage moment—pre-budget explosion, pre-multiplication of privilege logs, pre-invocation of the word “sanctions” in a sentence. GenAI-powered ECA is faster, deeper, and more intelligent. You can create a conversation map, cluster troubles, identify crucial players, and even author strategic summaries prior to the commencement of the first-pass review. It’s not merely the earliest insight. It’s the moment where you make that call on litigating, settling, or hope that opposing counsel will never receive the hot docs first.

	Email Threading

	No more paying reviewers to code the same reply-all chain by someone 19 times. Email threading examines email discussions to assemble related messages into a coherent, single thread. It keeps tabs on replies, forwards, and dupes so that you don’t spend everyone’s lunch money reviewing the same material diffused across five custodians and six mailboxes. In eDiscovery workflows, threading allows you to bypass the boilerplate and get to the nuts-and-bolts best version of a discussion. In tools enhanced by GenAI, it becomes even more brilliant, identifying who introduced important terms, when attachments fell off, or where the tone shifted from courteous to frenzied. It’s not clean up. It’s how you make sense of the inbox before it crushes your case.

	Embedding

	Making lawyer-ese numerical so that your NLP understands that “cease relationship” might still be “terminate the agreement with prejudice.” An embedding is how mathematicians-turned-roboticists create language and algorithms. It projects a word, a phrase, or an entire sentence as a vector, a set of numbers in multidimensional space that retains meaning, not spelling. Words that belong together in terms of meaning hang out next to each other in that space. Think “contract,” “deal,” and “settlement” all gloving up together at the same bar. Embeddings allow your AI to connect concepts, notice nuance, and notice that “sack the vendor” probably means “breach of terms of service.” They facilitate conceptual search and semantic clustering, producing results that actually sound like someone who passed the bar exam. Without embeddings, your model’s just syllable-counting. With embeddings, it starts recognizing what counts.

	Explainability

	Explainability in AI means that you can comprehend and describe why a model came up with a specific decision. It’s not merely what the system did but where it came from. Did it feature keywords by chance, repeat training bias, or extract logic from a dead end on Reddit? Explainability is a requirement for legal teams and many emerging AI regulations worldwide. If your AI identifies privilege, assigns risk scores, or writes summaries, someone will be responsible for standing behind it. That involves backtracking the logic, auditing inputs, and justifying the result when the regulators, the client, or the judge ask questions. GenAI, absent explainability, will not survive a Daubert challenge.
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	Federated Learning

	When your AI trains on decentralized data without pulling client docs into some massive confidentiality mess. Federated learning is a form of machine learning where the model is trained on multiple devices or servers, each with its own local dataset. Instead of bringing the data together in a single central location, the base model resides where the data is, learns locally, and only transmits its new parameters. No raw docs. No privileged threads. Just learned patterns. To legal teams drowning in confidentiality requirements and data transport woes, that counts. You can train wiser systems across firms, jurisdictions, and departments without losing sensitive content. It’s AI that keeps its focus on the task and its hands off your client’s inbox.

	Fine-tuning

	The AI version of taking a generalist associate and teaching them to write exactly like your firm’s rainmaker. Fine-tuning refers to refining a pretrained model by feeding it domain-specific examples, such as contracts, case law, or privilege calls, so that it can perform better on specialized tasks. Instead of beginning with a clean sheet of paper, the model draws upon the existing knowledge base and customizes its product for your particular use case. In this regard, law might entail customizing a GenAI system to draft NDAs with your firm’s voiceprint, giving precedence to hot documents that resemble those that have won in the past, or scanning risk by reviewing years’ worth of internal memos. It’s not plug-and-play. It’s plug, tweak, and train until the model starts sounding like someone who made partner back in 2009.

	Foundation Model

	A foundational model is the tech-savvy equivalent of a lawyer who has read the Internet, memorized every law school outline that has been uploaded on Reddit, and now patiently awaits you delivering them the deal memo or deposition summary. It is a large-scale neural network pretrained on humongous, dirty, multi-lingual datasets—billions of words from books, web pages, source code, social media commentary, and more. That pretraining process instills a broad, supple knowledge of language, logic, and patterns, such as how to complete a sentence, predict the next question, or create boilerplate with more impact and less fluff. But the model hasn’t yet been specialized. That comes later when you fine-tune or give targeted prompts. In the legal space, foundation models are built on top of GenAI tools that summarize filings, alert to risk, or translate Latin-infused clauses into client-usable English. They don’t replace lawyers but do suck up and replicate the structure of legal thinking. That’s why GenAI doesn’t feel like automation yesteryear. You’re capitalizing on a system that has been taught on paragraph-and analogy-thinking.
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	GAN (Generative Adversarial Network)

	A GAN is a type of machine learning in which two neural networks engage in a zero-sum game. One network, the generator, attempts to generate something phony (a picture, a face, a signature), while the other, the discriminator, attempts to recognize the phony. They boot-strutter each other until they get better, round after round, until the generator becomes so proficient that it can deceive the discriminator as well as anyone else. GANs are responsible for much that keeps regulators and judges up late at night. Deepfakes, forged documents, and voice impersonations—these are GANs being taught how to lie convincingly. In terms of compliance and law, this translates to a greater focus on what constitutes a legitimate chain of custody, authentication, and what constitutes “reliable enough.” If your set of discovery material happens to contain video, voice, or photos, it can no longer safely be assumed that pixels necessarily equate truth.

	Generative AI (GAI)

	GAI is the sparkly, slightly feral star of this whole book. Like your brilliant new associate hydrated on Red Bull without guardrails—quick, nimble, and sometimes making up sources with conviction. Generative AI creates new content without being told what to do by patterns it was trained on against massive datasets. It doesn’t merely sort or tag. It writes, summarizes, paraphrases, and analyzes as if it had read every single case file that was ever uploaded. In law, that means quicker memos, crisp reviews, and more “did-it-just-say-that?” moments. Intelligent but still requires oversight. Generative AI models, such as GPT-5, Claude, and Gemini, are trained on enormous datasets and apply statistical pattern matching to create content ranging from case summaries and contract terms to risk analyses and client memos. In contrast to conventional AI, which inspects structured inputs to predict, GenAI replicates human writing, reasoning, and argumentation. In law, GenAI is a high-speed language engine that writes, abstracts, translates, and even issue-spots within litigation as well as transactional cases.

	Generative Search

	The instant that the search bar ceases spewing out keywords and begins resembling passing the bar exam, generative search blends retrieval with generation. It retrieves relevant material from massive datasets and then condenses, summarizes, or responds in natural language with GenAI. You’re not just retrieving matching docs. You’re retrieving aggregated insight, complete with context, by virtue of often dubious confidence. In the practice context, this translates to cutting through chum to get to the meaning sooner. You don’t dig through 200 hits on the same terms; generative search will inform you what the docs say in the first place, who wrote them, and why they are important. It’s research speed and argument preparation. Just as with footnotes, you still need to fact-check.

	GPT (Generative Pretrained Transformer)

	GPT is a type of LLM trained to predict and generate human-like text. It’s the overachiever that powers your favorite GenAI tools, trained on the vast data of the Internet and ready to write, summarize, or spin with panache. GPT is the model structure that drives systems such as ChatGPT. It stands for Generative Pretrained Transformer, meaning it has been trained on enormous datasets of text, allowing it to learn how language behaves on a large scale. It doesn’t memorize facts. It guesses what’s next by virtue of patterns absorbed over billions of words. In law, GPT is the secret engine that drives tools that interpret clauses, recast risk language, summarize cases, and speed research. Droll, brilliant, and perhaps overconfident at times, GPT brings lawyers a new type of co-counsel that happens to be fluent in precedent, context, and whatever tone convinces the client to say yes.
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	Hallucination

	This is when GenAI invents a case, inserts a footnote, and presents it with the swagger of a second-year associate who skipped Shepardizing and confidently presents it as fact. A hallucination happens when a generative model produces something that appears legitimate but is made up. It doesn’t realize it’s incorrect. It’s just guessing the next likely word, not checking for correctness. In legal workflows, that can equate to ghost citations, fictional holdings, or summaries of risk predicated on no more than statistical swagger. The risk is not an abstract one. We’ve witnessed hallucinations in the Mata v. Avianca fiasco equate to sanctions, client defecting, headline-grabbing risk for malpractice. Your top defense is your BS detector honed by years of briefs, IRACs, and redlines.

	Human-in-the-loop/Lawyer-in-the-loop

	Your job description in the AI era. The adult oversight that prevents your brief from being written as speculative fiction by GenAI. Human-in-the-loop refers to a scenario where a human being corrects or advises on the output of an AI system. While the model writes, tags, or predicts, a human makes the decision. In law, this is neither a suggestion nor a nicety. It’s the firewall between efficiency and liability. Whether reviewing redlines, validating cites, or preventing a hallucinated holding before it lands on the docket, human-in-the-loop is the keeper of ethics whole, the client safe, and the judge unamused by nonsense vomited up by an AI system.
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	Inference

	This is that magical moment when your GenAI stops studying and starts spitting out answers. It is the process by which a pretrained model receives new input, such as a prompt or question, and generates a response based on patterns that it was taught during pretraining. It doesn’t fetch facts from memory. It makes a prediction word by word based on probability, not certainty. Inference is the real-time acting model, and in law, this is where things can go magnificently right or terribly wrong. It is where hallucinations emerge, nuance resides, and citations take creative detours. The product might sound authoritative, yet it’s a dapper guess. Inferencing without a human-in-the-loop can make your brief a story of speculative fiction, complete with footnotes, and your case a fable.

	Information Retrieval (IR)

	Information retrieval is fancy talk for smart searching. Like a librarian inside your AI, minus the bun and with better regex, IR is the computer science that drives how systems extract the correct documents from a sea of digital disorder. It’s what enables your AI search device to do something more than just spit back everything that has the word “merger” in it. It doesn’t just scan for keywords; it applies algorithms to sift, score, and rank words. In law, IR is the elusive sauce that powers conceptual search, clever filters, and anything that constitutes wizardry when you can type “find the hot docs” and something actually materializes on the other side. IR takes raw ESI and turns it into strategic insight. And when coupled with GenAI? It graduates from a liberal arts major to a telekinetic litigator with a search bar.
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	Knowledge Cutoff

	The moment your AI stops learning and starts guessing. A model’s knowledge cutoff refers to the date until which it was trained on information. Anything that occurred after that? The model doesn’t know about it unless you provide it with updates by retrieval or by fine-tuning it. In law, that counts. If your GenAI model has a 2023 cutoff, it will not be aware of that new SCOTUS opinion or that spring firm merger until you “manually” introduce it. Good for issue spotting when the law hasn’t changed since Nixon. Bad for brief writing if your AI is proudly citing overruled precedent as authority. Get a sense of your model’s cutoff or you will get cut off in court.
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	Latency

	This is an awkward pause before AI replies. This refers to the time lag between input and output in AI systems. The virtual equivalent of embarrassing silence in court while your computer gathers its thoughts. It’s why your model blanks out before it produces your motion draft or why your demo freezes just as the GC walks in the door. In legal workflows, latency is a significant concern, when bills come in six-minute increments. Lower latency translates to your GenAI system responding quicker, which can potentially be the difference between wowing the partner and bellyflopping in front of the client.

	Legal AI

	The junior associate who never sleeps, never bills, and sometimes writes like it read Black’s Law Dictionary and BuzzFeed in the same sitting. Legal AI is the umbrella term for AI software designed to help, hurry up, or sometimes befuddle legal professionals. Whether contract analytics or TAR, GenAI drafting assistants or clause summarizers, if it reads, redlines, or reasons like a first-year associate and exists somewhere in your tech stack, it belongs in the legal AI category. Whether it’s augmenting research, streamlining discovery, or hallucinating its way into a sanction, legal AI is redefining the profession one prompt at a time. Use thoughtfully. Oversee constantly.

	Legal Citation AI

	Like a robo-clerk that can mark off your footnotes before they can be shredded by opposing counsel. Legal citation AI scrapes legal text for correctness by checking that citations are correct, relevant, and actually do what you claim they do. It’s like spellcheck, but instead of just checking words that might be spelled incorrectly, it checks Shepardizing. Products such as Clearbrief do one better by cross-referencing your statements against cited evidence and case law, tripping you up when your writing becomes just a tad too fictional. In an age where hallucinated precedent can land you sanctions and humiliation, legal citation AI is your first defense against the horror that is the post-filing panic spiral. It keeps your reasoning tight, your cites correct, and your judge just a mite more impressed.

	Legal Hold Automation

	Because “I swear I told them to preserve it” won’t cut it in court. Automation of legal hold applies workflow tools and AI to serving, tracking, and showing preservation notices follow-through. In lieu of spreadsheets, it brings information to a central location on who received what, who saw it, and who needs a reminder push. It minimizes the chance you’ll miss holds significantly, streamlines Rule 37 compliance, and creates an auditable trail so that when opposing counsel claims spoliation, you’re not relying on inbox receipts. It’s your preservation game with less hassle and more CYA mojo.

	Legal Prompt Engineering

	Writing AI directives with the nuance of a contract clause. Legal prompt engineering refers to the art of crafting ordered, specific inputs to direct generative tools to create precise and legally helpful outputs. It means crafting the prompt with the proper legal role, task, and context—e.g., directing the AI to “brief this clause as a mid-level associate for a client memo” or “assess risk language in the tone of a redline.” When done correctly, it minimizes hallucinations, focuses relevance, and makes GenAI a trusted assistant in contract review, research, drafting, and even privilege calls. It’s no trick. It’s merely understanding how to converse with your bot.

	LLM (Large Language Model)

	The brain behind your GenAI—fluent in contracts, case law, and occasionally confident nonsense. An LLM is the neural net that forms the foundation of generative AI. Fed on sea upon sea of words—court rulings, contracts, Reddit diatribes, Wikipedia rabbit holes—it learns the chances that one word will stumble after the next, then aggregates those chances in prose that rings disturbingly human. It doesn’t reason, think, or cite like a lawyer, but boy, can it emulate a lawyer on a Red Bull jag? In law, it’s the things that make your AI tools capable of summarizing that 200-page MSA, redrafting indemnity clauses, or churning out a first shot of your motion to dismiss. Don’t get eloquence mixed up with correctness, however. LLMs predict; lawyers check. And without a human in the mix, that perfectly phrased brief could be a tux-filled malpractice.
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	Machine Learning (ML)

	The science of training software to recognize patterns more quickly than your brightest first-year, without the all-nighters and cold brew. Machine learning is a foundational AI subfield whose programs learn from experience, not from pre-programmed directives. Rather than instructing the machine, you supply it with data and let it make the rules. In legal tech, it’s the genius behind predictive coding, threading emails, data visualization, and that eerily accurate technology-assisted review engine your GC raves about. It’s not magic. It’s statistics on steroids. And, although it won’t make courtroom arguments (yet), it can highlight the doc that gives you settlement leverage … all before your junior logs on.

	Metadata

	The digital footprints your documents leave behind, and the smoking gun that half of legal teams forget to check. At its most basic level, metadata is the invisible information about your data. It’s not the contract paragraph in your Word doc or the body of the email, but the who, when, where, and how behind it. Think author names, date stamps, revision history, file extensions, devices, and even GPS tags if that document was snapped on a smartphone. Metadata, in the legal sphere, can prove authenticity, reveal tampering, or give you the missing link in a privilege fight. It’s what converts a Word document to a timeline, a witness, or a liability. Ignore metadata and you might overlook the moment when someone “accidentally” revised the paragraph five minutes prior to sending it to opposing counsel.

	Metadata Extraction

	Pulling the receipts from behind the scenes, one hidden field at a time. Metadata extraction is the act of revealing and harvesting the hidden breadcrumbs hidden within files, such as writer name, document type, create date, usage history, and file paths. This is eDiscovery’s forensic arsenal: a must-have for tracking custodians, confirming timelines, and saying BS when two “similar” documents don’t exactly match.

	Model Drift

	When your AI stops catching what matters and starts phoning it in. Model drift happens when once successful AI model starts returning broken or unreliable outputs. It tends to signal the model is working based on out-of-date assumptions, or its training dataset isn’t representative of actual realities anymore. In practice, the AI misses what it previously automatically led the pack on. In legal, that could go down on your risk detector flaking on indemnity traps, or your document review program sneaking privileged information through the cracks undetected. As for drift, it isn’t sudden, but it’s ever perilous. The remedy? Retrain, fine-tune, or begin scrutinizing your outputs just like opposing counsel.
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	Named Entity Recognition (NER)

	Teaching your AI to tell the difference between a person, a place, and a corporate defendant without deposing the wrong one. NER is a processing method for natural language that is employed for locating and labeling specific things within text, like people names, company names, locations, dates, or case references. It makes unstructured, raw language into structured information by labeling them such that the system can follow who is involved, when something occurred, and where. Within legal workflows, NER drives contract analytics, redaction, privilege review, and document clustering by breaking out the key players and facts from the noise. Without it, your GenAI system is simply reading without maturity. With it, the model begins seeing parties, breaking out timelines, and assisting you in getting your case file organized.

	NLP (Natural Language Processing)

	The aspect of AI that teaches machines how to read like a lawyer, write like a paralegal, and argue like they have already charged six hours. It’s the reason that your AI recognizes that “breach” refers to a contract clause, rather than a pregnancy complication or military tactics invasion. NLP is the AI innovation that provides machines with the credentials to read, write, and reason in plain (and not-so-plain) English. It converts legal writing (e.g., pleadings, contracts, threads of emails, or transcripts of depositions) into structured data that can be processed by models. It drives almost all GenAI legal tools available today, from contract analysis and clause extraction to semantic search and summarization. Whether identifying termination language or contract summarizing 300 pages, NLP is the language engine behind it all.
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	Ontology

	The AI’s rulebook for who’s who, what’s what, and why it matters in your data. In AI, an ontology is a formal, machine-interpretable information representation for some given domain. An ontology specifies entities (such as “contract,” “party,” or “indemnity clause”), terms that characterize them (such as “effective date” or “jurisdiction”), and relationships between them (such as “a contract contains parties,” “an obligation follows out of a clause”). An AI ontology goes beyond the related terms in a taxonomy, collecting related encoding logic and structure and enabling computers to reason about legal context and meaning. In legal AI, ontologies enable machines to recognize “termination” as an HR event versus “termination clause” as a provisions of a contract. They drive sophisticated capabilities such as clause extraction, semantic search, automatic summarization, and risk flagging at the contextual level. Without an ontology, your system might as well be flipping through a thesaurus blindfolded.
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	Parameters

	The AI’s dials and knobs. These are the nimble levers that instruct your AI when to whisper, scream, hedge, or commit. In AI, parameters are the internal values a model picks up during training that determine how it processes input and produces output. They tweak how the system tunes inputs and influences its output. Each parameter changes how much weight a model places on a specific feature, word, or token in context. The more parameters a model has, the more sophisticated its decision-making can be … theoretically speaking. In LLMs, such values run into the billions, determining everything from syntactical choices to legal subtlety. In legal GenAI, parameters instruct the model how to parse a clause, what weight a risk term should have, and what tone it should assume when restating it. More parameters usually translate to more nuance but not necessarily better judgment.

	Perplexity

	The AI nerd metric that moonlights as a trick to fool the detectors. In language modeling, perplexity measures how sure a model is when it guesses the next word. Low scores indicate a smooth, predictable output. AKA reads like a bot wrote it. High scores indicate unpredictability, which tends to sound more like a human-generated text. Because GenAI tends toward low-perplexity output, it is often flagged by AI detectors seeking out suspiciously smooth language. Authors attempting to “humanize” AI text now intentionally create complexity or request the algorithm to incorporate “burstiness and perplexity” to avoid sounding like AI. They mix up sentence structure, inject noise, or even instruct the program using terms such as “increase perplexity” within prompts. The term has become shorthand for evading capture.

	Predictive Coding

	The OG AI document reviewer. Predictive coding is the original legal tech bestseller, still getting its money’s worth. It utilizes machine learning to label applicable documents after being trained on a small batch analyzed by real lawyers. The system is trained by those decisions, and then it uses that reasoning on the remaining dataset to prioritize which documents a lawyer sees next. Sometimes it is used to automatically review the remaining documents in the set. GenAI might steal headlines, but predictive coding produces defensible outcomes at scale with a record that lawyers know they can rely on.

	Prompt Chaining

	Prompt chaining walks your GenAI through complex tasks one bite at a time. It is a technique of linking many GenAI prompts together into in a structured sequence, where each output becomes the next step’s input. This works by breaking a big task into smaller, sequenced prompts that build on each other. It’s how you break down a large, complicated task of law into a structured multistep process that the model is capable of handling, like issue spotting → summarizing → drafting → redlining. Whether you’re moving from clause analysis to summary to rewrite, chaining keeps your AI focused, your output crisp, and your malpractice risk lower than your caffeine intake.

	Prompt Engineering

	Litigation strategy meets robot whispering. Litigation technique meets robot soothing. Prompt engineering is the art of designing exact, organized prompts to extract useful output from an AI model. It requires precision (and a little coercion) to keep your AI from going complete sci-fi. As a legal professional, it’s nothing new to you. If you’ve ever prepped a witness, debriefed an associate, or composed a contract template, kudos—you’re halfway to becoming a prompt star. The difference today? Your client is comprised of code and hallucinates at times if not properly directed and validated.

	Prompt Injection

	When the AI equivalent of a footnote goes rogue. Prompt injection is a technique where someone embeds hidden instructions or malicious prompts inside a seemingly normal input, hijacking the LLM’s behavior. Rather than responding to your nicely constructed question, your model may heed the marauding command concealed in the prompt. As part of legal processes, this is risky. Breaches of confidentiality, misplaced advice, or compromised output may all be traced to one sneaky line of text. If your contracts, your summaries, and your sensitive work are being done by AI, prompt injection should be on your risk register.

	Prompt Leakage

	Oops, your training data is showing. Prompt leakage occurs when a model of AI accidentally spills information from past inputs, conversations, or even its own training data during a new session. In legal contexts, this raises every red flag you’ve got, from violations of confidentiality to inadvertent waiver and ethics landmines. Prompt leakage can release client secrets into output and before anyone knows it’s too late. If it’s supposed to stay in the vault, make sure your model isn’t picking the lock. And when in doubt, do not use confidential or privileged information when building your prompts or training your models.
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	RAG (Retrieval Augmented Generation)

	The AI equivalent of citing your sources before bluffing in court. Or to be more Gen Z approved, how your AI comes with receipts. RAG combines traditional search with generative AI by retrieving relevant documents from an external dataset and using them to ground its responses. Instead of relying solely on pretraining, the model pulls supporting evidence in real time, making it more accurate, explainable, and defensible. In legal, this is key for use cases like case summarization, contract Q&A, or reviewing discovery sets with backup baked in. Massive upgrade for legal research, clause generation, and anything where hallucinating isn’t an option.

	Recall (AI Metric)

	How well your model plays “Where’s Waldo?” with hot docs. Recall measures how many relevant items were identified out of the total relevant ones available. In legal workflows like eDiscovery, high recall means fewer missed smoking guns and better defensibility when the opposing side comes looking for what you didn’t find.

	Reinforcement Learning

	This is like Simon Says but for robots. Reinforcement learning is a machine learning technique in which a system of AI refines its behavior through trial and error under gentle pushing with rewards such as human affirmation or task completion. Hardly different from educating a puppy or a rookie associate! Consider it behavioral conditioning for robots. In eDiscovery this was a key component in the evolution from TAR 1.0 to 2.0, where each time a lawyer reviewed a document and marked it relevant or not, the system got a “reward” or feedback. Trial, error, reward, refine, repeat. Today, it also dictates how GenAI tools hone answers on user feedback well before training is complete.

	Responsible AI

	Building wiser robots. Raising them up right. Responsible AI is a toolkit for designing, building, and deploying AI systems so that they are compatible with ethical, legal, and societal requirements. It includes fairness, transparency, accountability, and safety with a big helping hand from lawyers who are well aware of what goes awry when governance is bypassed. In legal technology, it’s what divides tools that scale brilliance from tools that earn sanctions.
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	Sampling (Validation)

	Check a few to judge the many. Sampling is what you do in legal AI to pull a statistically valid sampling of documents to see how well your model is performing. You compare a subset, randomly selected for peak accuracy, to determine if its tag is correct compared to human judgment. This allows you to ascertain accuracy, spot issues ahead of time, and support your methodology in case you are challenged on your review at trial. This is a defensible way to demonstrate that your system is generating accurate results.

	Semi-supervised Learning

	Think a bit of human and lots and lots of math. Half paralegal, half machine, all supercharged by what might not be legal amounts of caffeine! This is the method by which you use a small, hand-labeled batch of documents to train AI, alongside a mountain of unlabeled documents. The labeled documents teach the system how to learn, and then the model tries to find the other documents. In legal tech, this allows you to build scalable tools in a world where manual coding would take 10 years, but you still want humans to give the AI context.

	Sentiment Analysis

	Forget robots that think. These robots feel (sort of). Sentiment analysis is AI trained to detect emotion, tone, and intent in language. It determines if a clause is reassuring or risk-laden, whether an email is routine or rage-driven. In legal workflows, it is a valuable lens for detecting bad behavior, identifying pivotal communications time, or flagging language that signals fraud, coercion, or CYA-level anxiety. Most of all, it is a useful tool for early case assessment, internal investigations, and most importantly, identifying subtle red flags hiding between the lines.

	Shadow AI

	The bots that your IT didn’t approve, but your team is using anyway. Shadow AI describes the AI tools that are being used outside of an organization’s normal procurement and governance processes. Picture lawyers inserting contracts into free GenAI tools like it’s a free website that doesn’t matter, while other staff run sensitive client intel through ChatGPT without a second thought. It seems easier and faster … until it creates a hole in privilege, confidentiality, and compliance faster than you can say malpractice exhibit. If you do not know where the AI lives, you will not be able to control what it potentially loses or leaks. This is important because even if your organization “doesn’t use AI,” your policy, audits, and guardrails should account for it.

	Smart Contracts

	Forget self-driving cars—apply self-executing contracts that are already speeding past your compliance team. Self-executing contracts are coded agreements that execute when terms are met, typically built on a blockchain. Handshakes, no wet signatures—just automatic enforcement once the rules are triggered. These contracts rethink how lawyers process transactions, what audits mean, and how cross-border enforcement will work. The code is the clause, and the blockchain is the receipt.

	Structured Data

	Robots dream in rows, columns, and relational databases. Structured data is defined as organized, machine-readable data contained in consistent formats like databases. Structured data is typically system-generated. Consider it the opposite of emails, memos, or other sloppy, human-constructed writings. In the legal AI space, structured data is yet another goldmine of information, driving the analytics, timelines, and tech-assisted review that GenAI processes thrive on.

	Supervised Learning

	Training AI the old-fashioned way, with homework and grading. It is similar to teaching a junior associate with a red pen and a set of flashcards. Supervised learning is a form of machine learning, where models are trained using fully labeled datasets that have the correct answers. The system learns by example, comparing its guessed with known outcomes, and adjusts as it goes. Supervised learning forms the backbone of most legal AI you trust, from contract classification to TAR 1.0, because someone verified the answers before it was allowed to run loose over your documents.

	Synthetic Data

	Fake data that still tells the truth. Counterfeit facts. Genuine utility. Synthetic data is “artificially generated” data. Think of an artificial example not derived from real data. It has the structure and statistical characteristics of the real data you are looking for, minus the confidentiality baggage. In legal AI it is extremely useful when training models in murky waters like privileged communication or PII. You get the accuracy minus the risk of real data. This lets developers fine-tune AI tools without touching live client data.

	Synthetic Media

	Not all synthetic media is good. Synthetic media includes AI-generated content (video, audio, images, or text) that resembles real-world input but was never recorded, said, or photographed. In contrast to synthetic data, which may train models without compromising confidentiality, synthetic media can take a turn into murky waters. Deepfakes, voice clones, or duplicitous evidence can look real enough to convince even the experts. Welcome to the wild west of authenticity, admissibility, and digital forensics! In court, synthetic media is not only a technological challenge. It can be an evidentiary bombshell.
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	TAR (Technology-assisted Review)

	Machine learning meets doc review fatigue. The original robotic reviewer that unsettled junior associates. Long before generative AI created headline news, TAR began the AI revolution in eDiscovery. TAR utilizes machine learning trained on the coding done by human eyes to assist in ranking and sorting documents for relevance, privilege, or responsiveness. Instead of having lawyers coding and reviewing every single document, lawyers code examples into the model and teach the model what matters—the system makes the first decision. Further improving TAR was TAR 2.0, which incorporated Continuous Active Learning (CAL). CAL continued to make TAR smarter and adaptive with each decision the model made. This is not only legacy technology, it’s also the template of legal AIs that your generative AI is still borrowing from.

	Temperature

	Your model’s mood ring dial or the AI version of my caffeine level: calm counsel or chaos goblin. Temperature is a GenAI setting that determines how predictable or creative its output will be. Lower values (e.g., 0.1) yield a more focused, more conservative response. Higher values (e.g., 0.9) increase the unpredictability, randomness, and risk-taking. In the context of legal workflows, this is a control lever. If you want focused, narrowly accurate language in try your contract? Set it lower. If you are trying to come up with wild ideas for a motion strategy or what to name your next legal tech startup, bump it up. Just know the hallucination risk goes up with the temperature.

	Token/Tokenization

	Think of these as the Tetris blocks your GenAI uses to understand language and syntax. Tokens are the bite-sized pieces of language that GenAI models are working with to interpret or generate text. They can be full words, fragments, or even punctuation marks. The model works with them to calculate what comes next and builds meaning a block at a time. In a legal workflow, token limits can be important. Long prompts, dense filings, and redlined beast-memos may exceed the model’s short-term memory and lead to cutoff responses. Your AI is not reading for meaning. It is playing a probabilistic game with linguistic blocks—and when you exceed its capacity, something important may go missing in the middle of an argument.

	Training Data

	What your GenAI learned from before it met you. The dataset used to train a model. For LLMs, it’s the books, websites, contracts, and Reddit posts they feasted on. Training data is the building block of an AI model that teaches it how to identify patterns, predict outcomes, and formulate responses. For LLMs, this can include everything from case law to contracts to some very dubious Reddit rants. It informs how your model talks, reasons, and may be why it sometimes erroneously makes citations.

	Transformer Architecture

	The AI equivalent of discovering fire. The tech breakthrough that taught AI to read like a lawyer, not a goldfish. A neural network design that changed natural language processing by letting models pay attention to all words at once based on context, not just order. This is the architecture behind GenAI software, like GPT and allowed LLMs to comprehend the meaning of contracts loaded with clauses, identify logic buried in the text, and trace who said what, even if it was 800 tokens ago.
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	Unstructured Data

	The beauty and chaos of human-generated content in data form. All the messy stuff lawyers swim in daily. Unstructured data is human-generated content that refuses to live inside neat boxes. Think emails, Slack threads, PDFs, audio files, handwritten notes, even screenshots from a Teams chat. It lacks predefined fields or formats, which makes it harder to sort but richer in insight. In legal work, this is the bulk of discovery, the swamp GenAI was born to wade through, and where the best evidence usually hides. From cat memes to contracts or clandestine conversations with counsel over telegram, this is the human-generated mess that AI thrives at untangling.

	Unsupervised Learning

	Letting the AI find patterns without a study guide. Unsupervised learning teaches a model without labeled examples or human-coded instructions. The system organizes by finding its own patterns, groupings, and relationships. In legal tech, this takes the form of concept clustering, communication mapping, or early case assessments. In many cases, unsupervised learning can find patterns or see anomalies before humans know where to look. It is how your AI develops a map without anyone handing it the compass.
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	Vector Database

	Where meaning gets indexed by vibe, not letter. A vector database is a data storage format that is based on math. This shifts the way AI can search by similarity instead of keyword. Used in retrieval-augmented systems to surface relevant clauses, precedents, or privileged landmines. Think of it like Tinder for legal concepts: your model swipes for meaning instead of exact matches. In GenAI tools, vector databases allow you to surface “conceptually similar” clauses, find that one unnecessarily wordy email that still screams responsive, or get relevant precedent without needing to use the exact same wording. It is semantic search with a calculator and a sixth sense.
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	Watermarking

	Your GenAI’s “Made in AI” label. The practice of embedding hidden or visible signals in AI-generated content to mark its origin. Increasingly important for authentication, litigation, and content verification … especially when someone claims they wrote that clause themselves.
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	Zero-shot Learning

	“Here’s a new task. Good luck, bot.” When a model handles a prompt without being explicitly trained on that exact task. Powerful in GenAI because it mimics how lawyers jump into unfamiliar issues using prior knowledge. Think prompting with less prep and more swagger.









Chapter Thirteen
Tales from the Front Lines: How We Learned to Stop Worrying and Love Legal AI

This chapter is where the robots step aside and the humans take the mic. You’ve heard plenty from me, but no book on the evolution of AI in law is complete without some voice from the lawyers, technologists, and legal troublemakers who decided they were finished waiting for permission and decided to build a future.

These are the stories of legal professionals who placed early bets on AI and ended up winning. The same lawyers who received odd looks testing ChatGPT on a motion to compel. The same ones who stayed up late training models while their colleagues were still trying to find the “any” key. They made turns of hesitation into turns of horsepower.

As you turn the pages ahead, you will hear their stories of doubt, trust, breaking things, making them better, and finding something more than efficiency—a different way to practice, connecting, growing, and in some cases leading entire firms or fields forward. If the rest of this book was the map, this is the campfire.

Welcome to the field notes from those who are already knee deep in the AI revolution.


Ilan Sherr, Executive Director, Aiscension and Legal Director, DLA Piper


Learning to Love Legal AI

A number of clients had been asking us how we could monitor and detect legal risks within large organizations, particularly the insidious risks that resulted in huge fines but were hard to find.

We looked at a variety of capabilities that could be used to solve this conundrum and eventually saw that next-generation AI could be pretrained to spot the same things that lawyers saw when we assessed for legal risks. eDiscovery platforms already had the capability of processing large volumes of data into a readable format on a single platform and allowed us to deploy AI analytics on it.

It was slow and painstaking work to train the models and check that they worked. The result was our service, which we now call Aiscension. We use it to spot cartel and bribery risks. The results were formidable. We were doing the same work in under a tenth of the time but with greater accuracy, consistency, and often with better results. A number of our lawyers were worried about the impact that these speeds and efficiency gains would have on the law firm. Were we cannibalizing our own market? Would lawyers be made redundant? Do we still need junior lawyers, and how would we train them?

The revelation moment for me was the impact that the speed of using this AI had on strategy. Reviews that had taken 3 months were now being reliably completed in under 10 days and with smaller teams. It was a force multiplier; we could take on more and bigger cases. All of a sudden, our legal teams were freed up in the time frame of an investigation to provide strategic advice in a timely fashion. We were able to game the options and outcomes, based on actual evidence found in the documents, and we were doing this months ahead of our competitors or the regulators. The value for clients was huge—game changing.

While AI was reducing the number of hours we were billing, it was changing the value of the work and the nature of the service that we offered.

But even more crucially, the wider capabilities of the same AI module opened up new legal services and offerings that clients could now use for prevention (not just as a reaction to an investigation). The speed of deployment meant we could offer affordable compliance and audit services, and equally a due-diligence offering. For me this is the critical change. Efficiency and automation are great, and AI will definitely facilitate this. However, the real prize will come to lawyers who are involved in true innovation. Not just doing things faster, but offering services and capabilities that are new, that can only be provided by deploying next-generation AI. This capability democratizes law and expands the scope of access to justice.

Having been an EU and Competition lawyer for over 20 years, I was now using my legal knowledge to build an AI legal services division within DLA Piper, a global law firm. Our solution has been deployed in over 19 jurisdictions, and in languages we never even trained the AI on. This work is now my full-time job, and I really feel that AI has expanded the scope of my work. It has introduced me to some great people and allowed us to do some amazing work that simply would not have been possible without AI. More importantly, it has been fun and rewarding.

My advice to anyone who is being kept up at night worrying that AI will change how we work and what we offer is this:

Stop worrying and use that time more productively. It’s true, AI will change how we work. But if you spend that time thinking about what AI can allow us to do that wasn’t possible before, that idea can expand your legal offerings and the legal market. That’s where the true innovation lies, and the great lawyers will also spot great opportunities.

AI will only reduce those lawyers who have no imagination. For others, it will expand our horizons and create new adventures.




Olga Mack, CEO OF TermScout, Best-Selling Author, and Fellow at CodeX Stanford


The Cat and the Button

I was watching my daughter teach our cat to talk with those paw-button devices. At first, it looked like a game, a novelty. But one afternoon, the cat pressed the button for “treat” and then sat patiently by her bowl. It was not random. It was deliberate communication.

I laughed, then stopped laughing. If a cat could extend her reach by pressing buttons to communicate, maybe lawyers could learn to talk to machines too. And maybe those machines could extend our reach in ways we had never imagined.

That was my “aha” moment.



When Curiosity Met Contract

Like many lawyers, I was skeptical at first. AI felt like hype: fun to demo, risky to rely on. Then one night, with a pile of contracts weighing on me, I tested it. Out of frustration more than hope, I uploaded a draft agreement and asked: “Where could this clause create confusion?”

The tool pointed to a provision I had skimmed past, harmless on its face but ripe for misinterpretation by a regulator.

I did not feel replaced. I felt expanded.

This was not about speed or cutting corners. It was about discovery. A second set of eyes, tuned differently than mine. A collaborator that could see what I had trained myself to miss.



The Interrogation Shift

That moment changed how I saw documents. Policies and contracts were no longer static PDFs. They were living systems waiting to be interrogated.

Instead of asking, “Does this look clear?” I asked, “Can this survive a punch?”

What if a junior analyst used AI to redline without supervision? What if marketing launched an AI-generated campaign without legal review? What if the board demanded to know tomorrow how AI risk was being managed?

A good policy is not one that looks elegant on paper. A good policy is one that holds up under stress, when real-world pressure lands.

AI became my sparring partner. It let me throw punches at documents—hard ones—and see where they cracked.



Custom GPT as a Strategy Engine

This is why, soon after, I built a “Custom GPT Designed for AI Regulatory Crosswalks.” It compares contracts, policies, and memos against frameworks like the EU AI Act, FTC guidance, and the NIST AI Risk Management Framework.

It does not tell me “yes” or “no.” It shows me where a clause is vague, where guidance is overreaching, and where ambiguity could be weaponized. It asks back: Are you sure this is clear? Could someone argue the opposite? Would this withstand escalation?

That is not validation. That is interrogation. And it is where the true power of AI lives: not in speed, but in strategy.



Scenario Planning: The Lawyer’s What-if

Lawyers are trained to anticipate what-ifs. AI lets me do that at scale.

I began running scenarios: What if a regulator shows up? What if discovery demands expose inconsistencies? What if customers press for clarity on AI use?

Each time, AI became the simulator. It let me test assumptions, reframe clauses, and stress-test outcomes. This was not automation. This was war-gaming the future.

And here is the critical insight: AI in the hands of a novice is a toy. AI, when put in the hands of a strategist, is a force multiplier.




Beyond Faster, Into Better

The legal profession has been told for years that technology makes us faster and cheaper. That narrative misses the point.

The value of AI is not in shaving hours. It is in expanding the quality of inference, sharpening judgment, and allowing lawyers to focus on design, foresight, and resilience.

I began to think less like a box-checker and more like an architect. AI gave me scaffolding to build higher. It gave me the ability to spot contradictions, identify patterns, and create systems that not only looked good but held up under fire.

The joy surprised me most. Work that used to feel heavy became exhilarating again. Contracts were puzzles, policies were sparring partners, and strategy was play.



Living Systems, Not PDFs

The best policies are not long PDFs. They are living systems. They explain themselves under pressure. They escalate cleanly. They withstand tests.

When AI interrogates a document, it’s not flattering. It points to the fault lines. It demands clarity. It forces us to admit when we don’t know.

The policies that survive are not the prettiest. They are the ones that can take a punch.



The Wingspan Expands

What began with curiosity turned into obsession. AI became both muse and machinery. It gave me ideas I had not considered and the tools to act on them.

I found myself no longer confined to the identity of “lawyer.” I was a builder of frameworks, a designer of resilience, a strategist of trust, a storyteller of risk and possibility.

My wingspan expanded.



The Cat That Pressed the Future

And so, it circles back to the cat pressing a button.

She was not playing. She was expanding her world. She had found a way to communicate, to reach further, to change the terms of engagement.

I realized AI was the same. A set of buttons, waiting to be pressed. A new language, waiting to be learned. A way to extend our reach, expand our wings, and reimagine how we practice law.

That silly moment in my kitchen became the metaphor for everything that followed.

AI is not the end of law. It is the beginning of how we law.




Nick Abrahams, Partner and Global Co-leader Digital Transformation, Norton Rose Fulbright


My “Aha” Moment

My “aha” moment wasn’t a single flash of insight—it was more of a slow-burn realization that finally caught fire. I’ve been fascinated by the intersection of law and technology for years. More than a decade ago, I co-founded Lawpath, an online legal platform designed to make law more accessible. For a long time, growth was steady but incremental. Then, in 2022, the large language model (LLM) revolution arrived and everything changed. Almost overnight, we were able to use AI to automate complex workflows, improve client experience, and scale in ways that would have been impossible before. Today, Lawpath has served over 500,000 clients. That number still astonishes me, and it’s fair to say we couldn’t have achieved it without AI.



Embracing AI

Embracing AI didn’t just transform Lawpath, it reshaped how I think about my own capabilities. I’m a lawyer by training, not a coder, but I was able to create Parker, the world’s first AI-enabled privacy chatbot, which my firm rolled out across six countries. Building a digital product from scratch without writing a line of code was an empowering experience. It reminded me that AI isn’t just for technologists—it’s a creativity engine for anyone willing to experiment.



What It Has Meant for My Career

Since then, I’ve built my training venture, The Breakthrough Lawyer, around that same philosophy. I see AI as a force multiplier—it amplifies the best human qualities—things like creativity, judgment, and empathy—by removing the drudgery that slows us down. It has allowed me to balance a partnership in a global law firm with teaching, writing, and entrepreneurship.

For me, learning to “love” legal AI means recognizing that it’s not replacing us—it’s expanding what’s possible for us. The future of law belongs to those who can blend human insight with digital capability. Once you experience that collaboration firsthand, you stop worrying and start wondering just how far it can take you.




Colin Levy, General Counsel, Malbek


How AI Became My Collaborator

What was my “aha” moment? Upon completing drafting a document that had required substantial effort, I elected to run it through an AI tool. The purpose was not content generation but rather exploration of alternative presentation approaches while maintaining my established voice. The AI identified patterns that had escaped my notice, posed questions I ought to have considered, and proposed organizational structures that enhanced the clarity of my reasoning. Furthermore, it revealed perspectives on my work that I had not previously contemplated.

This experience represented collaboration rather than replacement. AI would not supplant my role but rather refine my capabilities.

Throughout my professional career, I had observed technology’s potential, yet this instance proved qualitatively different. Rather than automating routine tasks, it enhanced creative work, the very domain I had presumed machines could not address. I was not confronting a tool that would eliminate my position but rather encountering an intellectual partner.



What Collaboration Actually Means

That initial experience provided insights that could not have been acquired through other means. The value of AI resides in partnership rather than takeover. Optimal outcomes emerge from dialogue rather than delegation.

I employ AI to challenge my methodological approaches, allowing it to identify patterns I overlook and using it to test the validity of logical constructs. However, I maintain centrality in all decision-making processes.

A common misunderstanding merits clarification: AI itself is not novel. What has changed is accessibility. Rather than constituting a revolution, this represents an integrated framework that expands the technological resources available to legal professionals. Solo practitioners now access capabilities that previously required large firms with substantial resources.

However, implementation alone does not guarantee success. Quality inputs and human guidance remain essential prerequisites.

I have observed the limitations. AI augments expertise without replacing it. Biased data yields biased outputs. Capabilities remain narrow and occasionally unpredictable. AI processes hundreds of pages with remarkable speed but lacks the nuanced understanding necessary for comprehensive counsel. When queries extend beyond its training data, it generates fabricated information in attempting to provide assistance.

Competence requires equal understanding of both the benefits and risks.



Where AI Works

AI demonstrates particular efficacy with routine work that is generalizable, time-consuming, and data-driven. It reviews basic nondisclosure agreements for key terms in hours rather than days. It identifies patterns across hundreds of documents that would require weeks for human teams to discern. It synthesizes research with notable rapidity.

Additionally, it reviews documents to suggest alternative presentations, identifies inconsistencies, and proposes alternative structures. This is where the collaborative dynamic becomes particularly compelling.

When I request that AI challenge my argumentative structure, its function extends beyond mere word rearrangement. It interrogates my logic, compelling me to examine assumptions I had made without conscious awareness. It suggests angles I had not explored. Its suggestions are sometimes incorrect and often correct, but invariably they enhance the rigor of my thinking.

This constitutes the essential point. AI does not perform my thinking but rather improves my thinking.

Consider contract review as an illustrative example. AI can flag potentially problematic terms with greater speed than any human reviewer. However, it cannot determine whether those risks are material for a specific client, a particular transaction, or a given temporal context. That judgment remains within the human domain. AI manages pattern recognition while I manage context, relationships, and strategy.

Or consider legal research. AI synthesizes cases rapidly, retrieves relevant precedents, and identifies trends across jurisdictions, yielding substantial time savings. However, it cannot determine which arguments will resonate with a particular judge, cannot interpret courtroom dynamics, and cannot adjust strategy during a hearing based on subtle behavioral cues. These capabilities remain distinctly human.

The collaboration functions effectively because each entity performs the tasks for which it is optimally suited.



What AI Cannot Touch

AI cannot replace human creativity, judgment, or empathy. It cannot provide counsel requiring nuanced understanding of context and relationships. It cannot make the strategic decisions that define legal work or build meaningful professional relationships. It cannot comprehend context as humans do.

When a client contacts me in a state of concern regarding a business crisis, AI does not manage that communication. When negotiations deteriorate and emotions intensify, AI does not perform de-escalation. When a complex transaction requires interpretation of both explicit statements and significant omissions, AI does not detect those signals.

Human creativity remains irreplaceable, as do judgment and empathy.

However, AI performs a crucial function: it liberates my time to focus on precisely those irreplaceable skills. It removes routine work from my responsibilities, allowing me to devote time to complex thinking, relationship development, and strategic advising that constitute the core value of professional practice.



The Evolution of Fear

Concerns regarding AI have evolved over time. Legal professionals initially feared the unknown and resisted disruption. Currently, concerns center on incorrect results and the potential for misdirection. Both concerns possess validity. Education and competence address both.

The concern regarding incorrect results stems from genuine limitations. AI hallucinations constitute a documented phenomenon. Biased outputs are demonstrable. Unpredictable failures occur with regularity. However, these observations do not constitute arguments for avoiding AI but rather for employing it competently.

Competence requires discernment regarding when to trust AI and when to verify its outputs. It requires understanding which questions it can answer reliably and which questions necessitate human judgment. It requires constructing workflows that leverage AI’s strengths while providing safeguards against its weaknesses.

I verify all AI-generated content intended for substantive work without exception. Simultaneously, I maintain appropriate trust for tasks within its established capabilities. Achieving that balance required temporal investment, experimentation, and learning from errors.

Resistance based on anxiety proves counterproductive. Shaping judicious adoption constitutes the preferable approach.



The Practice of Partnership

Employing AI as an intellectual partner requires intentionality. I do not simply submit work to AI and accept the resulting output. I engage with it actively.

I request that it challenge my assumptions: “What factors am I overlooking in this analysis?” “What would strengthen this argument?” “How might opposing counsel challenge this position?”

I employ it to test conclusions: “Given my reasoning, what constitutes the weakest element?” “What evidence would undermine this conclusion?”

I allow it to propose alternatives: “Demonstrate three different organizational structures for this material.” “What constitutes a fundamentally different approach to this problem?”

The critical factor is formulating effective queries. AI responds to the prompts it receives. Inadequately conceived prompts yield inadequate results. Thoughtful prompts that treat AI as a collaborator generate thoughtful collaboration.

This requires practice. My initial attempts at AI utilization lacked sophistication. I either requested insufficient input or maintained excessive expectations. I treated it as a comprehensive solution rather than a tool requiring skill for effective use. I experienced frustration when it failed to anticipate my needs.

Over time, I learned the components of effective collaboration: clarity regarding my requests, specificity about constraints and objectives, willingness to iterate, and recognition that AI’s initial suggestion rarely surpasses its third or fourth iteration after prompt refinement.

The quality of collaboration improves as my collaborative skills improve.



What’s Next

Technology advances at a pace that exceeds human adaptation. We cannot maintain equivalence, nor should we attempt to do so. We should remain cognizant of developmental trajectories. AI evolves rapidly, with capabilities expanding continuously.

AI continues to replace routine work. This reality necessitates that legal professionals become increasingly creative, collaborative, and solution-focused. They must concentrate on work that machines cannot perform: strategic thinking, client relationships, judgment-based decisions, and creative problem-solving.

This is not a matter of competing with AI but rather partnering with it, understanding its offerings, employing it effectively, and maintaining our humanity throughout the process.

AI offers new capabilities for integration rather than existential threats. The question is not whether AI will transform legal practice but whether we will transform alongside it, whether we will resist based on fear or adapt based on intellectual curiosity.

I choose adaptation. I choose partnership. I choose viewing AI as a collaborator that enhances my acuity, efficiency, and effectiveness.



The Continuing Collaboration

I reflect on that initial document review, when AI suggested alternative presentations. That moment of collaboration represented a realization that technology refines our capabilities rather than replacing them.

The collaboration continues, yielding daily insights and daily improvements in my professional perspective. I improve because I allow technology to challenge me, question me, and guide me toward greater clarity of thought.

This constitutes AI’s genuine promise: not replacement but enhancement, facilitating greater creativity, more sophisticated strategy, and deeper humanity.

The document that catalyzed this transformation possessed no inherent distinction. What proved significant was my willingness to seek alternative perspectives, to collaborate, and to remain receptive to previously unconsidered possibilities.

AI stands ready to help you perceive your work differently, refine arguments, clarify thinking, and enhance practice. However, this occurs only if you perceive it as a partner rather than as a replacement.

The future of legal practice is not humans versus machines but rather humans and machines working collaboratively, each excelling in their respective domains of competence.

That future commences with a single document, a single question, and a single moment of collaboration.




John Brewer, Chief Data Scientist, Haystack ID


The Wild Ride to AI

My own wild ride into the land of AI, a place less like a land and more like a collection of very enthusiastic subroutines, began in a basement. And what a place to start! It was my grandparent’s basement, to be specific, where a biscuit-colored Acer 80386 SX hummed with the sound of pure, unadulterated possibility.

I was seven.

Like most kindred of my generation who found themselves in front of a keyboard, I wanted to make video games. But a deeper, more fantastic thought had already taken root: the computers on television could talk. They could reason. They could, in short, spin a good yarn. This seemed a far more spectacular problem to solve than making a pixelated blob jump over another pixelated blob.

I read. I read until the words blurred and the concepts began to connect into brilliant new constellations. When I got to college, the universe blew wide open, which is the natural way of things. The vague notions I had about how things worked—ideas like “grammar” and “concepts”—were suddenly given very specific, very serious names. They became things you could, in theory, sketch onto a silicon wafer and electrify into a semblance of thought. This was a profoundly exciting idea. A brief, wonderful detour into the minds of actual humans taught me that another tribe of scientists was trying to solve the same problem from the other direction; they were staring at brains and wondering how you might build one out of wires, while the rest of us were staring at wires and wondering how to make them dream.

I wish I could point to a single, glorious moment where the universe “clicked” into place. It wasn’t like that. It was more like a series of small, electric sparks. The kind that makes your hair stand on end and you suddenly see the world in a completely new light. There was the day I realized that if you let a primitive electronic brain feed its own output back into its own input, it developed something like a memory, a continuous thread of experience. Then there was the beautiful, astonishing moment of meeting the first large language models, which had a knack for being galactic-level storytellers—speaking with the unshakeable confidence of a person who has just seen something amazing that they in no way understand and can’t wait to tell you about it.




In Came Neural Networks

Early in my professional career saw the actual rise of an old technology: the neural network. This was a box into which you poured a truly stupendous amount of information, and out of which came an Answer. With a capital A. The one thing it couldn’t quite give you yet was an explanation. It was a black box that ran on statistics and, for all we knew, a tiny, very enthusiastic hamster on an espresso drip. My job became figuring out which hamsters were inventing calculus and which were just discovering the joys of interpretive dance. Because if you give a machine enough data, it will eventually conclude that the rise in global temperatures is directly caused by the historical decline in pirates. This is a very useful conclusion if you are building a school for pirates.

The challenge, naturally, grew even more exciting. The black boxes learned to speak English. Not just English, but convincing English. The kind of English that could launch a 1,000 ships, or at least sell a few spaceships. They couldn’t yet reason their way out of a paper bag, but they could describe the bag with such poetry that you’d want to frame it. We, the people who should have known better, wrapped them in a cozy blanket of “confidence intervals” and “statistical analysis,” which is a bit like teaching a parrot Shakespeare. It might not grasp the subtext, but the performance is still something to behold.



AI for Good

Here is a thing about humans: we are built to connect, sometimes to a fault. We are a species that, if left alone on an island, will form a deep and meaningful bond with a volleyball. So what happens when you give this species a machine that never gets tired of talking to us? A machine that has been gifted with the one superhuman power it can legitimately claim: rhetoric. We have spent a century building a deep-seated trust in machines that do what we tell them. That trust is now being transferred, wholesale and without scrutiny, to new machines that merely tell us what we want to hear. And our brains, bless their pattern-matching hearts, are struggling to tell the difference.

I used to think my job was about understanding the machine. I now know that is not nearly enough. The ultimate measure of these technologies is their impact on people, for good or for ill. The comparative handful of us who have dedicated our lives to this field now face an extraordinary challenge. Society has suddenly turned to us, expecting answers we are still discovering ourselves. Our role has transformed: we must be the guides, helping to navigate a path toward the most effective and beneficial uses for these tools, while steering clear of the easy, but potentially tragic, alternatives.

So no pressure.




Jaime Raba, Partner, Seyfarth Shaw


The Moment of Comprehension

The first time I saw a large language model make sense of privilege, I felt something I hadn’t felt in years: discomfort. Not fear, exactly. Something colder, quieter. Like watching a reflection that moves before you do. I had been testing an early generative model, half expecting it to crumble under legal nuance. For years, I’d worked with tools powered by support vector machines, naïve Bayes, and every structured classifier that promised order but delivered only probability. Those models treated language like statistics. They could count words, measure proximity, and rank likelihoods, but they couldn’t feel meaning. This one could. I gave it a paragraph of legal correspondence—an email chain full of hedged verbs, coded tone, and the usual theater of “seeking advice” while half the thread was about marketing strategy. The model read it, paused, and labeled it correctly. Not because it knew the law, but because it understood the people and nuance behind the words. It read between the lines.

That was the moment I realized the game had changed. Reasoning was still ours, but comprehension was no longer. I am a user and overseer of major eDiscovery platforms, sealed ecosystems where search terms become currency and privilege is protected by dropdowns and checkboxes. Everything is enterprise grade, permissioned, and auditable. The systems are built to defend process. In that world, I oversee teams, review exports, and verify that what goes in matches what comes out. It is the safe universe, the one that hums along on compliance and comfort. And there is really nothing wrong with it.

There’s another side to my work that begins late in the evening, when the meetings stop and the inbox finally goes (mostly) quiet. That’s when I can actually think. Those hours work better for building, testing, and seeing how things really work. I write my own code, tune models, and push experiments. It was during those stretches that I first started using generative AI before it was much talked about, but I thought it might help me explore. The commercial tools were reliable, but somewhat limited to what they were built to do. The early large language models, even when clumsy, could interpret and connect in ways the structured systems never could. They let me look at data differently; listen to it differently. They didn’t replace judgment; they expanded it. They find the patterns beneath the patterns, articulate the truths that slip past ordinary sight. I use them to measure the (almost) unmeasurable, to ask questions that don’t fit neatly in a checkbox, to listen for whatever the data is trying to say when no one else is listening.




When AI Understands Nuance and Context

What began as a side experiment quickly became something more deliberate. I clearly wasn’t the only one staying late, testing whether these models could help with coding and classification decisions, the kind that follow the nuance of a memorandum, not a keyword list. In pockets through the eDiscovery industry, others were doing the same to see if they could learn what “relevant” meant in practice and context. The early results were most surprising on close calls, documents that were on the margins, in recognizing nuance that wasn’t tied to term prevalence at all. It became clear that this wasn’t about the statistics of words in the naked sense. It was about nuance and context.

A lot has happened since generative AI stormed onto the stage and forced an industry to talk about TAR and CAL as if they were artifacts from another era. In truth, they share more DNA than we like to admit, but TAR and CAL don’t have the dazzling interface of natural language. Both are built on the same logic of iteration, feedback, and probability. What has changed is scale, context, and fluency. The new systems don’t just classify, they read the signals within the noise. Most of the major eDiscovery platforms now have their own AI capabilities for evaluating, summarizing, classifying, and coding documents in ways that once required months of human review. Not because the task suddenly became an act of reasoning, but because it has always been an act of interpretation—seeing context and meaning where others see mere words.

There’s a strange intimacy to working with language models. They are not logical. They are linguistic. They feel patterns in text the way musicians feel key changes. They can’t reason from law to outcome, but they can smell context. They know when something feels off. In that sense, they are less like machines and more like colleagues who never learned discretion. Still, I love them but I do not trust them.

My colleagues sometimes ask whether AI will replace lawyers. I tell them no. It will replace habits. It will expose how much of our craft is pattern, how much of our reasoning is repetition dressed as analysis. It will take the dull work first … the searches, the summaries, the endless reconciliation of data with other data. And then it will ask us a question we have not faced in decades: what do we add?

It reminds me of the profession before the paper explosion, before the warehouses and databases and billing codes. There was a time when the lawyer’s value wasn’t measured in volume or velocity but in judgment. When the task was to understand people and risk and consequence, not just documents. AI, in its strange way, might bring us back there. It strips away the noise and leaves us standing in front of the same question our predecessors faced: how do we help others (judges, juries, clients, stakeholders) make sense of what matters? That, I think, is still our highest and best purpose.




Stephanie Wilkins, Director of Content at LegalTech Hub


Finding My Voice in the AI Conversation

In October 2024, I won the inaugural journalism award at the American Legal Technology Awards for my leading coverage of GenAI in legal and my focus on A2J, the realities of women in the field, and more.

Hearing my name called remains one of the most cherished professional moments of my life. But even more than elated, I was shocked—my jaw actually dropped like some surprised cartoon character.

Let me back up.

Because truthfully, I was far from the most likely candidate to become a top trusted voice on GenAI when it first burst onto the legal scene. I had just started my role as Editor-in-Chief of ALM’s LegalTech News about two months before the public release of ChatGPT. And while I was a former lawyer who’d been writing about legal tech for over a decade, no one knew me. Up to that point, I’d existed in the shadows as a nameless, faceless freelancer and ghostwriter. Even my ascent to EIC was completely abnormal, as it was technically my first journalism job.

So how did I end up, just two years later, winning awards for writing about legal AI? I trusted my instincts.

It’s hard to remember a time when writing about legal tech wasn’t entirely focused on GenAI, but in reality, it wasn’t that long ago. As I got my journalism feet wet and wrote about ongoing developments in CLM, eDiscovery, and more, I was also reading up on this thing called GPT-3 and wondering why it wasn’t a bigger deal.

That’s why, when ChatGPT launched, I jumped on it. My team at ALM and I set about educating ourselves on GenAI as much as possible and covering it in an informed, relevant way—I refused to be the outlet writing fluff pieces that didn’t even understand the difference between ChatGPT and GPT3.5. I kept doing it even when everyone rolled their eyes and joked about how I was talking about AI yet again.

And it worked.

My decision to follow my gut and focus on GenAI in legal from its early days blew my career wide open.

Now, at the time, there was no shortage of the usual suspects stepping up and putting themselves forward as “experts” in this new area of technology that few people actually knew much about. I don’t know why I thought I could do it just as well as them, if not better, but my intellectual curiosity about GenAI drove me forward.



My “Aha” Moment

And then I had my “aha” moment—the one that made me realize that I was more than equipped to be a leading voice in AI, and I was worthy of winning journalism awards for it.

One day I got a text out of the blue from a friend who’s not in legal tech, telling me he’d just heard my name mentioned in a podcast about AI. It wasn’t that surprising, since I’d written a lot about the topic, but when I listened to the episode myself, I realized the hosts were referencing something I’d written about AI in October 2018—an article that predated ChatGPT by four years, and one I’d forgotten I’d even written. That spurred me to dig further back into my author archives, and I found an article I’d written more than two years earlier than that, in June 2016, about the rise of AI and how it was impacting legal and hiring.

The moment I realized I was writing about cutting-edge legal AI issues six years before I “became a journalist” was the moment I realized the field of legal AI is where I was meant to be. And now I’ll continue to learn everything I can about it and not hesitate to speak louder than so-called experts who might be better-known, but less knowledgeable, than I am—particularly if they’ve had no problem drowning out my voice in the past.

And that EIC job that changed my entire career trajectory and opened the door to me building my expertise in legal AI?

I almost didn’t apply for it, for fear of being unqualified.

My advice to you: if you love AI and think legal tech is the place you want to be, pursue it. As hockey great Wayne Gretzky said, “you miss 100 percent of the shots you don’t take.” That applies to job applications as well.

If you hold yourself back, you just might miss your own legal AI “aha” moment.




Zach Abramowitz, AI Evangelist and Founder, Killer Whale Strategies


No Thanks, Yes Please!

When ChatGPT came out, I was the last one on my team to see the light. The day ChatGPT came out, my partners Avshie and Nina tried explaining to me that the future was here and that a tidal wave was coming for the status quo in the legal profession.

I didn’t even want to try it.

I was cynical from previous false starts declaring that “The future is here!” That cynicism (and if I’m being honest, a little fear as well) kept me from diving in right away.

What triggered my conversion was the fact that Avshie and Nina finally both got really upset at me for being stubborn, which was uncharacteristic for them. So, on December 3, 2022, I created my account and decided I would write them a sincere apology using ChatGPT, not actually believing it would work. After spending two minutes with this tool, I nearly lost my mind. Everything about the output was so dreadfully tailored and customized to exactly what I wanted—the iteration was even more mind blowing. And the fact that I could see the machine thinking through its answer made it feel so clearly different from anything I had ever seen. I was hooked.





Kassi Burns, Senior Attorney, King & Spalding AND Founder, ESI Flow


Learning about Generative AI

Back in the early days of career in eDiscovery, AI wasn’t even a blip on my professional horizon. Working in eDiscovery in the late 2000s was all about brute force: plowing through millions of records imaged from desktops, powered by windowless conference rooms of attorneys working long hours.

My turning point came as we started to see incremental changes in the trenches of document review: leveraging email threading, or testing out early versions of Technology-assisted Review (TAR) to try and cut through swaths of data in a more efficient way. Those early signs of AI life in eDiscovery, vis-à-vis machine learning, was my “aha” moment, not specifically for AI. That “aha” moment was my professional instinct telling me to always, always follow the technology.

I knew it was vitally important for me to prioritize learning as much as possible about the technology that was building up around eDiscovery and finding professional opportunities that would put me on that path.

It should come as no surprise then that when generative AI became widely accessible a few years ago, my first instinct was to test it out. My first experiences working with it was in my free time, playing around with it for my personal pursuits. Those first steps were clunky. I began testing natural language models to test initial drafts of personal content or have it help make travel plans.

The results weren’t perfect, and neither were my initial prompts. But they did reveal how I needed to change my engagement with this new technology to optimize the results. AI could mirror the cognitive scaffolding of my prior work product. It could learn from exemplars, just like junior colleagues, and get better with context.

From there, I started building prompts as if they were mentoring sessions. I’d explain the “why” behind each instruction, show examples of good prior drafts, describe the audience, and ask for reasoning, not just output. What emerged was an iterative process, something I was already familiar with through my prior experiences with TAR workflows. I realized that using AI effectively as a lawyer requires the same skills that make us good mentors: clarity, empathy, and feedback.



A New Kind of Lawyer

Embracing AI has meant reframing what it means to be a lawyer. The lawyers who thrive now are not those who memorize the most cases, but those who can translate legal reasoning into structured logic and who understand how to teach a system to think with us, not for us. That realization reshaped my career by opening opportunities to build, advise, and teach at the intersection of law and technology.

This shift in the practice of law has amplified the parts of our profession that are most human: discernment, ethics, empathy, and narrative. AI can identify patterns and probabilities, but only people can interpret what those patterns mean in the lived reality of a dispute. The future of law will be about designing relationships between humans and machines that preserve our professional integrity while expanding our capacity for insight.

When I look back, “learning to love legal AI” wasn’t about embracing a new technology. It was a reminder to trust my professional instincts. Always follow the technology, but do some with the practical knowledge of its limitations and points of failure. Allow yourself to be curious.

Today, my work sits at the confluence of law, data, and design. I spend my days helping teams navigate AI’s risks and my nights building tools that help lawyers use it responsibly. It’s an unusual balance, but one that feels perfectly at home in this new era. I don’t worry that AI will make law less rigorous or less human. I worry only that we’ll underestimate our ability to shape it: that we’ll fail to teach these systems the nuance, fairness, and discipline that define our craft.

If there’s one lesson from my journey, it’s this: legal AI isn’t the end of the profession. Instead, it’s the next phase of professional excellence. Once you stop worrying, you can start building.




Stephen Dooley, Director of Electronic Discovery and Litigation Support at Sullivan & Cromwell LLP


The “Aha” Moment

For years, I’ve approached new technology in the legal world with a mix of curiosity and caution. When you’ve spent much of your career balancing precision, privilege, and process, “disruption” is not always a comforting word. AI (and particularly LLMs) promised a revolution, but I needed to see it for myself: not in a demo, not in theory, but in the unpredictable, data-rich, and high-stakes reality of live discovery work.

My own turning point came while collaborating with data scientists Igor Labutov and Bishan Yang. Together, we explored how LLMs and smaller, purpose-built language models (SLMs) could each deliver optimized value depending on the application. It was a lesson in playing to each model’s strengths—understanding where a large, generative system could synthesize and summarize, and where a smaller, tightly tuned model could scale with precision and cost efficiency.

We tested these models against real data, in the context of live TAR projects. My initial stance was skeptical optimism and a belief that AI might be useful, tempered by years of experience with overpromised “game changers.” But the results began to speak for themselves. We saw measurable improvements in how reviewers interacted with data, how quickly they reached relevance, and how intuitively the systems learned from human feedback. That was my “aha” moment: realizing that AI wasn’t replacing human discernment—it was amplifying it.



Embracing the Tools—and the People Behind Them

That insight set the stage for the next phase: building workflows and training processes for what would become the early versions of the AI Discovery Assistant. Our firm’s leadership did something both simple and profound—they gave us time, resources, and trust. They sponsored my team’s efforts to experiment, iterate, and test these tools on real client data.

This freedom to explore was critical. In legal technology, innovation doesn’t come from purchasing the next shiny object; it comes from safe, structured experimentation. The ability to test in a controlled, compliant, and collaborative environment allowed us to identify where AI could genuinely enhance the experience of discovery—not just by accelerating document review but by reducing cognitive fatigue and letting reviewers focus on judgment rather than mechanics.



What It’s Meant for My Career

Working with AI has reinvigorated my interest in this profession. After years of focusing on the nuts and bolts of data governance, privacy, and litigation support, AI introduced a new layer of purpose and a way to connect those operational foundations to strategic value. It positioned our team not only as technologists but as partners in shaping how the firm engages with innovation responsibly.

This evolution has underscored a truth I return to often: AI doesn’t eliminate the need for human expertise, it elevates it. The legal technologist’s role is shifting from tool operator to curator of intelligence, ensuring that systems learn from sound reasoning, ethical boundaries, and domain knowledge. Human oversight isn’t just a safeguard; it’s the differentiator that makes AI useful, trustworthy, and aligned with client expectations.



Learning to Love Legal AI

So, how did I stop worrying and learn to love legal AI? By reframing what it means to be “in control.” In discovery and compliance, control has traditionally meant containment: minimizing variables, standardizing processes, reducing uncertainty. But the AI era rewards a different kind of control: one rooted in governance, transparency, and collaboration.

We don’t control AI by resisting it; we control it by understanding it, shaping it, and surrounding it with capable humans. Every model, prompt, and output becomes an opportunity to teach both the machine and ourselves. And in that process, the technology becomes less of a black box and more of a mirror, reflecting the collective intelligence of the people who build and guide it.



Looking Ahead

The next generation of legal AI won’t just change workflows but I feel it will change roles, expectations, and value. Our challenge, and our opportunity, is to make sure that transformation enhances the people around the technology. That’s where the true innovation lies: not in the algorithms themselves, but in how we integrate them into the fabric of professional judgment, client service, and institutional knowledge.

In the end, I learned that embracing AI isn’t about surrendering to it; however, it may be about rediscovering what makes our work human.




What Is Stopping You?

These stories are proof that lawyers are already reshaping what AI looks like in legal practice. They tested things, broke them, built better ones, and dragged legal forward whether it was ready or not. This is what it looks like when the profession gets its hands dirty and decides to lead. The people in these pages didn’t wait for the industry to catch up, and neither should you.
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