


Vision Language Models


Building VLMs with Hugging Face


With Early Release ebooks, you get books in their earliest form—the authors’ raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


Merve Noyan, Miquel Farré, Andrés Marafioti, and Orr Zohar





Vision Language Models


by Merve  Noyan, Miquel  Farré, Andrés  Marafioti, and Orr  Zohar


Copyright © 2026 Merve Noyan, Andrés Marafioti, Miquel Farré, Orr Zohar. All rights reserved.


Printed in the United States of America.


Published by O’Reilly Media, Inc., 1005 Gravenstein Highway North, Sebastopol, CA 95472.


O’Reilly books may be purchased for educational, business, or sales promotional use. Online editions are also available for most titles (http://oreilly.com). For more information, contact our corporate/institutional sales department: 800-998-9938 or corporate@oreilly.com.



		Aquisitions Editor: Nicole Butterfield

		Development Editor: Sara Hunter

		Production Editor: Elizabeth Faerm

		Copyeditor: TO COME

		Proofreader: TO COME

		Indexer: TO COME

		Interior Designer: David Futato

		Cover Designer: Karen Montgomery

		Illustrator: Kate Dullea





		July 2026: First Edition






Revision History for the Early Release



		2025-06-10: First Release

		2025-08-19: Second Release

		2025-10-10: Third Release

		2025-12-15: Fourth Release

		2026-01-14: Fifth Release






See http://oreilly.com/catalog/errata.csp?isbn=9798341624047 for release details.



The O’Reilly logo is a registered trademark of O’Reilly Media, Inc. Vision Language Models, the cover image, and related trade dress are trademarks of O’Reilly Media, Inc.


The views expressed in this work are those of the authors and do not represent the publisher’s views. While the publisher and the authors have used good faith efforts to ensure that the information and instructions contained in this work are accurate, the publisher and the authors disclaim all responsibility for errors or omissions, including without limitation responsibility for damages resulting from the use of or reliance on this work. Use of the information and instructions contained in this work is at your own risk. If any code samples or other technology this work contains or describes is subject to open source licenses or the intellectual property rights of others, it is your responsibility to ensure that your use thereof complies with such licenses and/or rights.  





979-8-341-62399-6


[LSI]







Brief Table of Contents (Not Yet Final)


Chapter 1: Introduction to Vision and Language (available)


Chapter 2: Vision Language Model Applications (available)


Chapter 3: Core Architectures of Vision-Language Models (available)


Chapter 4: Training Data and Preprocessing for VLMs (available)


Chapter 5: Model Training and Optimization (available)


Chapter 6: Post Training Vision Language Models (available)


Chapter 7: Deploying Models for Inference at Scale (available)


Chapter 8: Video Language Models (unavailable)


Chapter 9: Document AI (unavailable)


Chapter 10: Advanced Topics and Cutting-Edge Research (unavailable)


Chapter 11: Future Directions and Conclusion (unavailable)





      Chapter 1. Introduction to Vision and Language

      
      A Note for Early Release Readers

 With Early Release ebooks, you get books in their earliest form—the authors’ raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 1st chapter of the final book. Please note that the GitHub repo will be made active later on.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at shunter@oreilly.com.




      We are social and visual animals. We evolved in groups, depending on one another for survival. Our brains are wired for communication, empathy, and connection. Even our emotional well-being is deeply tied to our relationships.

      To strengthen our bonds, we developed language, a tool to optimize communication, and, soon after, writing systems that allowed us to reach beyond the limits of face-to-face interaction.

      Yet, among all our senses, vision dominates our perception of the world. A huge part of our brain is dedicated to processing visual information. We rely on sight to understand our environment, navigate spaces, recognize others, and pick up subtle social cues like facial expressions and body language.

      It’s no surprise, then, that when we set out to build intelligent systems, we were captivated by two grand challenges: teaching them language to communicate with us, and vision to perceive the world as we do.

      At first, our systems were limited to handling either language or vision, but not both together. Over time, however, a set of breakthroughs allowed us to merge these two rich modalities into unified architectures, giving rise to what we now call Vision-Language Models.

      In this chapter, we will briefly explore the history of machine learning and computer vision that led to this new paradigm and set the stage for the exciting advances ahead.

      
        Brief Introduction to Computer Vision

        Before the deep learning era, computer vision relied heavily on handcrafted feature extraction techniques. Modern methods coexist and inherit from earlier techniques, so understanding them is important.

        Let’s briefly take a look at signal decomposition methods, filter & feature extraction kernels. Luckily, kernels are a good segway towards convolutional neural networks and vision transformers.

        
          Signal Decomposition Techniques

          While the name might sound intimidating, signal decomposition techniques are straightforward. Rather than looking directly at the pixel values of an image, they convert those leveraging sines, cosines and wavelets. Those new representations are to enable more efficient processing. 

          Several important transforms are commonly used; we’ll talk about three here. The first one is Fourier Transform, which decomposes images into frequency components, revealing patterns (like waves) that characterize image structures. These characteristics are often more readily analyzed or manipulated in the frequency domain than in the spatial domain. Fourier analysis became essential for filtering operations and was foundational for many early compression algorithms. It is also widely used for audio processing.

          The Discrete Cosine Transform (DCT) similarly analyzes frequency content but focuses energy into a small number of coefficients, making it especially effective for compression. DCT is the cornerstone of JPEG compression and many video codecs like MPEG.

          Lastly, Wavelet Transforms provide multi-resolution analysis, allowing for both spatial and frequency localization. This approach excels in lossless image compression (e.g., JPEG2000) and denoising applications. These transforms enable efficient processing by reducing dimensionality while preserving essential information. 

          In Figure 1-1, we take an image and convert it to the DCT space. In the DCT space, u and v are the horizontal and vertical frequency indices that define the number of cosine wave oscillations across a block. A high u with low v represents rapid changes left-to-right but smooth top-to-bottom, capturing vertical edges or textures. Conversely, low u with high v captures horizontal edges. Low values of both indicate smooth regions, while high values of both represent fine, detailed textures. Each (u, v) coefficient shows how much that directional pattern contributes to the image block.

          When we look at the energy distribution in the space (second image in the figure) we can see that most of the energy of the original image is concentrated in a few coefficients in the DCT space, particularly those in the upper-left corner (low u,v values). JPEG and other image compression algorithms take advantage of this by thresholding the coefficients in the DCT space and keeping only those with high energy values (third image in the figure). Why does this work? This works because the coefficients closer to u=0, v=0 correspond to low frequencies, which are the most important for human visual perception. Higher frequencies (larger u,v values) represent fine details that our eyes are less sensitive to, so removing these coefficients reduces the file size significantly while maintaining perceptual quality. This property of natural images— their energy concentrates in low-frequency components—makes DCT-based compression so effective. This and many other media compression techniques would probably be ineffective for an alien civilization.

          Even today, FFTs, DCT and Wavelet transforms remain in use in phone calls, video streams and media archives among many other applications.

          
            
            Figure 1-1. DCT compression pipeline

          

        

        
          Filters and Feature extraction kernels

          We are getting close to the two main breakthroughs that made modern computer vision so powerful: convolutional neural networks (CNNs) and vision transformers (ViTs)

          We don’t want to be a buzz killer, but before digging into CNNs and ViTs, let’s talk about feature extraction kernels.

          Understanding feature extraction kernels isn’t just prehistory—it’s the DNA of modern vision. What we manually designed yesterday, CNNs learn automatically today. These patterns are exactly what your CNN’s first layers will discover on their own; learning a bit about feature extraction kernels will give you a better understanding of why CNNs and later Vision Transformers work.

          A feature extraction kernel is a small matrix (also called a filter) that is applied over an image to detect specific patterns. At each location, the kernel values multiply the underlying pixel values, and the results are summed to produce a new value. 

          Let’s visualize this intuitively. Figure 1-2 shows a sequence of values that change along a single dimension, this is a single dimension signal.

          
            
            Figure 1-2. Visualization of a 1-D signal

          

          As we are working with a one-dimensional signal in our example, let’s also assume a one-dimensional kernel. To be specific, let’s set our kernel to [-1 1]. 

          In order to filter our 1D signal with our 1D kernel, we multiply the values of the signal by the kernel, we sum and write down the numbers, starting from left as shown in Figure 1-3. We do this successively for all the values of the signal.

          Note that we invented a value in our signal! This is called padding, and it is just to avoid having a gap when we apply the filter. There are many different padding strategies, adding as many zeroes as needed to the left is a common one.

          
            
            Figure 1-3. Applying a convolution to a sequence 

          

          This process is called “convolution”. Let’s visualize original data against convolved data in Figure 1-4 and Figure 1-5.

          
            
            Figure 1-4. visual input and output of the convolution

          

          
            
            Figure 1-5. Visual input/output

          

          See how this highlights the changes positively and negatively? The output of the convolution is named “feature map” because it highlights the features we can extract. This applies to changes in images too, we can detect edges like this. In fact, in Figure 1-6 you can see the kernels of two popular filters commonly used in image processing pipelines to identify edges.

          
            
            Figure 1-6. Prewitt and Sobel kernels for edge detection 

          

          As we just saw, the convolution emphasizes areas of the image where there are rapid changes in intensity — highlighting edges, corners, and other key points (such as SWIFT, defined below). Convolution is fundamental in many image processing tasks because it enables the extraction of meaningful structures from raw pixel data.

          
            Keypoint Detection and Description

            A significant breakthrough came with algorithms that could identify and describe distinctive points in images, not just provide new representations of the image. Those points and a bit of machine learning could fuel many classification tasks. 

            The first one is Scale-Invariant Feature Transform (SIFT). SIFT - presented in Figure 1.7 detects keypoints invariant to scaling, rotation, and illumination changes. SIFT descriptors captur local gradient information around these points. To improve SIFT’s computational efficiency while maintaining similar capabilities, Speeded-Up Robust Features (SURF) was developed. Oriented FAST and Rotated BRIEF (ORB) provided an even faster alternative while maintaining reasonable performance.

            These algorithms enabled a powerful paradigm: extract a “bag of visual features” from images, then apply traditional machine learning methods (such as k-means clustering and SVMs) to perform tasks like object recognition and image classification.

            This race to engineer better-handcrafted features dominated computer vision research for decades. While effective for controlled environments, these approaches struggled with the variability encountered in real-world scenarios—ultimately paving the way for the learning-based methods to revolutionize the field.

            In the example of Figure 1-7 we extracted SIFT keypoints of the original image (left) and from a patch of that image (right). 

            A very popular technique to search for a specific logo in visual content is to construct a database of keypoints (SIFT, SURF, ORB, or others) and check for those keypoints in an image catalog. When a big number of points match across images, we consider a positive matching.

            In our example, we extracted 26 SIFT keypoints from the smiley cute face and it matched against 15 of the 294 keypoints extracted from the full image on the left, meaning we probably have a match between a part of the full image on the left and the face detail on the right. 

            
              
              Figure 1-7. Keypoint matching based on SIFT

            

          

          
            From filters to convolutional neural networks

            Before convolutional neural networks (CNN), features like SIFT, SURF, or edge detectors like Prewitt, Sobel, among many other filters were engineered manually. Now, convolutional neural networks find the optimal kernels according to a problem at hand, be it image classification or object detection. It is widely theorized that when a CNN is applied to audio, the first layer learns a type of Fourier Transform, meaning the network learns to decompose audio signals into their frequency components… just as we used to do manually! 

            At a very rudimentary level, convolutional neural networks look like the following. Assuming you have 32 different kernels that you want to use to extract features from an image, you’ll have 32 resulting feature maps as illustrated in Figure 1-8. When training models, you initialize these kernels randomly, meaning the values in the matrix are random. As the model trains, it learns the best kernels for that dataset.

            
              
              Figure 1-8. Illustrated Feature Maps

            

            CNNs are good for solving classical computer vision tasks such as image classification, object detection, and image segmentation, with image classification operating as shown in Figure 1-9.

            
              
              Figure 1-9. Basic Image Classification

            

            Let’s dig in further. You can use convolutional neural networks (CNNs) mostly to extract the features and later feed them to a classification layer. Unlike standard neural networks, CNNs were originally designed for image processing with specialized layers that automatically detect important visual features. A CNN consists of interconnected “nodes” (also called neurons) organized into different types of “layers.” Each node is a computational unit that processes an input, applies an activation function, and produces an output.

            The early layers in a CNN are convolutional layers that detect edges, textures, and patterns, while later layers identify more complex features like ears, tails, or fur patterns. These extracted features are eventually passed to a classification layer. Assuming you are classifying between cats and dogs, the final classification layer has two nodes, one for cat and one for dog. These output nodes each produce a probability value indicating how likely the input image is to belong to each class. The output layer contains exactly as many nodes as there are classification options because each node specializes in identifying one specific class, allowing the network to decide by selecting the class with the highest probability, as shown in Figure 1-10.

          

          
            Other basic CNN based pipelines

            
              
              Figure 1-10. CNN with Image Classification head

            

            Let’s talk about a few other CNN pipelines. All those other applications have something in common (in addition to cats in the example): they rely on a common backbone for feature extraction. Think of the backbone as the main body of the neural network that handles the core image processing work. It’s the part that extracts important features from images before any task-specific parts take over.

            You briefly saw classification in Figure 1-10 and inspired by the classification pipeline, you can see the object detection pipeline in Figure 1-11.

            Can you spot the differences? For object detection, there is a different layer on top of extracted features called object detection head.

            Wait, what is this? The object detection head identifies multiple objects by predicting both their categories and bounding box coordinates. The final layer outputs class probabilities along with the locations of detected objects of interest within the image, as shown in Figure 1-11. 

            Unlike a classification head that simply categorizes whole images, the object detection head works on the rich feature maps produced by the backbone network. This head is specifically designed to process these extracted features in a way that enables both localization and classification of multiple objects.

            
              
              Figure 1-11. Object Detection Pipeline

            

            The next pipeline is image segmentation. Image segmentation is a more fine-grained task that occurs on pixel level, where each pixel is assigned a class probability. When class probabilities are high in adjacent pixels, those pixels form a segmentation mask. Commonly, semantic segmentation assigns a single segmentation mask to all instances of an object in a given image, as shown in Figure 1-12.

            
              
              Figure 1-12. Semantic Segmentation

            

            Instance segmentation detects different instances as you can see in the output of Figure 1-13.

            
              
              Figure 1-13. Instance Segmentation

            

            Doing a quick recap, each task-specific model above is shaped by the task-specific head, whereas feature extraction layers (or backbone) have little change. When trained on enough data, feature extraction layers detect universal features. Universal features mean edges, corners, and curves. A task-specific feature, for cats and dogs classification, for example, would be a whisker of a cat or the nose of a dog. As you approach the head, these layers are trained to detect lower-level task-specific layers. Given this, does it make any sense to use the backbone for a task that it was not trained for? That’s what you achieve with transfer learning.

          

          
            Transfer Learning

            Transfer learning allows practitioners to use large pre-trained models for their specific use cases. Instead of spending compute and time for a model to learn universal features such as edges and corners, or general objects, the model training only focuses on the domain-specific task at hand. With a reduced amount of data and compute, you could repurpose an existing CNN to fulfill your specific application, and this way, transfer learning achieves a good bang for the buck. 

            To train the large models, you initialize the convolutional neural network kernels randomly, and through the training, the optimization process tweaks the kernels to detect features. When trained on diverse data, the feature extraction kernels become more universal. This means you can repurpose them. This is called “transfer learning”, where you transfer the information learned in a neural network to another neural network for the task at hand. The repurposed models are also called “pre-trained,” and the pre-trained feature extraction models are often referred to as “backbones”. Modern computer vision tasks mostly utilize pre-trained models with a sophisticated task-specific head with feature refiner networks on top of them. These refiners are referred to as neck. The neck helps creating richer representations that help the network better understand objects at various scales and positions in the image.

            
              
              Figure 1-14. Modern computer vision pipelines

            

            But what makes a pre-trained model good enough to be used for transfer? 

            Many pre-trained models stood the test of time and have been adopted widely by practitioners. However, there is no one-backbone-fits-all type of models, some backbones are used widely across many tasks, and some of them are used the most for a given task. Let’s review some of the most popular backbones.

            
              ResNet

              The earliest example of a pre-trained model is ResNet. Early convolutional deep neural networks were hard to train due to vanishing and exploding gradients and diminishing errors in accuracy, and then errors in later stages of training. ResNetv1 was the first deep convolutional neural network to solve this using something called “residual connections”. The idea behind residual connections is very simple: pass the input as is to the layer after the next activation. This prevents gradients from vanishing (or exploding) which helps when scaling the network for depth. ResNet employs ReLU activations. ReLU (Rectified Linear Unit) activations sound very fancy but are very simple activation functions: the output is equal to the input if it is positive. If the input is negative, the output is zero. Its simplicity makes ReLU activations highly efficient.

              
                
                Figure 1-15. Image Description: Illustration of Residual Connection 

              

              Directly adding the input is “identity shortcut,”. Another type of residual connection is “projection shortcut” which uses 1x1 convolution to match the input shape to the output shape of a layer. ResNet employs projection shortcut across two consecutive layers. 

              ResNet has built upon a few other pre-existing ideas to scale to 100+ layers. The first one is bottleneck convolutions, which is simply applying convolutions with filters of size (1, 1) to reduce the dimension before more complex convolutions with filters of size (3,3) or (5, 5). After, the dimensions are rescaled to the original shape by applying another convolution with a filter of size (1, 1). ResNet combines this with residual blocks like Figure 1-16.

              
                
                Figure 1-16. Image Description: Bottleneck Residual Layers Illustrated

              

              The last important element in ResNet’s success is batch normalization, forcing layer input batches to have a mean of 0 and standard deviation of 1. This helps stabilize the training of deep neural networks. ResNetv1 normalizes the processed signal after the convolutions and before ReLU activations. 

            

            
              MobileNet

              MobileNet introduced a fundamental shift in architecture design. Compared to the already very popular ResNet that was focusing on a big number of layers, MobileNet focused on efficiency, making neural networks viable for real-time applications on resource-limited devices without requiring specialized hardware.

              Its key innovation lies in depth wise separable convolutions, which divide standard convolutions into two smaller steps: depthwise and pointwise operations. This dramatically reduces the number of parameters and computation by 8-9 times while maintaining comparable accuracy.

            

            
              U-Net

              U-Net had a radically different origin and goal than the pre-trained models we’ve discussed so far. It originated from the biomedical world with a focus on image segmentation tasks rather than classification. 

              While ResNet introduced skip connections to improve gradient flow during training, U-Net expanded this concept with a symmetric “U-shaped” architecture featuring a contracting path that captures context and an expanding path that enables precise localization as shown in Figure 1-17. This enables U-Net to perform pixel-precise segmentation with remarkable accuracy, even when trained on limited datasets (as you can imagine, data scarcity and precision are two common topics in medical imaging)

              
                
                Figure 1-17. Image description: U-Net architecture used for image segmentation, featuring a contracting path on the left side (downsampling) and an expanding path on the right side (upsampling), with skip connections between corresponding layers to preserve spatial information. 

              

              U-Net is widely used today in tasks like medical image segmentation, diffusion-based image generation, and semantic segmentation in fields ranging from healthcare and robotics to satellite imaging.

            

          

        

        
          Transformers and its origins in language

          Let’s start with a brief definition of transformers: transformers are a type of neural network that use attention to understand and process sequences of data more effectively than older models. Transformers were first used in text and rapidly expanded to other content types. We will dig into text processing to understand the path that led to the invention of transformers and its growth to other domains like vision. 

          Text is handled differently than images. In images there are pixels spread in spatial space and across different channels. In text the data is spread sequentially, and we want to learn semantic relationships between words and how they exist or relate with the real world.

          Early natural language processing applications tried to use word to word co-occurrence to estimate the context of a given sentence or a paragraph with very basic models. These applications got us only so far though, we not only wanted the application to understand language, but we wanted it to generate it as well. 

          The first successful deep learning applications in NLP were based on an architecture called recurrent neural network (RNN). Practitioners divided the text into smaller pieces, building a mapping from these text fragments to numbers called tokens, which were then fed into the RNN. Initially, tokens were often created at the word level, but this approach proved inefficient over time, as more advanced tokenization methods at the subword level allowed for better handling of vocabulary and out-of-vocabulary words.

          
            RNNs and LSTMs

            An RNN is primarily composed of cells that output a vector, which is repeatedly fed back into the cell along with the next input. In the first step, the cell receives only the first input — for example, a word. In the second step, the cell takes the next word and the output from the previous step as its inputs. These outputs, called hidden states, represent the information the network is learning and carrying forward through the sequence. As we progress through the paragraph, unrolling an RNN reveals how each word is processed step-by-step along with the evolving hidden states, as shown in Figure 1-18.

            
              
              Figure 1-18. Image description: RNN input-state diagram

            

            Naturally, the effect of the initial inputs to the hidden state shrinks as the sequences grow. Moreover, it’s hard for the gradients in the network to be in the small range between vanishing and exploding, making it harder for models to learn. Long-short-term memory networks (LSTM) and gated recurrent units (GRU) were introduced to address these problems. LSTMs simply have “gates”: functions that determine if a given hidden state will be kept, added, removed, or updated. GRUs are simplified versions of LSTMs with gates that update, remove or add new hidden states.

            What happens to the last hidden state is one of the key differences in how RNNs are used. The last hidden state is a compressed representation of the input sequence, summarizing what the network has learned from the entire text. This is sometimes referred to as an “encoding.” RNNs that focus only on creating these encodings without producing step-by-step outputs are called “encoders.” 

            You could feed these encodings to a classification layer to train an RNN on problems like sentiment analysis. This is pretty similar to the transfer learning paradigm we have talked about above, one can have pre-trained text vectors that know about real world and semantic relationships between words and transfer this information to a classification problem.

            Since encodings are technically compressions of text, they can be decompressed by another neural network to predict the next word, aka generating text. These networks are called “decoders”. Both encoder-decoder networks and decoder-only networks can predict the next word. 

            
              
              Figure 1-19. Image-description: encoder-decoder LSTM

            

            Encoder-decoder LSTMs are still very limited in the length they can process as the decoder receives a compression of the whole input to decode. You could feed all hidden states of the encoder to all cells of the decoder, but it would be very computationally intensive. To address the limitations of RNNs, and pick which hidden states to particularly attend to, an attention mechanism was introduced. Neural networks with an attention mechanism are called transformers, and they are the architecture used by advanced systems such as ChatGPT. We will go through the attention mechanism in detail in upcoming chapters.

          

          
            The boom of transformers in text

            Transformers had their initial boom with the BERT model as it enabled multiple successful applications to this day. 

            
              
              Figure 1-20. Image-description: Bert architecture overview and training approach

            

            BERT was easy to train due to its self-supervised objective . Essentially, a small portion of words in the text were masked randomly and the model was trained to predict those words, which allowed it to learn from any corpus of text. After the initial training, BERT can be used in transfer learning. The machine learning community has trained many BERT models in different languages and domains thanks to the lack of dependency on labelled data. 

            BERT is the most successful encoder-only model: it revolutionized NLP by achieving state-of-the-art results across numerous language tasks. 

            GPT-2 was the most successful decoder-only model, it demonstrated remarkable text generation capabilities across diverse domains with minimal task-specific training. This model is trained through masking the next word and trying to predict it. This is called “next token prediction” or “autoregressive training” and shown in Figure 1-21. 

            
              
              Figure 1-21. Autoregressive modelling

            

            T5 is another model that became popular given its possibilities to accomplish a wide range of tasks, training on instruction-answer pairs (see Figure 1-22 to see examples of instruction-answer pairs). Its possibilities covered translation, summarization to detecting sentiments, or assessing entailment between two sentences. T5 was the most adopted encoder-decoder model. 

            
              
              Figure 1-22. T5 model, figure taken from the paper

            

          

        

        
          Vision Transformers

          Now you know how transformers work with text. Do they function the same way with images? Vision Transformers revolutionized the field by splitting images into tiny patches and applying the attention mechanism on those patches. 

          The patches are fixed-size grids of pixels, where the attention mechanism learns the meaning and importance across patches. The initial vision transformer (ViT) was similar to BERT, shown in Figure 1-23. 

          
            
            Figure 1-23. Vision Transformer Architecture, image taken from the paper 

          

          ViT took images of 224x224 resolution and split them into 16x16 patches, which yield (224 / 16)2 = 196 patches. These patches are then flattened into a 1-dimensional vector of length 768 (162 x 3-channels) and fed to a linear layer, converting these patches into a 768-dimensional embedding vector. The system adds a special token at the beginning of the image patches to signal the classification goal and includes positional information with each patch. It then sends these enhanced patches through the transformer network. Finally, a simple multi-layer perceptron takes the transformer’s output and determines the image classification. 

          ViT changed the paradigm in computer vision as evidenced by the large list of ViT variants, including dynamic-sized patches, modifying attention, adding convolutions on top of the attention layers or applying hierarchy through stages of ViT, learning patches (just like a tokenizer learn tokens), and different supervision techniques. We will go through some of the noteworthy architectures that advanced vision capabilities of multimodal models. 

          First, let’s try ViT with only a few lines of code! We will explain the code later, but to get started quickly, you need to install the Hugging Face transformers library. 

          # bash
pip install transformers

          To initialize an image classification pipeline, think of it as a box that contains the model and everything else you need to do image classification. We will use the ViT model in this link, trained on many classes.

          # python
from transformers import pipeline
pipe = pipeline("image-classification", model="google/vit-base-patch16-224")

          Now that we initialized the pipeline, let’s use the model to run inference on the image:

          # python
pipe("https://huggingface.co/datasets/vlmbook/images/resolve/main/bee.jpg")

[{'label': 'bee', 'score': 0.943755030632019},
 {'label': 'pot, flowerpot', 'score': 0.013617068529129028},
 {'label': 'daisy', 'score': 0.008730421774089336},
 {'label': 'ant, emmet, pismire', 'score': 0.003053140128031373},
 {'label': 'fly', 'score': 0.0029011331498622894}]

          And voila! The model correctly predicts that the image contains a bee and a flower.

          
            ViT variations

            Masked Autoencoder (MAE) is a standard ViT model with a twist: it divides images into patches, removes some of the image patches, and learns the image features through reconstructing images. This idea was later used in some of the initial image captioning models. 

            
              
              Figure 1-24. Description: Masked autoencoders divide images into patches, only take some of the patches, and try to learn through reconstructing the original image.

            

            The community has built many models with different image handling approaches to improve performance. . We’ve seen BERT for text before, BEiT is a similar approach to BERT for images. BEiT learns to represent image patches as visual tokens, and the model is pre-trained with masked tokens to do so. 

            Another important modification on top of vanilla ViT is hierarchical ViTs. These models take in images in high resolution and split them into smaller patches like 4x4, then repeatedly downsample them to extract features, making extracted features bigger and bigger. This is in contrast to vanilla ViT, where the model learns details first and looks at the bigger picture in later stages, introducing locality bias. This trick is used for models that predict segmentation masks or bounding boxes from text description of objects of interest.

            The last major modification on top of ViT is self-supervision techniques. Vision transformers require a lot of data for pre-training, so scaling over data as well as the architecture is necessary. Enter Data Efficient Image Transformer (DeiT): it’s a model trained using a larger model to label data for the training of the small model (also called distillation). While the distillation technique used in DeiT is more complex, for now, you just need to know that this technique was used in early multimodal models. The MAE model we mentioned above also uses self-supervision: the training objective is to predict the masked image patches rather than class labels. MAE was used in early image captioning models as image backbone, and we still come across MAE or it’s variants in new models. 

            Now that we learned everything that led to the multimodality revolution, i.e. mixing text and images, let’s talk about the first successful open application of multimodality, CLIP.

          

          
            Connecting Images and Text: CLIP

            How do we associate the objects we see to language? In the early stage of our lives, the objects are always pointed out with saying what they are for us to learn. By asking a lot of questions, we learn concepts verbally, and we associate attributes with objects. Models also learn similarly: they are exposed to a lot of image and text pairs until they associate certain words with certain attributes and objects in images. Phrases are associated with images differentially, the phrase and text similarity match is scored like in Figure 1-25.

            
              
              Figure 1-25. Similarity matrix

            

            Notice how the phrases with the word cat inside are assigned a higher score to cat images meanwhile dog is isolated. This is the first and most accepted way of teaching models how to connect modalities.

            Contrastive Language–Image Pre-training (CLIP) is the first successful attempt that connected the two modalities, understanding both image and text and translating one to another. The idea behind CLIP is as follows: an image encoder and a text encoder are pre-trained in contrastive manner. The training data consists of image and text pairs, and the training objective is to bring matching image-text pairs’ embeddings closer together while pushing dissimilar ones apart, contrastively. 

            In detail, each image and text in the training set (think of each combination as one example) are passed through their encoders, and these embeddings are then normalized and multiplied with dot product. After this, image-to-text prediction loss and text-to-image prediction loss are calculated separately, and final loss is the average of two. 

            
              
              Figure 1-26. Contrastive Pre-training, Image taken from the paper. CLIP encodes image and separately, and tries to maximize similarity between the image-text pairs

            

            
              
              Figure 1-27. Inference with CLIP, image taken from the paper. During the inference, the model takes in an image, and multiple candidate labels, and returns high similarity score for text that describes image the best.

            

            CLIP was the first ever widely adopted vision language model. Later on, the term evolved to models that can take image and text input and output text, like gpt-4o.

            CLIP has found so many use in the industry, from image-generation pipelines to image-text search. CLIP can do zero-shot image classification. If this is your first encounter with the term zero-shot, it’s essentially used for tasks and models that can generalize for inputs and outputs beyond what it’s trained with. A model trained with yellow cats and black dogs can still recognize yellow dogs, it is a zero-shot image classification model.

            In short, when given an image, and a bunch of open-ended labels to match the image, zero-shot classification models can assign similarity scores to match image to text (and vice versa). 

            CLIP-like models are still used today as the vision backbone for most successful Vision-Language models.

            
              
              Figure 1-28. Zero-shot Image Classification with SigLIP model. On the right there is candidate labels and their similarity scores against the image assigned by the model

            

            Let’s try using the CLIP model. To do so, we can initialize as follows, with the model in this link. 

            # python
from transformers import pipeline
pipe = pipeline("zero-shot-image-classification", model="openai/clip-vit-large-patch14")

            We will use the same image as we did in the ViT model example, but with three different candidate open-ended labels. The model will assess the most likely image description. 

            pipe(image="https://huggingface.co/datasets/vlmbook/images/resolve/main/bee.jpg", candidate_labels=["bee on a flower", "bee in the hive", "bee in the sky"])
[{'score': 0.8133557438850403, 'label': 'bee on a flower'},
 {'score': 0.1714152991771698, 'label': 'bee in the hive'},
 {'score': 0.015228924341499805, 'label': 'bee in the sky'}]

            As you can see, the model predicts the image correctly! 

          

        

        
          Brief Introduction to Hugging Face Open-Source Ecosystem

          A typical machine learning workflow requires either training a model from scratch or taking a pre-trained model and fine-tuning it on a dataset with low-level PyTorch implementation of model architectures. For multimodal use cases, using a pre-trained model is preferred as training from scratch is too costly. But where do you find these pre-trained models, and how hard is it to fine-tune them? 

          The Hugging Face ecosystem makes it easy for the community to fine-tune and share models. The success of the transfer learning paradigm is mostly owed to the open-source libraries of Hugging Face. 

          Hugging Face ecosystem consists of two main components: a hub and a set of libraries that work together to simplify access to models, datasets, and demos with an easy-to-use code layer.

          
            Hugging Face Hub

            Hugging Face Hub is the largest platform for sharing machine learning models, datasets and demos. As of April 2025, it hosts over 1.6 million models and 360k datasets for many machine learning tasks as shown in Figure 1-29. 

            
              
              Figure 1-29. 
                Hugging Face Models Page
              

            

            We will use Hugging Face model repositories heavily throughout this book so let’s take a look.

            
              
              Figure 1-30. Hugging Face Model Repository 

            

            Each model repository (Figure 1-30) consists of three tabs: model card, files and versions and community. Model card tab contains information related to the model, a widget to use the model, and a model tree. Model card contains metadata and documentation related to the model. Metadata contains information to filter for this model, such as task, the library, and license of the model. Documentation part of the model contains inputs and outputs, a snippet to get started with the model, training details, performance metrics, hardware benchmarks and more. We highly recommend checking model cards to get started with models in case of API changes over time.

            Files and versions section contains model weight files and configuration files required to load the model. Community tab contains discussions and pull requests of the model repository. Discussions are very useful to ask questions about the model and get answers from the model owners and the community.

            
              
              Figure 1-31. Hugging Face Model Repository Discussions Tab

            

            Hugging Face Hub allows token-based access to modify and access repositories and many other operations. Throughout this book, you will read and write repositories. To do that, let’s create a token. 

            Go to token settings, and on top right, select “Create new token”. Tokens come in three access types: fine-grained, read and write. Fine-grained allows creation of tokens with read or write access to specific repositories or repositories under a specific user and organizations. We really encourage using fine-grained tokens for security reasons. Read and write tokens allow read and write to all the repositories you have access to, including organizations where you have read and write access.

          

          
            Libraries

            Now that you have learned about the Hub, let’s take a look at the open-source libraries of Hugging Face.

            
              Transformers

              Transformers library provides easy to use abstractions for pre-trained models so you can easily fine-tune state-of-the-art models. It is now the central format in which all new pre-trained models are implemented: transformers library is integrated to different libraries both within and out of the Hugging Face ecosystem. A model implemented in transformers can be easily exported to different formats for different hardwares or inference solutions, so it is a must-to-learn for every machine learning practitioner working on cutting edge solutions. 

              Transformers provides three main abstractions to load, infer with and fine-tune models. We can summarize three of the abstractions that we will use below:

              
                	AutoModel and AutoProcessor:

                	
                  In transformers, each model has its own class, e.g. CLIPModel is the class for CLIP. AutoModel classes automatically load a model weights for a specific task at hand. These model weights can be from a local folder or a model repository on Hugging Face Hub. For instance, we load vision language models with AutoModelForImageTextToText class, and zero-shot image classification models with AutoModelForZeroShotImageClassification class. This class loads the whole model, but we can also load parts of models. For example, we can use CLIPTextModel to load the text tower of CLIP. 

                  We need to load the models along with the preprocessors to process inputs before passing the model. To load a processor locally or from the Hugging Face Hub model repository, we can use the AutoProcessor class. Processors contain both text processor (the tokenizer) and the image processor.

                  Here’s an example on loading CLIP and inferring with an image. 

                  # python
from PIL import Image
import requests
from transformers import AutoProcessor, AutoModelForZeroShotImageClassification

model = AutoModelForZeroShotImageClassification.from_pretrained("openai/clip-vit-large-patch14").to(“cuda”)
processor = AutoProcessor.from_pretrained("openai/clip-vit-large-patch14")

url = "https://huggingface.co/datasets/vlmbook/images/resolve/main/bee.jpg"
image = Image.open(requests.get(url, stream=True).raw)

inputs = processor(text=["a bee on a flower", "a bee in a hive"], images=image, return_tensors="pt", padding=True).to(“cuda”)

outputs = model(**inputs)
probs = outputs.logits_per_image.softmax(dim=1) 
print(probs)
# tensor([[0.5359, 0.4641]], grad_fn=<SoftmaxBackward0>) 
# probabilities for each class respectively

                

              

              
                	pipeline:

                	
                  we have already used the pipeline abstraction above. Think of the pipeline as a box that contains processor and model, with preprocessing of inputs, inference and post-processing the model outputs are abstracted. 

                  # python
from transformers import pipeline 
image_classifier = pipeline(model="openai/clip-vit-large-patch14", task="zero-shot-image-classification") 
image_classifier(image = "https://huggingface.co/datasets/vlmbook/images/resolve/main/bee.jpg", candidate_labels = ["a bee on a flower", "a bee in a hive"])
# [{'score': 0.9376115202903748, 'label': 'a bee on a flower'}, {'score': 0.06238847225904465, 'label': 'a bee in a hive'}]

                  
                    
                    Figure 1-32. Transformers Zero-shot Image Classification Pipeline

                  

                

                	Trainer: 

                	
                  Model fine-tuning and training loops follow a common workflow. Trainer is a plug-and-play abstraction to handle passing in datasets, handling loss calculation as well as advanced tricks to get the best out of small hardware such as gradient accumulation and gradient checkpointing. Trainer is also supported by Accelerate library for training on multiple hardware. We will see how to use Trainer more in detail in upcoming chapters.

                

              

            

            
              Accelerate

              Fine-tuning large models requires different tricks such as mixing different weight precision, data parallel training and using multiple hardware. Accelerate is a library that enables the same PyTorch code to be run across any distributed configuration by adding just four lines of code. It handles all of these under the hood through Trainer, easily enabling using advanced tricks to train large models. 

            

            
              Datasets

              Working with large datasets across different modalities is challenging. These datasets often require heavy memory larger than RAM and take a lot of time to process. Datasets library helps reduce the memory constraints and enable fast processing of datasets. It also comes with different features such as streaming datasets from Hugging Face Hub, which enables easy discovery of datasets. The library comes with support for all modalities, and is tailored for different needs.

              Let’s take a look at how a dataset is loaded. First, make sure to have datasets installed.

              pip install datasets

              We will use load_dataset to load a small visual question answering dataset.

              # python
from datasets import load_dataset
ds = load_dataset("merve/vqav2-small")
print(dataset)

              ds here is an object of type DatasetDict and this dictionary contains different split dataset contains. Each split is a Dataset object with features and number rows.

              
DatasetDict({ 
     validation: Dataset({ 
           features: ['multiple_choice_answer', 'question', 'image'], 
           num_rows: 21435 }) })

           
              To actually bring the dataset itself, simply access the split by calling ds["validation"]. To get the first example, call ds["validation"][0].

              {'multiple_choice_answer': 'carnival ride', 
'question': 'Where are the kids riding?', 
'image': <PIL.JpegImagePlugin.JpegImageFile image mode=RGB size=640x424>}


              We can use map to preprocess the dataset like below. For instance, below example lowercases all the questions.

              
# python
def preprocess(example): 
     example["question"] = example["question"].lower() 
     return example 
ds["validation"] = ds["validation"].map(preprocess)
print(ds["validation"][0]["question"])
# where are the kids riding? 


              You will see how to enable batch processing and using datasets with torch DataLoader for training later in the Chapter 5.2 post-training. 

            

          

          
            Coding Example: Searching for Images from Text

            Now that you have learnt about the fundamentals in the transformers ecosystem, let’s build your first multimodal application. You will build an application that can search for artworks based on a text query. To do so, you will use the SigLIP2 model. SigLIP2 is the state-of-the-art CLIP-like model released by Google. Like CLIP, it consists of an image and text encoder that we call a “tower”. 

            Doing search with CLIP-like models is straightforward. In our case, we will search for images from text. It consists of two steps:

            
              	
                Index all images using the image tower of SigLIP, get the embeddings and store them side by side with images as shown in Figure 1-33. 

              

              	
                During the inference, you will first get the embedding of the text query through as shown in Figure 1-34 and then we would find the closest image embeddings and retrieve those

                
                  
                  Figure 1-33. Offline image indexing

                

                
                  
                  Figure 1-34. Online Inference

                

              

            

            You will use FAISS to store and search the embeddings. If you are on a GPU, make sure to check the CUDA version with the command `nvidia-smi`, and install the appropriate faiss-gpu version. For CUDA 12.x it is faiss-gpu-cu12.

            You also need the sentencepiece library, so let’s make sure you have everything we need.

            pip install datasets faiss-gpu-cu12 transformers sentencepiece

            You will use siglip-base-patch16-224, this is the SigLIP with patch size 16 and resolution 224, 224. 

            # python
import torch 
from transformers import AutoProcessor, AutoModel, AutoTokenizer 

device = torch.device('cuda' if torch.cuda.is_available() else "cpu") 
model_id = "google/siglip-base-patch16-224" 
model = AutoModel.from_pretrained(model_id, device_map="auto").eval() 
processor = AutoProcessor.from_pretrained(model_id) 
tokenizer = AutoTokenizer.from_pretrained(model_id)

            This is a toy example, so you will be using a small portion of the dataset. You will stream 100 examples from the dataset. To do so, you need to authenticate yourself first. You can use either login of huggingface_hub library, or in command line interface, use huggingface-cli login.

            # python
from huggingface_hub import login
login()

            The tokens are stored under the environmental variable HF_TOKEN. 

            #python
import os
API_TOKEN = os.environ.get('HF_TOKEN')

            Let’s stream 100 examples from the dataset.

            # python
import requests 

headers = {"Authorization": f"Bearer {API_TOKEN}"} 
API_URL = "https://datasets-server.huggingface.co/rows?dataset=vlmbook/wikiart&config=default&split=train&offset=1&length=100" 

def query(): 
     response = requests.get(API_URL, headers=headers) 
     return response.json() 

data = query()
# take a look at first example
data["rows"][0]

# output
{'row_idx': 1,
 'row': {'image': {'src': 'https://datasets-server.huggingface.co/assets/vlmbook/wikiart/--/469f082b983c178a3457953695a9e90aa11da171/--/default/train/1/image/image.jpg',
   'height': 1659,
   'width': 1382},
  'artist': 20,
  'genre': 7,
  'style': 4},
 'truncated_cells': []}

            Let’s see how the image looks like. The images are large, you need to downscale them to see properly in the notebook.

            # python
from PIL import Image

url = data["rows"][0]["row"]["image"]["src"]
image = Image.open(requests.get(url, stream=True).raw)
width = 300
ratio = (width / float(image.size[0]))
height = int((float(image.size[1]) * float(ratio)))
img = image.resize((width, height), Image.Resampling.LANCZOS)
display(img)

            
              
              Figure 1-35. Example Image from Dataset

            

            Now let’s get to indexing the dataset. Below are helper functions to index the dataset. add_vector adds a vector to FAISS and embed_siglip processed the image and gets image embeddings from SigLIP model, so we will first call embed_siglip and store the embedding output with add_vector.

            # python
import numpy as np
import faiss

def add_vector(embedding, index):
    vector = embedding.detach().cpu().numpy()
    vector = np.float32(vector)
    faiss.normalize_L2(vector)
    index.add(vector)

def embed_siglip(image):
    with torch.no_grad():
        inputs = processor(images=image, return_tensors="pt").to(device)
        image_features = model.get_image_features(**inputs)
        return image_features

            Now, let’s initialize the FAISS index, and start indexing the dataset. SigLIP model outputs 1152-dimensional vectors, and you need to pass it to IndexFlatL2 to create your index.

            # python
from torchvision import transforms

index = faiss.IndexFlatL2(1152)

for elem in data["rows"]:
  url = elem["row"]["image"]["src"]
  image = Image.open(requests.get(url, stream=True).raw)
  clip_features = embed_siglip(image)
  add_vector(clip_features, index)

            You can save this index so you can do the search with it later on. To save, you can call write_index and to load, you can use read_index.

            # python
faiss.write_index(index,"./siglip_70k.index")
index = faiss.read_index("./siglip_70k.index")

            You can now search with the text query. Let’s get the artworks with a woman in them. 

            To do this, you need to process the text input and get the text embeddings, then you need to pass the text through the tokenizer, which can be accessed with processor.tokenizer.

            # python 
prompt="a woman"
text_token = processor.tokenizer([prompt], return_tensors="pt").to(device)
text_features = model.get_text_features(**text_token)
text_features = text_features.detach().cpu().numpy()
text_features = np.float32(text_features)
faiss.normalize_L2(text_features)

            You will get the two most matching artworks. index.search returns the distance between your query and closest images, along with the indices of them, which can be mapped to the dataset to get the actual images.

            # python
distances, indices = index.search(text_features, 2)
print(indices)
# array([[50, 18]])

            Let’s see the retrieved images, shown below in Figures 1-36 and 1-37

            # python
for elem in indices[0]:
  url = data["rows"][elem]["row"]["image"]["src"]
  image = Image.open(requests.get(url, stream=True).raw)

  # downscale
  width = 300
  ratio = (width / float(image.size[0]))
  height = int((float(image.size[1]) * float(ratio)))
  img = image.resize((width, height), Image.Resampling.LANCZOS)
  display(img)

            
              
              Figure 1-36. First Inference Result

            

            
              
              Figure 1-37. Second Inference Result

            

            And voila! You have built your first multimodal application. 

            If you’re interested, there’s a deployed version of this application where you can draw images to search in WikiArt database here (see Figure 1-38). 

            
              
              Figure 1-38. Image Search Application Interface 

            

          

        

      

      
        Conclusion

        We have taken you through a journey in time to see all the things that happened until today where we have powerful multimodal models under our fingertips, and built our first multimodal application. We are just getting started: we will train and fine-tune our own models to accomplish a huge variety of tasks. Throughout this book, we will train models, fine-tune and align them for helpfulness, learn how to shrink and deploy them, and even see special niche use cases like document AI or agentic vision language use cases like web automation.

        In the next chapter, we’ll see what today’s vision language models can accomplish, such as visual question answering or zero-shot object detection, and how to find models on Hugging Face Hub and infer with them using transformers. Let’s go! 

      

    



      Chapter 2. Vision Language Model Applications

      
            A Note for Early Release Readers

 With Early Release ebooks, you get books in their earliest form—the authors’ raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 2nd chapter of the final book. Please note that the GitHub repo will be made active later on.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at shunter@oreilly.com.




      Vision Language Models (VLMs) are models that can interpret both image and text. VLMs, typically trained on massive vision, vision-language, and language datasets, can accomplish a wide variety of vision tasks like identifying objects, actions, and scenes, as well as understand text for multimodal tasks. 

      In this chapter, take a look at multimodal tasks and models, how they are employed practically, and how to evaluate them.

      
        Image Captioning

        Image captioning is the task of describing the visual content of an image in natural language​, see Figure 2-1 to quickly get it. Image captioning sits at the intersection of computer vision and natural language processing. It requires a model to understand an image (identify objects, attributes, and their relationships) and generate a coherent sentence describing the image. This task is a fundamental problem in artificial intelligence that connects vision and language​. 

        
          
          Figure 2-1. Image captioning input, output, and rough model architecture

        

        
          Background

          To solve this problem, early methods adopted a visual encoder (typically a convolutional neural network, CNN) that transforms the image into a feature representation, and a text decoder (usually a recurrent neural network, RNN) to generate a sentence from that representation (see Figure 2-2). This end-to-end approach learned to “translate” an image to a caption, treating the image as the source language and English as the target language​.

          One of the first successful models was Neural Image Caption (NIC) from Google (see Figure 2-2). The system takes an image, processes it with a pre-trained CNN to extract visual features, and then feeds these features into an LSTM. This LSTM generates the caption one word at a time. How does it learn this? During training, the LSTM learns to predict the next word of actual human-written captions, creating a connection between visual content and language to generate appropriate descriptions for new images.

          
            
            Figure 2-2. Image captioning, from ‘Show and Tell: A neural Image caption Generator’

          

          Captioning was quickly subsumed into general Vision-Language Models (VLMs) with the introduction of BLIP-2, a compact yet powerful model that efficiently bridges visual encoders with pretrained large language models (LLMs). BLIP-2 leverages advanced techniques such as multimodal alignment and instruction-based training, enabling it to excel at image captioning tasks while maintaining modest computational requirements as shown in Figure 2-3. 

          
            
            Figure 2-3. bridging image encoders with large language models, from BLIP-2 paper.

          

          Recent models adopt CLIP-like powerful visual encoders with pre-trained large language models (LLMs) to improve caption generation. Contrastive learning objectives and extensive pretraining on massive, diverse image-text datasets achieve state-of-the-art performance in image captioning. Many generalistic vision language models can caption images in detail, as well as perform other vision-language tasks.

          See Figure 2-4 to get a grasp of the architecture of modern vision language models.

          
            
            Figure 2-4. SmolVLM architecture combining image pre-processing, vision encoders, tokenizer and a LLM.

          

        

        
          Image Captioning Evaluation Metrics.

          How can we evaluate a good captioning model? Most text generation models work over subword (also known as n-grams) overlaps. Let’s look at an example where our reference text is ‘This image shows a sunny view’ and the output of the model is ‘This image depicts a sunny day’, as shown in Figure 2-5. 1-gram refers to single word overlaps (‘This’, ‘image’..), 2-gram refers to overlap of phrases within 2-word windows (‘This image’, ‘image shows’..). A simple evaluation includes counting 1-grams or 2-grams in a sentence, and dividing the number of 1-gram or 2-gram overlaps by total number of 1-grams or 2-grams. This is called “BLEU Score”.

          
            
            Figure 2-5. Overlap Counting

          

          
            ROUGE (Recall-Oriented Understudy for Gisting Evaluation)

            Designed for document summarization, ROUGE score compares the generated text against the ground truth caption, and the overlap of tokens is counted. The N at the end refers to the overlap of N subsequent tokens, for example, ROUGE-2 is the overlap of two subsequent tokens, calculated like Figure 2-6.

            
              
              Figure 2-6. Rouge Score

            

            Let’s return to the same example from above. You can see the same overlapping parts and how we calculate the ROUGE score in Figure 2-7.

            
              
              Figure 2-7. ROUGE Calculation

            

          

        

      

      
        Visual Question Answering (VQA)

        Visual Question Answering (VQA) is the task of answering questions about an image. VQA demands focused understanding and accurate multimodal reasoning. It can be complex: the model has to combine and interpret image and text inputs. Imagine questions that involve counting, localizing and comparing.

        In other words, the model needs to understand how objects are arranged, how they might interact, and use common sense about everyday life to output accurate responses.

        Let’s look at the evolution of VQA models in the following sections.

        
          Feature-Based approaches

          The early VQA models kept things pretty simple: they grabbed image features using CNNs and encoded questions with RNNs, then combined them with basic classifiers to predict answers. These models worked okay for simple questions like “What color is the car?” but hit a wall when faced with anything requiring deeper reasoning. 

        

        
          Attention Mechanism-based approaches

          Later models employed the attention mechanism to dynamically focus on regions of interest in an image based on the question itself. The co-attention mechanism, which we will see in later sections, further refines this approach by attending to both image features and linguistic inputs.

        

        
          Transformer-based models

          Today’s cutting-edge VQA models use transformers trained on massive image-text datasets. These models are much more impressive - they generalize well to new scenarios and can handle complex questions by bringing in outside knowledge that isn’t even in the image. They’ve learned from seeing millions of image-text pairs, developing a kind of visual common sense that earlier models simply didn’t have.

          Despite these advancements, models continue to struggle with complex, multi-step reasoning, abstract concepts, and “what if” cases. Often, models exploit dataset biases instead of truly understanding, and transparency in their reasoning remains limited. Multi-step conversations are even harder to solve, as models need to remember the context. With ongoing research, models keep making progress towards human-like visual reasoning.

          During the training of a new model, the evaluation on VQA is usually done through two approaches:

          
            	Multi-choice Q&A

            	
              The model must choose the correct answer from a multiple-choice list. 

            

            	Free-style answer

            	
              The model provides a free-style answer, and another entity (a person or another model) evaluates the correctness of the answer.

            

          

        

      

      
        Visual Reasoning

        Visual reasoning represents a key challenge in multimodal AI. Visual reasoning demands systems not to only recognize visual elements, but also interpret complex relationships, infer properties, and reason logically from visual information. Unlike simpler tasks of visual understanding, visual reasoning involves understanding how objects relate, move, or interact in a given scene. Accomplishing this task is essential for bridging perception and cognition to approach human-like intelligence. 

      

      
        Visual Language Retrieval

        Vision Language Retrieval (VLR) is the task of creating meaningful connections between images and text. VLR includes tasks that retrieve relevant images based on open-ended text input and vice versa. Unlike generative captioning or VQA, retrieval tasks identify the most relevant items from existing databases to manage and search extensive image-text repositories to keep the meaning across two modalities.

        
          How VLR works

          Vision Language Retrieval models have to work on a joint image-text vector space. In this space, images and texts that share attributes are closer to each other. The distance between elements in that space is measured with cosine similarity or Euclidean distance. 

          Retrieval is formulated as a ranking problem. Since there are text and images, we’re dealing with three situations:

          
            	Text to image retrieval:

            	
              Images are ranked by relevance to a textual query

            

            	Image to text retrieval:

            	
              Textual descriptions are ranked based on their relevance to an image query

            

            	Image to image retrieval:

            	
              Images are ranked by relevance to an image query

            

          

          And actually… you can combine image+text and do retrieval, this is particularly useful when you have an example image and want a slight variation of it: ‘same dress with red details’.

          Models like CLIP (introduced in Chapter 1) are heavily used for VLR. These models are trained to maximize similarity between matching image-text pairs and minimize similarity with irrelevant pairs.

          Search engines (present in e-commerce, video platforms, social networks), accessibility, content moderation (especially in social networks) are some of the applications of VLRs.

          Evaluation methods for Vision-Language Retrieval are expanding beyond basic accuracy metrics. Increasingly, researchers are looking at factors like complex query understanding (avoid relying on superficial correlations), result diversity (whether the retrieved items show variety), fairness (making sure results don’t unintentionally favor certain groups), and computational efficiency (how quickly and resource-efficiently systems operate).

        

      

      
        Document Understanding

        Document understanding is one of the most practical and commercially important applications of Vision Language Models (VLMs). Unlike typical photos or images, documents pack information into text, tables, charts, diagrams, and other visual elements organized in specific layouts.

        Traditionally, document understanding relied mainly on Optical Character Recognition (OCR) combined with handcrafted rules to interpret layouts and content. While these OCR-based methods worked fine for simple, standardized documents, they often struggled with complex layouts, poor-quality scans, or complex visuals. Thankfully, the deep learning revolution has dramatically improved this, offering robust, adaptable solutions that handle diverse document types and extract richer meanings as shown in Figure 2-8.

        
          
          Figure 2-8. InfoVQA Example

        

        Modern document understanding systems operate in hierarchical layers. They begin with recognizing text, detecting visual elements, and parsing document layouts. Then, they analyze structure by identifying components like paragraphs, tables and figures while mapping their spatial and hierarchical relationships. Finally, these systems integrate visual and textual information to extract deeper meanings, enabling complex tasks such as question answering, summarization, and knowledge extraction.

        Let’s dig into two key aspects: document retrieval and information extraction.

        
          Document Retrieval

          Document retrieval is a crucial component of document understanding that helps users find relevant documents in large collections. Traditional systems relied on keyword matching using techniques like TF-IDF (Term Frequency-Inverse Document Frequency), which works by giving higher importance to words that appear frequently in a document but rarely across the entire collection. This helps identify distinctive terms in each document.

          Modern retrieval systems have evolved to use dense retrieval methods that capture deeper meaning. These approaches use neural networks to convert both documents and search queries into numeric representations (embeddings) within the same semantic space. By incorporating text, visual elements, and layout information, these embeddings better understand document meaning beyond just keywords.

          Multimodal retrieval techniques are particularly powerful because they can distinguish between documents that have similar text but different visual elements or layouts, making search results more accurate. Some specialized systems are even tailored for specific industries like legal or healthcare, incorporating domain-specific terminology and document structures to improve results.

        

        
          Information extraction

          Information extraction involves pulling structured data from complex documents with diverse layouts. This process goes beyond simply extracting text—it requires understanding how information relates spatially and visually within documents. Traditional approaches using templates or rigid rules worked for standard documents but struggled with variations.

          Modern deep learning methods now excel at extracting key-value pairs, recognizing named entities, and analyzing document layouts. Models like Mask R-CNN have significantly improved our ability to segment different regions in documents. Table extraction, which remains particularly challenging, typically follows a step-by-step process: identifying the table location, detecting its rows and columns, and then extracting the content from each cell. Graph neural networks have proven especially effective for handling these complex relationships across different document formats.

        

        
          Looking ahead

          Document understanding is challenging: endless document layouts, poor image quality, and complex reasoning requirements (like multi-step calculations) remain difficult problems. Additionally, most current models require substantial labeled data, limiting their effectiveness in specialized domains or low-resource environments.

          Recent breakthroughs come primarily from document-specific vision-language models. Systems like LayoutLM, DocFormer, and UDOP smartly combine layout and text information during pre-training, leading to impressive results on standard benchmarks such as FUNSD (for form understanding) and CORD (for receipt analysis). Currently, there are generic vision language models like GOT-OCR 2 with swiss army knife-like capabilities for documents. These models can tackle a variety of tasks like document OCR, chart captioning and more, rendering complex documents to markdown. 

          There are many subtasks solved within document understanding. For example, ChartQA involves answering tricky questions about charts and graphs, while InfoVQA takes visual question answering into infographics. Another one is DocVQA, which focuses on answering questions about documents. We will go through them in Document AI chapter in-depth. 

        

      

      
        Video Understanding

        Video is just a collection of consecutive images; what would make it particularly different from what we have seen until now? Good question!

        Video understanding in Vision-Language Models (VLMs) requires interpreting dynamic visual content alongside text descriptions. Unlike static images, videos contain evolving scenes with motion, actions, and temporal interactions that change over time. Processing videos effectively demands sophisticated methods that can track sequences of events while maintaining context throughout changing scenes as shown in Figure 2-9.

        
          
          Figure 2-9. Video Understanding

        

        Video understanding faces several distinct challenges compared to image analysis:

        
          	
            The temporal dimension requires models to continuously track objects, recognize ongoing actions, and maintain coherent understanding across multiple frames.

          

          	
            Typically, videos have lower information density than images, with significant events often scattered among many less informative frames.

          

          	
            Computational resources: processing video content demands substantially more resources due to longer durations and increased complexity.

          

          	
            Datasets for training and evaluating: obtaining video content and creating comprehensive labeled video-text datasets requires significant effort and resources, which means the variety and availability of data are limited.

          

        

        At this point of the chapter, you probably guessed it: a major breakthrough came with Transformer-based architectures, which use self-attention mechanisms to capture extensive temporal relationships in video content. When combined with large-scale pretraining on vast datasets of video-text pairs, these Transformer models dramatically improved video understanding capabilities. 

        Let’s look at a few common video understanding tasks:

        
          	Video-text retrieval

          	
            The process of finding relevant video content based on text prompts. Modern video-text retrieval models are CLIP-like models with encoders for both video and text, trained on narrated video clips.

          

          	Video captioning

          	
            To generate descriptions for video content. Recent captioning models are based on 

          

          	Temporal grounding

          	
            Identifies specific timestamps within videos for given text prompts. This allows users to pinpoint exact moments in videos using text descriptions rather than manual searching. 

          

        

        As highlighted in our introduction, the scarcity of comprehensive datasets continues to challenge video understanding models. Researchers are actively developing more data-efficient approaches through self-supervised, weakly supervised, and few-shot learning techniques to enable robust generalization across new domains and real-world scenarios. We will talk about these and evaluation techniques in Chapter 8 Video Language Models.

      

      
        Instance Localization with VLMs

        Vision-Language Models (VLMs) show state-of-the-art results in instance localization from text prompts. Unlike traditional models that are trained on a fixed set of classes, vision language models can detect arbitrary objects through text descriptions or visual prompts (boxes around the object or point inside the object in the image). We will now go through instance localization applications, including zero-shot object detection and image-guided detection, and show how to infer with the existing set of models.

        
          Zero-shot Object Detection

          Zero-shot object detection models can detect objects from open-ended text prompts as shown in Figure 2-10. OWLv2 and GroundingDINO are the two advanced open-source models for this task. OWLv2, released by Google, uses a vision encoder combined with a text encoder similar to CLIP, to detect bounding boxes through text prompts. The vision encoder is followed by a simple linear layer to detect the bounding boxes with their labels. GroundingDINO is very similar to OWLv2, it has an image encoder and a text encoder, with feature enhancer modules after them.

          
            
            Figure 2-10. Zero shot object detection

          

          Vision language models in zero-shot object detection are practically less cost-efficient to run in production than their pure computer vision peers. Nevertheless, VLMs are great to create training datasets for vision models: they are often used in automatic bounding box annotation for training of smaller object detectors.

          Another challenge with working with zero-shot object detectors is filtering for their results. These models take a confidence threshold input used to filter out incorrect bounding boxes. There is no free lunch when picking confidence thresholds, and they depend on how fine-grained the task is.

          
            
            Figure 2-11. OWLv2

          

          To use OWLv2 through UI, visit this link. Now, we will see how to infer. We will first load the model.

          # python
from transformers import AutoProcessor, AutoModelForZeroShotObjectDetection
model_name = "google/owlv2-base-patch16-ensemble"
processor = AutoProcessor.from_pretrained(model_name)
model = AutoModelForZeroShotObjectDetection.from_pretrained(model_name).to(“cuda”)

          Now let’s load the image and write our text prompts. We will pass them to processor.

          # python
image_url = "https://huggingface.co/datasets/vlmbook/images/resolve/main/bee.jpg"
image = Image.open(requests.get(image_url, stream=True).raw)
text_queries = [["bee on the flower", “bee in the hive”]]
inputs = processor(images=image, text=text_queries, return_tensors="pt")

          We can now infer and post-process.

          # python
outputs = model(**inputs)
results = processor.post_process_grounded_object_detection(outputs, inputs.input_ids, threshold=0.3, target_sizes=[image.size[::-1]])
for box, score, label in zip(results[0]["boxes"], results[0]["scores"], results[0]["labels"]):
    print(f"Detected '{label}' with confidence {score:.2f} at {box.tolist()}")

        

        
          Image-guided Detection

          Image-guided detection is used to detect objects in images by showing an image reference. The model compares the reference image to different parts of the target image and finds potential matches based on visual similarity. Pragmatically, this is useful when some objects are hard to describe in words or when you want to find Wally with his red stripe shirt.

          
            
            Figure 2-12. Image Guided Detection

          

          Looking at how a state of the art model like OWLv2 achieves image-guided detection, we learn that it embeds a reference image into the shared feature space of the model, which then calculates similarity between this reference embedding and regions in the target image to identify matching objects without needing text prompts.

          The more similar the reference image and the instance of the object in the target image, the higher chances of matching success. While this was already a problem with manually engineered features (remember SIFT in Chapter 1), overall the VLM based solution provides a more robust one-shot detection capability.

          
            Object Counting

            If we can detect objects through descriptions or visual references, can we count them accurately?

            Intuitively, counting should be as simple as tallying the bounding boxes of detected objects. This approach has precedent in traditional computer vision methods that grouped SIFT keypoints.

            The versatility of modern models like OWLv2 enables detection-based counting of specific objects—“red cars” or particular animal species—through simple descriptive prompts, eliminating the need for specially trained detectors. This represents a substantial advancement in flexible, zero-shot object counting capabilities.

          

          
            Image segmentation

            While detection models identify objects with bounding boxes, segmentation takes precision to the next level by delineating exact object boundaries.

            Meta’s Segment Anything Model changed the game by working with simple inputs like just a point within the object and a bounding box surrounding the object. With visual prompts and training over over a billion masks, it’s the state-of-the-art segmentation model. The second iteration of SAM, SAM2 allowed object tracking across frames by keeping a separate memory of the same object across time. 

            Combining SAM with zero-shot object detectors like OWLv2 and GroundingDINO yields performant zero-shot image segmentation pipelines. Let’s learn how you can build one.

            
              
              Figure 2-13. Zero-shot Image Segmentation with OWLSAM Pipeline

            

            OWLSAM is a pipeline combining OWL and SAM models for zero-shot image segmentation, as seen in Figure 2-13. First a detection model like OWLv2 finds objects based on a text prompt and then SAM takes the bounding boxes and segments the objects in them. Feel free to try it here.

            
              
              Figure 2-14. [Caption to come.]

            

          

        

      

    



      Chapter 3. Core Architectures of Vision-Language Models

      
                  A Note for Early Release Readers

 With Early Release ebooks, you get books in their earliest form—the authors’ raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 3rd chapter of the final book. Please note that the GitHub repo will be made active later on.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at shunter@oreilly.com.




      In the previous chapters, we learned about the history of Vision-Language Models (VLMs), looked at the different tasks they can do, and learned how to check their performance. You’ve seen what tasks VLMs can perform and how well they handle these tasks. Now, it’s time to open them up and see how they actually work inside.

      In this chapter, we will explore the basic parts of VLMs. We will go past general ideas and look at how these models are built. How are visual and text information combined? What common designs do people use when building these models? How do these design choices affect how well and how quickly a VLM can work? We will answer these questions and look at the main parts and strategies used in modern VLM designs.

      
        Learning Objective:

        By the end of this chapter, you will clearly understand how vision and language parts work together in VLMs and know the common design patterns that make these models powerful.

      

      
        The Key to Combining Information: Multimodal Attention

        The core of many successful Vision-Language Models (VLMs) is the “attention mechanism.” If you’ve heard about Transformers, you’ve likely heard about attention. Attention first became popular in language processing because it helps models understand how different words interact. In VLMs, attention helps the model find and connect important parts of visual and text data. Understanding attention is important because it’s a big reason why modern VLMs perform so well, especially when they use strong vision and language models that already exist.

        There are two main types of attention: self-attention and cross-attention.

        
          Self-Attention: Finding Relationships within a Sequence

          
            [image: A black text with a square and a equal sign  AI-generated content may be incorrect.]
            Figure 3-1. The math behind the attention.

          

          Self-attention is at the heart of Transformer models. It helps them understand how the different parts of the data (such as words in a sentence, or patches in an image) relate to each other. Imagine you’re reading a sentence and trying to grasp its meaning. Naturally, you’d focus more closely on certain words, to understand their relationship with the rest of the sentence. Self-attention lets models mimic this behavior.

          Here’s how it works intuitively:

          Each element (e.g., a word or an image patch) is first converted into three special vectors:

          
            	Query (Q)

            	
              Represents what the model wants to know about a specific element.

            

            	Key (K)

            	
              Determines how relevant each element is to the others.

            

            	Value (V)

            	
              Contains information about the element itself.

            

          

          Yes, every word has all three roles: query, key, and value. Let’s take as an example the sentence: “The AI community building the future.”

          
            	Finding connections:

            	
              The model compares each Query with all the Keys from every element in the sequence. This step determines which of the other elements matter the most when trying to understand a particular element. In the formula in Figure 3-1, this is Q times Kt. Here, Q represents the queries from our input sentence, and KT is the transposed version of the keys from the same sentence.

            

            	Assigning importance:

            	
              Each comparison results in a score that indicates how relevant one element is to another. After normalizing these scores using a softmax function (so they sum up to 1), the model decides how much ‘attention’ each element gets. In Figure 3-1, this calculation is shown as dividing Q times Kt by dk (the size of the key vectors) and applying the softmax function.

              The matrix then may look like this:

              
      
            [image: A table with numbers and letters  AI-generated content may be incorrect.]
            Figure 3-2. Normalized Queries times Keys.

          

            

            	
            We can see how each word on the left (the keys) relates to each word in the columns (the values). All words are pretty related to themselves, but we see some more interesting patterns emerging. For example, the word “AI” might attend strongly to the word “future”, but the word “future” also needs to attend strongly to the words “community” and “building”. 

            

            	Creating a new representation: 

            	
              Finally, the model mixes all Values based on their scores. This creates a new, richer representation of each word. This means that in the next step, the words get combined. The word “AI” for example something like 0.6*AI+0.1*community+0.3*future.

            

            	
              In short, self-attention helps the model dynamically weigh the importance of different elements in relation to each other, resulting in better understanding and more accurate predictions. While it was first used to understand relationships within a single type of data (like text in BERT or image patches in Vision Transformers), it can also be used when visual and text information are combined into one big sequence.

            

          

        

        
          Cross-Attention: Bridging Two Different Streams

          Cross-attention is a way of getting different modalities like text and images to talk to each other. Think of it as one type of data “interviewing” another.

          
            	
              The Queries (Q) come from one stream of information (say, text features).

            

            	
              The Keys (K) and Values (V) come from a different stream (say, image features).

            

          

          This allows the text features, for example, to select the most relevant bits from the image features. It’s a direct bridge that enables focused information exchange between modalities. This can be very useful since it reduces the amount of computation needed for the attention layers (instead of every token attending to every token). We will describe cross-attention when we show how it works inside a VLM in the next section.

        

      

      
        Modern VLM blueprints: Connecting Pre-trained Giants

        As Transformers revolutionized first NLP and then computer vision (with Vision Transformers or ViTs), they were the natural choice to power the next generation of VLMs. Their success is built on a simple but powerful idea: everything can be a sequence of tokens.

        
          	Text Tokens:

          	
            A sentence is broken down into a sequence of word or sub-word tokens.

          

          	Visual Tokens:

          	
            An image is typically divided into a grid of patches, and a vision encoder (like a ViT) processes these patches into a sequence of feature vectors. Each vector acts as a “visual token,” representing a piece of the image.

          

        

        With both modalities speaking the same “language of tokens,” the Transformer’s attention mechanism can get to work modeling the complex relationships within and between them.

        However, the true paradigm shift for VLMs wasn’t just using Transformers, it was how we started building them. Instead of training a massive, monolithic model from scratch, the community asked: Why reinvent the wheel?

        The most successful and resource-efficient approach today is to take powerful, pre-trained “giants”, a state-of-the-art vision encoder that already understands images and a sophisticated Large Language Model (LLM) that already commands language, and teach them to communicate. This leverages the billions of parameters and immense knowledge already baked into these models.

        This brings us to the central architectural question for any modern VLM designer: What is the best way to build the bridge between the vision model and the language model?

        The answer to this question has led to two dominant strategies, both of which rely on the attention mechanisms we discussed earlier. Let’s explore them now.

        
          The Adapter approach: Cross-Attention (e.g., Flamingo)

          
            [image: A diagram of a cat  AI-generated content may be incorrect.]
            Figure 3-3. [CAPTION TO COME.] Image from the Flamingo paper, we probably want to re-do it.

          

          The Flamingo model (Alayrac et al., 2022) introduced the cross-attention architecture for VLMs. The fundamental idea is to enhance a pre-trained LLM without compromising its language abilities. This is achieved by keeping the LLM and a Vision Encoder frozen (their weights are not updated during training) and only training new, cross-attention layers that connect them.

          The general process, illustrated in Figures 3-3 and 3-4, can be broken down:

          First, we encode an image using a Vision Encoder and an additional newly trained model called a Perceiver Resampler, which together generate a fixed-size set of visual tokens. These tokens are a condensed, numerical representation of the image’s content.

          Then, new trainable gated Cross-Attention layers are inserted directly between the pre-existing, frozen layers of the LLM. This creates checkpoints where the model can fuse visual information with its text processing.

          Here’s how the cross-attention works at each of these new layers:

          
            	
              The LLM, in the process of generating text, arrives at a cross-attention layer. Its current internal state is formulated as a Query (Q). This query essentially asks: “Given the text so far, what visual information do I need from the image?”

            

            	
              The set of visual tokens from the image provides the Keys (K) and Values (V). The Keys can be thought of as an “index” for the image’s content, while the Values contain the rich feature information.

            

            	
              The cross-attention mechanism compares the LLM’s Query (Q) to all the visual Keys (K). This comparison yields attention scores, which highlight the most relevant parts of the image for the current textual context.

            

            	
              These scores are then used to create a weighted average of the visual Values (V), which is the output of the cross-attention layer.

            

          

          The output of the cross-attention isn’t just added directly to the LLM internal state. Instead, it is controlled by a learned gating parameter that multiplies its output. This parameter is initialized to zero. Why? Then, at the very beginning of training, the new cross-attention layer has no influence on the language features. The LLM is “kept intact,” preventing the new, randomly-initialized layers from disrupting its stable, pre-trained knowledge. As training progresses, the model learns to gradually “open the gate” by increasing this parameter, allowing visual information to flow in only as it becomes useful. This ensures a stable and effective training process.

          After this gated fusion step, the updated representation is passed to the original, frozen self-attention and feed-forward blocks of the standard LM layer. By interleaving these carefully controlled cross-attention steps, the model continuously grounds its text generation in visual evidence. Because only the small, gated bridging layers are trained, this approach is highly parameter-efficient and successfully preserves the LLM’s original capabilities.

          
            [image: A diagram of a computer code  AI-generated content may be incorrect.]
            Figure 3-4. [CAPTION TO COME.] Again, this figure is taken directly from the Flamingo paper, we probably want to re-do it.

          

        

        
          The “Unified Sequence” approach: Self-Attention (e.g., SmolVLM)

          What if we could just make the LLM treat image features as if they were just more words in a sentence? That’s the core idea behind this increasingly popular approach, which we adopted for SmolVLM.

          How it Works:

          
            	
              First, the image features from the vision encoder are transformed by a “modality projection layer” (usually a linear layer) to make them have the same shape as the LLM’s word embeddings. Think of this as translating image patches into “visual words.”

            

            	
              Then, these “visual words” are simply stuck onto the sequence of actual text word embeddings. So, you get a single, long sequence: [visual_word1, visual_word2, ..., text_word1, text_word2, ...].

            

            	
              This whole combined sequence is fed directly into the LLM. The LLM’s own existing self-attention layers then process this mixed bag of tokens. It naturally learns to pay attention to text parts, visual parts, or combinations of both, just as it would within a long sentence. It’s a more “hands-off” fusion from our perspective: we set up the input, and the LLM’s self-attention does the rest.

            

          

          To handle large images easily, we usually shrink the visual data before combining it with text. In SmolVLM, we used pixel shuffle for this. Pixel shuffle rearranges pixels so we have fewer pixels overall but more color channels. After that, the image passes through a linear layer. This makes that layer bigger, but in exchange, it outputs fewer visual tokens. Many recent VLMs, like Qwen-VL, DeepSeek-VL, and Idefics3, have embraced this design.

          
            [image: A diagram of a video game  AI-generated content may be incorrect.]
            Figure 3-5. Our SmolVLM architecture uses an early fuse approach where visual features and text tokens are combined together, and the LLM uses self-attention to attend to them.

          

        

        
          Comparing Architectures: Which Way to Go?

          So, cross-attention or self-attention approach? As with most things in AI, the best choice can depend on the situation, especially how you plan to train your model.

          Our study from Hugging Face (Idefics 2, Laurençon et al., 2024) compared these two architectures using the same powerful LLM (Mistral-7B) and vision encoder (SigLIP).

          
            	
              The cross-attention VLM (like Idefics) had more newly added parameters specifically for fusing the modalities.

            

            	
              The self-attention VLM (like SmolVLM) had fewer new parameters for the projection.

            

          

          What we found was interesting:

          
            	When backbones were kept frozen:

            	
              If the original LLM and vision encoder weren’t changed during VLM training, the cross-attention architecture performed significantly better. Those extra dedicated fusion layers seemed to help.

            

            	When backbones were fine-tuned:

            	
              However, if parts of the LLM and vision encoder were allowed to learn and adapt during VLM training (using a technique called LoRA to make this efficient), the self-attention architecture pulled ahead.

            

          

          Things to consider:

          
            	Simplicity and Parameters:

            	
              The self-attention architecture often feels simpler and adds fewer brand-new types of layers. However, if you end up fine-tuning the big backbone models, you will need a lot of RAM to fit all the model’s parameters.

            

            	LLM’s Original Skills:

            	
              Cross-attention with a frozen LLM is excellent at keeping the LLM’s original text smarts pristine. If you fine-tune the LLM (necessary in the self-attention architecture), you need to be careful with your training data to make sure it doesn’t forget its previous language skills, a common challenge known as “catastrophic forgetting.”

            

            	Computational Cost:

            	
              Feeding very long sequences of “visual words” to an LLM in the self-attention architecture can be slow and memory-hungry. Smart pooling of visual features is key. Cross-attention layers also add their own computational load.

            

          

          The Balancing Act: Ultimately, choosing your VLM’s attention strategy is a balancing act. You’ll weigh:

          
            	What your VLM needs to do: 

            	
              Does it need super-detailed, fine-grained alignment, or a more general understanding?

            

            	Your training plan: 

            	
              Will the big vision and language models be frozen, or will they be fine-tuned?

            

            	Your computing power: 

            	
              How many parameters can you afford to train and run?

            

            	The end goal: 

            	
              Achieving great multimodal results while, ideally, not messing up the powerful abilities the original models brought to the table.

            

          

        

      

      
        Foundational concepts in VLM Design

        Now that we understand the modern engine, let’s look at some of the foundational concepts and historical architectures that brought us here. These ideas still provide a useful lens for thinking about any multimodal system.

        
          The fusion framework: Early or Late?

          At the heart of any system that reasons about both images and text lies a fundamental question: when and how do you bring these two very different types of information together? Imagine you’re building a system that classifies whether images match with their descriptions. Do you combine the image and text data together at the start and let the model figure it out? Or do you analyze the image and text separately and then compare their high-level features ? This “when” and “how” is the essence of fusion strategies.

          While we’re learning about ChatGPT-like Vision-Language Models, these fusion concepts are important to many multimodal systems, especially where vision plays a starring role. How and when you combine what you see with other information (like text or sounds) is a key decision. The two main camps for this are called “early fusion” and “late fusion”. Each has its own strengths, and its own quirks, which impact how well your model performs. Learning them thoroughly is key to understanding the architectural DNA of many vision language models.

        

        
          Early Fusion: Integrating from the Ground Up

          Early fusion, (also called feature-level fusion), is all about mixing your ingredients right at the beginning of the recipe. You take your extracted features from the vision and text streams and combine them into a unified representation before the main course of model processing.

          Let’s take a more concrete example from Andi’s time at Unity working on toxicity detection in multiplayer video games. Imagine a video chat system where players interact. You want to detect if players are being aggressive or hurtful. This harmful behavior might be purely visual (e.g., aggressive gestures towards the camera), purely textual (e.g., abusive language in the chat), or a nuanced combination of both.

          Early fusion approach to this use case would treat the data as follows:

          
            	Visual Data:

            	
              You’d extract features from each video frame, perhaps using a Convolutional Neural Network (CNN). These features would be dense vectors representing the visual content of each frame – what’s happening on screen.

            

            	Textual Data:

            	
              Simultaneously, you’d use Natural Language Processing (NLP) techniques to extract features from the text chat, likely converting messages into word or sentence embeddings.

            

          

          With early fusion, you’d combine these visual and text features into a long vector and feed them to a classifier model, as seen in Figure 3-6.

          
            [image: A cartoon of a person wearing headphones  AI-generated content may be incorrect.]
            Figure 3-6. Early Fusion: Visual and textual features are combined early on and processed jointly

          

          
            	Joint Processing:

            	
              This new, combined representation is then fed into a downstream neural network. This network (often a more complex Transformer or a stack of fully connected layers) learns to find patterns and relationships within this mixed-modality data to perform the task, like deciding “Yes, this player is extra salty.”

            

          

          
            Why Go Early? Advantages of Early Fusion

            
              	Rich Inter-modal Interactions:

              	
                This is the biggest advantage: by merging data early, the model gets a chance to learn really deep, subtle connections between what it’s seeing and what it’s reading, right from the get-go. It can spot how a specific visual texture relates to a particular adjective, for instance.

              

              	Holistic Representation:

              	
                The model aims to build a single, unified understanding of the scene that naturally incorporates both visual and textual cues.

              

              	Simplicity:

              	
                Sometimes, just mashing features together and throwing them at a powerful learner is the easiest thing to do. This was a big reason to choose this approach for [NanoVLM](https://github.com/huggingface/nanoVLM).

              

            

          

          
            The Catch? Challenges of Early Fusion

            
              	High Dimensionality (The Curse of Dimensionality!): 

              	
                Slapping feature vectors together creates very high-dimensional representations of your data. Think of this as a super redundant description. It’s harder to learn from these, and this type of models tend to be harder to train, require more data, which increases computational costs. Just like it might be harder for you to learn about game of thrones from reading all seven books and every available reddit page, than if you just read the wikipedia pages.

              

              	Modality Imbalance: 

              	
                If your visual features are super detailed (and numerous) but your text features are simpler, the visual side might dominate the combined representation, and the nuances of the text get lost in the noise. Careful normalization and feature scaling can help here.

              

              	Synchronization Headaches: 

              	
                Images are often processed as fixed-size grids or patches, while text is sequential and varies in length. Finding a sensible way to align and combine these fundamentally different structures can be tricky. It’s not always apples and oranges, more like apples and... an entire fruit salad recipe.

              

              	Inflexibility: 

              	
                This architecture can be a bit rigid. If you want to swap out your vision feature extractor for a newer, shinier one, or add another modality like audio, you often have to train the whole joint processing model. It’s like renovating your kitchen; you can’t just change the countertops without considering the plumbing and cabinets.

              

            

          

        

        
          Late Fusion: Independent Strengths, Unified Decisions

          Late fusion, also known as decision-level fusion, takes a more “divide and conquer” approach. Each modality (vision, text) gets to do its own thing, process its input with its own dedicated model, and then these independent interpretations or predictions are combined only at the very end to make a final call.

          Think of it like a panel of experts. You have an art critic (your vision model) who analyzes a painting and a historian (your text model) who reads an accompanying poem. Each forms their own opinion. Then, they get together, present their findings, and a moderator (the fusion mechanism) combines their expert opinions to give a final verdict on the artwork’s meaning or authenticity.

          Let’s revisit our toxicity detection example.

          
            	Visual Data

            	
               A sophisticated vision model analyzes the video feed and might conclude: “High confidence: angry player. High confidence: shouting. Moderate confidence: object in motion, arc-like trajectory.”

            

            	Textual Data:

            	
              A language model analyzes the conversation and understands the key concepts and their desired relationship.

            

          

          With late fusion, these high-level outputs are then combined. Some common strategies for combining these outputs are:

          
            	Averaging/Weighted Averaging: 

            	
              Great for combining confidence scores. If the vision model says “0.8 probability of ‘cat’” and a text model analyzing a caption says “0.7 probability related to ‘feline’”, you might average these.

            

            	Voting:

            	
              Each model gets a “vote.” If multiple models point to the same conclusion, that conclusion wins.

            

            	Concatenation of Predictions/Features:

            	
              The final prediction vectors (or even the penultimate feature layers) from each model can be concatenated and then fed into a small, shallow neural network or a simple logistic regression that learns the optimal way to combine them for the final decision. This is a very common and often effective approach.

            

            	Rule-Based Systems:

            	
              For simpler tasks, you might use logical rules (e.g., IF visual model detects ‘beach’ AND text model detects ‘vacation', THEN classify as ‘holiday photo').

            

          

          
            [image: A diagram of a person's face  AI-generated content may be incorrect.]
            Figure 3-7. “Late Fusion: Vision and text are processed by separate models, and their outputs are combined at a later stage.”

          

          
            Why Go Late? Advantages of Late Fusion

            
              	Modularity and Flexibility (The LEGO® Approach):

              	
                This is a huge win. You can easily swap out your vision model for a state-of-the-art pretrained one, or update your text processor, without needing to retrain the entire system. Each component can be developed, optimized, and upgraded independently.

              

              	Optimized Unimodal Performance:

              	
                Each model can be a specialist. You can use the absolute best-in-class object detector for your visual stream and the most powerful language model for your text, each fine-tuned to perfection for its own modality.

              

              	Reduced Joint Complexity:

              	
                You avoid creating those massive, potentially high-dimensional feature spaces early on. The final combination mechanism usually has a much simpler learning task.

              

            

          

          
            The Catch? Challenges of Late Fusion

            
              	Limited Inter-modal Interaction:

              	
                This is the flip side of early fusion’s strength. Because the modalities are processed in their own silos for most of the pipeline, the system might miss out on subtle, low-level correlations. Late fusion might struggle for cases like matching the word “fluffy” to a picture of a cat. The fluffiness might be clear as a visual feature, but the vision model might still point more strongly towards “cat” and the text model will only loosely encode the word “cat” with the features for “fluffy”. 

              

              	Optimal Aggregation Strategy - The Tricky Part:

              	
                How do you best combine the outputs? A simple average might not cut it if one model is consistently more reliable than the other for certain types of inputs. Designing an effective fusion mechanism that intelligently weighs or combines the unimodal predictions can be a mini-research project in itself.

              

              	Potential Information Loss:

              	
                When a unimodal model condenses its input down to a high-level prediction (e.g., “it’s a bird!”), it might discard some of the finer-grained details that could have been useful for a more nuanced cross-modal understanding later on. The expert panel analogy holds: if the art critic only says “it’s a landscape” but misses the tiny, historically significant detail in the corner, that information is lost before the final discussion.

              

            

          

        

        
          Connecting the Spectrum to Modern Architectures

          So, how do these concepts map onto the modern VLM blueprints we’ve already explored? They provide a powerful lens to understand the trade-offs.

          
            	
              The Unified Sequence (SmolVLM-style) approach is a sophisticated form of Early Fusion. By projecting image patches into the same space as word embeddings and concatenating them, we are “mixing the ingredients right at the beginning.” The LLM’s self-attention mechanism is then tasked with learning the deep, subtle connections within this unified representation.

            

            	
              The Adapter (Idefics-style) approach is a powerful example of Intermediate Fusion. This clever hybrid strategy gets the best of both worlds. The modalities are processed independently at first (like late fusion), but then interact at multiple points throughout the LLM via the gated cross-attention layers. This allows for rich inter-modal learning without creating a massive, high-dimensional representation at the very beginning.

            

            	
              Classic Late Fusion remains highly relevant for tasks where modularity is key. Imagine combining the output of a specialized VLM with other data, like a user’s location or purchase history. You would be performing late fusion on their outputs to make a final recommendation.

            

          

          Understanding this spectrum isn’t about picking a single “best” method, but about recognizing the design patterns and their inherent trade-offs between deep interaction and modular flexibility.

        

        
          The Classic: Encoder-Decoder Frameworks

          One of the most used architectural patterns is the encoder-decoder framework. This is a common architecture for use cases where you want the model to generate text based on an image, like captioning. You can think of it as a two-act play:

          
            	The Encoder (The “Reader”): 

            	
              This part of the model takes the input from one modality (usually, image) and processes it into a compact, meaningful representation. This representation, often a set of numbers in a vector or a series of vectors, should capture the essence of the image. Early on, Convolutional Neural Networks (CNNs) were the go-to encoders for images, great at picking out features like edges, shapes, and objects.

            

            	The Decoder (The “Writer”): 

            	
              This part takes the encoder’s summary of the image and generates an output in the other modality, usually text. For image captioning, the decoder would produce a sentence word by word, with each word choice informed by the image summary and the words it has already generated. Recurrent Neural Networks (RNNs), particularly LSTMs, were common decoders in early VLMs.

            

          

          This foundational pattern, pioneered by models like “Show and Tell” (Vinyals et al., 2015), is a classic example of late-fusion architecture. The entire image is first condensed into a fixed representation by the encoder before this context is handed off to the decoder to generate text.

          The core idea of encoding one modality to condition the generation of another remains central to VLMs. Both the cross-attention and self-attention VLMs can be understood as a type of encoder-decoder model.

        

      

      
        Conclusion: From Blueprints to a New Engineering Reality

        This chapter has journeyed deep into the architectural heart of modern Vision-Language Models. We’ve moved beyond the “what” and into the “how,” dissecting the engineering principles that allow models to see and talk. We began with the attention mechanism, distinguishing between the inward-looking focus of self-attention and the modality-bridging power of cross-attention.

        The core of our exploration centered on two dominant architectural blueprints for connecting pre-trained vision encoders and LLMs:

        
          	The Adapter Approach (Cross-Attention):

          	
            Exemplified by models like Flamingo, this method surgically inserts new, gated cross-attention layers into a frozen Large Language Model. Its strength lies in its modularity and preservation of the LLM’s original capabilities, making it a robust choice when you cannot risk degrading language performance. The gating mechanism is the key to its stability, preventing the disruption of the LLM’s pre-trained knowledge while gradually teaching it to incorporate visual information.

          

          	The Unified Sequence Approach (Self-Attention):

          	
            Used in our own SmolVLM and many recent models, this strategy is a sophisticated form of early fusion. It elegantly translates an image into a sequence of “visual words” and prepends them to the text tokens, allowing the LLM’s own self-attention to manage the fusion. Its simplicity is compelling, and as studies show, it can outperform cross-attention architectures, provided you are willing to fine-tune the backbones.

          

        

        Ultimately, the choice is not just academic; it’s a critical engineering decision shaped by practical trade-offs. As we saw, the decision to freeze or fine-tune your core models is arguably the most significant factor in determining which architecture will yield better performance. This choice is a balancing act between parameter efficiency, computational resources, and the fundamental goal of preserving or adapting the powerful unimodal models that form the VLM’s foundation.

        By understanding these architectural patterns, from the foundational concepts of early and late fusion to the nuanced differences in modern attention strategies, you are now equipped not just to understand how today’s VLMs work, but to critically evaluate the design of any new model you encounter. The blueprints are in your hands, providing a solid foundation for building, adapting, or simply marveling at the next generation of multimodal AI.

        
          End-of-Chapter Questions (5–7)

          
            	
              What is the fundamental difference between self-attention and cross-attention in the context of a VLM? Why is cross-attention particularly useful for fusing vision and language?

            

            	
              Describe the “Unified Sequence” (SmolVLM-style) architecture. How does it use self-attention to integrate image features? What is the role of the modality projection layer?

            

            	
              Explain the Flamingo-style cross-attention architecture. Why is the “gating” mechanism crucial for stable training when connecting a frozen LLM and vision encoder?

            

            	
              Your team needs to build a VLM. The primary constraint is that the pre-trained LLM’s language capabilities must be preserved perfectly, without any risk of degradation. Based on the chapter, which architectural approach (cross-attention or self-attention fusion) would you recommend, and why?

            

            	
              How do the concepts of “early fusion” and “late fusion” relate to the modern VLM architectures discussed in the chapter? Is the classic encoder-decoder model for image captioning an example of early or late fusion?

            

            	
              What is the main trade-off discovered in the Hugging Face study (Idefics 2) when comparing cross-attention and self-attention fusion architectures with frozen versus fine-tuned backbones?

            

          

        

      

    



      Chapter 4. Training Data and Preprocessing for VLMs

      
  A Note for Early Release Readers

 With Early Release ebooks, you get books in their earliest form—the authors’ raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 4th chapter of the final book. Please note that the GitHub repo will be made active later on.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at shunter@oreilly.com.




      A shocking difference between VLMs and traditional machine learning based computer vision is the sheer size, scale, and diversity of the data needed to train modern vision-language models.

      If you examine SmolLM3’s pretraining recipe in Figure 4-1 and add the durations of its three training phases, you can see that it required 11.1 trillion tokens. To put this in perspective: assuming 1 token is roughly 4 characters, then 11.1 trillion tokens equals about 44 trillion characters of text. That’s on the same order of magnitude as the entire publicly readable Internet.

      
        
        Figure 4-1. SmolLM3 data mixture and training stage

      

      When moving on to training VLMs the shear variability in data becomes an added complication. While even early works in LLMs recognized the importance of data mixtures (e.g., what percent of the data is code, math etc), the variability in VLMs is even higher. From mixing in pure text data to breaking down OCR, captioning, math, tables, egocentric, and more, the pure number of possible variations is quite huge. 

      In this chapter, you’ll explore all the challenges that these massive multimodal datasets raise:

      
        	
          how to source content at internet scale

        

        	
          filter and diversify millions of samples efficiently

        

        	
          annotate them without breaking the bank

        

        	
          mix them intelligently

        

        	
          package them ready to be used in multi node environments.

        

      

      We will walk through real examples from teams building datasets like FineVideo, DocMatix, and the SmolVLA community based data mixture to show you what works at scale.

      
        Looking at the Data

        Your data requirements depend entirely on what type of model you’re building:

        Training a Vision Language Model (VLM)? You’ll need massive quantities of image-text pairs - from web-scraped collections to curated datasets. Your focus is on connecting visual understanding with language comprehension across diverse domains and tasks.

        Training a Video LLM? You’ll need your VLM foundation data plus video-text datasets that capture temporal dynamics. This means adding video captions, temporal annotations, and sequences that teach models how actions unfold over time.

        Training a Vision Language Action (VLA) model? You’ll need VLM data as your foundation, potentially video LLM data for temporal understanding, plus episodes showing visual observations paired with the actual motor commands and the executed actions. This creates the full stack from visual perception to physical action.

        As you can see, image, video, and action models aren’t separate data silos. A VLA model still benefits from the broad knowledge learned from static images, while video models leverage static image understanding for better frame-level comprehension. The art lies in mixing these data sources effectively and ideally in the right order: you need to make sure VLMs understand the scene currently and then connect this to action data. 

        Before diving into dataset types, it’s crucial to understand that VLM data requirements differ dramatically between pre-training and post-training phases:

        
          	Pre-training datasets prioritize scale over perfection

          	
            Teams building foundation models need billions of image-text pairs and interleaved sequences of images and text, even if many are noisy or weakly aligned. For pre-training, the pipeline typically ends after basic filtering (see “Data Filtering at Scale”) and diversity checks (see “Sample Diversity at Scale”). Annotations are usually just existing metadata: alt-text for images, automatic speech recognition for videos, or HTML context for web images. Here are some examples: 

            
        
            	
              LAION-5B: 5 billion image-text pairs scraped from Common Crawl, with minimal filtering beyond basic safety checks

            

            	
              MMC4: 103M interleaved image-text documents from Common Crawl, focused on documents where images and text naturally co-occur

            

            	
              HowTo100M: 136 million video clips with automatically transcribed narrations from instructional videos 

            

            	
              Panda-70M: 70 million short video-caption pairs created from 3.8 million videos. Captions synthesized using existing vision models.

            

            	
              InternVid (230M): 230 million video-caption pairs from 7 million videos. Captions also synthesized like in the case of Panda 70M.

            

          

          


   	Post-training datasets require the opposite approach: quality over quantity

          	
             Here, even millions of samples are considered “small,” and each sample needs careful curation. This is where synthetic Q&A generation, human validation, and sophisticated annotation pipelines become essential. The workflows described in “Data Annotation and Quality Validation at Scale” and “Preparing the Dataset for Consumption” are almost exclusively post-training concerns. While we will cover some across the chapter, here a couple of examples of post-training datasets:

            
         
            	
              PMC-VQA: 227k visual Q&A pairs of 149k images for medical instruction tuning

            

            	
              LLaVA-Instruct-150K: 150K visual Q&A pairs synthesized to give general instruction-following capabilities to VLMs

            

          

          

        

        
        
          Image-Text Datasets

          Image-text datasets include one or more images and some text or Q&A associated with the images. The web remains your primary source for image-text datasets. Projects like LAION-5B parsed petabytes of Common Crawl data by extracting HTML <img> tags and their alt-text, creating billions of image-caption pairs.

          Let’s see this in action with a quick example using the Hugging Face datasets library to stream some LAION data:


          from datasets import load_dataset

# Stream LAION dataset examples
dataset = load_dataset("laion/relaion2B-en-research-safe", streaming=True)
for example in dataset['train'].take(3):
   print(f"Caption: {example['caption']}")
   print(f"Image URL: {example['url']}")
   print("---")

          load_dataset is a function from Hugging Face’s datasets library that loads a dataset - in this case, the LAION image-text dataset from the specified repository.

          streaming=True instead of downloading potentially terabytes of data upfront, streaming lets you fetch and process examples one at a time as needed, essential for massive datasets!

          If you run this snippet, you will see an output similar to this one:

          Caption: """Brent Payne """"Brent Payne"""" 1999 Self Released Country Nm/Nm Out Of Print Cd"""
Image URL: https://www.picclickimg.com/d/l400/pict/333262346250_/Brent-Payne-Brent-Payne-1999-Self-Released-Country.jpg
---
Caption: Universal Orlando 2012 The Ultimate Guide to the Ultimate Theme Park Adventure
Image URL: https://nationalbookswap.com/pbs/m/42/0942/9781887140942.jpg
---
Caption: Unique 14k Gold Yellow and Blue Diamond Engagement Ring 2.64ct.
Image URL: https://d1251d0o0760fi.cloudfront.net/catalog/product/1/4/14k-gold-diamond-engagement-ring-264-ct-p-64.jpg

          These web-scraped captions weren’t written as careful descriptions, they are often SEO keywords, file names, or basic labels. As you can see, that might be quite basic sometimes, but they provide the diverse signal and massive scale that smaller curated datasets can’t match.

          
            Synthetic data: bridging the gap

            It is impossible to scale human supervision to a large scale; therefore automatic annotation pipelines utilizing LLMs, VLMs, or both have become commonplace. Two main approaches exist:

            
              	
                A VLM is directly distilled (e.g, prompting ChatGPT/Gemini with a image/video and a question, and using its answer in training)

              

              	
                Either human annotation or auxiliary generated annotations (e.g., bounding box, class label, relation graph, and more)

              

              	
                Some works also generate the image/video, traditionally via rendering (e.g, CLEVR: a dataset of computer-generated images with cubes and spheres used to test how well a model can answer questions about what it sees in pictures), and now using diffusion models - albeit this is less common/popular.

              

            

            DocMatix - a massive dataset for Document Visual Q&A (data sample in Figure 4-2) exemplifies the second approach: creators took 1.3 million PDF documents, applied OCR to extract text, then used Phi-3 to generate 9.5 million question-answer pairs about document content. This created a massive synthetic dataset for document understanding that would be impossible to create manually.

            
              
              Figure 4-2. Document sample from DocMatix showing the original document alongside synthetically generated questions and answers.

            

          

          
            Creating our own data synthesis pipeline

            Let’s see how we can generate questions and answers based on images from web-scraped datasets, following a similar approach to visual Q&A generation. We will use a streamlined pipeline with Hugging Face datasets and Apple’s FastVLM model.

            We’ll stream the LAION dataset directly and use Apple’s FastVLM-7B vision-language model to generate question-answer pairs for each image. The script downloads images from LAION URLs, processes them through the VLM to create structured Q&A pairs, and pushes the enriched dataset back to Hugging Face Hub for easy sharing and reuse.

 
            # Install required libraries
!pip install datasets transformers torch pillow huggingface_hub requests

# Import libraries
import torch
from PIL import Image
from transformers import AutoTokenizer, AutoModelForCausalLM
from datasets import load_dataset, Dataset
from huggingface_hub import login
import requests
from io import BytesIO

# Login to HF (we will access a gated repo and we will be pushing a new repo)
login()
# Setup FastVLM model
MID = "apple/FastVLM-7B"
IMAGE_TOKEN_INDEX = -200

print("Loading FastVLM model...")
tok = AutoTokenizer.from_pretrained(MID, trust_remote_code=True)
model = AutoModelForCausalLM.from_pretrained(
    MID,
    torch_dtype=torch.float16 if torch.cuda.is_available() else torch.float32,
    device_map="auto",
    trust_remote_code=True,
)

def generate_qa_pairs(image_url):
    """Generate Q&A pairs for an image using FastVLM"""
    try:
        # Download image
        response = requests.get(image_url, timeout=10)
        img = Image.open(BytesIO(response.content)).convert("RGB")
        
        # Build chat template for Q&A generation
        messages = [
            {"role": "user", "content": "<image>\nGenerate 3 question-answer pairs about this image. Format as JSON: [{\"question\": \"...\", \"answer\": \"...\"}]"}
        ]
        rendered = tok.apply_chat_template(
            messages, add_generation_prompt=True, tokenize=False
        )
        pre, post = rendered.split("<image>", 1)
        
        # Tokenize around image token
        pre_ids = tok(pre, return_tensors="pt", add_special_tokens=False).input_ids
        post_ids = tok(post, return_tensors="pt", add_special_tokens=False).input_ids
        img_tok = torch.tensor([[IMAGE_TOKEN_INDEX]], dtype=pre_ids.dtype)
        input_ids = torch.cat([pre_ids, img_tok, post_ids], dim=1).to(model.device)
        attention_mask = torch.ones_like(input_ids, device=model.device)
        
        # Process image
        px = model.get_vision_tower().image_processor(images=img, return_tensors="pt")["pixel_values"]
        px = px.to(model.device, dtype=model.dtype)
        
        # Generate Q&A pairs
        with torch.no_grad():
            out = model.generate(
                inputs=input_ids,
                attention_mask=attention_mask,
                images=px,
                max_new_tokens=256,
            )
        
        result = tok.decode(out[0], skip_special_tokens=True)
        # Extract JSON part after the prompt
        qa_text = result.split("Format as JSON:")[-1].strip()
        return qa_text
        
    except Exception as e:
        return f"Error: {str(e)}"

# Stream LAION dataset and generate Q&A pairs
print("Streaming LAION dataset...")
dataset = load_dataset("laion/relaion2B-en-research-safe", streaming=True)

analyzed_examples = []

for i, example in enumerate(dataset['train'].take(5)):
    print(f"\nExample {i+1}:")
    print(f"Original caption: {example['caption']}")
    print(f"Image URL: {example['url']}")
    
    # Generate Q&A pairs with VLM
    qa_pairs = generate_qa_pairs(example['url'])
    print(f"Generated Q&A: {qa_pairs}")
    
    analyzed_examples.append({
        'original_caption': example['caption'],
        'image_url': example['url'],
        'generated_qa': qa_pairs,
    })
    print("---")

# Create and push dataset
analyzed_dataset = Dataset.from_list(analyzed_examples)
repo_name = "your-username/laion-vlm-analysis"
analyzed_dataset.push_to_hub(repo_name)

          

        

        
          Video-Text Datasets

          Videos are a rich source to learn from. They add temporal complexity that static images can’t capture: people and objects moving, actions at minute one with consequences at minute 25. While that sounds like a jackpot, the data required to train video models have a higher cost in storage, processing, and annotation complexity.
Let’s talk a bit more about annotations: videos need dense captioning across time segments, temporal grounding of descriptions to timestamps, and narrative understanding of cause-and-effect relationships. Most teams rely on weak supervision through closed captions, speech-to-text pipelines, or cross-modal retrieval using existing image-text models.

          Where do we get videos from? Common sources include YouTube (with auto-generated captions or user descriptions), stock footage platforms and instructional content.

          The distinction between pre-training and post-training video data is stark. Pre-training datasets like HowTo100M simply align automatic speech recognition transcripts with video timestamps - no manual annotation required. Post-training datasets like FineVideo invest heavily in temporal segmentation, scene understanding, and narrative coherence (see Figure 4-3). While a pre-training dataset might use raw YouTube subtitles as-is, post-training requires understanding what happens when, why it matters, and how to ask meaningful questions about it.

          Here’s the Infrastructure reality for video datasets: they easily require petabytes of storage, with significant processing overhead for frame extraction and temporal sampling. This is why many teams store compressed videos and extract frames on-the-fly, or pre-compute embeddings to reduce training I/O. Furthermore, a larger unappreciated issue with video datasets is that you need a lot of workers preparing the videos for the training inside each training node for this not to be the bottleneck; not enough I/O etc easily makes this an issue.

          The trade-off is that video datasets unlock temporal understanding impossible with static images, but require much more sophisticated infrastructure and engineering compared to image datasets.

          
            
            Figure 4-3. Data sample from FineVideo showing its temporal segmentations in scenes and timestamp-level metadata

          

        

        
          Vision-Language-Action datasets

          Vision-Language-Action (VLA) datasets represent a specialized category that combines visual observations with corresponding motor commands and control inputs, creating rich multimodal training data. While we explore VLA architectures in greater detail in Chapter 11, we include them here to illustrate the full spectrum of dataset diversity.

          Vision-Language-Action datasets go beyond video by also capturing motor commands, joint angles, and control inputs that produce the visual changes captured by the cameras of the robot or the environment. Why? Understanding what happened isn’t enough; models need to learn what actions to take.

          VLA datasets introduce the concept of episodes. An episode is a complete task demonstration from start to finish. For a task like “pick up the red ball and place it in the bucket,” you might have dozens of episode recordings showing different ways/trajectories to complete that same task.

          Google’s RT-1 dataset exemplifies this approach: 130K demonstrations from 13 robots over 17 months, each containing a trajectory of camera images paired with corresponding motor commands and high-level instructions like “throw away the trash.” 

          Something very important to notice: action representation is not standardized: unlike text or video, actions can be represented in multiple ways. Some datasets discretize actions into tokens (binning joint angles into vocabulary indices), while others provide continuous trajectories of joint positions. This choice significantly impacts how models learn to map from visual understanding to motor control.

          Let’s look at a VLA dataset. SmolVLA is a tiny vision language action model,with only 450M parameters, trained end-to-end on just 30K episodes from publicly available, community-contributed data. It achieves strong performance with an order of magnitude less training data than previous models like RT-1 or OpenVLA. Figure 4-4 shows what a typical training episode looks like for SmolVLA - illustrating how visual observations, language instructions, and action sequences are structured together.

          The SmolVLA dataset, comprising samples from the community, demonstrates that carefully curated, smaller datasets with appropriate data mixtures can be surprisingly effective.

          
            
            Figure 4-4. SmolVLA training episode with dual video feeds (workspace overview and wrist-mounted robot view) plus action trajectories for the shoulder and elbow of an SO-ARM100 robot joints. Source.

          

        

      

      
        Building a Dataset

        Now it’s your turn to build a dataset from scratch. While there’s no single right way to do this, Figure 4-5 shows you a template to follow.

        
        
          Figure 4-5. High-level pipeline for building a dataset

        

        Let’s go through each step:

        
          	1. Data sourcing

          	
            Gather the raw input, including videos, images, and optionally metadata. These can come from already existing datasets that you plan to augment, proprietary archives, or web crawls.

          

          	2. Data filtering

          	
            Remove problematic content (unlicensed material, duplicates, or corrupted files) or non-interesting content for your training goal before heavier processing. 

          

          	3. Diversity validation

          	
            Check whether the dataset covers the intended range of scenarios and domains that you expect.

          

          	4. Data annotation

          	
            Augment the original samples with extra metadata, that might be Q&A about the media file if you are in later training stages or might be descriptions in early stages.

          

          	5. Quality validation

          	
            Conduct reviews that ensure annotations are correct and the data meets quality standards.

          

          	6. Preparing the dataset for consumption

          	
            Simplify the steps to plug your dataset into a training pipeline.This could mean, for example, extracting frames from video, precomputing embeddings or packaging into shards

          

        

        In the following subsections, you will learn how to tackle the dataset building steps at the scale required by large language models. 

        
          Data Sourcing at Scale

          As a good detective facing an investigation in an immense city, any extra piece of information around the media files that you gathered for the dataset is invaluable: it will enable you filter, diversify and potentially simplify the annotation work. 

          How can you get media files (image, videos) for your training with some linked metadata?

          The three most common ways are:

          
            	
              Build a custom dataset with your own domain-specific data. While it may be small, high-quality data will significantly improve your final training mixture.

            

            	
              Expand existing datasets by gathering additional samples and refining the selection or augmenting the data. For example, DoclingMatix (a large-scale dataset designed for document Q&A and document structure understanding) builds upon DocMatix by incorporating document structure details. This helps models understand where images, formulas or tables are position within the page inside the document.

            

            	
              Crawl internet content by downloading images and videos with their associated descriptions and metadata. That might come from Internet backups or platforms such as YouTube.

            

          

          Let’s look at how FineVideo did it in Figure 4-6: it started with YT-Commons: a list of YouTube video IDs with Creative Commons licenses and their closed captions. FineVideo used this text-focused public dataset to select video candidates, then downloaded and annotated them. Keep this Figure in mind as we will reference it later the chapter.

          
            
            Figure 4-6. FineVideo data processing pipeline

          

          
            How does scraping content interact with data licensing and safety?

            Yes, you might be wondering that as we mentioned scraping a few times in this chapter. Responsible data collection requires balancing automated filtering with human oversight to respect legal and ethical boundaries. Large-scale scraping must comply with licenses and ethical norms. That’s why many web-sourced datasets are restricted to non-commercial or research use only.

            FineVideo sourced videos from YouTube with Creative Commons license. LAION-5B took a different approach, releasing only image URLs and embeddings rather than the images themselves to navigate copyright issues, while filtering out potential private or sensitive data.

            Ethical curation also means excluding problematic content like extreme violence, hate speech, or personally identifiable information to prevent harm. You will learn more about excluding content from a dataset through filtering in the next section

          

          
            When to stop: pre-training vs post-training depth

            For pre-training datasets, this sourcing stage is often where most of the effort ends. Teams download Common Crawl dumps, extract image URLs and surrounding text, apply basic safety filters, and call it done. The LAION team, for instance, primarily focused on URL extraction and CLIP score filtering - no complex annotation pipelines needed.

            Post-training is where the real work begins. Every subsequent section in this chapter represents effort that pre-training datasets typically skip. This is why pre-training datasets measure in billions of samples while post-training datasets celebrate achieving millions.

          

        

        
          Data Filtering at Scale

          So if you have 1.8 million videos (from Figure 4-6) and associated metadata, how do you filter videos of little interest for our training goals or not ethically compatible with FineVideo? If it takes one minute per video to run all the filtering jobs to decide if you keep a video , it would take you more than three and a half years to go through all the video candidates in a single machine.

          What other options do you have?

          
            	
              Use your preferred cloud provider and get a few dozens of servers to spread the filtering task among them at a considerable cost?

            

            	
              Use a funnel-like filtering approach: Start with lightweight filters that can quickly process all video candidates, then apply more resource-intensive analysis only to the videos that pass the initial screening. This progressive filtering minimizes computational costs by reducing the number of videos that require expensive processing at each stage.

            

          

          Most likely you’ll use both approaches: once you figure out a funnel that can filter content in the way you want, you’ll scale it across servers. This parallelization can be as simple as putting in queue num videos / num servers jobs to filter content on each server that you have. As a result you will gain speed and most probably you will bring down the cost.

          
            Finding good filtering proxies

            Ideally, you would manually review every sample to decide if it contributes positively to your dataset. Since this isn’t feasible, we use proxies: measurable characteristics that correlate with quality.

            For example, FineVideo used “audio and visual dynamism filtering” to select videos where something happened. An easy proxy of that is videos where there is some degreee of change on the visual part and a good speaking cadence. Despite the fancy name, Table 4-1 shows what this meant.

            
              Table 4-1. Finevideo filter implementations
              
                
                  	Filter
                  	Implementation
                  	Resources
                

              
              
                
                  	Audio dynamism
                  	We took the density of words in the video as a proxy of audio dynamism. The definition of word density being:
 Word density = Number of words in closed captions / Total video length in seconds
 By sampling and visually evaluating the quality of the content at different density thresholds, we decided to remove all videos with a word density lower than 0.5 words/second.
 
                  	Audio dynamism filtering only required duration and word count per video. All this is data already available in YT-Commons. This allowed the initial filtering to run on a single laptop.
                

                
                  	Visual dynamism
                  	We repurposed FFMPEG’s Freezedetect filter to judge the dynamism of the video. While this filter is designed to identify frozen sections of a video (multiple equal frames placed one after the other), we could also identify chunks with low movement by exaggerating the noise parameter to a very high value.
 
 Rather than running freezedetect across the full video, we analyzed the video by temporal segments and we voted if the video was static based on the amount of segments categorized as static. Through manual evaluation we set a threshold to discard the video if 40% of the segments analyzed have low movement.
                  	For visual dynamism filtering, we spread the task across multiple machines in the cloud. The code was packaged in Docker containers that could be launched using batch processing services from cloud providers (see Snippet 1)
                

              
            

            An implementation of the Visual dynamism filter could be like the one below: it searches for mp4 video files in your dataset, checks if the videos are dynamic and if positive, it pushes them to a new filtered dataset

  
            # Install requirements
!pip install datasets huggingface_hub requests
!apt update && apt install -y ffmpeg

# Login to Hugging Face
from huggingface_hub import login
# login()

import os
import math
import subprocess
import tempfile
import requests
from datasets import Dataset, DatasetDict
from huggingface_hub import HfApi

# Configuration
DATASET_REPO = "yourusername/yourrepo"

def get_mp4_files_in_repo():
   """Check which MP4 files are available in the repository root."""
   api = HfApi()
  
   try:
       repo_files = api.list_repo_files(DATASET_REPO, repo_type="dataset")
       # Filter for MP4 files in root only
       mp4_files = [f for f in repo_files if f.endswith('.mp4') and '/' not in f]
      
       print(f"Found {len(mp4_files)} MP4 files:")
       for mp4_file in mp4_files:
           print(f"  - {mp4_file}")
      
       return mp4_files
      
   except Exception as e:
       print(f"Error accessing repository: {e}")
       return []

def download_video_from_hf(video_filename):
   """Download a specific MP4 file from the HF repository."""
   url = f"https://huggingface.co/datasets/{DATASET_REPO}/resolve/main/{video_filename}"
  
   try:
       response = requests.get(url, stream=True)
       response.raise_for_status()
      
       # Create temporary file
       temp_file = tempfile.NamedTemporaryFile(suffix=".mp4", delete=False)
      
       # Download video data
       for chunk in response.iter_content(chunk_size=8192):
           temp_file.write(chunk)
      
       temp_file.close()
       print(f"Downloaded {video_filename}")
       return temp_file.name
      
   except Exception as e:
       print(f"Error downloading {video_filename}: {e}")
       return None

def is_video_static(video_file, threshold=0.4):
   """Check if video has static content using ffmpeg freezedetect."""
  
   # Get video duration
   result = subprocess.run([
       "ffprobe", "-v", "quiet", "-show_entries", "format=duration",
       "-of", "csv=p=0", video_file
   ], capture_output=True, text=True)
  
   duration = float(result.stdout.strip())
   segments = math.ceil(duration / 60)  # 60-second segments
   freeze_count = 0
  
   # Check each segment for freezes
   for start in range(0, int(duration), 60):
       result = subprocess.run([
           "ffmpeg", "-ss", str(start), "-i", video_file, "-t", "60",
           "-vf", "freezedetect=n=0.05:d=50", "-f", "null", "-"
       ], capture_output=True, text=True)
      
       if "freezedetect" in result.stderr:
           freeze_count += 1
  
   freeze_percentage = freeze_count / segments
   print(f"  Freeze percentage: {freeze_percentage:.1%}")
  
   return freeze_percentage >= threshold

# Discover MP4 files in the repository
print("Checking for MP4 files in repository...")
mp4_files = get_mp4_files_in_repo()

# Process each MP4 file
filtered_videos = []

for mp4_file in mp4_files:
   print(f"\nProcessing {mp4_file}...")
  
   # Extract video ID from filename
   video_id = mp4_file.replace('.mp4', '')
  
   # Download video from HF repo
   temp_video_path = download_video_from_hf(mp4_file)
   if not temp_video_path:
       continue
  
   # Analyze video for static content
   try:
       if not is_video_static(temp_video_path):
           # Video passes filter - read file data
           with open(temp_video_path, 'rb') as f:
               video_bytes = f.read()
          
           filtered_videos.append({
               'video_id': video_id,
               'filename': mp4_file,
               'video_data': video_bytes
           })
           print(f"{video_id} passed filter")
       else:
           print(f"{video_id} filtered out")
          
   except Exception as e:
       print(f"Error analyzing {video_id}: {e}")
  
   finally:
       # Clean up temporary file
       if os.path.exists(temp_video_path):
           os.unlink(temp_video_path)

# Save filtered results
if filtered_videos:
   print(f"\nSaving {len(filtered_videos)} filtered videos...")
  
   # Create dataset from filtered videos
   filtered_dataset = Dataset.from_list(filtered_videos)
  
   # Push filtered videos to new repository
   filtered_dataset.push_to_hub(f"{DATASET_REPO}-filtered")
  
   print("Filtered videos saved successfully!")
else:
   print("No videos passed the filter.")

# View results
print(f"\nFiltered dataset available at: {DATASET_REPO-filtered")

          

          
            Check for corrupt samples

            Checking for corrupt samples is essential. When you use LLMs to generate annotations (as we’ll cover in “Data Annotation and Quality Validation at Scale”), corrupt files create a cascade of problems. During annotation, the LLM will hallucinate responses for files it can’t read, introducing bad samples into your dataset. During training, if your model can open the file, it learns from wrong annotations; if it can’t open the file, your training run crashes.

            You can prevent data corruption issues by creating a validation filter that checks each sample in your dataset, example:

            For video datasets:

            
              	
                Try to open each video file

              

              	
                Test if you can seek to different timestamps

              

              	
                Verify that video frames can be properly read

              

            

            For Vision-Language-Action (VLA) datasets:

            
              	
                Ensure the video sources, robot arm joint angles, and gripper state are all recorded at the same time

              

              	
                Check that these data streams stay synchronized throughout the recording

              

              	
                Verify that observation states match the corresponding timestamp

              

            

            The filter should automatically remove any samples that fail these validation checks, leaving you with a clean, reliable dataset for training.

            deally, if you are the only consumer of the dataset, ensure that you use the same libraries to manipulate the samples during this filtering as during annotation and training.

          

        

        
          Sample Diversity at Scale

          Whether you are building a dataset to train a model on identifying issues on Swiss made watches given an image or parsing Taco Bell coupons you will want to ensure diversity.

          A structured way to ensure diversity is to annotate each sample candidate of your dataset with a controlled list of categories (also called taxonomy). Yes! Information science knowledge can become handy when it comes to ensuring diversity.

          But what if you just downloaded thousands or millions of data samples; how can you figure out a taxonomy to annotate all the samples that you downloaded? You don’t need to explicitly categorize all of them. Focus instead on creating a taxonomy that covers the cases that you are interested in, the cases that you definitely want to discard and put the rest in a common bucket called ‘other’.

          Let’s go back to our FineVideo example to craft the taxonomy based on the requirements in Table 4-2.

          
            Table 4-2. Key questions to craft your taxonomy
            
              
                	Requirement
                	Answer
              

            
            
              
                	Which content do we need?
                	Storytelling can happen in many ways: from news to vlogs, sports, music,... We know that we want to exclude drug and violence related content.
              

              
                	Who will consume our dataset?
                	Generalists and specialists: people that want their model to learn about general story understanding and people intested in niche use cases, for example understanding meeting presentations or sports news.
 As we are supporting generalists and specialists a hierarchical taxonomy will be the solution.
              

            
          

          In the next section, you’ll learn how to develop your own taxonomy for categorizing multimodal datasets.

          
            Taxonomy development

            To develop our taxonomy, we followed three key phases:

            
              	Initial synthetic taxonomy

              	
                We provided GPT-4o with our content scope (YouTube videos) and specified a two-level hierarchy of terms to enable flexible dataset slicing: once the dataset is published, users can filter at the broad category level or drill down to specific subcategories based on their model’s needs. 

              

              	Granularity adjustments

              	
                We made the taxonomy more granular in areas where we expected high content diversity, knowing we could later downsample oversaturated subcategories. For instance, under the broad “Sports” category, we created distinct subcategories for “sports commentary,” “sports talk shows,” and “sports analysis shows” since these represent different content styles and purposes, allowing us to balance representation across sports content types.

              

              	Expert refinement

              	
                We collaborated with a librarian to merge overly similar categories while splitting others that proved important to distinguish. For example, in news, we split out “political commentary” as a distinct category since opinion-based political content differs significantly from factual news reporting.

              

            

            The final taxonomy includes 126 detailed categories organized across two hierarchical levels, enabling users to customize the dataset for their specific needs (see Figure 4-7).

            We tested this initial taxonomy through content annotation, then iteratively improved it based on the annotation results with ongoing input from the information scientist.

            
              
              Figure 4-7. [CAPTION TO COME] 

            

          

          
            Content categorization

            To categorize the raw videos using the taxonomy that we developed, we relied on an affordable model running in a cloud instance (Llama 3.1 70B served through Text Generation Inference TGI) - you will learn more about model serving options in Chapter 7, “Deploying Models.”

            The prompt required multiple iterations to ensure the answer is strictly a category in our taxonomy. During our prompt evaluation we learned that by removing the existing YouTube tags and categories from the prompt, the quality of our results increased drastically: YouTube metadata was biasing the text generated by Llama 3.1 towards one of the categories provided by YouTube.

            prompt_template = """
Given those categories: {leaves}
Classify a youtube video given its closed captioning and some metadata details. RETURN ONLY the selected category and nothing else!
Title: {title}
Description: {description}
Channel: {channel}
Closed Caption: {closed_caption}
"""

          

          
            Categorizing samples with a custom classifier and balancing categories

            FineWeb is one of the largest LLM training datasets available, containing web-scraped text data. If you thought our solution was scalable, FineWeb’s approach is even more impressive. The FineWeb team faced the challenge of quality-filtering millions of web pages. Instead of manual annotation, they used Llama3 to annotate 450K samples, then trained a lightweight classifier on this subset to process the entire dataset at scale.

            In the FineVideo taxonomy, you can find specific categories to filter out sensitive content like Firearms & Weapons and Substance Use & Drugs. The videos under those categories were directly excluded.

            An alternative would have been to rely on specialized models like Llama Guard 4 trained for content moderation and safety classification. Llama Guard 4 for example can detect and filter harmful content across violent crimes, hate speech, and child exploitation.

            With unwanted categories out, it is up to your goals to look at the different categories and decide which samples to keep. In the case of FineVideo, as its goal was to serve a broad community, the team tried to have a distribution close to uniform across categories (did they do well? There are never enough cat videos!).

          

        

        
          Data Annotation and Quality Validation at Scale

          Note

            This section applies primarily to post-training datasets. Pre-training datasets typically skip annotation entirely, relying instead on naturally occurring text (alt-text, captions, ASR transcripts) already present in the source data. What follows is the intensive annotation work required when building high-quality instruction-following or task-specific datasets.

          

          After all the filtering and diversity work, you’re left with a curated subset of high-quality samples. Now comes the most expensive part: creating the actual training annotations. This is where you convert your raw videos, images, and metadata into structured question-answer pairs, captions, or whatever format your model needs to learn from.

          
            Really select a narrow amount of data as this will be the most expensive part of the process.
          

          
            The annotation bottleneck

            Let’s put this in perspective: if you started with millions of samples and your filtering pipeline brought you down to, say, 100k videos, annotating each one could cost anywhere from $0.05 to $5+, depending on the complexity and quality requirements. That’s $5k to $500k just for annotation costs, not counting any additional human validation.

            This is why the filtering stages we discussed earlier are so critical: every sample that makes it to annotation better be worth the cost.

          

          
            Choosing your annotation approach

            You have several options, each with different cost-quality trade-offs:

            
              	Human annotation

              	
                The gold standard for quality but also the most expensive. For complex video understanding tasks might take 10-30 minutes per sample. Do the math - this approach only works for very small, high-value datasets or as ground truth for evaluating automated approaches.

              

              	Model-based annotation

              	
                This is where most teams end up. You use existing large multimodal models to generate annotations. It’s much cheaper than human annotation per sample, depending on the model and prompt complexity. On the other side, you’d better know the defaults of the models that you are using, or you will be training in not-so-good data.

              

              	Hybrid approach

              	
                This is the compromise nearly everybody ends up with. Use models for the bulk annotation and humans for quality control, edge cases, or final refinement. It gives you reasonable quality at manageable costs, but requires careful orchestration of both automated and human workflows.

              

            

          

          
            Real-world hybrid approaches

            Let’s look at some real-world examples of hybrid approaches. 

            
              	FineVideo approach

              	
                A systematic approach to annotation quality control involves three steps. First, they test the annotation model’s (Gemini 1.5) capabilities to understand its limitations, identifying issues like quality degradation at specific video durations. After generating all annotations, they automatically filter out clearly problematic ones (like the model placing annotations at minute 15 when a video is only 5 minutes long). Finally, they manually review 1% of the annotations to identify additional error patterns and refine filtering criteria.

              

              	DocMatix hallucination filtering

              	
                In the document processing space, DocMatix tackled hallucinations by implementing consistency checks. They would parse the same document multiple times and flag cases where the model generated contradictory information about the same visual elements. They also used rule-based filters to catch common hallucination patterns like invented text that doesn’t appear in the source image (see Figure 4-8).

              

              	Video-STAR approach

              	
                They implemented a multi-stage refinement (“self-training”) process where video metadata is used to generate data. Questions are generated using a VLM that is given both video metadata and the video content itself. Then, the same VLM is prompted with the questions. The samples are filtered to those containing the ground-truth metadata, and then the VLM is trained on this dataset. Then, the self-training cycle continues where the now improved VLM is used to generate answers, and so forth. 

              

            

            The pattern across all the datasets approaches? Start with automated annotation, implement specific filtering for your domain’s common failure modes, and use humans strategically where automated quality control isn’t sufficient. The exact balance depends on your budget and quality requirements.

            
              
              Figure 4-8. DocMatix dataset creation pipeline

            

          

        

        
          Preparing the Dataset for Consumption

          After sourcing, filtering, diversifying, and annotating your data, the final step is packaging it for end users. If you are the only end user, you will still benefit from going through this section, and if you plan to publish your dataset, the ease of consuming the dataset will directly impact whether researchers and engineers will adopt it.

          We recommend using the Hugging Face datasets library and web to solve most of your data consumption and visualization needs but you’ll want to be aware of a few caveats.

          The Hugging Face datasets library provides easy dataset loading in Python applications and browser-based visualization with automatic data type inference. In multi-node environments, HuggingFace datasets can become challenging because the library wasn’t originally designed for distributed data loading across multiple machines. Each node may need to coordinate data access, leading to potential bottlenecks and inefficient data distribution.

          
            WebDataset

            Hugging Face datasets is excellent for most scenarios, but packaging your data as WebDataset within the Hugging Face ecosystem gives you the best of both worlds for even more use cases.

            WebDataset is a format that packages datasets as tar archives, where files belonging to the same training sample share identical basenames (before file extensions). As a result of packaging, small files (images, videos) are grouped into manageable tar archives, making downloads faster and more efficient than handling thousands of individual files.

            You can upload WebDataset-formatted data to Hugging Face while maintaining discoverability.

            By giving the same basename to all files belonging to one training sample, WebDataset automatically groups the different modalities together:

            dataset-000000.tar:

            ├── sample001.jpg # Image data

            ├── sample001.txt # Text annotation 

            ├── sample001.json # Metadata

            ├── sample002.jpg # Next sample’s image

            ├── sample002.txt # Next sample’s text

            └── sample002.json # Next sample’s metadata

            Why does WebDataset work well for multi-node training environments?

            
              	
                You can easily split the full dataset in shards (node 1 processes dataset-000000.tar to dataset-000010.tar and node 2 dataset-000011.tar to dataset-000020.tar)

              

              	
                Each node connects to your blob storage (S3 from AWS for example) or HuggingFace Dataset and downloads the assigned shards independently, which means there is less coordination that needs to haven among nodes.

              

            

            You can always load a webdataset as a Hugging Face dataset, as shown in this example:

         
            from datasets import load_dataset
# Load WebDataset format using HF datasets
# in this example, we have a dataset composed of 4 tar files train-000000.tar to train-000005.tar in a Hugging Face repo called lhoestq/small-publaynet-wds:

base_url = "https://huggingface.co/datasets/lhoestq/small-publaynet-wds/resolve/main/publaynet-train-{i:06d}.tar"
urls = [base_url.format(i=i) for i in range(4)]
dataset = load_dataset("webdataset", data_files={"train": urls}, split="train", streaming=True)
# From here, use like any HF dataset
for sample in dataset:
    print(f"Sample {sample['__key__']}")
    img_value = sample['png']
    print(f"Annotations: {sample['json']}")
    break

          

          
            Delivery format trade-offs for multimedia content

            Once you’ve decided how to make your dataset accessible (Hugging Face and/or WebDataset), the next question is: what should you actually store in your media samples? For videos and images, you have three main delivery options, each with distinct trade-offs as shown in Table 4-3.

            
              Table 4-3. Data deliver trade-offs
              
                
                  	Delivery Format
                  	Storage Size
                  	Loading Speed
                  	Preprocessing Cost
                  	Use Case
                

              
              
                
                  	Raw Files
                  	Largest
                  	Slowest (many requests)
                  	Pay during training
                  	Maximum flexibility, research
                

                
                  	Pre-processed
                  	Medium
                  	Fast
                  	Pay upfront
                  	Production training, fixed preprocessing
                

                
                  	Embeddings
                  	Smallest
                  	Fastest
                  	Pay upfront + model dependency
                  	Transfer learning, retrieval tasks
                

              
            

            Let’s look at the delivery formats in more detail:

            
              	Raw files

              	
                Store original videos/images as-is. Teams can apply their own preprocessing, but this means paying the computational cost during every training run. This is common in research settings where preprocessing requirements keep evolving.

              

              	Pre-processed files

              	
                Pre-resize images to standard dimensions (e.g., 224x224), sample video frames at fixed intervals, normalize pixel values. Much faster during training but locks you into specific preprocessing choices. Most production systems go this route.

              

              	Embeddings

              	
                Store pre-computed feature vectors from foundation models (CLIP embeddings for images, VideoMAE features for videos). Smallest storage footprint and fastest loading, but you’re tied to the specific model used to generate the embeddings.

              

            

          

        

      

      
        Dataset Mixtures

        Getting your data combination right can make or break your model’s performance. This section will show you how to build, evaluate, and adapt the right mix of datasets that align with your specific model goals.

        You will discover that in modern VLM training, how you combine different datasets has an impact comparable to architectural changes. Unlike traditional computer vision where you might train on a single dataset like ImageNet, you will need to carefully balance diverse data sources for vision-language models.

        This becomes even more critical when you realize that for some tasks like robotics you don’t have enough task specific data or you realize that you want a model expert in your field but still with the capacity to communicate with persons and answer clearly. You will learn the principles that will help you create the right data combinations that actually work for your use case.

        The first step in creating effective dataset mixtures is understanding what ingredients you have available and determining the optimal proportions for combining them.

        
          Mixture Ingredients and Proportions

          
            The pre-training foundation assumption

            An important caveat: all the mixture strategies discussed here assume you are starting from a model that has already completed pre-training on massive web-scale data. When teams talk about maintaining general capabilities, they are referring to capabilities learned during pre-training and initial post-training phases.

            This is why post-training mixtures can be relatively small (millions vs billions of samples) yet still effective: they are refining and specializing an already capable foundation rather than learning visual-language alignment from scratch.

          

          
            Avoiding catastrophic forgetting

            Let’s say you want to ignore our advice and do the final stage of your training with a custom highly niche dataset. What will happen? your model loses previously learned skills when training exclusively on niche data to solve your problem.

            The key insight from recent research is that you need to maintain a portion of general-purpose data throughout your entire training process, even when introducing new datasets to the mix on specialized tasks. This proportion of general purpose data, in the case of VLMs, VLA and video models typically consists of high-quality image-text pairs and conversational data that help your model retain its general reasoning abilities while learning new skills.

            Vision-Language-Action (VLA) models show this challenge perfectly. In robotics applications, it is highly complex to collect millions of robot interaction examples: most of the robotics datasets contain only hundreds of thousands of episodes. Recent VLAs have shown competitive performance even when trained on smaller-scale data, while you need a few million samples for stable VLM training.

          

          
            SmolVLM’s mixture learnings

            The SmolVLM team had to be particularly strategic about their data combinations since they were building small parameter models. Furthermore, as they were training 1.7B and 256M/500M models they realized that smaller models required different mixture proportions than larger ones as shown in Table 4-4.

            
              Table 4-4. High-level data mixtures on SmolVLM 1.7B and 256/500M models
              
                
                  	Data Category
                  	1.7B Proportion
                  	256M/500M Proportion
                  	Change
                

              
              
                
                  	OCR & Documents
                  	25%
                  	41%
                  	+16%
                

                
                  	Captioning
                  	18%
                  	14%
                  	-4%
                

                
                  	Text Instructions
                  	17%
                  	13%
                  	-4%
                

                
                  	Reasoning & Logic
                  	13%
                  	9%
                  	-4%
                

                
                  	Chart Understanding
                  	11%
                  	10%
                  	-1%
                

                
                  	Visual QA
                  	8%
                  	5%
                  	-3%
                

                
                  	Table Understanding
                  	8%
                  	8%
                  	0%
                

                
                  	Screenshot to Code
                  	1%
                  	1%
                  	0%
                

              
            

            Their key finding? smaller models benefited more from low-level tasks like OCR & Documents because they were more limited in complex tasks. By training the 256M/500M models heavily on OCR and document data (41% vs 25%), they were building strong foundational skills that could be further enhanced through task-specific fine-tuning.

          

        

        
          Task-Driven Mixture Design

          Different downstream applications require different mixture strategies, but they all face the same fundamental trade-off: how do you build expertise in your specific domain without sacrificing general capabilities?

          Let’s continue with the SmolVLM example. SmolDocling wanted to create a version of SmolVLM that could excel at extracting data from documents.When creating SmolDocling from their base SmolVLM model, the team didn’t simply add more document data: they carefully redesigned the entire training mixture to emphasize OCR-relevant tasks while preserving enough general vision-language data to prevent catastrophic forgetting. Their mixture included:

          
            	
              40% document images (PDFs, forms, tables, handwriting)

            

            	
              25% natural images with text (street signs, product labels, screenshots)

            

            	
              20% general conversational vision-language data

            

            	
              15% pure text data to maintain language modeling capabilities

            

          

          The breakthrough was the “bridge” category of natural images with text: this helped the model generalize its OCR abilities beyond formal documents to real-world text recognition scenarios.

        

        
          Ablations and Evaluation

          We have seen how SmolVLA and SmolVLM picked different data mixtures for their training but how did they arrive at that mixture? In this section we will cover how they did it.

          
            Measuring mixture impact

            While the final impact of a mixture in a model training is not fully known until the end of a training, one can store intermediate checkpoints and evaluate those checkpoints on a diverse set of benchmarks that cover different capabilities. For example in a general VLM you can explore if it is improving in visual Q&A tasks, document understanding and multi-image Q&A cases.

            Mixture decisions made on smaller models (up to 4B parameters) transfer reliably to larger models with high correlation. This means you can do your mixture experimentation on smaller, cheaper models.

            The critical ablation insight: When you’re running ablation studies to test different approaches, you need to use the same data mixture proportions that you’ll use for your final training. You might have enough high-quality data to run a short ablation study, but not enough for full training. If you test your approach on pure high-quality data during ablations, then switch to mixed-quality data for full training (because you don’t have enough high-quality data), your ablation results won’t predict your final model’s performance.

            Think of it like testing a recipe with premium ingredients, then cooking the actual meal with whatever’s in your pantry: the results will be completely different.

          

          
            Iterative improvement patterns

            Even the most successful teams don’t get their mixture right on the first try. They build systems for continuous improvement:

            
              	Mixture logging

              	
                Track which data sources contribute most to loss reduction at different training stages. You might find that web data is crucial early in training but becomes less important later.

              

              	Performance regression tracking

              	
                Set up automated alerts when performance on any mixture component drops below a threshold. This catches catastrophic forgetting before it becomes severe.

              

              	A/B mixture testing

              	
                Once you have a baseline mixture, test small variations (±5% proportion changes) on smaller models and fewer steps before committing to expensive full retraining.

              

            

            Successful VLM training is as much about data engineering as it is about model architecture. Teams that invest in systematic mixture design and evaluation consistently outperform those that focus purely on model innovations.

          

          
            Ablation methodology

            The researchers behind “Apollo: An Exploration of Video Understanding in Large Multimodal Models” introduced scaling consistency: many design decisions (data mixtures, sampling strategies, model architectures, etc.) found on moderately sized models (≈2–4 billion parameters) correlate strongly with the performance of larger models. Once the model reaches a critical scale, the correlation between small and large models’ performance becomes high and approximately log‑linear; smaller models below this threshold show poor correlation. This effect also holds across model families, and the benefit saturates once the proxy models are trained on roughly 500 k training examples. The authors term this phenomenon scaling consistency—it means that design choices made on 2–4 B‑parameter models trained on a moderate amount of data transfer reliably to 7 B+ models. See Figure 4-9.

            
              
              Figure 4-9. Scaling Consistency - Design decisions made with smaller models on smaller datasets transfer to larger models on larger datasets. (Left) R² correlation between 7B and other model sizes increases with model size, while 0.5B shows inconsistent patterns. (Right) Agreement between model pairs stabilizes around 500K dataset samples, with correlations plateauing at larger dataset sizes.

            

            Apollo provides a systematic approach to mixture evaluation that is worth sharing. The Apollo team trained models with different mixture proportions and evaluated the correlation between performance on smaller vs. larger models.

            
              	
                Define 5-8 candidate mixtures with different proportions

              

              	
                Train each mixture on 4B parameter models for 10k steps

              

              	
                Evaluate on diverse benchmark suite (not just target task)

              

              	
                Select top 2-3 mixtures and train longer (50k+ steps)

              

              	
                Validate final mixture choice on larger model

              

            

            This process cut their mixture experimentation costs by ~10x compared to doing all experiments on full-size models.

          

        

      

      
        Summary

        
          	
            Building your own dataset today means operating at web scale and then relying on model-in-the-loop synthesis (LLMs/VLMs) with very limited, targeted human evaluation.

          

          	
            A funnel (raw data -> filters -> diversificaion -> model based annotations -> filtering -> packaging) turns the raw data or starting dataset into a new training dataset that you can keep iterating over time.

          

          	
            Performance relies on mixture design: keep a slice of general-purpose data to avoid catastrophic forgetting while adjusting task-specific ingredients. Validate those mixture choices on small proxy models before promoting them to larger runs.

          

        

      

      
        Quiz

        
          	
            What are the key differences between pre-training and post-training datasets for VLMs?

          

          	
            What is “catastrophic forgetting” in the context of dataset mixtures, and how can it be prevented?

          

          	
            What is “scaling consistency” as discovered in the Apollo research paper, and how does it impact mixture ablation studies?

          

          	
            Why is WebDataset convenient for multi-node training environments?

          

          	
            How does a funnel-based filtering pipeline help reduce costs and improve quality when building large-scale multimodal datasets?

          

        

      

    



      Chapter 5. Model Training and Optimization

      
  A Note for Early Release Readers

 With Early Release ebooks, you get books in their earliest form—the authors’ raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 5th chapter of the final book. Please note that the GitHub repo will be made active later on.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at shunter@oreilly.com.




      In the last chapter, we explored the world of data like a child running through a field of fallen leaves. We were delighted, but did not quite know why. Now, let us find some deeper meaning. Let us grab all that data knowledge and use it for good. Let us train some models.

      In this chapter, we will demystify the process of model training and walk step by step through how a vision language model actually learns.

      By the end, you will be able to

      
        	
          train a baby model using single-sample updates

        

        	
          scale it up to batches and see how the training dynamics change

        

        	
          understand how images and instructions are packed together for efficient large-scale training

        

      

      We will touch the full stack: VLM architecture, pre-training, data packing, inference, and a handful of practical training tricks. Buckle up, you are about to start a life long obsession with lines going down.

      
        Learning Objective:

        Develop best practices for designing and training vision language models.

      

      
        A bird-eye view of training VLMs

        Before we start training VLMs, let’s stabilize our vocabulary. We have discussed many of these concepts individually, but seeing them all together can be overwhelming. The terminology often mixes stages of training (pre-training, mid-training, post-training) with training objectives (contrastive learning, alignment, RLHF).

        To make things even worse, these definitions shift over time. For example, “alignment” and “RLHF” were traditionally viewed as post-training techniques, yet researchers are now blurring that boundary and applying these techniques much earlier in the model training lifecycle.

        So let’s untangle all of these terms. The easiest way is to separate the definitions into two distinct dimensions: the “How” (the training paradigm) from the “When” (the training stage).

        
          The “How”: What different training paradigms do?

          Depending on the data that you have and what you want to achieve with your model, you will use different training paradigms.

          
            	Supervised Learning

            	
              This is the one we used in machine learning long before transformers. You have an input (an image) and a text (“This is a photo of a cat. It’s cute.”). The model’s objective is to minimize the difference between its output and that target. It’s high-quality, expensive, and what we use for instruction tuning. It can be human generated or synthetically generated, as we showed in depth in the last chapter. It is used in all kinds of applications like OCR, captioning, classification, and more.

            

            	Unsupervised Learning

            	
              This one doesn’t have labels or image-text pairs. Here, the data itself is cheap to obtain, but the training might be expensive since it needs to go through so much data. A good example is a model that learns to split your photos into groups. The model doesn’t need to know how to name those groups (we can have a separate model for that), it just needs to know that the pictures you make of mountains should be grouped together and separated from the pictures you make of latte art.

            

            	Self-Supervised Learning

            	
              This is the one that’s driving the latest AI boom. It’s a clever trick: you take “unsupervised” data (like images from the web) and you create a supervisory signal from the data itself, no humans required. For example, you might mask out a random patch of an image and train the model to “predict” the missing patch. Or, as we’ll see next, you assume a nearby caption is the label. This is what lets you train on the entire internet without going broke paying for human labels.

            

            	Semi-Supervised Learning

            	
              “Semi” just means using a tiny bit of expensive supervised data to help organize a ton of cheap unsupervised data.

            

            	Contrastive Learning

            	
              While technically a form of self-supervised learning, this deserves to be mentioned because it enabled the modern VLM revolution (popularized by CLIP). It’s a simple, brilliant idea: learn by comparison. The model is trained to pull the text “a photo of a dog” closer to a matching dog image and push it away from all the other non-dog images (or text) in a batch. It learns through similarity (“this goes with that”) at a massive scale.

            

          

        

        
          The “When”: A Model’s training stages

          As we saw in chapter 4, LLMs and VLMs aren’t trained in one go. They go through multiple stages of training, with different training paradigms. What’s even more confusing is that a single stage of training might include several sub-stages, ie, you might have 4 stages for pre-training a model.

          
            	Pre-training

            	
              This is where the model gets its rough knowledge of the world. You take a gargantuan web-scale dataset and use self-supervised learning to train the model. In VLMs, if you are using an already trained LLM and vision encoder, this stage usually starts by just training the connector between the two modalities, and eventually slowly letting the backbones learn.

            

            	Post-training, or instruction tuning

            	
              At this point, the model is usually smart, but it’s not helpful. It can complete sentences, but it won’t answer questions or reason about problems. In post-training, we give the model more specific knowledge about tasks that we care about and we steer it into helpful behaviors.

            

            	Mid-training

            	
              Nowadays, we have extremely large synthetic datasets. These are better than rough web data, but worse than human-labeled datasets or than smaller but higher quality synthetic datasets. Hence, people have started talking about mid-training for a stage that leverages these datasets more heavily. It’s usually done between pre-training and post-training (footnote: if you are reading “pre-training,” “mid-training,” and “post-training” and wondering when “training” happens, you are not alone! The terms are confusing, but everything here is “training”, so think of these as subclasses of training).

            

            	Alignment

            	
              This is the “don’t be weird or evil” phase. After instruction tuning, you use techniques like Direct Preference Optimization (DPO) or Reinforcement Learning from Human Feedback (RLHF) to make the model more helpful, honest, and harmless. We do this to avoid our models (that learned first from the whole internet!) from telling users how to build bombs, or to show racist behaviors.

            

          

          With that map in hand, let’s get to the fun part: building and training our own VLM!

        

      

      
        Training Vision Language Models

        Training a state-of-the-art (SOTA) VLM from scratch might seem like a daunting task reserved for massive research labs. However, with the right approach, it becomes surprisingly accessible.

        In this section, we will take inspiration from NanoVLM, a project we developed in 2025 specifically to demonstrate that training high-performance VLMs can be achieved with a clean, minimal codebase. We will deconstruct the process, starting with a minimal training loop and iteratively adding complexity to show how to train a simple VLM that can understand images.

        
          First things first: training data

          High-quality models require high-quality data. For this project, we will utilize FineVision, a dataset we curated containing 17 million images coming from over 200 different datasets.

          The data is structured as interleaved chat sessions (think of conversations with ChatGPT) where a user and an assistant exchange text and images over multiple turns. It also has a series of ratings for each turn to assess how good the exchange will be to train our VLMs, but we won’t use them here. If you would like to know more about FineVision, we wrote a whole paper about it! (footnote, ref the paper).

          Let’s load the dataset using the Hugging Face library:


          from datasets import load_dataset

dataset = load_dataset("HuggingFaceM4/FineVisionMax", split="train", streaming=True)
print(next(iter(dataset)))

          
            [image: A close-up of a question  AI-generated content may be incorrect.]
            Figure 5-1. A sample taken from FineVisionMax. On the left we see an image describing the different stages of the moon. On the right, we see two turns from the user and the assistant.

          

          And just like that, our data pipeline is initialized!

          We are specifically using FineVisionMax, a version of the dataset where all sources are concatenated and shuffled. Crucially, by utilizing the streaming=True feature, we bypass the need to download the massive 4.8 TBs that compose the full dataset. This saves significant local storage and allows us to begin training immediately, keeping our GPU utilization high.

        

        
          I heard something about an architect?

          Remember the VLM architectures from chapter 3? We had two flavors: the auto-regressive kind (just a simple projector handing information from vision into text) and the cross-attention kind (lots of back-and-forth attention ping-pong between the two). For this section, we’re sticking with the simpler auto-regressive stack. Why? That’s how SmolVLM and NanoVLM are built, and honestly, the design is so clean and friendly that it’s perfect for anyone taking their first steps into training a VLM.

          Alright, let’s peek at what the basic code structure looks like:


          import torch
import torch.nn as nn
from transformers import AutoModel, AutoProcessor, AutoTokenizer, AutoModelForCausalLM

class VisionLanguageModel(nn.Module):
   def __init__(self, siglip_checkpoint, smollm_checkpoint, modality_input_dim=768, modality_output_dim=576):
       super().__init__()
       self.vision_encoder = AutoModel.from_pretrained(siglip_checkpoint, device_map="auto").vision_model
       self.vision_processor = AutoProcessor.from_pretrained(siglip_checkpoint)
       self.modality_projector = nn.Linear(modality_input_dim, modality_output_dim, bias=False)
       self.tokenizer = AutoTokenizer.from_pretrained(smollm_checkpoint)
       self.llm = AutoModelForCausalLM.from_pretrained(smollm_checkpoint, device_map="auto")

   def forward(self, text, image):
       processed_img = self.vision_processor(images=[image], return_tensors="pt").to(self.llm.device)
       image_embd = self.vision_encoder(**processed_img).last_hidden_state
       image_embd = self.modality_projector(image_embd)

       input_ids = self.tokenizer(text, return_tensors="pt").input_ids.to(self.llm.device)
       token_embd = self.llm.model.embed_tokens(input_ids)

       combined_embd = torch.cat((image_embd, token_embd), dim=1) # Concatenate image embeddings to token embeddings
      
       logits = self.llm(inputs_embeds=combined_embd).logits

       return logits


          See how simple this implementation is? Let’s break it down.

          The vision path (processor -> encoder -> projector): This takes a raw image and turns it into a neat little sequence of embeddings the LLM can understand. Think of it as translating pixels into “token-flavored” vectors.

          The text path (tokenizer -> embedder): Classic LLM territory. We tokenize the text, look up the embeddings, and get a sequence of text vectors ready to go.

          The glue: Here’s where the autoregressive magic kicks in. We just concatenate the projected image embeddings with the text embeddings and call it a day. The LLM then processes the whole thing as if it were one long text sequence. No special rules for image tokens, no fancy routing, nothing exotic. Just vibes and matrix multiplications.

          Note

            This auto-regressive VLM doesn’t actually know which tokens came from text and which came from the image. It’s intentionally simple: project, concatenate, predict. The real challenge is teaching the model to make this mixed stream meaningful, and that’s exactly what we’ll focus on in the next sections. 

          

          We are off to a good start! We have a VLM architecture, we can feed it text and images, and it produces logits (footnote: “Logits” are just the model’s raw scores for each possible next token. Think of them as the model’s unfiltered opinions before softmax politely turns them into probabilities.). But right now it is just doing a forward pass. It is not learning anything yet.

          To make it learn, we need a loss function. The loss will compare the logits to some labels. What do we use as labels? In classic LLM fashion, we use next-token prediction: given all previous tokens, predict the next one.

          There is one small twist: we do not want the model to spend capacity learning to predict image tokens. We only care about predicting the text tokens that come after the image. So we will drop the logits that correspond to the image positions and compute the loss only on the text part.

          Here is how that looks when we extend the forward method:

          —--> continues the forward method from our VLM, replacing the return
shift_logits = logits[:, image_embd.size(1):-1, :].contiguous()  # remove images
shift_labels = input_ids[:, 1:].contiguous()

loss = nn.functional.cross_entropy(shift_logits.reshape(-1, shift_logits.size(-1)), shift_labels.reshape(-1))

return logits, loss

          What is going on here?

          
            	
              image_embd.size(1) tells us how many tokens came from the image. We slice them out so the loss only cares about text predictions.

            

            	
              We drop the last logit and the first label so that each logit lines up with the “next token.”

            

            	
              Before calling cross_entropy, we flatten everything because PyTorch likes a 2D logits tensor and a 1D labels tensor.

            

          

          But you might be wondering: Why do we use cross entropy as the loss function here?

          Cross entropy is the standard loss for language modeling. At each position, the model outputs a probability distribution over the entire vocabulary. Cross entropy measures how “surprised” that distribution is about the true next token. If the model puts high probability on the correct token, the loss is small. If it spreads probability mass over many wrong tokens or is very confident about the wrong one, the loss is large.

          Minimizing cross entropy is the same as maximizing the likelihood of the training data under the model. In other words, we are directly nudging the model to assign higher and higher probability to the sequences of tokens (and images plus text) that we show it.

          Now that we have a loss, our VLM is finally trainable. So let’s test this with a sample image from the dataset.

          siglip_checkpoint = "google/siglip2-base-patch16-256"
smollm_checkpoint = "HuggingFaceTB/SmolLM2-135M-Instruct"

vlm = VisionLanguageModel(siglip_checkpoint, smollm_checkpoint).to("cuda")

          Let’s grab a sample, apply the chat template, and run one step to see if things work:

          In [84]: sample = next(iter(dataset))
    ...: 
    ...: def apply_chat_template_to_sample(sample):
    ...:   messages_list = []
    ...:   for data_dict in sample['texts']:
    ...:       messages_list.append({'role': 'user', 'content': data_dict['user']})
    ...:       messages_list.append({'role': 'assistant', 'content': data_dict['assistant']})
     ...:   return vlm.tokenizer.apply_chat_template(messages_list, tokenize=False)

    ...: 
    ...: text = apply_chat_template_to_sample(sample)
In [85]: vlm(text, sample['images'])
Out[85]: 
(tensor([[[17.8485, 10.8671, 15.0417,  ..., 12.2733, 15.0341,  7.9751],
          [18.0740, 10.1801, 15.4388,  ..., 14.5827, 14.5419,  9.6596],
          [23.0266, 10.9015, 11.9643,  ..., 17.7388, 20.3568, 15.2259],
          ...,
          [17.9232, 26.0028, 33.1340,  ..., 17.3575, 11.7656, 10.8591],
          [23.2404, 26.3541, 27.4147,  ..., 11.0487, 12.4279,  9.1317],
          [10.9955, 31.1345, 30.1993,  ...,  9.5113,  6.9829,  6.0963]]],
        device='cuda:0', grad_fn=<UnsafeViewBackward0>),
 tensor(1.9044, device='cuda:0', grad_fn=<NllLossBackward0>))


          Which gives us exactly what we want: logits and a loss. Great!

          Now we can actually train this thing. The simplest possible training loop feeds samples one by one into the model, computes the loss, backpropagates, and updates the parameters. Two small precautions:

          
            	
              Avoid very long texts which would cause an out-of-memory error.

            

            	
              Only keep samples with exactly one image, since our model doesn’t handle 0 or 2+ images yet.

            

          

          Here’s the tiny loop:

          import torch.optim as optim
optimizer = optim.AdamW(vlm.parameters(), lr=1e-6)

step = 0
for sample in dataset:
   text = apply_chat_template_to_sample(sample)
   if len(text) > 3000 or len(sample['images']) != 1:
     continue
   images = [sample['images'][0].convert('RGB')]
   step += 1
  
   optimizer.zero_grad()
   logits, loss = vlm(text, images)

   loss.backward()
   optimizer.step()

   print(f"step {step} | loss {loss.item():.4f}")

          When we run this (on FineVisionMax), we get a nice loss curve. It seems very noisy, but on the smoothed version it’s clear that it’s going down, and that really is all that matters at this point. Not bad for batch size 1, right?

          
            
            Figure 5-2. Loss curve for our simple VLM training example.

          

          So, super cool, we are training our first VLM! Time to pat ourselves in the back and celebrate, right? Well, yes, something is better than nothing! But there are several things missing from this implementation that would be useful. To name three:

          
            	
              Why are we using batch size one? Wouldn’t we want more?
Yes! Totally. But… it’s hard xD. We’ll go into that in the next section.

            

            	
              Awesome, so the model is trained. Now I want to evaluate it by asking it questions and seeing what it replies, can I do it with this implementation?
Technically, yes. The forward pass will give you the logits over the next token. But we still don’t know how to choose the actual token from that. Also, in practice, models implement a generate method to make inference more efficient. We will look into this in section 5.2.5!

            

            	
              We’re using tiny 256x256 images right now. How many vision tokens is that? What happens with high-resolution images? Does SmolLM get overwhelmed like a human scrolling TikTok at 2am? Don’t worry, we’ll make sense of this in a few pages!

            

          

          For now, you’ve built and trained a tiny VLM from scratch. That’s a huge milestone. Let’s level it up.

        

        
          Loading more than one sample at a time

          Training with batch size 1 was fun! We got a loss going down, we felt the dopamine, life was good. But now it’s time to grow up and see how many samples we can fit in one batch before our GPUs start burning.

          So: Why did we use batch size one? -> The simple, tempting answer is to just... not. Why not just grab, say, 32 samples, stuff them into a list, and send them to the model?


          # The "obvious" (and deeply flawed) way
batch = [get_next_sample() for _ in range(32)] 
# ... now what?

          Let’s think about what happens next. Our 32 samples all have different text lengths.

          
            	
              Sample 1: len(text) = 150 tokens

            

            	
              Sample 2: len(text) = 2800 tokens

            

            	
              Sample 3: len(text) = 310 tokens

            

            	
              ...and so on.

            

          

          To process them as a single batch, we need to build one tensor. In machine learning, we never process lists. Lists can’t be parallelized. Lists can’t go brrrr. Libraries like PyTorch are built around the assumption that everything lives in tidy, rectangular matrices with well-defined shapes. Which means that if we want to stack these sequences into one tensor, they all need to be the same length.

          There are basically two ways to make that happen:

          
            	
              Pad every sample up to the length of the longest one.

            

            	
              Pick a maximum length and pack samples back-to-back inside a fixed-size tensor, truncating anything that doesn’t fit and carrying the leftovers to the next tensor.

            

          

          The first approach, naive padding, is the simpler one, so let’s start there.

          
            Naive padding

            In our example, the longest sample in the batch is sample 2 with 2,800 tokens. So we add “padding tokens” to every other sample to make them all 2,800 tokens long.(footnote: padding tokens are ignored in the loss computation. They can be any token. Common padding tokens are the fake “-100” token and the real “end of sentence” token. If using another real token, it should be one that is not used to compute the loss. Padding tokens can be added either to the left of the real sample, or to the right)

            Sample 1 now becomes 150 real tokens followed by 2,650 useless padding tokens. In fact, most samples now are just useless padding tokens.

            This is what we call Padding Hell. Your GPU, which you’re paying for by the minute, spends the vast majority of its time processing... absolutely nothing. When we started working on NanoVLM, our simple VLM training framework, we implemented naive sampling on real datasets and found that we were wasting over 60% of our compute on padding.

            Look at this train wreck in Figure 5-3. The gray area is all wasted padding.

            
              
              Figure 5-3. Naive padding for VLMs is very wasteful since the diversity in sample length is huge.

            

          

          
            Constrained padding

            Ok, so clearly the problem is with sample 2 that’s an outlier. We can just set a max length for the samples to something sensible like 512 tokens, and throw away any sample that’s longer(footnote: Sometimes instead of discarding the samples, we truncate them. Since this chapter centers on datasets with a chat template, truncating samples usually mean discarding part of the answer from the assistant, which is the most important part! Hence, we only talk about discarding samples here). This is better! We call it constrained padding, and it helps make the batches more densely packed but it comes with a big trade-off: The lower you set your threshold, the more samples you will throw away for being too long! And remember that data is our most precious resource, throwing lots of data away is not a good idea. This is definitely padding purgatory.

            
              [image: A graph of a bar graph  AI-generated content may be incorrect.]
              Figure 5-4. Constrained padding sets a maximum length for samples. We discard samples that are longer than this threshold, and pad all other samples to this length.

            

          

          
            (Naive) Packing

            To get into heaven, we need to change our thinking. Let’s stop thinking about individual samples, and start thinking about a fixed token budget per sequence (like, say, 4096 tokens per sequence). With this in mind, we can mix the constrained padding explained above with the second idea we introduced at the beginning of this section: putting all the samples one after the other in a tensor.

            Let’s create a naive algorithm for packing. We get samples from the dataset and if they fit in the current tensor, we concatenate them at the end. As soon as one doesn’t, as long as it’s shorter than our maximum length, we put it in a new tensor. 

            from datasets import load_dataset
from transformers import AutoTokenizer

dataset = load_dataset("HuggingFaceM4/FineVisionMax", split="train", streaming=True)
tokenizer = AutoTokenizer.from_pretrained("HuggingFaceTB/SmolLM2-135M-Instruct")

def tokenize_sample(sample):
   messages_list = []
   for data_dict in sample['texts']:
       messages_list.append({'role': 'user', 'content': data_dict['user']})
       messages_list.append({'role': 'assistant', 'content': data_dict['assistant']})
   tokens = tokenizer.apply_chat_template(messages_list, tokenize=True)
   return tokens

max_length = 2048
curr_sample = []
batch = []
max_batch_size = 8
for sample in dataset:
   tokens = tokenize_sample(sample)
   if len(tokens) > max_length:
       continue  # Skip samples that are too long
   if len(curr_sample) + len(tokens) < max_length:
       curr_sample.extend(tokens)
   else:
       if len(batch) == max_batch_size:
           break # We've reached the max batch size, so we need to break
       batch.append(curr_sample)
       curr_sample = tokens

            
              [image: A colorful rectangular objects with text  AI-generated content may be incorrect.]
              Figure 5-5. Naive packing achieves a more efficient usage of our tokens, but there is still a lot of padding.

            

            Following naive packing in our example with a batch size of 8, we get 15% padding in this batch. Plus, now we only need to discard samples that are longer than 2048 tokens, so we are reducing the constraint on length without sacrificing padding efficiency. But 15% waste is still a lot of waste, can we do better?

          

          
            Naive greedy knapsack algorithm

            To get even better padding efficiency, a common approach is implementing a naive greedy knapsack algorithm. This consists of first getting a large amount of samples, 100 for example, ordering them from longest to shortest, and then placing them in sequences, always checking if the new sample fits in any sequence already in the batch, and if it doesn’t, creating a new sequence for this sample.

            pool_tokens = []
pool_size = 50
for sample in dataset:
   toks = tokenize_sample(sample)
   if len(toks) <= max_length:
       pool_tokens.append(toks)
       if len(pool_tokens) >= pool_size:
           break

pool_tokens.sort(key=len, reverse=True) # Sort by length descending

batch_tokens = []
for toks in pool_tokens:
   placed = False
   # Try to place in an existing row
   for row_idx, row in enumerate(batch_tokens):
       curr_len = sum(len(seg) for seg in row)
       if curr_len + len(toks) <= max_length:
           batch_tokens[row_idx].append(toks)
           placed = True
           break
   if placed:
       continue
   # Could not place in any existing row, start a new row if possible
   batch_tokens.append([toks])

            
              
              Figure 5-6. Greedy Knapsack maximally reduced the amount of padding. Only the last sample in the group has significant padding. Now the padding can be reduced further by creating large groups!

            

            For this example, we pulled 50 samples from the dataset and got a padding of 5.4% and only 8 sequences. In practice, you aren’t limited by the number of sequences since you can rebatch these sequences. So you can pull a larger number of samples, let’s say 200, and get as many sequences as you can out of it. This strategy here is already quite good. There are two improvements that we make on top of this in practice: 

            
              	
                balanced knapsacks: in the figure above, it is clear that the last sequence contains many short samples, while the first sequences all contain a few long examples. And the last sample also contains way more padding! This isn’t great for training, it’s better to have all sequences be balanced in lengths and padding. We can address this by following the balanced knapsack strategy proposed in NVidia’s Eagle 2 paper.

              

            

            def balanced_greedy_knapsack(samples, L):
   # Step 1: Sort the samples
   samples.sort(key=len, reverse=True)
   total_length = sum([len(sample) for sample in samples])
   min_knapsacks = (total_length + L - 1) // L
   # Step 2: Initialize knapsacks
   knapsacks=[[] for _ in range(min_knapsacks)]
   knapsack_lengths = [0] * min_knapsacks
   # Step 3: Distribute samples across knapsacks
   ks_index = 0
   sample_index = 0
   while sample_index < len(samples):
       length = len(samples[sample_index])
       if knapsack_lengths[ks_index]+length<=L:
           knapsacks[ks_index].append(length)
           knapsack_lengths[ks_index] += length
           sample_index += 1
       else:
           knapsacks.append([])
           knapsack_lengths.append(0)
       ks_index = np.argmin(knapsack_lengths)
   return knapsacks

            
              [image: A graph showing a variety of colors  AI-generated content may be incorrect.]
              Figure 5-7. Balanced packing achieves a similar amount of padding in all samples. The total padding can also be reduced by increasing the amount of samples in the initial pool. Here we used the same 50 samples as for the greedy knapsack visualizartion.

            

            
              	
                In NanoVLM, we extended this balanced knapsack to track how many images each sample has. We don’t want some sequences to have too many images. Given that we train with several nodes, an imbalance in images means that one node finishes processing the images while the others are still working, so it leads to delays in training. Our implementation of this can be found in the advanced datasets section of nanovlm. (https://github.com/huggingface/nanoVLM/blob/main/data/advanced_datasets.py) 

              

            

            def image_balanced_greedy_knapsack(
   self, buffer, L, delta=0, max_images_per_knapsack=None
):
   # Extract lengths and image counts from buffer
   lengths = [len(x["input_ids"]) for x in buffer]
   image_counts = [len(x["images"]) for x in buffer]
   # keep the position while sorting
   items = sorted(
       enumerate(zip(lengths, image_counts)), key=lambda x: x[1][0], reverse=True
   )
   min_knapsacks = (sum(lengths) + L - 1) // L + delta
   knapsack_load = [0] * min_knapsacks
   knapsack_image_counts = [0] * min_knapsacks
   knapsack_groups = [[] for _ in range(min_knapsacks)]
   for idx, (item_len, item_image_count) in items:
       # Find a suitable knapsack that satisfies both length and image count constraints
       suitable_knapsack = None
       # First try to find a knapsack that can fit both constraints
       for ks_id in sorted(
           range(len(knapsack_load)), key=knapsack_load.__getitem__
       ):
           length_fits = knapsack_load[ks_id] + item_len <= L
           image_fits = (
               max_images_per_knapsack is None
               or knapsack_image_counts[ks_id] + item_image_count
               <= max_images_per_knapsack
           )
           if length_fits and image_fits:
               suitable_knapsack = ks_id
               break

       # If no existing knapsack can fit, create a new one
       if suitable_knapsack is None:
           suitable_knapsack = len(knapsack_load)
           knapsack_load.append(0)
           knapsack_image_counts.append(0)
           knapsack_groups.append([])
       knapsack_groups[suitable_knapsack].append(idx)
       knapsack_load[suitable_knapsack] += item_len
       knapsack_image_counts[suitable_knapsack] += item_image_count
   # remove the completely empty bags that the +delta heuristic created
   random.shuffle(knapsack_groups)  # Knapsacks are semi-ordered after packing, thanks Luis for noticing!
   return [g for g in knapsack_groups if g]

          

        

        
          Training with a real batch size

          Great, now that we understand the theory of how to pack different samples, let’s go back to our training example and put it into practice by training a model. After all, the distance between theory and practice is more in practice than in theory. We will use naive packing for this example, as it strikes a good balance between code complexity and effectiveness.

          
            The “Uh Oh” Moment: Where Do the Images Go?

            So, what’s the big catch? Our first, simple training loop (5.2.2) had a lovely, simple life. It saw one image, processed it, and tacked the image embeddings onto the very beginning of the text embeddings. The model always saw:

            1st [IMAGE_EMBEDDINGS] -> 2nd, 3rd, 4th… [TEXT_EMBEDDINGS]

            Easy. But now, thanks to packing, a single sequence in our batch might contain multiple samples from our FineVision dataset. A single sequence might start with an image of South America and question/answer pairs about where the capitals are, and finish with an image of a molecule and question/answer pairs about chemical reactions.

            We can’t just lump all the images at the front anymore. That would be like dumping all the illustrations for a book on page one and telling the reader to remember them. We need a way to slot our image embeddings into the correct places in the text sequence, right where the user “uploaded” them.

          

          
            The Plan: Placeholder Tokens

            We can achieve this with a clever little trick: using placeholder tokens.

            Instead of trying to magically inject bulky, pre-computed embeddings during the complex packing logic, we’ll do something much simpler. We’ll modify the raw text before tokenization to insert a special “fake” token, which we’ll call “image_token” and will be represented as: <|image|>.

            Here’s the changes we need:

            
              	
                Mark the images: First, we add a new word to our tokenizer: <|image|>. This is our special placeholder.

              

              	
                Prep the Text: When we format our chat, we’ll stick this <|image|> token (or, more accurately, a sequence of them, one for each visual token our image will become) right into the user’s text. The text will literally look like: ... ‘role’: ‘user', ‘content’: '<|image|><|image|>...<|image|> What do you see?' ...

              

              	
                Resize the LLM’s embeddings: We added a new token to the tokenizer’s vocabulary. We have to adapt the LLM’s embedding layer accordingly.

              

              	
                The switch: This is where the magic happens in the model’s forward pass.

                
                  	
                    The entire packed text sequence (real words and all our <|image|> placeholders) goes through the LLM’s text embedder. This creates “vanilla” embeddings for everything.

                  

                  	
                    Separately, all the images in the batch are processed by the vision encoder and projector, creating the “real” image embeddings.

                  

                  	
                    Finally, we find every spot in the text embeddings that corresponds to an <|image|> placeholder and replace it with the real image embeddings.

                  

                

              

              	
                Don’t try to generate images!: As in our original loss, we don’t want the LLM to learn to predict the image tokens themselves. But here we can’t just ignore the first tokens, since the image tokens are everywhere. So when we calculate the loss, we have to tell it to ignore the image tokens themselves. (We’ll also tell it to ignore any real padding tokens, while we’re at it).

              

            

          

          
            From Plan to Code

            This plan handles packed, multi-image sequences. Let’s see how these five points translate to the key code changes.

            First, (Points 1 & 2), we create the tokenizer and jam the image tokens into the chat template. We add 256 tokens because that’s the number of visual tokens our siglip-base model outputs.

            tokenizer = AutoTokenizer.from_pretrained(smollm_checkpoint, extra_special_tokens={"image_token": "<|image|>"})

def tokenize_sample(sample):
   messages_list = []
   for data_dict in sample['texts']:
       messages_list.append({'role': 'user', 'content': data_dict['user']})
       messages_list.append({'role': 'assistant', 'content': data_dict['assistant']})
   messages_list[0]['content'] = tokenizer.image_token*256 + messages_list[0]['content']  # add image tokens 
   tokens = tokenizer.apply_chat_template(messages_list, tokenize=True)
   return tokens


            Next, (Point 3), we give the LLM’s embedding layer a heads-up about its new vocabulary word inside our VLM’s __init__ method:

                   self.llm.resize_token_embeddings(len(self.tokenizer))  # Resize the LLM's token embeddings to match the tokenizer's new vocab size

            Here’s the magic for (Point 4), the “switch”. This helper method, called from forward, finds all the <|image|> placeholders and swaps their vanilla embeddings with the real image embeddings.

               def _replace_img_tokens_with_embd(self, input_ids, token_embd, image_embd):
       """
       Replace every image-token placeholder in `input_ids` with the corresponding slice from `image_embd`.
       """
       # Clone the original embeddings to avoid in-place issues
       updated_token_embd = token_embd.clone()
       # Build a mask of all image-token positions: shape [B, T_seq]
       mask = (input_ids == self.tokenizer.image_token_id)
       updated_token_embd[mask] = image_embd.view(-1, image_embd.size(-1)).to(updated_token_embd.dtype) # torch flattens before assigning
       return updated_token_embd

            And finally, (Point 5), we update our loss calculation. We use a neat trick: we’ll just set the labels for our image tokens to be the same as our pad_token_id. This way, the cross_entropy function’s ignore_index parameter handily ignores both real padding and our image tokens in one go.

                   logits = self.llm(inputs_embeds=combined_embd).logits

       # 1. Create labels from the input_ids
       labels = input_ids.clone()
      
       # 2. We don't want to compute loss on image tokens.
       #    Set them to the ignore_index (which is pad_token_id).
       labels[labels == self.tokenizer.image_token_id] = self.tokenizer.pad_token_id
      
       # 3. Standard next-token-prediction shifting:
       #    The logit at index `i` predicts the token at index `i+1`
       shift_logits = logits[..., :-1, :].contiguous()
       shift_labels = labels[..., 1:].contiguous()

       # 4. Compute loss, ignoring all tokens marked with pad_token_id
       #    (this now includes both padding AND image tokens)
       loss = nn.functional.cross_entropy(
           shift_logits.reshape(-1, shift_logits.size(-1)),
           shift_labels.reshape(-1),
           ignore_index=self.tokenizer.pad_token_id
       )

            (The full, updated code for our VisionLanguageModel class, including these changes, is available in the book’s GitHub repository at: [Link to collab?]

          

          
            A Few More “Practice” Details

            Before we see the final training loop, there are two last details that “practice” forces upon us.

            
              	Padding the Packed

              	
                Even after packing samples into a sequence (e.g., up to max_length = 2048), not all sequences will be exactly 2048 tokens long. One might be 2012 tokens, another 1988. To create the final, rectangular batch tensor that PyTorch demands, we still need to pad these packed sequences up to the max_length. This is perfectly fine, and as we saw in 5.2.3, we’re wasting way less compute than before. (Our loss function already ignores this padding, so we’re set!)

              

              	Logic Moves Out

              	
                Because all this tokenizing and packing logic needs to happen before we can even build the batch, it can’t live inside the model’s forward pass anymore. This logic now moves out into our main training loop. The model’s forward pass will no longer see raw text; it will expect a pre-tokenized, pre-packed, and pre-padded batch of input_ids and a list of images.

              

            

          

          
            The New Training Loop: In Action

            Alright, drumroll please...

            Let’s put all these pieces together. Here is our new training loop, now with naive packing and a batch size of 4!

            step = 0
losses = []
max_length = 2048
curr_sample = []
curr_image = []
batch = []
image_batch = []
max_batch_size = 4
batch_complete = False
for sample in dataset:
   if len(sample['images']) != 1:
     continue
   tokens = tokenize_sample(sample)
   if len(tokens) > max_length:
       continue  # Skip samples that are too long
   if len(curr_sample) + len(tokens) < max_length:
       curr_sample.extend(tokens)
       curr_image.extend([sample['images'][0].convert('RGB')])
   else:
       batch.append(torch.nn.functional.pad(torch.Tensor(curr_sample), (max_length - len(curr_sample),0), 'constant', tokenizer.pad_token_id))
       image_batch.extend(curr_image)
       if len(batch) == max_batch_size:
         batch_complete = True # We've reached the max batch size, so we can continue
       curr_sample = tokens
       curr_image = [sample['images'][0].convert('RGB')]
   if batch_complete:
     step += 1

     optimizer.zero_grad()
     logits, loss = vlm(torch.stack(batch).long().cuda(), image_batch)
     losses.append(loss.item())

     loss.backward()
     optimizer.step()

     print(f"step {step} | loss {loss.item():.4f}")
     batch_complete = False
     batch = []
     image_batch = []

            We ran this experiment with our new packing logic and a batch size of 4, comparing it directly to our original batch_size=1 training run.

            The difference a bit of averaging makes is incredible! The training dynamics are completely different.

            Our original loss curve (in blue) looked like a tiny rollercoaster designed by a toddler hopped up on sugar. Spikes everywhere, mood swings every few steps. But the new packed batch_size=4 loss (in orange)? Smooth. Confident. Relaxed. Much lower, too. That’s the magic of processing more data at once: the gradients calm down, the noise filters out, and the optimization just works!

            We’re not just training, we’re training efficiently!

            And just to put things in perspective: this batch size is still tiny. In real VLM training, you would usually crank the batch size into the hundreds, at least 512, because big batches stabilize training further and help the model see much more diverse data per step. They also let you parallelize training across many GPUs, which makes the whole process faster. Bigger batch sizes mean you cover more of the dataset per step.

            Our sequence length of 2048 is also on the short side compared to modern setups, where longer contexts help squeeze more information into each example.

            But even in this baby version, you can already see the direction we are heading. A bit more padding, a bit more packing, a bit more averaging, and suddenly training goes from chaotic noise to something that behaves. This small experiment hints at the scalability you get once you dial things up for real.

            
              
              Figure 5-8. Comparing the loss with batch size 1 (in blue) to the loss using batch size 4 and naive packing (in orange). The latter is smoother and better (lower values).

            

          

        

        
          Inferring with our trained model

          Great, we trained a model. Now what? How do we actually use it? Up to now, we have only looked at the forward method, which spits out predictions for all the tokens we feed it. The catch is that we always ran it on data we already knew. The magic of training is that by learning from known data, we can now test the model on something it has never seen before.

          Before we get too excited, let’s be honest about what we built. This is not a powerful VLM. It is more like a baby model taking its first steps. We used one of the smallest modern language models around, paired it with the smallest vision encoder, glued them together with a single linear layer, and then trained on a tiny amount of data. For the inference, we will use a model we trained for 10,000 steps with the script above using a batch size of 4, so roughly 40,000 sequences.

          Earlier, in Figure 5-5, we saw an example using naive packing. That example ignores that each sample includes an image, and an image expands to about 256 tokens. With a context of 2,048 tokens, we can barely fit more than 3 samples per sequence. If we assume 3, then our model only saw around 120,000 examples. Compare that to 24 million samples from the FineVision dataset. We covered about 0.5 percent of it. Yet, the loss dropped nicely, which suggests the model learned something. Time to find out what.

          The forward method gives us a probability distribution over the next token for every position. To actually generate text, we need to choose tokens. This is where decoding strategies come in. The simplest one is greedy decoding. It picks the token with the highest probability at each step. To generate a full sequence, we call the model repeatedly, each time appending the chosen token, until we either reach a length limit or the model outputs an end of sentence token.

          def generate(vlm, tokenizer, input_text, image, max_new_tokens=50):
   # Build input tokens: 256 image tokens + user text
   image_tokens = [tokenizer.image_token_id] * 256
   text_ids = tokenizer(input_text, add_special_tokens=True).input_ids
   input_ids = torch.tensor([image_tokens + text_ids], device="cuda")

   output_ids = []
   eos = tokenizer.eos_token_id

   for _ in range(max_new_tokens):
       # Forward pass, get logits for the last token using greedy decoding
       logits = vlm(input_ids, image)[0]
       next_id = torch.argmax(logits[:, -1, :], dim=-1).item()

       # Stop if EOS
       if next_id == eos:
           break

       output_ids.append(next_id)
       input_ids = torch.cat([input_ids, torch.tensor([[next_id]], device="cuda")], dim=1)

   return tokenizer.decode(output_ids, skip_special_tokens=False)

          Let’s give this method a quick vibe check on a couple of images. We are not expecting greatness yet, just a sense of whether the model is heading in the right direction. For each image we ask two tiny prompts: “Describe this image.” and “What is this?”. I resized both images to 256×256 to show them in the book, so you see them like the model does.

          
            
            Figure 5-9. A chat about a bear

          

          Great, so in the first example, the model correctly sees an animal. It seems to be a bit confused about what animal it is. In the description it says that it is a dog, and in the question it answers that it is a cat. But it definitely thinks it’s a furry animal, which isn’t too bad.

          
            
            Figure 5-10. A chat about a mountain. About a mountain.

          

          In this second image, the description starts off right, talking about the serene landscape with blue sky, but then it talks about some trees which aren’t there. This is a typical hallucination, the model starts saying coherent stuff, but looking at the image we realize it’s wrong. For the question, it starts off perfectly, “What is this? A mountain.” Great! Good Job! “It is a mountain.” Yes it is! You got it! “It is a mountain.”... Ok, you already said that… “It is a mountain.” Ok, something’s fishy.

          Vibe testing your models like this is extremely important. Normally, we would train on a couple of epochs of our dataset. Here we only trained on 0.5% of the data, and we already detected a weird pattern that could be pointing towards a larger error. If we address this error now, we will save a lot of time and money. Instead of training this for a week and then detecting the error, after spending lots of GPU hours, we found it now. So, what do you think the issue is? Take a minute and look at the code, it’s a bit hidden, but it’s there. 

          The sneaky bug we had was that we selected the padding token to be ignored in the loss. But, as it happens, SmolLM2’s padding token is also its end of sentence token. That means that our model never learns to finish a sentence. Because it wasn’t in the training data, the model won’t generate it. So it’s stuck on this infinite loop.

          Split padding and end of sentence tokens, ignore only padding in the loss, retrain, and the infinite loops will disappear.

        

        
          Making inference faster with KV cache

          Our little VLM can now generate text, one token at a time. That is great for demos, but if you have tried the generate function from the previous section you might have noticed something: it is not exactly lightning fast.

          Part of that is just life with autoregressive models. To predict the next token, the model looks at all previous tokens, then we append the new token, call the model again, and so on. Internally, each transformer layer builds queries, keys, and values for every token in the sequence at every step. That means that for a 1,000 token prompt, the 1,001st token recomputes the same keys and values for the first 1,000 tokens again and again. The math is correct, but the vibes are very inefficient.

          If you imagine the attention matrices as a big grid, most of the grid is just a copy of what we already computed in the previous step. Only the last row and last column are new. Everything else is déjà vu for the GPU.

          
            The basic idea of KV cache

            KV cache is a simple idea with a slightly scary name. Instead of recomputing keys and values for the whole sequence every time, we:

            
              	
                Run the model once on the full prompt.

                
                  	
                    We compute queries, keys, and values for every layer.

                  

                  	
                    We store only the keys and values in a cache for each layer.

                  

                

              

              	
                During generation, for each new token we:

                
                  	
                    Compute the query, key, and value only for that token.

                  

                  	
                    Append the new key and value to the cache.

                  

                  	
                    Run attention using the current query and all cached keys and values.

                  

                

              

            

            So the model still “sees” the full history, but it only does the heavy work for the new token. In our nanoVLM experiments this gave us around a 38% speedup in generation, which is a big win for such a small change.

            Conceptually, you can think of it like this:


            # Prefill phase: run on the full prompt once
hidden, kv_cache = vlm(
    input_ids=prefill_tokens,
    images=image,
    kv_cache=None,      # no cache yet
    start_pos=0
)

# Decode phase: generate one token at a time
for step in range(max_new_tokens):
    logits, kv_cache = vlm(
        input_ids=next_token.unsqueeze(0),
        images=image,
        kv_cache=kv_cache,      # reuse cached keys and values
        start_pos=prefill_tokens.size(1) + step,
    )
    next_token = greedy_sample(logits)

            The important part is that kv_cache is a list that holds, for each transformer layer, two tensors: one for keys and one for values. At every decode step we grow these tensors by exactly one time step. The sequence length from the model’s perspective keeps increasing, but the amount of work per step stays almost constant.

          

          
            Prefill vs decode

            Because of KV cache, it helps to think of generation in two phases:

            
              	
                Prefill: you feed the whole prompt once, build the cache, and get ready.

              

              	
                Decode: you generate tokens one at a time, reusing the cached keys and values.

              

            

            In long prompts, most of the time is spent in prefill. After that, the decode loop can move much faster, which is exactly what you want if you are building interactive systems. For a chat bot or a VLM that answers questions about images, you often care more about how fast the model can produce the answer than about the one-time cost of reading the prompt.

          

          
            Tradeoffs and why you should care

            KV cache is not free. You trade compute for memory and a bit of code complexity:

            
              	
                You need to store keys and values for every layer and every token. On a big model with long prompts, that can take a lot of GPU memory.

              

              	
                Your model code and generation loop need to be cache aware.

              

            

            In exchange, you get a big speedup in inference, especially when outputs are long. This is one of the key tricks that makes modern LLMs and VLMs usable on consumer GPUs and even on some edge devices.

            In our nanoVLM codebase we implemented KV cache from scratch, precisely so that you can see every piece of it. If you want to go deeper into the details, that repository has a full implementation, and we even wrote a blog with a walkthrough (ref here to https://huggingface.co/blog/kv-cache). For now, the main takeaway is: if your model generates one token at a time, you probably want KV cache to avoid recomputing the same attention over and over again.

          

        

        
          Dealing with high resolution images

          Ok so the bear pictures were fine at 256 by 256. The mountains were... borderline. You can kind of see what is going on, but you already start squinting and asking questions like “how many people are there?” and “is that a rock or a tiny human?”. And then you hit something like the screenshot in Figure 5-11 and the whole thing collapses. The caption is unreadable, the text is mush, and the VLM would have absolutely no chance of understanding it. At that resolution, we are basically feeding it abstract art.

          
            
            Figure 5-11. 256 by 256 pixels isn’t all you need. Some images genuinely need more resolution.

          

          So how do we fix this? The simplest trick in the book: slice the image into smaller pieces. Take your big, high resolution screenshot and chop it into several low resolution tiles. In Figure 5-12, we split the screenshot into 5 columns and 3 rows, each tile being a standard 256 by 256 piece. The effective resolution becomes 1280 by 768, but without requiring any fancy new architecture. And just like that, the caption is legible again and you can actually distinguish the models in the plot. For this particular screenshot, even that feels a bit on the low side, which is why SmolVLM trains with images up to 2048 by 2048.

          
            
            Figure 5-12. Split a high resolution image into several low resolution tiles and suddenly the model can see again.

          

          This sounds like an easy fix, so why didn’t we do it from the start? Well, there is a very large, very loud elephant in the room: image tokens.

          A single 256 by 256 image becomes 256 tokens. The tiled screenshot in Figure 5-12 uses 15 tiles. That alone is 3840 image tokens. That is nearly half the full context length of SmolLM2. And sure, you can feed that many visual tokens into the model, but now every example becomes “99 percent image, 1 percent text”. At that point the language model sort of throws its hands up and says “what exactly do you want me to do with this?”. We need a way to keep the resolution but avoid drowning the poor LLM in tokens.

          And that is where pixel shuffle comes in.

          
            Pixel Shuffle: the compression spell

            Let’s imagine a 1024 by 1024 image. If we split it into a 4 by 4 grid, we get sixteen 256 by 256 patches, which means 16 times 256 tokens... 4096 tokens. Not great.

            
              
              Figure 5-13. Pixel shuffle helps us reduce the amount of image tokens our language model sees.

            

            Pixel shuffle fixes this by taking the output of the vision encoder and reorganizing it. Normally, the vision encoder gives us something laid out in height and width, like a grid. Pixel shuffle compresses these spatial dimensions and folds them into the channel dimension. Instead of storing information in a 2D area, we pack it into a deeper, single pixel.

            The big win is that this compression does not throw away information. It is still there, just rearranged into channels instead of spread across space. And because we apply pixel shuffle after the vision encoder, the encoder still sees the full high resolution input. Only after it has produced its nice feature map do we fold things down and pass them into a projector.

            The projector now has more channels to deal with, so its linear layer gets wider. That gives the model extra capacity to store the compressed representation before handing it off to the language model. In other words: we grow the model to avoid having thousands of extra tokens flying through the LLM.

            As shown in Figure 5-13, you can push pixel shuffle very far... but at some point you are compressing so aggressively that it stops being practical. Like any compression trick, if you overdo it, you end up with something that looks like a cubist painting.

          

        

      

      
        Summary

        In this chapter, we started with the big picture: the training landscape for VLMs. You saw how different paradigms fit together in practice, from self-supervised and contrastive pre-training to supervised learning and semi-supervised tricks, and how these interact with stages like pre-training, mid-training, post-training, and alignment. Instead of one mysterious “training” blob, you now have a mental map of what happens when and why.

        From there, we rolled up our sleeves and built a tiny VLM. We chose a simple autoregressive architecture, plugged a vision encoder into a language model with a linear projector, and trained it on a streaming slice of FineVision. You saw how to:

        
          	
            Turn interleaved image-text chats into tokens.

          

          	
            Attach image embeddings to text embeddings so the model can “see”.

          

          	
            Compute a next-token loss that ignores the image positions and padding.

          

        

        Then we pushed past the “batch size 1” toy and looked at what real training feels like. Padding and packing are no longer abstract concepts. You saw exactly how naive batching can waste most of your GPU on empty tokens, and how simple packing strategies and greedy knapsacks can bring that waste down to a minimum. Along the way, you met the idea that good training is not just about models and optimizers, it is also about how cleverly you arrange your tokens.

        We also took a first look at inference, because training without ever evaluating your model is how you discover fatal bugs after spending weeks of compute. We wrote a simple generate function, poked the baby VLM with real images, and immediately found a subtle issue: using the same token for padding and end of sentence meant the model never learned to stop. That little detective story is the real day to day of training models. Train a bit, vibe check, fix the weird thing, repeat.

        If there is one theme running through the whole chapter, it is this: training VLMs is less science and more careful engineering. You manage data, tokens, padding, memory, and losses. You choose where to spend your compute. You watch lines go down, but you also watch samples, images, and generations, because the interesting bugs hide in individual examples, not just in metrics.

        From here, you are equipped to do two very practical things:

        
          	
            Read VLM training recipes and understand what is actually happening at each stage.

          

          	
            Build and debug your own small training setups, instead of treating models as black boxes.

          

        

        In the next chapter we will build on this foundation. We will see how to take an already trained VLM and make it solve your particular problem beyond what any pre-trained model could dream to do. We will also learn how to align VLMs to behave how you want them to. But the knowledge from this chapter should remain with you even further. Whether we are optimizing models, deploying them, or using them in applications, everything rests on the training choices you saw here. Once you understand how a model learned, you are in a much better position to understand what it can do, where it will fail, and how to push it a little further.

        
          End-of-Chapter Questions

          
            	
              What is the difference between self-supervised and supervised learning in the context of training vision language models?

            

            	
              What is the main goal of pre-training a vision language model, and how does it differ from post-training?

            

            	
              Why is naive padding inefficient when batching VLM training data, and how does packing help reduce wasted compute?

            

            	
              What problem does KV cache solve during autoregressive generation?

            

            	
              Why is it important to manually test a newly trained VLM on real examples instead of only looking at the loss curve?

            

            	
              How does pixel shuffle allow a model to handle high resolution images without overwhelming the language model with too many image tokens?

            

          

        

      

    



      Chapter 6. Post Training Vision Language Models

       A Note for Early Release Readers

 With Early Release ebooks, you get books in their earliest form—the authors’ raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 6th chapter of the final book. Please note that the GitHub repo will be made active later on.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at shunter@oreilly.com.



      So far until the previous chapter we have been living the full “from scratch” fantasy. We took a tiny VLM, wired images into text, fought with padding and packing, watched the loss wobble its way down, and even made it answer a few questions about bears and mountains. That is roughly what pre-training and basic supervised training look like in miniature.

      In practice though, most people do not spin up a VLM from nothing. You usually start from a strong base model that already knows a lot about language and images, and then you nudge it into the behavior you actually want. That second phase is what people call post-training. It has two big ingredients:

      
        	
          Supervised fine-tuning, where you show the model lots of “here is a prompt, here is a good answer” pairs so it can follow instructions and handle the tasks you care about.

        

        	
          Alignment, where you teach the model what humans actually prefer, using techniques like RLHF, DPO, MPO, and GRPO so that the answers are not just correct, but also helpful and safe.

        

      

      In the rest of this section we will look at both parts. We will start with parameter efficient fine-tuning techniques like LoRA and DoRA, which let you adapt huge VLMs by training only a tiny fraction of their weights. Then we will dive into alignment, using the TRL and PEFT libraries to put these ideas into practice on real multimodal models.

      
        Supervised Fine-tuning

        Supervised fine-tuning as a paradigm actually existed for a long time since the famous BERT model came out. Essentially, it’s just supervised model training: where you have labels and features and you train the model to recognize the patterns. The term “fine-tuning” came from the fact that you would take a versatile pre-trained model and further adjust (fine-tune) its weights to teach it a new task, or a domain, or just improve its performance on a task it can already do. We have many bleeding edge vision language models, yet we see models fine-tuning them on tasks where they fall short. Many models base on Qwen-VL series to fine-tune on document AI or computer use agents for instance. 

        If fine-tuning vision LMs are just like fine-tuning other models, how does it differ? It’s a matter of representation. How we shape the data is as follows: input image + input (user) text prompt + trigger token → (assistant) output generation. If the model has a system prompt, we add it to the beginning of this equation. If there’s multiple conversation turns, it becomes: input image + user text prompt + assistant answer + user text prompt → assistant answer. If you have been fine-tuning LLMs, you would know that this is very similar, except this time we add an image. 

        Given there’s so many special tokens, this process requires a lot of attention not to mess up. Thanks to the processors of transformers, we don’t have to deal with them! Let’s take a look.

        from transformers import AutoProcessor
processor = AutoProcessor.from_pretrained("Qwen/Qwen3-VL-8B-Instruct")
 
messages = [
   {"role": "system", "content": "You are a helpful assistant."},
   {
       "role": "user",
       "content": [
           {
               "type": "image",
               "image": "https://huggingface.co/datasets/vlmbook/images/resolve/main/bee.jpg",
           },
           {"type": "text", "text": "Describe this image."},
       ],
   }
]
 
inputs = processor.apply_chat_template(
   messages,
   tokenize=True,
   add_generation_prompt=True,
   return_dict=True,
   return_tensors="pt"
)

        Here we initialize the processor, pass a system prompt and user image and text inputs, and call apply_chat_template on the messages. Passing in tokenize=True will tokenize the input and add special tokens. add_generation_prompt=True adds the trigger token for the generation, which is often just the word “assistant:” to trigger assistant response. 

        Here’s what we get if we don’t pass tokenize=True:

        
          <|im_start|>system

          You are a helpful assistant.<|im_end|>

          <|im_start|>user

          <|vision_start|><|image_pad|><|vision_end|>Describe this image.<|im_end|>

          <|im_start|>assistant

        

        When training, we do not pass add_generation_prompt=True, as we already have assistant responses at hand, as we add assistant responses ourselves.

        messages = [
   {"role": "system", "content": "You are a helpful assistant."},
   {
       "role": "user",
       "content": [
           {
               "type": "image",
               "image": "https://huggingface.co/datasets/vlmbook/images/resolve/main/bee.jpg",
           },
           {"type": "text", "text": "Describe this image."},
       ],
   },
   {
       "role": "assistant",
       "content": [
           {"type": "text", "text": "This is the image of a bee."},
       ],
   }
]

        You might ask, since it’s autoregressive training, it starts from the first token and continuously generates the next token starting from “<|im_start|>” to the assistant trigger, isn’t this wasteful? It is, so we apply a technique called “prompt masking”, so the model never learns how to generate the input itself. TRL, the library we will use, handles this under the hood for us! 

        We will take a look at an applied example soon. But first, we need to see some new paradigms to efficiently fine-tune models.

      

      
        Parameter Efficient Fine-tuning

        Parameter Efficient Fine-tuning (PEFT) is a family of techniques that train only small parts of model weights to save up on time and compute. PEFT paradigm has become popular with a technique called Low-Rank Adaptation of Large Language Models (LoRA). But first, what is a rank? The rank of a matrix is the minimum number of linearly independent rows or columns. When we say linearly independent here, it means that we count the number of rows or columns which we cannot reproduce one from another. To put in simpler words, rank is how many independent components you need to express that matrix using simpler matrices. If rank is 1, the entire matrix can be written as the one outer product. If rank is 5, you need 5 different matrices to express a matrix. So it’s a matter of compression vs expressivity.

        Assume you have weights that have the shape of d×k. When doing a full fine-tune, all the changes you will make to this weight matrix will result in a d×k number of updates. Instead of fine-tuning all weights, LoRA parameterizes the weight updates in two matrices, B and A, where B has shape d×r, A has shape r×k. Multiplying BA and summing it up with the original weight matrix yields the updated weights. B and A are lower rank matrices, and we freeze the original weights, hence we have less trainable parameters when applying LoRA. 

        When setting up LoRA, higher rank means higher expressivity, but more number of trainable parameters. In the original paper, the authors only track the updates for the attention modules (key, query, value) so it’s a common practice to only target those modules. 

        DoRA (DoRA: Weight-Decomposed Low-Rank Adaptation) is an upgrade to LoRA, which decomposes the weights into magnitude m and direction v matrices. 

        
          W0=m·V‖V‖c
        

        DoRA keeps the magnitude part trainable and uses a LoRA‐style low-rank update on the directional part. 

        
          W’=m·W0+BA‖W0+BA‖c
        

        They add the direction matrix with the decomposed updates and multiply with magnitude to get the weight updates, shown in Figure 6-X.

        
          
          Figure 6-1. DoRA, image taken from the paper 

        

        
          
          Figure 6-2. Low Rank Adaptation Illustrated, taken from the paper Hu et. al 2021 LoRA: Low-Rank Adaptation of Large Language Models

        

        One caveat of these models is that, since they don’t update all parameters, they learn less compared to a full fine-tune. They also “forget” less: the fine-tuned model stays closer to the original model compared to how it would be if it was fully fine-tuned. This is found in the paper “LoRA learns less and forgets less” by Biderman et al, 2024. 

        Hugging Face has another open-source library called PEFT, which implements abstractions over not only LoRA, but also other adapter based fine-tuning methods like prompt tuning. In this book, we will only apply LoRA and DoRA, but you can take a look at the PEFT library for all the available methods. 

        We can inject a trainable adapter to a model as follows. Let’s first initialize a model, for example, Qwen3-VL.

        from transformers import AutoModelForImageTextToText, AutoProcessor
 
model = AutoModelForImageTextToText.from_pretrained(
   "Qwen/Qwen3-VL-2B-Instruct",
   device_map="auto",
   torch_dtype=torch.bfloat16,
   quantization_config=bnb_config,
)
processor = AutoProcessor.from_pretrained("Qwen/Qwen3-VL-2B-Instruct", use_fast=True)

        We only need to initialize LoraConfig, which we can define specifics of the adapter. R here is the rank of the adapter matrix. Higher r will result in a higher number of trainer parameters. You can experiment with different ranks, but common values are 2, 4, and 8 depending on the complexity of the problem and the hardware constraints. Moreover, you can easily switch to DoRA by passing in use_dora=True. Lastly, just like the original paper, we pass the attention parameters to target_modules to update only those. 

        from peft import LoraConfig, get_peft_model
 
peft_config = LoraConfig(
   r=8,
   lora_alpha=8,
   lora_dropout=0.1,
   target_modules=["down_proj", "o_proj", "k_proj", "q_proj", "gate_proj", "up_proj", "v_proj"],
   use_dora=True,
   init_lora_weights="gaussian",
)

        Calling get_peft_model simply injects adapter weights to the original model and returns the model for the training.

        peft_model = get_peft_model(model, peft_config)

        We can check out the number of total parameters, trainable parameters and the percentage of trainable to total parameters by calling print_trainable_parameters().

        peft_model.print_trainable_parameters()
# trainable params: 9,289,728 || all params: 2,136,821,760 || trainable%: 0.4347

        
          Training with quantization

          We will go through quantization in Chapter 6. For now, we will touch on it just enough to get an idea and apply to fit the training into T4 GPUs, which you can use with the free tier of Colab.

          We can describe quantization as a family of techniques to reduce precision of a model. Precision is the number of significant digits or bits used to represent a number. It’s a measure of how precisely a number can be represented. In our case, these numbers are weights themselves. We represent weights in different data types. Common data types include floating point 32 (FP32), floating point 16 (FP16), 8-bit integer (int8) and custom 8-bit floating point (FP8). Table 6-X shows the number range they can represent and how many decimal digits they take.

          
            Table 6-1. Common data types to represent weights
            
              	
                Data Type
              
              	
                Range
              
              	
                Precision
              
            

            
              	FP32 (Single Precision)
              	Approximately ±1.4013 x 10^-45 to ±3.4028 x 10^38
              	7 decimal digits
            

            
              	FP16 (Half Precision)
              	Approximately ±5.96 x 10^-8 to ±6.55 x 10^4
              	3-4 decimal digits
            

            
              	FP8 (Custom 8-bit Floating Point)
              	Dynamic
              	Dynamic
            

            
              	Int8 (8-bit Integer)
              	-128 to 127 (signed) or 0 to 255 (unsigned)
              	No decimals
            

          

          There’s a trade-off between the precision vs the memory the model will occupy. This not only affects the memory model occupies, but also the computation will take longer, so the inference and training will become slower. 

          In this chapter, we will only talk about 8-bit quantization with bitsandbytes. 8-bit quantization enables multi-billion parameter scale models to fit in smaller hardware with less degradation in performance (the trade-off always exists, there’s no free lunch). 

          The algorithm works as follows (also shown in Figure 6-X).

          
            	
              Take the outliers columnwise from the input hidden states.

            

            	
              Perform the matrix multiplication of the outliers in FP16 and the non-outliers in int8.

            

            	
              Scale up the non-outlier results to pull the values back to FP16, and add them to outlier results in FP16.

            

          

          Long story short, matrix multiplication is done in less precision (quantization), and then we bring back precision to the original data type of the model (dequantization). The only caveat is that the process of quantization and dequantization back and forth takes time, and some precision is lost during this process. A study has found out overall 8-bit quantization only results in 0.36% performance.

          
            
            Figure 6-3. 8-bit quantization, image taken from the blog by inventors of 8-bit technique

          

          QLoRA is a technique that merges the two ideas: LoRA and quantization. The original paper introduces a data type called 4-bit Normal Float (NF4), and double quantization. NF4 is a quantization technique built on quantile quantization, mapping values into bins so that each bean has an equal number of values. This works for weights that follow normal distribution (hence the name). We will go into details of this technique in Chapter 6, so let’s only talk about QLoRA. 

          QLoRA quantizes the model to 4-bits (NF4) and inserts adapter weights on top of the quantized model and trains it. Here we only train the adapter, so quantizing and freezing the model reduces the memory usage. During the training, NF4 weights are dequantized into the original precision for forward and backward passes only. Another idea used here is double quantization. The idea is straightforward: first you quantize weights into 4 bits (NF4) with block‐wise scaling constants (the number that maps the weights to their bins). Then, you quantize those scaling constants into a smaller precision. Hence the name, double quantization.

          Doing all of these sounds hefty, but it’s made easy thanks to bitsandbytes and transformers. You can load a model in 4-bit NF4 with double quantization like below. The original weights are stored in bfloat16, which is a data type that offers trade-off between precision and memory.

          from transformers import BitsAndBytesConfig, AutoModelForImageTextToText
 
bnb_config = BitsAndBytesConfig(
    load_in_4bit=True, bnb_4bit_use_double_quant=True, bnb_4bit_quant_type="nf4", bnb_4bit_compute_dtype=torch.bfloat16
)
 
model = AutoModelForImageTextToText.from_pretrained(
    model_id,
    device_map="auto",
    torch_dtype=torch.bfloat16,
    quantization_config=bnb_config,
)

        

        
          Introduction to TRL

          TRL (short for Transformers Reinforcement Learning) is a library that wraps transformers with many alignment techniques, including supervised fine-tuning. It has custom trainer classes, loss functions and even few-line CLI commands to train models easily. Not only that, it is also integrated with PEFT and bitsandbytes to enable parameter efficient techniques with low memory.

          Let’s see how all of it comes together in one end-to-end SFT example. 

          
            Supervised Fine-tuning Example

            We will apply supervised fine-tuning to the HuggingFaceTB/SmolVLM-Instruct model to teach it how to answer questions about documents. This, with all the NF4 QLoRA and flash attention, requires 21 GB of VRAM, which is not available in Colab free tier (you can get L4 GPU, which is still a consumer GPU). If you have Colab free tier only, you can swap the model id in this script with “HuggingFaceTB/SmolVLM2-500M-Instruct”, which is a way less memory hungry model. 

            Let’s begin by installing the libraries. 

            !pip install -U -q trl bitsandbytes peft trackio num2words

            We will download the dataset. 

            from datasets import load_dataset
 
dataset_id = "lmms-lab/DocVQA"
train_dataset, test_dataset = load_dataset(dataset_id, "InfographicVQA", split=['validation', 'test'])
train_ds = train_dataset.train_test_split(test_size=0.1)
train_ds, eval_ds = train_ds['train'], train_ds['test']

            Let’s take a look at the dataset. In this dataset, we only need the columns “question”, “image” and “answers”. Let’s take a look at one example. 

            train_ds[0][“question”]
# what is the date mentioned in this letter?
train_ds[0][“answers”]
# ["1/8/93"]

            The “answers” part is a list of multiple answers as some examples have multiple answers. Image from the first example looks like figure 6-X.

            
              
              Figure 6-4. Document example from the dataset

            

            As mentioned previously, we will fill our chat template appropriately for the model training and format the dataset. We apply user assistant conversation turn formatting like below.

            def fill_template(sample):
   return {
     "images": [sample["image"]],
     "messages": [
       {
           "role": "user",
           "content": [
               {
                   "type": "image",
                   "image": sample["image"],
               },
               {
                   "type": "text",
                   "text": sample['question'],
               }
           ],
       },
       {
           "role": "assistant",
           "content": [
               {
                   "type": "text",
                   "text": sample["answers"][0]
               }
           ],
       },
       ]
   }
 
train_ds = [fill_template(sample) for sample in train_ds]
eval_ds = [fill_template(sample) for sample in eval_ds]

            We can now get to training. We initialize quantization config with BitsAndBytesConfig, and then pass it to model initialization. We initialize the processor too.

            from transformers import BitsAndBytesConfig, AutoModelForImageTextToText, AutoProcessor
 
bnb_config = BitsAndBytesConfig(
   load_in_4bit=True,
   bnb_4bit_use_double_quant=True,
   bnb_4bit_quant_type="nf4",
   bnb_4bit_compute_dtype=torch.bfloat16
)
 
model = AutoModelForImageTextToText.from_pretrained(
   model_id,
   device_map="auto",
   dtype=torch.bfloat16,
   quantization_config=bnb_config,
   _attn_implementation="flash_attention_2",
)
processor = AutoProcessor.from_pretrained(model_id)

            We need to inject adapter layers to the model. Luckily, PEFT allows us to do this with a few lines of code! Initialize LoraConfig with following hyperparameters. These are picked commonly, we have previously mentioned how each work. To inject layers to our model, we call get_peft_model() with model and config. We can then print number of trainable vs frozen parameters.

            from peft import LoraConfig, get_peft_model
 
peft_config = LoraConfig(
   r=8,
   lora_alpha=8,
   lora_dropout=0.1,
   target_modules=['down_proj','o_proj','k_proj','q_proj','gate_proj','up_proj','v_proj'],
   use_dora=True,
   init_lora_weights="gaussian"
)
 
peft_model = get_peft_model(model, peft_config)
peft_model.print_trainable_parameters()

            To train the model, we initialize SFTConfig, which contains training arguments (very typical ones used in common deep learning pipelines, nothing special). We also initialize trackio so that we can monitor the training run.

            from trl import SFTConfig
import trackio
 
training_args = SFTConfig(
   output_dir="SmolVLM-InfoVQA-SFT",
   num_train_epochs=1,
   per_device_train_batch_size=4,
   per_device_eval_batch_size=2,
   gradient_accumulation_steps=4,
   warmup_steps=50,
   learning_rate=1e-4,
   weight_decay=0.01,
   logging_steps=25,
   save_total_limit=1,
   optim="adamw_torch_fused",
   bf16=True,
   push_to_hub=True,
   report_to="trackio",
   max_length=None
)
 
trackio.init(
   project="SmolVLM-InfoVQA-SFT",
   name="SmolVLM-InfoVQA-SFT",
   config=training_args,
)

            Lastly, we create our trainer. To initialize SFTTrainer, we pass in our training arguments, the model, datasets for training and evaluation and PEFT config and call train().

            from trl import SFTTrainer
 
trainer = SFTTrainer(
   model=model,
   args=training_args,
   train_dataset=train_ds,
   eval_dataset=eval_ds,
   peft_config=peft_config,
   processing_class=processor,
)
 
trainer.train()

          

        

        
          Multimodal Alignment

          Until the boom of ChatGPT, LLMs weren’t as helpful for humans as they are today. Of course, all the technological advancements that led to that boom count, but what made LLMs go from stochastic parrots to everyday assistants was a paradigm called alignment. Alignment often consists of multiple steps, starting from supervised fine-tuning (SFT) followed by fine-tuning based on human preference. We will explain the story behind this with LLMs, as they later led to vision language models, and go through the TRL library to learn how to apply alignment. 

          Here’s a quick recap on the steps we went through to build a model and make it helpful: 

          
            	
              Pre-train vision language models: take a vision encoder and text decoder, put a projection layer between them and train on massive amounts of data so we align the modalities.

            

            	
              Apply supervised fine-tuning (SFT): Fine-tune aligned model on a mix of tasks to follow instructions. 

            

          

          Many successful model recipes follow these two, and add another step on top: align the model to human preference based on human feedback. In this chapter we will go through the philosophy and see the most common three techniques with their variants: Reinforcement Learning from Human Feedback (RLHF), Proximal Policy Optimization (PPO), Direct Preference Optimization (DPO) and Group Relative Policy Optimization (GRPO). RLHF is an umbrella term used for alignment techniques that use reinforcement learning, but we refer to the application of this with the InstructGPT paper (Ouyang et. al, 2022) that was behind the boom behind ChatGPT and the new era of helpful/harmless assistants.

        

      

      
        Reinforcement Learning from Human Feedback

        Not so long ago, pre-trained LLMs used to be evaluated by how much the completion was overlapping with the ground truth answers. We have previously introduced some metrics in Chapter 2, like BLEU score or ROUGE score, which are both calculated to evaluate models based on overlaps. While practical, these techniques are too simple to capture the “helpfulness” of a given response. So OpenAI created a metric to evaluate a model response according to how preferred it would be using human preference data and reinforcement learning. 

        Let’s explain the steps shortly.

        
          	
            Pre-train and apply supervised fine-tuning to the model.

          

          	
            Reward model training.

          

          	
            Alignment with coupling LLM with reward model.

          

        

        Since we already covered the first step in the last section, let’s move to the second one. To make models more helpful, researchers train a separate model called the Reward Model (RM). To understand why it’s called that, it helps to take a quick detour into reinforcement learning.

        Reinforcement learning (RL) is a machine learning paradigm where an agent learns to choose actions that maximize a reward function in a given environment. A common family of RL methods is policy-based methods, which aim to learn a “policy” that generates actions that maximize reward given a state. In the language model setting, the “actions” are tokens the model can output, and the “states” is the input (conversation turns that happened).

        In RLHF, we train a Reward Model that outputs a scalar score that reflects human preferences when given a prompt and a model-generated response. The language model is then optimized to produce outputs that the RM scores. The scores of the reward model are higher for human preferred responses, and lower for rejected responses.

        To materialize the reward model, we need to go through how human preferences are built.

        Here are the steps: 

        
          	
            take prompts from datasets,

          

          	
            pass them to LLMs to generate multiple responses

          

          	
            ask humans to evaluate these responses.

          

        

        The humans are asked to state “preference” between two responses rather than just assigning a scalar score as humans have different perceptions on “rank this from 1 to 10” type of evaluations. Later, these are put into pairwise preferences (e.g. completion A is preferred to completion B) which are used to train reward models, which learns to score completions over favourability. 

        
          
          Figure 6-5. Steps of RLHF, taken from the original paper Ouyang et al. (2022) (https://arxiv.org/pdf/2203.02155)

        

        The reward function in context of LLMs is to optimize for human preference. In application though, has two components: first, rθ, the scalar rating output from the reward model we just talked about, and also rKL. Before explaining this, a quick definition: the model version right after the SFT step is called “reference model” and the SFT model being aligned is called “policy model”. Please keep these two terms in mind as we will repeat these throughout this chapter. rKL is KL divergence (a metric to calculate differences between two distributions) between the generated tokens and their output probabilities from“reference model and the policy model. KL-divergence regularization term is added, so the policy model doesn’t learn to hack for the reward and remembers linguistic and semantic attributes. This term is multiplied with a penalty coefficient, and then we subtract the difference in distributions from the reward scalar to get the reward function, r=rθ−λrKL.

        To update the policy model, researchers use Proximal Policy Optimization (PPO). PPO iteratively updates the weights of the policy model, so that the model generates responses that align better with human preferences. PPO turns the reward score into a training signal by comparing it to what the policy model expected to get (this is also called a value estimate). If the response was better than expected, the model increases the probability of outputting future tokens in similar fashion; if it was worse, it decreases that probability. This creates a signal called the “advantage”: how better the output was than it would have been. That advantage is then used as a loss term: we compute gradients and update the model weights so it leans toward responses humans prefer and away from ones they don’t.

        To sum everything up, the Reward Model learns what humans prefer, and PPO updates the language model toward producing better responses. There are several techniques to align vision language models that follow PPO. Each has their own strengths, so let’s go through them.

      

      
        Direct Preference Optimization and Mixed Preference Optimization

        RLHF with Proximal Policy Optimization is the first successful implementation of alignment, but it has a few caveats. The biggest one is that you need to train a separate reward model. A newer technique is called Direct Preference Optimization (DPO) which removes the need for this. This technique requires only “chosen” and “rejected” responses, and you directly fine-tune the model with pairwise preferences, so that the model assigns higher probability to chosen responses and lesser probability to rejected ones.

        
          
          Figure 6-6. A piece of a DPO dataset, dataset viewer of openbmb/RLAIF-V-Dataset on Hugging Face

        

        DPO is easier to get started, and less complex to work with. 

        
          
          Figure 6-7. DPO compared to RLHF, taken from the paper, Direct Preference Optimization: Your Language Model is Secretly a Reward Model (Rafailov et al 2024)

        

        
          Example 6-1. Loss function for DPO

        

        
          maxπθ 𝔼πθ(y∣x)[rϕ(x,y)−βlog∑yπref(y∣x)exp(1βrϕ(x,y))−βlogπθ(y∣x)πref(y∣x)]
        

        Loss of DPO is defined by the equation 6-X. It looks intimidating but don’t fret, let’s unpack. It is important to learn, so we can adjust the hyperparameters of DPO training properly.

        
          	
            x is the input, y is response. yw is the chosen response while yl is the rejected response.

          

          	
            β: a constant to control how much we want the policy to move away from the reference model.

          

          	
            πθ​: the fine-tuned model (policy), πref is the reference model (just like PPO).

          

        

        The first part inside the parentheses represents “how likely the fine-tuned model chooses the chosen response compared to the reference”, and the second part represents “how likely the fine-tuned model chooses the rejected response compared to the reference”. The difference between these two goes into sigmoid, as sigmoid maps this into a probability. We want the difference to be large, so loss (−log σ(...)) needs to be small. When picking β, high β is more conservative (you don’t diverge much from reference) and low β is more aggressive fine-tuning toward preferences. 

        
          
          Figure 6-8. Online DPO process, image taken from the paper Guo et al 2024, Direct Language Model Alignment from Online AI Feedback

        

        Recently, an improvement on top of DPO for vision language models was released. It’s called “Mixed Preference Optimization” (MPO). The difference is that, on top of DPO’s sigmoid loss, we add a “Binary Classifier Loss” (BCO), and a generation loss (supervised fine-tuning). We add DPO loss, BCO loss and generation loss together for our training objective. The BCO loss helps the model understand the absolute quality of individual responses. It is the sum of two expressions in Equations 6-X, which is similar to the DPO loss.

        
          Example 6-2. BCO loss components, taken from paper Enhancing the Reasoning Ability of Multimodal Large Language Models via Mixed Preference Optimization (Wang et al 2025)

        

        
          ℒq−=−logσ(−(βlogπθ(yr∣x)π0(yr∣x)−δ))ℒq+=−logσ(βlogπθ(yc∣x)π0(yc∣x)−δ)
        

        We calculate the loss for the chosen (yc) and the rejected responses (yr), which helps the model understand the quality of both separately. δ is called the “reward shift”, it is the moving average of previous rewards for training stabilization. Lastly, generation loss helps the model learn the generation process of the preferred responses. It is basically the loss from supervised fine-tuning, where we only fine-tune for the desired response. 

        
          Example 6-3. Generation loss

        

        
          ℒg=−logπθ(yc∣x)|yc|
        

        MPO has shown prominent results compared to DPO for multimodal models. 

        Another improvement on DPO is called “online DPO”. The online/offline phrase comes from whether the preferences are labelled during training or not, with DPO, we have the preferences labelled by humans right before training (offline). During DPO training, the model cannot get feedback on its own generations, which causes a distribution shift between the model that generated the labelled data, and the model that’s being fine-tuned. Compared to PPO, where there’s a reward model, this reduces performance. Online DPO addresses this issue: during online DPO training, the inputs from the dataset are given to the model being fine-tuned, then we get two responses, and those responses are annotated as chosen and rejected by another LLM. In the original paper, authors use a larger version of the same model (PaLM2-L, Anil et al. 2023) and a smaller version (PaLM2-XS) as the model to fine-tune, and observe improvement in multipliers.

        Let’s see how to apply DPO & MPO to an instruction tuned model. The code for both is almost the same, only the loss function changes. Moreover, we can use the same dataset for both, as they only require human preferences, chosen and rejected. We use a formatted version of RLAIF dataset, and the format here is what TRL library expects. 

        Let’s install the necessary libraries first. We will run this in Colab free tier. To do that, we will apply QLoRA technique, which loads the model in lower precision with an adapter head on it. We do this for educational purposes, note that the model will learn less, and we will use a smaller part of the dataset so the training will take a shorter amount of time to finish. To apply QLoRA, we need bitsandbytes and PEFT libraries on top of TRL and datasets. 

        pip install -Uq trl bitsandbytes datasets peft trackio

        Let’s load the dataset, and take a look at a sample. We load a smaller part of the dataset, feel free to load the full dataset if your compute resources allow.

        from datasets import load_dataset
 
train_ds, test_ds = load_dataset( "HuggingFaceH4/rlaif-v_formatted", split=["train[:15%]", "test[:5%]"])
train_dataset[0]

        It looks like the following, note how it has four parts: chosen, rejected, images and prompt. Prompt and images are inputs to the model during inference, and we want the model to output closer to chosen and farther to reject. 

        TRL expects different formats for different alignment techniques, so when you want to fine-tune, make sure your dataset follows the following format. 

        {'chosen': [{'content': [{'text': 'The image showcases a white mobile device with various buttons and a screen, positioned on a stand accompanied by two speakers.',
     'type': 'text'}],
   'role': 'assistant'}],
 'rejected': [{'content': [{'text': 'The image features a white Qool speaker dock with a silver phone, orange and black buttons, a clear glass case, and a round table in the background.',
     'type': 'text'}],
   'role': 'assistant'}],
 'images': [<PIL.JpegImagePlugin.JpegImageFile image mode=RGB size=500x375>],
 'prompt': [{'content': [{'text': None, 'type': 'image'},
    {'text': 'Itemize the elements you identify in the image and describe them thoroughly.',
     'type': 'text'}],
   'role': 'user'}]}

        The dataset can have images in grayscale, so we format the images to make sure it’s in RGB.

        from PIL import Image
 
def convert_images_to_rgb(example):
   image = example["images"][0] # this dataset only have one image per sample
   if isinstance(image, Image.Image):
       if image.mode != "RGB":
           image = image.convert("RGB")
       example["images"] = [image]
   return example
train_ds = train_ds.map(convert_images_to_rgb, num_proc=8)
test_ds = test_ds.map(convert_images_to_rgb, num_proc=8)

        We will use Qwen3-VL-2B-Instruct using AutoModelForImageTextToText, the auto class for vision language models in transformers. We can now load the model, quantize it, and put an adapter head on top. We will also load the processor using the AutoProcessor.

        import torch
from transformers import AutoModelForImageTextToText, AutoProcessor, BitsAndBytesConfig
from peft import LoraConfig, get_peft_model
 
bnb_config = BitsAndBytesConfig(
   load_in_4bit=True, bnb_4bit_use_double_quant=True, bnb_4bit_quant_type="nf4", bnb_4bit_compute_dtype=torch.bfloat16
)
 
model = AutoModelForImageTextToText.from_pretrained(
   "Qwen/Qwen3-VL-2B-Instruct",
   device_map="auto",
   torch_dtype=torch.bfloat16,
   quantization_config=bnb_config,
)
processor = AutoProcessor.from_pretrained("Qwen/Qwen3-VL-2B-Instruct", use_fast=True)
 
peft_config = LoraConfig(
   r=8,
   lora_alpha=8,
   lora_dropout=0.1,
   target_modules=["down_proj", "o_proj", "k_proj", "q_proj", "gate_proj", "up_proj", "v_proj"],
   use_dora=True,
   init_lora_weights="gaussian",
)
 
peft_model = get_peft_model(model, peft_config)

        We can check out the percentage of trainable parameters.

        peft_model.print_trainable_parameters()
# trainable params: 9,289,728 || all params: 2,136,821,760 || trainable%: 0.4347

        We can now set up the TRL DPOTrainer. To switch between DPO and MPO, we just add two parameters:

        
          	
            loss_type: We pass ["sigmoid”, “bco_pair”, “sft"] to loss. If we want to apply DPO, we don’t have to pass this parameter, it will default to “sigmoid”. However, DPOTrainer supports more losses, you can check out the full list here.

          

          	
            loss_weights: since we have a loss with multiple components, each comes with a multiplier. In the original MPO paper, it comes with the following coefficients: 0.8 for sigmoid, 0.2 for BCO loss and 1.0 for SFT loss.

          

        

        from trl import DPOConfig, DPOTrainer
 
training_args = DPOConfig(
   output_dir="Qwen3-VL-2B-MPO",
   loss_type=["sigmoid", "bco_pair", "sft"],
   loss_weights=[0.8, 0.2, 1.0], 
   bf16=False,
   gradient_checkpointing=True,
   per_device_train_batch_size=4,
   per_device_eval_batch_size=4,
   gradient_accumulation_steps=8,
   num_train_epochs=1,
   dataset_num_proc=1,  
   dataloader_num_workers=8,  
   logging_steps=10,
   report_to="trackio",
   push_to_hub=True,
   save_strategy="steps",
   save_steps=10,
   save_total_limit=1,
   eval_steps=10,
   eval_strategy="steps",
)
 
trainer = DPOTrainer(
   model=peft_model,
   ref_model=None,
   args=training_args,
   train_dataset=train_dataset,
   eval_dataset=test_dataset,
   processing_class=processor,
)
trainer.train()

        Let’s infer with the trained model. First, see the first example from the test set. 

        test_dataset[0]["images"][0]

        
          
          

        

        Test_dataset[0]["prompt"][0]["content"][1]["text"]
Describe the key features of the image in great detail.

        We can load the trained model. If you haven’t trained one yourself, you can load the model from the following namespace. We lod the model, add the image and the prompt to the chat template and infer as follows.

        from transformers import AutoModelForImageTextToText, AutoProcessor
 
model = AutoModelForImageTextToText.from_pretrained(
   "merve/Qwen3-VL-2B-MPO", dtype="auto", device_map="auto"
)
 
messages = [
   {
       "role": "user",
       "content": [
           {
               "type": "image",
               "image": test_dataset[0]["images"][0],
           },
           {"type": "text", "text": test_dataset[0]["prompt"][0]["content"][1]["text"]},
       ],
   }
]
 
inputs = processor.apply_chat_template(
   messages,
   tokenize=True,
   add_generation_prompt=True,
   return_dict=True,
   return_tensors="pt"
).to(model.device)
 
generated_ids = model.generate(**inputs, max_new_tokens=128)
generated_ids_trimmed = [
   out_ids[len(in_ids) :] for in_ids, out_ids in zip(inputs.input_ids, generated_ids)
]
output_text = processor.batch_decode(
   generated_ids_trimmed, skip_special_tokens=True, clean_up_tokenization_spaces=False
)
print(output_text)
 
# ["This is a detailed, high-resolution photograph of a modern, high-speed train at a station platform. The image is taken from a low, angled perspective, emphasizing the train's sleek design and aerodynamic shape.\n\nThe train is a high-speed electric multiple unit (EMU) with a striking, multi-colored livery. The front of the train, known as the nose, is predominantly white, with a large, bright yellow section at the front and a large, red angular shape that extends from the nose to the side. The side of the train features a blue panel with a red stripe running along the top, and the lower section of the"]

        We have run the inference with the base model as well, here’s the output. 

        ['This is a detailed description of the image provided:\n\nThe image captures a modern, high-speed passenger train, specifically a British Rail Class 325, at a station platform. The train is positioned at an angle, moving from the left side of the frame towards the right, and is the central focus of the photograph.\n\n- **Train Design and Color Scheme**: The train is a sleek, aerodynamic bullet train with a streamlined, pointed nose. Its primary color is white, which covers the main body and the front section. The front of the train is dominated by a vibrant yellow, which extends across the lower part of the nose cone']

        
        

        Arguably, MPO made the model generate more natural sounding outputs.

        
          
          Figure 6-9. Online DPO process, image taken from paper Direct Language Model Alignment from Online AI Feedback Guo et al 2024 

        

        
          Group Relative Policy Optimization

          DeepSeekMath paper broke the internet for showing promising results by introducing two advantages: first one is the pipeline to create a mathematics dataset, and second one is a new alignment technique called Group Relative Policy Optimization (GRPO) applied to mathematics problems. The researchers have shown results better than or closer to models larger in multipliers in various benchmarks with only a model in 7B parameters, showing large efficiency gains.

          
                    
            Figure 6-10. Comparison between PPO and GRPO, figure taken from the paper DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models Shao et. al 2024

          

          GRPO is quite simple compared to PPO, so here are the steps:

          
            	
              Sample questions from the dataset

            

            	
              Generate multiple (a group of) answers, pass to reward model to get scores

            

            	
              Normalize the scores according to the group average, and rank them according to how many standard deviations they are less or more than the group average

            

            	
              Update the policy model accordingly

            

          

          On top of this, similar to the previous techniques we introduced, the researchers also regularize with KL-divergence between the policy model and the reference model.

          Just like previous alignment techniques, TRL offers easy to use abstractions for GRPO. Moreover, TRL is integrated with the vLLM model serving framework to run online methods where you need to generate samples during the training. You can choose to either:

          
            	
              colocate a GPU for both online sample generation and the training, or

            

            	
              serve the model inference with vLLM separately on another GPU, and send requests to the endpoint during training for the generation part. 

            

          

          This example requires higher VRAM than what Colab offers in their free tier, because reasoning examples are long, and on top of that, we need to use the same GPU for generation. You can use a Colab notebook with A100 that has 80 GB VRAM. 

        

      

      
        Summary

        In this chapter, we zoomed out from pre-training to the way people actually work with modern VLMs. Rather than starting from scratch, we often take a strong base model and adapt it:

        
          	
            With supervised fine-tuning, so the model can follow instructions on the tasks you care about.

          

          	
            With parameter efficient methods like LoRA and DoRA, so you only train a small adapter and keep most of the huge model frozen.

          

          	
            With alignment techniques like RLHF, DPO, MPO, and GRPO, so the model’s responses are not just plausible but also match human preferences and safety constraints.

          

        

        You saw how libraries like PEFT and TRL wrap a lot of this complexity into a few configuration objects and trainer classes, while still leaving you in control of key choices like rank, loss components, and KL regularization between policy and reference models.

        If there is one theme running through the whole chapter, it is this: training VLMs is less science and more careful engineering. You manage data, tokens, padding, memory, and losses. You choose where to spend your compute: on full fine-tunes or tiny adapters, on brute force pre-training or clever alignment. You watch lines go down, but you also watch samples, images, and generations, because the interesting bugs hide in individual examples, not just in metrics.

        From here, you are equipped to do three very practical things:

        
          	
            Read VLM training recipes and understand what is actually happening at each stage.

          

          	
            Build and debug your own small training setups, instead of treating models as black boxes.

          

          	
            Take existing models and adapt them efficiently to your data, your images, and your preferences.

          

        

        In the rest of the book we will build on this foundation. Whether we are optimizing models, deploying them, or using them in applications, everything rests on the training choices you saw here. Once you understand how a model learned, you are in a much better position to understand what it can do, where it will fail, and how to push it a little further.

      

      
        Quiz

        
          	
            What are the caveats of quantization (particularly NF4 and 8-bit for training and inference?

          

          	
            How does parameter efficient fine-tuning with LoRA or DoRA reduce the number of trainable parameters compared to a full fine-tune?

          

          	
            What are the advantages of DPO over PPO?

          

        

      

    



      Chapter 7. Deploying Models for Inference at Scale

            A Note for Early Release Readers

 With Early Release ebooks, you get books in their earliest form—the authors’ raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 7th chapter of the final book. Please note that the GitHub repo will be made active later on.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at shunter@oreilly.com.



      You have trained your VLM and now you want people to actually use it. This is where inference deployment comes in, and it is where many of us discover that “the model works in my setup” is far from “the model serves 1000 users reliably”.

      Deployment is two challenges bundled together: first, there is the optimization challenge: how do you make inference fast and cheap enough to be practical? Second, there is the packaging and deploying your model where it needs to run: whether that’s a cloud cluster, a browser, an edge device, or specific hardware.

      In this chapter, we tackle both problems: inference optimization, serving frameworks like vLLM, and how to make models portable across runtimes and deploy them. Small note, some of the libraries mentioned here are swiss army knives: they export a model to their own format, quantize, handle serving.

      
        Inference optimization for VLMs

        You have trained your VLM and confirmed its accuracy through your tests. Now, you’re ready to roll it out. However, when you start serving real users, a new question takes over: why so little throughput? 

        This section provides you with the mental models and hands-on techniques to answer that question and address it. We will break down the VLM inference pipeline, learn how to measure what’s important, and explore a complete set of optimizations: from quantizing weights to improving attention efficiency.

        
          Understanding VLM inference

          When you deploy a text-only LLM, most of the inference time is spent on autoregressive decoding, generating one token at a time. Vision-Language Models introduce a new factor (Figure 7-1): while the vision encoder processes each image once, the visual tokens it generates remain in the context for the whole generation (visually in Figure 7-4). Let’s look into those two factors, step by step.

          
            The two phases of transformer inference

            Prefill phase: The model processes all input tokens in parallel, building up the key-value (KV) cache that will be reused during generation. This phase is compute-bound - you’re doing a lot of matrix multiplications, and the GPU’s tensor cores are busy.

            Decode phase: The model generates tokens one at a time. Each new token attends to all previous tokens (via the cached keys and values), but you’re only computing the representation for a single new token. This phase is memory-bound—the bottleneck is loading the model weights and KV cache from GPU memory for each token.

            The prefill phase happens once. The decode phase happens N times, where N is the number of tokens you generate. Which phase dominates depends on your use case:

            
              	
                Prefill dominates when the visual context is large: high-resolution images, multiple images, or video (8K-32K+ tokens). The attention computation scales quadratically with input length; a 32K-token context implies roughly 1 billion pairwise attention scores per head.

              

              	
                Decode dominates when the visual context is smaller but the output is lengthy. For example, a single 336×336 image (576 tokens) paired with a 500-token response. Decode relies on a sequential process, which means you can’t speed up autoregressive generation. 

              

            

            The crossover point occurs when input tokens exceed 10x the output tokens. For instance, a 32K-token video context with a 100-token answer favors prefill. A single standard image with a 500-token essay favors decode.

            
              
              Figure 7-1. The VLM inference pipeline. Visual tokens from the encoder combine with text embeddings before entering the LLM backbone. Prefill processes all input tokens at the same time; decode generates tokens one after another, considering the entire cached context.

            

          

          
            Two core metrics

            Time to First Token (TTFT): This measures the delay between receiving a request and producing the first output token. For interactive applications, aim for a TTFT of less than 500 ms. Anything over 2 seconds feels sluggish.

            Memory-Normalized Throughput (Tokens per Second per GB): This is useful for comparing configurations. Why normalize by memory? VLM inference usually relies more on memory than on computing power. If you use less memory per request, you can batch more requests, which improves total throughput—until you reach the computing limit. Model A operates at 50 tokens per second using 10 GB, while Model B runs at 40 tokens per second using 4 GB. Model B allows you to handle 2.5 times more concurrent requests on the same GPU, which could lead to higher overall throughput.

            Okay, let’s do a VLM profiling ourselves and take a look at why warmup matters:

            import time
import torch
import requests
from io import BytesIO
from PIL import Image
def benchmark_vlm(model, processor, prompt="Describe.", max_new_tokens=100, warmup=3):
    """
    Benchmark a vision language model. Returns dict with TTFT, throughput, and memory usage.
    Use this throughout the chapter to compare configurations.
    """
    messages = [{"role": "user", "content": [{"type": "image", “image”: “http://images.cocodataset.org/val2017/000000039769.jpg”}, {"type": "text", "text": prompt}]}]
    inputs = processor.apply_chat_template(messages, add_generation_prompt=True,
                                           tokenize=True, return_dict=True, return_tensors="pt").to("cuda")
    
    # Warmup runs (discard - includes JIT compilation, memory allocation)
    for _ in range(warmup):
        with torch.no_grad():
            model.generate(**inputs, max_new_tokens=1)
    
    torch.cuda.reset_peak_memory_stats()
    
    # Measure TTFT (time to first token)
    torch.cuda.synchronize()
    t0 = time.perf_counter()
    with torch.no_grad():
        model.generate(**inputs, max_new_tokens=1)
    torch.cuda.synchronize()
    ttft_ms = (time.perf_counter() - t0) * 1000
    
    # Measure throughput (tokens per second)
    torch.cuda.synchronize()
    t0 = time.perf_counter()
    with torch.no_grad():
        outputs = model.generate(**inputs, max_new_tokens=max_new_tokens)
    torch.cuda.synchronize()
    total_time = time.perf_counter() - t0
    tokens_generated = outputs.shape[1] - inputs["input_ids"].shape[1]
    throughput = tokens_generated / total_time
    
    memory_gb = torch.cuda.max_memory_allocated() / 1e9
    
    return {
        "ttft_ms": ttft_ms,
        "throughput": throughput,  # tokens/sec
        "memory_gb": memory_gb,
        "efficiency": throughput / memory_gb  # TPS/GB
    }
# Example usage
from transformers import AutoProcessor, AutoModelForImageTextToText
model = AutoModelForImageTextToText.from_pretrained(
    "HuggingFaceTB/SmolVLM2-2.2B-Instruct", torch_dtype=torch.bfloat16, device_map="auto"
)
processor = AutoProcessor.from_pretrained("HuggingFaceTB/SmolVLM2-2.2B-Instruct")
results = benchmark_vlm(model, processor)
print(f"TTFT: {results['ttft_ms']:.0f}ms | Throughput: {results['throughput']:.1f} tok/s | "
      f"Memory: {results['memory_gb']:.2f}GB | Efficiency: {results['efficiency']:.1f} TPS/GB")

            When we ran it on an A100-80GB, that was the output we got:

            TTFT: 116ms | Throughput: 50.3 tok/s | Memory: 4.84GB | Efficiency: 10.4 TPS/GB

            In the script we include warmup by default because the first few runs are always slower because of JIT compilation and CUDA context setup. Together with the warm up, there are some other critical benchmarking practices: 

            
              	
                As you saw, always warm up (3-5 iterations) before measuring. 

              

              	
                Use torch.cuda.synchronize() before timing; GPU operations are asynchronous. 

              

              	
                Use time.perf_counter(), not time.time().

              

              	
                Run multiple iterations and report percentiles (P50, P95, P99) for production benchmarks.

              

            

          

        

        
          Understanding the KV cache

          Self-attention compares each token with all previous tokens. Without caching, generating token 100 would require recomputing key and value projections for tokens 1-99, which we already processed. The KV cache stores these projections, trading memory for processing power (see Figure 7-2)

          During the prefill stage, K and V are calculated for all input tokens and cached. During decoding, each new token computes only its own K/V pair, adds it to the cache, and then looks at the full, growing context. This is why decoding becomes memory-bound as the context expands; you are accessing an ever-larger cache.

          
            
            Figure 7-2. KV caching keeps key-value pairs from previous tokens. This helps prevent unnecessary computation during autoregressive generation. Source: NVIDIA Technical Blog.

          

          
            Memory Cost

            The cache grows linearly with context length:

            KV Cache Per Token = 2 × layers × num kv heads × head dim × 2 bytes
            

            
            The factor of 2 shows up twice: once for K and V, and once for FP16, which is 2 bytes per element. Modern models use Grouped Query Attention (GQA). In this setup, multiple query heads share the same K/V head. For example, Qwen3-VL-8B has 32 attention heads but only 8 KV heads, which is a 4x reduction in KV cache compared to full Multi-Head Attention (MHA). Multi-Query Attention (MQA) takes this a step further with a single shared K/V head, but GQA provides a better balance of quality and efficiency. See Figure 7-3.

            
              
              Figure 7-3. Multi-Head Attention (MHA) vs Grouped-Query Attention (GQA) vs Multi-Query Attention (MQA). GQA shares K/V heads across multiple query heads. This reduces the KV cache size by the grouping factor. Source: NVIDIA Technical Blog.

            

          

          
            KV Cache Memory by Model

            Let’s take a real example, SmolVLM2 2.2B parameters, 24 layers, 32 KV heads, 64 head_dim:

            KV Cache Per Token = 2 × 24 × 32 × 64 × 2 bytes = 192 KB
            

            
            A context of 1,000 tokens needs 188 MB of KV cache, and this is before accounting for batch size.

            The KV cache stores projections for all tokens, both visual and text. The main issue for VLM is not that visual tokens act differently, but that there are so many of them. 

            A single image can add between 500 and 4,000+ tokens to your context. In a conversation with multiple turns, those visual tokens remain throughout every turn. You cannot remove them without losing the visual context.

            Let’s repeat the example we did with SmolVLM2 2.2B with some other variations of SmolVLM2 and Qwen3-VL in Table 7-1.

            
              Table 7-1. KV Cache per Qwen3-VL and SmolVLM2 variations
              
                	Model
                	Layers
                	KV Heads × Dim
                	KV per Token
                	1K Context
                	4K Context
              

              
                	SmolVLM2-256M
                	30
                	3 × 64
                	22 KB
                	22 MB
                	88 MB
              

              
                	SmolVLM2-2.2B
                	24
                	32 × 64
                	192 KB
                	188 MB
                	750 MB
              

              
                	Qwen3-VL-4B
                	36
                	8 × 80
                	90 KB
                	88 MB
                	352 MB
              

              
                	Qwen3-VL-8B
                	36
                	8 × 128
                	144 KB
                	141 MB
                	562 MB
              

            

            
              
              Figure 7-4. KV cache memory breakdown across conversation turns. Visual tokens remain the same while text history builds up. This explains why VLM conversations use more memory than text-only chat.

            

          

        

        
          Attention Optimizations: FlashAttention and Beyond

          Before diving into attention optimizations, we need to understand a fundamental truth about modern GPU inference: it’s almost always memory-bound, not compute-bound. This insight drives every optimization in this chapter. It starts with understanding the GPU memory hierarchy.

          
            Understanding GPU Memory: The Foundation of All Inference Optimization

            As you can see in Table 7-2, modern GPUs have two levels of memory with dramatically different characteristics:

            
              Table 7-2. Split of memory levels on GPU
              
                	Memory
                	Bandwidth
                	Size
                	Role
              

              
                	SRAM (on-chip)
                	~19 TB/s
                	~20 MB
                	Fast “scratch pad” for active computation
              

              
                	HBM (off-chip)
                	~2 TB/s
                	40-80 GB
                	Main GPU memory where model weights and KV cache live
              

            

            Between SRAM and HBM there is a 10 times bandwidth gap. This gap explains nearly all aspects of inference performance:

            
              	
                Model weights are stored in HBM. A 7B FP16 model is 14GB, which is far too large for 20MB of SRAM.

              

              	
                Each token generation needs streaming weights. You can’t cache them; they must pass through for every forward pass.

              

              	
                Compute is not the limiting factor. Tensor Cores can multiply faster than memory can supply data.

              

            

            Consider a 70B parameter model in FP16. That’s 140GB of weights. An A100 has ~2 TB/s memory bandwidth. Streaming all weights takes 140GB ÷ 2000 GB/s, ≈ 70ms per token. That results in a hard limit of about 14 tokens per second, no matter how quickly the Tensor Cores can multiply. For consumer GPUs with 500-1000 GB/s bandwidth, the bottleneck is even worse.

            This memory-bound reality shapes all inference optimizations:

            
              	
                Quantization (Section 7.1.4): Shrink weights from 16-bit to 4-bit → 4× less data to stream from HBM

              

              	
                FlashAttention (this section): Keep intermediate values in SRAM → avoid HBM round-trips

              

              	
                Batching: Amortize the cost of streaming weights across multiple requests

              

            

            With this foundation, let’s see how FlashAttention exploits this hierarchy.

          

          
            The Attention Bottleneck and FlashAttention to the rescue

            Standard self-attention computes softmax(Q · KT / √d) · V. That Q · KT produces an N×N attention matrix. Here’s where naive implementations waste bandwidth:

            
              	
                Compute Q·KT → write N×N matrix to HBM.

              

              	
                Read it back → apply softmax → write the result to HBM.

              

              	
                Read it back → multiply by V → write final output to HBM.

              

            

            With the 10x bandwidth gap between SRAM and HBM, each round-trip is expensive, and attention does three of them per layer. For a VLM processing 2K tokens across 32 layers, that’s 96 unnecessary HBM round-trips.

            The obvious fix is kernel fusion: combine all three steps into a single GPU kernel that keeps intermediates in fast SRAM. But the N×N attention matrix is too large for SRAM - for instance, a 4K context means 16 million elements per head per layer, while SRAM is only ~20MB.

            FlashAttention (diagram on Figure 7-5) solves this with tiling: instead of computing the full N×N matrix at once, it processes Q, K, V in small blocks that do fit in SRAM. Each tile computes its portion of the output completely before moving on, keeping all intermediates on-chip. The key insight is that you can compute exact softmax incrementally – you don’t need the full attention matrix in memory at once.

            The result is exact attention (not an approximation) with O(N) memory instead of O(N²), and 2-4x faster execution because we eliminate HBM round-trips.

            
              
              Figure 7-5. FlashAttention tiles attention computation to fit in fast on-chip SRAM, avoiding the N×N memory footprint. Source: NVIDIA Technical Blog.

            

          

          
            Using Optimized Attention

            Hugging Face exposes optimized attention implementations via the attn_implementation parameter. Using the benchmark_vlm function from Section 7.1.1:

            from transformers import AutoModelForImageTextToText, AutoProcessor
model_id = "HuggingFaceTB/SmolVLM2-2.2B-Instruct"
processor = AutoProcessor.from_pretrained(model_id)
# Compare attention implementations
for attn_impl in ["eager", "flash_attention_2"]:
    model = AutoModelForImageTextToText.from_pretrained(
        model_id, torch_dtype=torch.bfloat16, 
        attn_implementation=attn_impl,  # "eager", "sdpa", or "flash_attention_2"
        device_map="auto"
    )
    results = benchmark_vlm(model, processor, image)  # function from Section 7.1.1
    print(f"{attn_impl:20s}: TTFT {results['ttft_ms']:.0f}ms, Memory {results['memory_gb']:.2f}GB, "
          f"Efficiency {results['efficiency']:.1f} TPS/GB")
    del model; torch.cuda.empty_cache()

            Output (A100-80GB):

            eager               : TTFT 227ms, 5.83GB, 6.7 TPS/GB
flash_attention_2   : TTFT 105ms, 4.84GB, 8.2 TPS/GB  (54% faster, 22% more efficient)

            Your options:

            
              	
                “eager” - Standard implementation. Useful as a baseline.

              

              	
                 “sdpa” - PyTorch 2.0+’s scaled_dot_product_attention. Uses to the best available kernel.

              

              	
                “flash_attention_2” - Standalone flash-attn package. Fastest, requires Ampere GPUs and newer ones (it does not work on Colab free tier T4 GPUs which have Turing architecture, it works on L4, A100 and others)

              

            

            Note: Qwen3-VL requires sdpa due to MRope position encoding incompatibility with flash-attn.

            For additional speedup, combine with torch.compile(model, mode="reduce-overhead”) after loading.

          

        

        
          Quantization for VLMs

          Although we had an introduction to quantization in Chapter 6 for quantized training using bitsandbytes, 4-bit and 8-bit quantization, let’s have a small recap. Please read that part if you haven’t read previously. 

          Model weights and activations are represented in certain data types. When quantizing, we aim to have a trade-off between the “expressivity” and saving up memory and compute. For easier readability, let’s check the data type, range and precision on table 7-x.

          
            Table 7-3. Common data types to represent weights
            
              	
                Data Type
              
              	
                Range
              
              	
                Precision
              
            

            
              	FP32 (Single Precision)
              	Approximately ±1.4013 x 10^-45 to ±3.4028 x 10^38
              	7 decimal digits
            

            
              	FP16 (Half Precision)
              	Approximately ±5.96 x 10^-8 to ±6.55 x 10^4
              	3-4 decimal digits
            

            
              	FP8 (Custom 8-bit Floating Point)
              	Dynamic
              	Dynamic
            

            
              	Int8 (8-bit Integer)
              	-128 to 127 (signed) or 0 to 255 (unsigned)
              	No decimals
            

          

          
            
            Figure 7-6. Symmetric linear (affine) quantization

          

          The simplest quantization technique is linear (affine) quantization, which maps a range of datatypes to a smaller range, do multiplications in lower precision and then map the values back to larger precision. This is very simple, and due to simplicity, we lose some information. The generation quality doesn’t remain the same, because there’s no free lunch. Affine quantization comes in two flavors: symmetric, which assumes the data is centered around zero (seen in figure 7-x), and asymmetric, which doesn’t make this assumption. 

           There’s many fancy quantization schemes like 4-bit normal float quantization (NF4) which we have previously seen. It’s simple to use (just set load_in_4bit=True), and you see memory savings right away. But it’s not a silver bullet. Sometimes it helps, sometimes it doesn’t. To know when quantization actually speeds things up, you need to understand both the hardware bottleneck it targets and how the software implements it.

          
            Why Quantization Helps: Bandwidth, Not Compute

            Recall from Section 7.1.3 that inference is memory-bound: every token generation requires streaming all model weights from HBM through the compute units. The 70B model example showed a hard floor of ~14 tokens/second on A100, limited entirely by memory bandwidth, not compute.

            Quantization attacks this bottleneck directly: reducing precision from 16-bit to 4-bit means 4x less data to move, enabling up to 4x faster inference in the memory-bound decode phase. The memory savings also let you fit larger models or serve more concurrent users on the same hardware.

            The key thing: quantization helps with bandwidth, not compute. In W4A16 (weight-only quantization), INT4 weights get dequantized back to FP16 before the matrix multiply. So you’re still doing the same amount of math – you’re just moving less data around. You only get real speedup if dequantization is fused right into the matmul kernel, like with FlashAttention. If not, quantization can actually be slower than FP16. We’ll see examples of that.

          

          
            Weight-Only Quantization (W4A16)

            The standard approach for LLM quantization is Weight-Only Quantization: store weights in INT4 (4-bit integers), but dequantize them to FP16 during computation. This is also called W4A16 (4-bit weights, 16-bit activations).

            Why mix the two? Weights are static, so you can take your time offline to find the best quantization parameters. Activations are dynamic – they change every input – so quantizing them on the fly adds error and overhead. By leaving activations in full precision, you get the memory savings from compressed weights without losing accuracy from quantized activations.

            The core operation is a simple affine mapping. Each small block of weights (typically 32-128 values) gets a scale factor that maps the integers back to floats:

            x^=scale×(q−zeropoint)

            

            where q is the quantized integer and x^ is the reconstructed weight. The scale and zeropoint are stored alongside the quantized weights-a small overhead (one FP16 scale per 32-128 INT4 weights) that enables block-by-block adaptation to local weight distributions.

          

          
            The Outlier Problem

            Why can’t we just round weights to the nearest integer? Because VLMs develop massive outliers-specific weight channels with magnitudes 10-100× larger than typical values. These emerge during training in models larger than ~6B parameters.

            If you use one scale factor for the whole range (like -60 to +60), your step size is about 0.5. That means all the ‘normal’ weights between -2 and +2 get squeezed into just a few bins, and you lose important precision. That’s why naive INT4 quantization can severely degrade model quality.

            The solution is block-wise quantization: divide the weight tensor into small blocks and compute a separate scale for each block. If one block contains an outlier, it only affects that block’s precision; neighbouring blocks remain accurate. This is why modern methods like GPTQ, AWQ, and GGUF all use group sizes of 32-128 weights per scale factor.

          

          
            Quantization Methods

            There are five major approaches, each with different trade-offs:

            
              bitsandbytes

              The easiest path to quantization-zero calibration required. Using the benchmark_vlm function from Section 7.1.1:

              from transformers import AutoModelForImageTextToText, AutoProcessor, BitsAndBytesConfig
import torch
model_id = "Qwen/Qwen3-VL-4B-Instruct"
processor = AutoProcessor.from_pretrained(model_id)
# Compare BF16 vs INT4
for precision, quant_config in [("BF16", None), ("INT4", BitsAndBytesConfig(
        load_in_4bit=True, bnb_4bit_compute_dtype=torch.bfloat16, bnb_4bit_quant_type="nf4"))]:
    model = AutoModelForImageTextToText.from_pretrained(
        model_id, torch_dtype=torch.bfloat16, quantization_config=quant_config, device_map="auto"
    )
    results = benchmark_vlm(model, processor, image)
    print(f"{precision}: TTFT {results['ttft_ms']:.0f}ms, Memory {results['memory_gb']:.2f}GB, "
          f"Efficiency {results['efficiency']:.1f} TPS/GB")
    del model; torch.cuda.empty_cache()

              Output (A100-80GB):

              BF16: TTFT  61ms, 8.97GB, 3.0 TPS/GB
INT4: TTFT 102ms, 3.24GB, 6.2 TPS/GB  (64% less memory, 67% slower TTFT, 2× better efficiency)

              bitsandbytes uses NormalFloat4 (NF4), a data type optimized for the Gaussian distribution of neural network weights.

              Here’s the trade-off: bitsandbytes is built for easy use, not for speed. Dequantization happens outside the matmul kernel, so there’s extra overhead. You save 64% memory, but TTFT is 67% slower. On top of this, data types like 4-bit aren’t native data types in torch, so 4-bit is packed in uint8 weights, dequantized, and multiplication happens. With modern models with billions of parameters, this adds to latency. On the plus side, efficiency (TPS/GB) doubles because you can batch more requests. If you care about latency for single requests, go with pre-quantized AWQ or GPTQ models that use fused kernels.

            

          

          
            Beyond bitsandbytes: Production-Ready Methods

            For production latency, you need pre-quantized models with optimized kernels in Table 7-3 we summarize what matters:

            
              Table 7-4. Pre-quantized methods
              
                	Method
                	Key Idea
                	Best For
                	Speed Secret
              

              
                	GPTQ
                	Error compensation via Hessian
                	RTX cards, vLLM
                	ExLlamaV2/Marlin fused kernels
              

              
                	AWQ
                	Protect high-activation weights
                	Quality-sensitive tasks
                	Often better reasoning than GPTQ
              

              
                	GGUF
                	Hierarchical k-quants
                	CPU, Apple Silicon
                	llama.cpp Metal/AVX kernels
              

              
                	TensorRT-LLM
                	FP8 on H100, SmoothQuant on A100
                	Datacenter batch serving
                	Native tensor core support
              

            

            The kernel is what really matters, not just the quantization format. GPTQ and AWQ both use INT4, but they’re fast because they use fused dequantization kernels like ExLlamaV2 or Marlin. These avoid the extra dequant step that slows down bitsandbytes. Without fused kernels, you get the memory savings but not the 4× speedup.

            AWQ vs GPTQ: Both require calibration data. GPTQ corrects rounding errors mathematically; AWQ protects important weights by scaling them up before quantizing. AWQ often shows better instruction-following. Many VLMs (Qwen2-VL, InternVL2) ship official AWQ versions.

            GGUF: Your only option for non-CUDA hardware. Uses mixed-precision k-quants (Q4_K_M = 4-5 bits with smart allocation). Supports importance matrices for smarter rounding.

            TensorRT-LLM: Maximum throughput for datacenter. Native FP8 on H100 (no dequantization overhead). Requires engineering investment-not a drop-in solution.

          

          
            The VLM Quantization Asymmetry

            Don’t treat all parts of a VLM equally, the encoder-connector-LLM architecture has components with very different characteristics, we summarize this in Table 7-4

            
              Table 7-5. VLM Component and quantization strategy
              
                	Component
                	Typical Size
                	% of Total
                	Quantization Strategy
              

              
                	Vision Encoder
                	0.3-0.6B
                	5-15%
                	Keep FP16
              

              
                	Connector
                	10-50M
                	<1%
                	Keep FP16
              

              
                	LLM Backbone
                	2-70B
                	85-95%
                	Quantize aggressively
              

            

            Most of the memory is in the LLM backbone. Quantizing it from FP16 to INT4 saves ~10GB on a 7B model. The vision encoder is much smaller but also more sensitive. Vision Transformers get big outliers in their LayerNorm activations—worse than LLMs. Quantizing the vision encoder only saves around 500MB and can hurt visual understanding. Best to keep it in FP16.

          

          
            Practical Notes

            
              	
                Calibration data for VLMs: When quantizing with AWQ/GPTQ, use multimodal calibration data (image-text pairs). Text-only calibration may produce suboptimal quantization for the cross-attention layers that interface with visual features.

              

              	
                Task sensitivity: General captioning and VQA tolerate INT4 well (<2% quality drop). Document OCR, fine-grained text reading, and counting tasks are more sensitive-consider INT8 or keeping the model in FP16 for these workloads.

              

              	
                Model size matters: Larger models have more redundancy and tolerate aggressive quantization better. A 7B+ model loses <1% quality at INT4; models under 3B may lose 3-5%. Prefer INT8 for small models.

              

            

            Let’s look at the impact of quantization in SmolVLM2 and Qwen3VL at different model sizes (Figure 7-7)

            
              
              Figure 7-7. BF16 vs INT4 quantization across model families. Left: Memory usage scales with model size; INT4 cuts memory by ~60%. Right: Memory Efficiency (TPS/GB)-higher means more concurrent requests per GPU. Note the different scaling between SmolVLM2 (solid) and Qwen3-VL (dashed) families. Measured on A100-80GB.

            

            INT8 Warning: bitsandbytes INT8 (LLM.int8()) is often slower than BF16 due to runtime outlier detection overhead. INT4 (NF4) is faster because it uses a simpler scheme. For latency-sensitive applications, use BF16 or pre-quantized AWQ/GPTQ with fused kernels.

          

          
            torchao

            Torchao is the quantization library of torch. It offers both weight-only and weight and activation dynamic quantization schemes, layer quantization as well as KV cache quantization, custom kernels support and torch.compile support through torch dynamo.

            It is integrated with transformers, so when loading a model, all you need to do is to pass in the quantization config. Once you quantize the model, you can infer as usual.

            import torch
from transformers import TorchAoConfig, AutoModelForImageTextToText, AutoProcessor
from torchao.quantization import Int8DynamicActivationInt8WeightConfig, Int8WeightOnlyConfig
quant_config = Int8DynamicActivationInt8WeightConfig()
# set quant_config = Int8WeightOnlyConfig() if you want weight only quantization
quantization_config = TorchAoConfig(quant_type=quant_config)
quantized_model = AutoModelForImageTextToText.from_pretrained(
    "Qwen/Qwen3-VL-4B-Instruct",
    dtype=torch.bfloat16,
    device_map="auto",
    quantization_config=quantization_config
)
processor = AutoProcessor.from_pretrained("Qwen/Qwen3-VL-4B-Instruct")
messages = [
    {
        "role": "user",
        "content": [
            {"type": "image", "url": "https://huggingface.co/datasets/huggingface/documentation-images/resolve/main/p-blog/candy.JPG"},
            {"type": "text", "text": "What animal is on the candy?"}
        ]
    },
]
inputs = processor.apply_chat_template(
  messages,
  add_generation_prompt=True,
  tokenize=True,
  return_dict=True,
  return_tensors="pt",
).to(quantized_model.device, quantized_model.dtype)
output = quantized_model.generate(**inputs, max_new_tokens=100)
print(processor.decode(output[0][inputs["input_ids"].shape[1]:], skip_special_tokens=True))

            The generation can take a while because torchao compiles generations, this results in increased duration in the first run. If you change the sequence length or the batch size it will recompile again. Moreover, you can get better speed-ups on larger batch sizes. 

            Once quantized, you can save, push to Hugging Face Hub and load the model like how you normally do with transformers. This requires torchao>=0.15.

            You can checkout torchao transformers documentation to try different quantization schemes, as the API is subject to changes. Depending on the hardware and the data type (int8, int4) the code changes as well. 

          

        

        
          Knowledge Distillation for VLMs

          Quantization compresses a model’s representation, but knowledge distillation (KD) trains a smaller model to mimic a larger one. For VLMs, distillation can reduce model size by 4-10x while retaining most capabilities, at the cost of a full training run.

          
            The Core Idea

            A teacher model (e.g., 7B VLM) guides a student model (e.g., 1-2B) during training. The student learns from the teacher’s outputs rather than just ground-truth labels:

            
              	
                Teacher (7B): image + “Describe” -> “A dog running on grass”

              

              	
                Student (1B): image + “Describe” → train to produce same output

              

            

            The classic example: LLaVA (7B) was trained using GPT-4 as a teacher, and GPT-4 with vision answered ~158K questions about images, and LLaVA learned from those responses. That’s distillation from an unseen super-teacher.

          

          
            VLM-Specific Distillation

            Unlike text-only LLMs, VLMs have three components to distill:

            
              
                	Stage
                	What’s Distilled
                	Loss Function
              

              
                	Vision Encoder
                	Visual features
                	L2 on embeddings: 
 
              

              
                	Connector
                	Cross-modal alignment
                	Feature regression
              

              
                	LLM Backbone
                	Text generation
                	Cross-entropy on teacher’s outputs
              

            

            Joint multimodal distillation combines all three: align visual features so the student “sees” like the teacher, then align text outputs so it “speaks” like the teacher. A two-stage approach works well: first distill the vision encoder (frozen LLM), then distill end-to-end.

          

        

      

      
        Exporting Models to Different Runtimes

        Under the hood, every neural network is a directed graph: inputs flow in, pass through operations (matrix multiplies, attention computations, activations), and outputs flow out. Each operation is a node; each tensor flowing between operations is an edge. When you train a model in PyTorch, you are working with a dynamic computational graph: operations execute as Python code runs, tensors flow through layers, and everything happens interactively. 

        As you can imagine, when it comes to performance, this is far from optimal: if we know how the graph looks like, we can think of strategies to fuse adjacent operations, prune unused branches and allocate memory efficiently. 

        This search for efficiency is one of the goals of exporting the models, sometimes it can be a portability issue, like PDFs, you want something universal that works in many places. In this section you will see the major export formats (ONNX, TensorRT, TorchScript). We won’t forget about browser deployment (Transformers.js) and overall we will put focus on the constraints that VLMs impose on these conversions.

        
          ONNX: the english of the models

          ONNX stands for Open Neural Network Exchange and is an open format designed to be the common language between ML frameworks. You can export from PyTorch or JAX, and then run on ONNX Runtime, TensorRT, or any other compatible backend. 

          See below in some pseudo-code how we export a model to ONNX:

          import torch
# Your trained model
model = load_my_vlm()
model.eval()
# Create dummy inputs matching your model's expected shapes
dummy_image = torch.randn(1, 3, 384, 384)
dummy_input_ids = torch.randint(0, 32000, (1, 128))
# Export to ONNX
torch.onnx.export(
    model,
    (dummy_image, dummy_input_ids),
    "model.onnx",
    input_names=["pixel_values", "input_ids"],
    output_names=["logits"],
    dynamic_axes={
        "pixel_values": {0: "batch"},
        "input_ids": {0: "batch", 1: "sequence"},
        "logits": {0: "batch", 1: "sequence"}
    },
    opset_version=17
)

          The dynamic_axes parameter is crucial: it tells ONNX which dimensions can vary at runtime. Without it, your model would be locked to exactly the batch size and sequence length you used during export. What actually gets exported? The exporter traces your model’s forward pass using the dummy inputs, recording every operation as an ONNX node. Standard operations (linear layers, convolutions, attention) map directly to ONNX operators. The result is a .onnx file containing the full graph structure and weights.

          That sounds too good, what can go wrong? Unfortunately, several things:

          
            	
              Unsupported operations: If your model uses an operation that doesn’t have an ONNX equivalent, export fails. Custom CUDA kernels, some dynamic control flow, and certain newer PyTorch features can all cause problems.

            

            	
              Dynamic control flow: If your model’s computation depends on input values (not just shapes), tracing may not capture all paths. For example, early-exit mechanisms or conditional computation often require special handling.

            

          

          Specifically on VLMs, as you have been seeing through the book, VLMs typically have some preprocessing for resizing, normalization or patch extraction. When it comes to ONNX exports, this preprocessing often stays in Python rather than getting exported, which means you’ll need to handle it separately in your deployment pipeline.

          A common practice in VLMs is to export the vision encoder, projection layer, and language model separately because each have different computational patterns. Once those are exported, there is some extra code out of the export that puts them together. 

        

        
          TensorRT: maximum GPU performance

          While ONNX gives you portability, TensorRT gives you performance on NVIDIA hardware. TensorRT is NVIDIA’s inference optimizer. It takes an ONNX model (or imports directly from PyTorch) and produces an optimized engine tuned for specific GPU architectures.

          The typical workflow looks like this:

          import tensorrt as trt
# Build TensorRT engine from ONNX
logger = trt.Logger(trt.Logger.WARNING)
builder = trt.Builder(logger)
network = builder.create_network(
    1 << int(trt.NetworkDefinitionCreationFlag.EXPLICIT_BATCH)
)
parser = trt.OnnxParser(network, logger)
with open("model.onnx", "rb") as f:
    parser.parse(f.read())
config = builder.create_builder_config()
config.set_memory_pool_limit(trt.MemoryPoolType.WORKSPACE, 8 * 1024**3)  # 8GB
# Build optimized engine
engine = builder.build_serialized_network(network, config)

          TensorRT performs several optimizations during this build process: layer fusion (combining adjacent operations), precision calibration (quantization), kernel auto-tuning (selecting the fastest CUDA kernels for your specific GPU), and memory optimization (minimizing allocations and data movement).

          The catch is that TensorRT engines are GPU-specific. An engine built for an A100 won’t run on a T4. This means you either build engines for each target GPU at deployment time, or you maintain a library of pre-built engines.

          Another catch with TensorRT has to do with its design: TensorRT was designed for models with fixed tensor shapes. For example, think of image classifiers where every input is 224×224. Autoregressive text generation doesn’t fit this mold. The KV cache that stores past attention states grows with every token you produce: the cache holding 10 tokens is a different shape than the cache holding 100 tokens.

          This is a general challenge for LLMs on TensorRT, and by extension VLMs (which inherit the same generation loop). You either pre-allocate the maximum possible cache size upfront (wasteful of GPU memory) or use specialized implementations that handle the dynamic shapes. Frameworks like vLLM and TensorRT-LLM have already solved this, if you’re deploying generative models with TensorRT, build on their work rather than implementing KV cache management from scratch.

        

        
          Browser deployment with transformers.js

          Running models in the browser has gone from impossible to surprisingly practical. Transformers.js wraps ONNX Runtime Web and provides a familiar API for running Hugging Face models directly in JavaScript.

          import { pipeline } from '@huggingface/transformers';
// Load a VLM for image-to-text
const pipe = await pipeline(
    'image-to-text',
    'onnx-community/SmolVLM-256M-Instruct',
    { device: 'webgpu' }  // GPU acceleration via WebGPU
);
const result = await pipe(imageUrl, { 
    max_new_tokens: 100 
});

          Transformers.js handles loading, preprocessing, and postprocessing

          But where is this actually running? the browser has two compute backends available. WebAssembly (WASM) runs on the CPU and works everywhere. WebGPU provides GPU acceleration but requires a compatible browser. For VLMs, WebGPU is almost mandatory: vision encoders are too slow on CPU to be practical.

          Browsers have extra constraints: memory is limited (typically 2-4GB for WebAssembly), download sizes matter (users will wait for a 256M model, not a 7B model). As you can imagine, quantization becomes essential and as of today, 4-bit models are the norm for browser deployment.

          Converting models for Transformers.js uses the Optimum library from Hugging Face. The library provides a set of optimization tools to run models efficiently on targeted hardware… and keeping it all easy to use.

          # Convert and quantize for browser deployment
optimum-cli export onnx --model your-model --task image-text-to-text
python -m scripts.convert --quantize --model_id your-model

          The conversion produces multiple ONNX files (vision encoder, text embedding, decoder), each optimized for browser execution.

          The model weights are only part of what you need to export. As we discussed on the ONNX sub-section, VLMs have substantial preprocessing / post-processing that we need to handle in the deployment code. This includes:

          
            	
              Image preprocessing: Resize to expected dimensions, normalize pixel values, potentially split into patches or tiles

            

            	
              Tokenization: Convert text prompts to token IDs, handle special tokens for image placeholders

            

            	
              Output decoding: Convert logits to tokens, implement sampling strategies, handle stop sequences

            

          

          Some teams export preprocessing as a separate ONNX model. Others implement it in their target language (JavaScript for browser, C++ for edge). The important thing is to ensure your preprocessing exactly matches what the model saw during training: subtle differences in image normalization or tokenization can silently degrade quality.

          Practical Reality: How Often Do Conversions “Just Work”?

          If you’re working with well-supported architectures: standard transformers, common vision encoders like ViT or SigLIP conversions usually work out of the box. The Hugging Face ecosystem has put substantial effort into ONNX export for popular model families.

          For VLMs specifically, models like Qwen2-VL, PaliGemma, and SmolVLM have official ONNX exports available. 

          You might still hit friction in brand-new architectures: If you’re working with a model released last week, ONNX export may require custom work. The tooling catches up quickly, but there’s always a lag.

          The general pattern is that first implementations require work, but once someone does it, the path is paved for others. When SmolVLM first came to MLX, it required custom implementation effort because it was among the first VLMs in that ecosystem. Now, new VLM architectures are substantially easier to port because the patterns are established.

        

      

      
        Packaging & Deploying in Real Environments

        We have seen how to optimize your model and convert it to a faster runtime. Now you need to actually serve it, meaning expose an API that handles real traffic, stays up under load, and all this while not get bankrupted paying GPUs. This section covers the journey from “it runs in a notebook” to “it serves 10,000 users reliably.”

        We will go through that process in an interactive way, starting from the most obvious setup to get a model running in a reproducible way towards the one that can be faster under concurrent load.

        
          It runs

          Most teams start here. You containerize a small web server that loads a VLM, accepts image URLs and prompts, calls model.generate(), and returns text. Something like this:

          # We create a fileserver.py
from fastapi import FastAPI
from transformers import AutoProcessor, LlavaForConditionalGeneration
from pydantic import BaseModel
from PIL import Image
import requests
import torch
app = FastAPI()
device = "cuda" if torch.cuda.is_available() else "cpu"
model = LlavaForConditionalGeneration.from_pretrained(
    "llava-hf/llava-1.5-7b-hf"
).to(device).eval()
processor = AutoProcessor.from_pretrained("llava-hf/llava-1.5-7b-hf")
class GenerateRequest(BaseModel):
    image_url: str
    prompt: str
@app.post("/generate")
async def generate(req: GenerateRequest):
    image = Image.open(requests.get(req.image_url, stream=True).raw)
    inputs = processor(text=req.prompt, images=image, return_tensors="pt").to(device)
    with torch.inference_mode():
        output = model.generate(**inputs, max_new_tokens=200)    
    # Slice off the input tokens to return only the generated response
    generated_tokens = output[0, inputs["input_ids"].shape[1]:]
    return {"text": processor.decode(generated_tokens, skip_special_tokens=True)}
We create a Docker container that runs that script. Below the docker file to build the container:
```dockerfile
FROM pytorch/pytorch:2.1.0-cuda12.1-cudnn8-runtime
WORKDIR /app
RUN pip install --no-cache-dir transformers accelerate pillow fastapi uvicorn requests
COPY server.py /app/server.py
CMD ["uvicorn", "server:app", "--host", "0.0.0.0", "--port", "8000"]

          This works. You can build it, run it, send requests, get responses. But it falls apart quickly under real conditions. Why?

          
            	
              each request gets its own generate() call creating tiny spiky workloads: GPUs are optimized for large, steady batches of work. You will be wasting most of your expensive hardware’s capacity.

            

            	
              concurrency causes OOM: two simultaneous requests with long outputs can blow up the KV cache and crash your server. There’s no coordination between requests competing for GPU memory.

            

            	
              no streaming: Users wait for the entire response before seeing anything. For long outputs, this feels broken.

            

          

          Okay, you are an experienced engineer and you will eventually want request queuing, timeout handling, health checks, graceful shutdown... does this feel like reinventing the wheel a little bit? In addition to that, we have to take into account that “just batch the requests” isn’t straightforward for autoregressive models.

          Text generation has two distinct phases with different computational profiles:

          
            	
              Prefill processes the entire input prompt (text + image tokens for VLMs) in one forward pass. Those are many matrix multiplications, but you do it once per request.

            

            	
              Decode generates tokens one at a time, each requiring a forward pass that reads from the KV cache. This is memory-bandwidth-heavy: you’re constantly reading/writing cache entries, but the actual compute per token is relatively small.

            

          

          The problem is that different requests are at different stages. Request A might be mid-decode while Request B just arrived and needs prefill. Request C might be nearly done (short output) while Request D is generating a novel. Naive batching doesn’t work because: prefill wants big chunks of compute, decode wants minimal latency per token, sequences finish at different times and KV cache sizes can vary substantially between requests

          You could implement a scheduler that handles all this but this is exactly what serving engines like vLLM already do, with years of optimization behind them.

        

        
          Efficient deployment with vLLM

          vLLM is the answer to “how do I group requests and run inference efficiently?” It provides an OpenAI-compatible server that handles batching, scheduling, and memory management automatically, including full support for VLMs with image inputs.

          Three concepts matter for understanding why vLLM is fast:

          
            	
              Chunked prefill with smart scheduling: Instead of processing an entire long prompt in one shot (blocking decode for other requests), vLLM breaks prefills into chunks and interleaves them with decode steps. This keeps time-to-first-token (TTFT) reasonable even when some requests have huge prompts. The scheduler prioritizes decode (users waiting for tokens) while filling remaining compute budget with prefill chunks.

            

            	
              PagedAttention for memory management: The KV cache is the memory bottleneck for serving LLMs. Naive implementations pre-allocate maximum cache size per request, wasting memory on short sequences. PagedAttention manages KV cache in blocks (like virtual memory pages), eliminating fragmentation and enabling much larger effective batch sizes. This is the core innovation that made vLLM famous.

            

            	
              Continuous batching: Requests enter and exit the batch dynamically. When one sequence finishes, its slot immediately becomes available for a new request. No waiting for an entire batch to complete.

            

          

          
            Running vLLM with a VLM

            vLLM provides an official Docker image that makes deployment straightforward:

            export HF_TOKEN=...  # if needed for gated models
docker run --runtime nvidia --gpus all \
  -v ~/.cache/huggingface:/root/.cache/huggingface \
  --env "HF_TOKEN=$HF_TOKEN" \
  -p 8000:8000 \
  --ipc=host \
  vllm/vllm-openai:latest \
  --model microsoft/Phi-3.5-vision-instruct \
  --trust-remote-code \
  --max-model-len 4096 \
  --limit-mm-per-prompt '{"image":2}'

          

          
            A few flags worth understanding

            
              General
            

            --ipc=host (or --shm-size=8g): PyTorch uses shared memory for tensor operations, especially in multi-GPU setups. Without this, you’ll hit cryptic “unable to open shared memory” errors.

            --trust-remote-code: Many VLMs have custom model code in their repos. This flag allows executing it.

            --limit-mm-per-prompt '{"image”:2}': Prevents users from sending 20 images in one request and OOMing your server. Essential for any public-facing deployment. (Older vLLM versions also accepted a legacy image=2,video=1 format, you may see this in older documentation.)

            
              Security
            

            Since your server fetches arbitrary URLs that users provide, you’re exposed to SSRF (Server-Side Request Forgery) attacks. A malicious user could ask your server to fetch internal network resources. vLLM provides built-in protections:

            --allowed-media-domains example.com,cdn.example.com: Restrict which domains the server can fetch images from.

            VLLM_MEDIA_URL_ALLOW_REDIRECTS=0: Prevent redirect-based bypasses of domain restrictions.

            vLLM also defaults to a 5-second timeout on image fetches (configurable via environment variable). If you’re seeing intermittent failures in production, slow upstream image servers might be the cause.

          

          
            Client Code

            The server exposes an OpenAI-compatible API, so you can use the standard OpenAI client:

            from openai import OpenAI
client = OpenAI(api_key="EMPTY", base_url="http://localhost:8000/v1")
response = client.chat.completions.create(
    model="microsoft/Phi-3.5-vision-instruct",
    messages=[{
        "role": "user",
        "content": [
            {"type": "text", "text": "What's in this image?"},
            {"type": "image_url", "image_url": {"url": "https://example.com/photo.jpg"}},
        ],
    }],
)
print(response.choices[0].message.content)

            You don’t need to manually insert <image> placeholder tokens in your text, vLLM handles chat template application and image token placement automatically. Just interleave text and image content blocks as shown, and the server figures out the rest.

          

          
            Common Friction Points

            How often does this “just work”? For well-supported models with proper chat templates, it’s usually smooth. When you hit issues, they’re typically:

            Chat template problems: The server needs to know how to format messages for your specific model. If the model repo doesn’t include a proper chat_template in its tokenizer config, you’ll get errors. Fix with --chat-template path/to/template.jinja.

            Remote code requirements: Newer models often need --trust-remote-code, and sometimes require installing a development version of Transformers (if the model included new changes to Transformers).

            Different VLMs expect different image formats, normalization, or tiling strategies. vLLM handles most common cases, but novel architectures may need updates.

          

        

        
          Production optimizations

          Once you’re running vLLM in Docker, there’s another level of optimization available for high-traffic deployments.

          
            Prefix Caching

            If many requests share a common prefix (a system prompt, few-shot examples, or standard instructions) you’re recomputing the same KV cache entries over and over. vLLM’s automatic prefix caching detects shared prefixes and reuses their cached attention states across requests.

            This is huge for chatbots where every request starts with the same 500-token system prompt. Instead of prefilling those tokens for each request, you compute them once and reuse the cache. TTFT drops dramatically for the second request onward.

            In vLLM V1, prefix caching is enabled by default when the scheduler supports it. You can explicitly control it with --enable-prefix-caching 

            For VLMs specifically, you can cache processed image embeddings across requests by providing a stable UUID for each image:

            {
    "type": "image_url",
    "image_url": {"url": "https://example.com/photo.jpg"},
    "uuid": "photo-abc123"
}

            If the same UUID appears in subsequent requests, vLLM reuses the cached vision encoder output instead of re-processing the image. This saves significant compute when users ask follow-up questions about the same image.

            One important detail: if you expect a cache hit, you can omit re-sending the media entirely and just provide the UUID. But if the UUID isn’t in cache (server restarted, cache evicted), the request fails. Design your client to handle this gracefully: either always send media, or catch failures and retry with media included.

          

          
            Disaggregated Vision Encoder

            In most VLMs, you process the image once at the start, then it’s all text generation. By separating the encoder you can scale encoder and decoder independently and this is interesting because vision encoding often needs fewer resources than decoding.

            In a multi-GPU environment, encoder outputs can be cached and shared across multiple decoder workers. So that your expensive language model GPUs stay busy decoding instead of occasionally blocking on image processing.

            vLLM supports this as “disaggregated prefill” for the vision components. It’s overkill for small deployments but valuable when you’re running dozens of GPU workers.

          

          
            Alternative approach: Triton + TensorRT-LLM

            The “maximum performance” option from NVIDIA. You compile your model to TensorRT engines, deploy them in Triton Inference Server, and get highly optimized GPU utilization.

            NVIDIA provides tutorials specifically for VLMs like LLaVA, including engine building and Triton model repository setup. Their TensorRT-LLM backend supports multimodal architectures including LLaVA, LLaVA-OneVision, and Qwen2-VL.

            The trade-off: significantly more setup complexity (engine compilation, model repository configuration, version management) in exchange for potentially better throughput. Worth it for very high-scale deployments where you’ve already squeezed what you can from vLLM.

          

        

      

      
        On‑device/Edge Deployment

        Two years ago, running a vision-language model on a phone was essentially impossible. Today, sub-500M models run at interactive speeds on flagship devices. The trends are clear: device NPUs keep getting faster, model architectures keep getting more efficient (FastVLM, SmolVLM), quantization techniques keep improving, and frameworks like MLX and ExecuTorch mature rapidly. Models that seem impossibly large for phones today will run comfortably in two years.

        This section covers how to ride that wave now: running VLMs directly on user devices when you can’t or don’t want to hit a server. We connect back to quantization (Section 7.1.4) and PEFT (Chapter 6), showing how they become essential.

        
          The Edge Landscape

          By “edge,” we mean running inference on user-adjacent hardware: laptops, phones, or embedded devices, anywhere memory and power limits dominate design decisions:

          
            	
              Laptops and desktops. For example an M2 MacBook with 16GB unified memory runs a 2B parameter VLM comfortably. Gaming PCs with dedicated GPUs handle larger models. This is the easiest target, essentially a smaller version of server deployment.

            

            	
              Mobile devices: Phones have NPUs and GPUs, but thermal limits, battery life, and memory (4-8GB shared with the OS) restrict you to sub-500M models. This is the challenging frontier.

            

            	
              Embedded: Jetson Orin, Raspberry Pi, custom hardware. Limited compute, typically used for narrow tasks rather than general VLM inference.

            

          

          Even if the three environments are quite different, in all of them memory is the primary constraint, not compute. The question isn’t whether the device can do the math fast enough, it’s whether the model fits at all.

          To close this introduction, something that we observed landing models on edge devices is that the gap between flagship and three-year-old budget devices is enormous. Test on real hardware across your target spectrum, simulators don’t capture memory pressure or thermal throttling.

        

        
          MLX on Apple Silicon

          MLX is a NumPy-like array library for Apple Silicon backend. It has access to Silicon’s unified memory (CPU & GPU use the same memory pool). The API is almost the same as numpy and torch, here’s how a neural network can be defined.

          import mlx.core as mx
import mlx.nn as nn
class MLP(nn.Module):
    def __init__(self, in_dims: int, out_dims: int):
        super().__init__()
        self.layers = [
            nn.Linear(in_dims, 128),
            nn.Linear(128, 128),
            nn.Linear(128, out_dims),
        ]
    def __call__(self, x):
        for i, l in enumerate(self.layers):
            x = mx.maximum(x, 0) if i > 0 else x
            x = l(x)
        return x

          MLX-VLM is a wrapper around MLX for vision language and any-to-any (Omni) models. It is very easy to get started with the library. 

          Install with following command.

          pip install -U mlx-vlm

          To serve a model with MLX-VLM, the architecture has to be implemented within the library. If an architecture is implemented, you can convert a checkpoint that uses the same architecture. You can check out supported architectures [here](https://github.com/Blaizzy/mlx-vlm/tree/main/mlx_vlm/models). You can convert a Hugging Face transformers model as follows. You can quantize the model, save it in different precision, and push the converted model to Hugging Face Hub.

          mlx_vlm.convert --hf-path Qwen/Qwen3-VL-8B-Instruct --mlx-path your_model_path --upload-repo your-username/Qwen3-VL-8B --quantize --dtype bfloat16

          Hugging Face Hub hosts hundreds of vision language models converted to MLX-VLM format, as well as their quantized versions. When you visit the Hugging Face Hub models page, filter for image-text-to-text from tasks and MLX from libraries. You can see available models ready to serve out of the box. 

          Once you found the model to serve, you can use CLI commands MLX-VLM offers. Here’s how you can start inferring vision language models.

          mlx_vlm.generate --model lmstudio-community/Qwen3-VL-2B-Thinking-MLX-8bit --max-tokens 100 --temperature 0.0 --prompt "Describe this image." --image https://huggingface.co/datasets/vlmbook/images/resolve/main/venice.png

          You can also infer with Gemma-3n, that takes in image, audio and text prompt, all at once.

          mlx_vlm.generate --model mlx-community/gemma-3n-E2B-it-4bit --max-tokens 100 --prompt "Describe what you see and hear" --image https://huggingface.co/datasets/vlmbook/images/resolve/main/venice.png --audio /path/to/audio.wav

          MLX-VLM also has a command for video understanding inference.

          mlx_vlm.video_generate --model mlx-community/Qwen2-VL-2B-Instruct-4bit --max-tokens 100 --prompt "Describe this video" --video https://huggingface.co/datasets/vlmbook/images/resolve/main/IMG_8137.mp4 --fps 1.0

          You can also use it through Python. Load the model as follows.

          from mlx_vlm import load, generate
from mlx_vlm.utils import load_config
model_path = "lmstudio-community/Qwen3-VL-2B-Thinking-MLX-8bit"
model, processor = load(model_path)
config = load_config(model_path)

          Preprocess the inputs and infer.

          import mlx.core as mx
from mlx_vlm.prompt_utils import apply_chat_template
image = [Image.open("https://huggingface.co/datasets/vlmbook/images/resolve/main/venice.png")] # You can also pass in multiple images
prompt = "Describe this image."
formatted_prompt = apply_chat_template(
    processor, config, prompt, num_images=len(image)
)
output = generate(model, processor, formatted_prompt, image, verbose=False)
print(output)

        

        
          Llama.cpp

          Llama.cpp is a library for optimized LLM and VLM inference with C++. It supports various backends, from Metal (Apple Silicon) to cuda, you can see the official list [here](https://github.com/ggml-org/llama.cpp?tab=readme-ov-file#supported-backends). To use it, you need to export the model to a format called GGUF and then you can serve it using different APIs and the user interface llama.cpp offers. It also offers a hierarchical quantization scheme. 

          To use it, you need to locally build depending on your setup. You can find the instructions [here](https://github.com/ggml-org/llama.cpp/blob/master/docs/build.md). Here’s how you can install and build using cmake.

          python3 -m pip install --user cmake
# make sure ~/.local/bin is on PATH:
export PATH="$HOME/.local/bin:$PATH"
cmake --version
git clone https://github.com/ggml-org/llama.cpp
cd llama.cpp
cmake -B build
cmake --build build --config Release

          To convert a model to GGUF, the architecture behind the model should be implemented in llama.cpp. You can get the list of supported models [here](https://github.com/ggml-org/llama.cpp?tab=readme-ov-file#multimodal). After you download the model to a local directory, follow these steps. 

          Because multimodal models come in different patterns with vision encoder, projection and LLM connected separately, you need to convert the vision encoder and projector first, and then LLM separately. Each multimodal model have their own script.

          cd gemma-3-4b-it
python ../llama.cpp/convert_hf_to_gguf.py --outfile model.gguf --outtype f16 --mmproj .

          You can check whichever quantization setup your build has.

          cd ../llama.cpp
ls build/bin | grep -i quant

          Assuming you have llama-quantize, you can quantize the resulting model as follows.

          ./build/bin/llama-quantize \
  ../gemma-3-4b-it/model-f16.gguf \
  ../gemma-3-4b-it/model-Q4_K_M.gguf \
  Q4_K_M

          But what is this Q4_K_M? It’s how the quantization scheme is coded.

          Let’s break down.

          Q4: 4-bit quantization, it is 4x smaller than fp16. It’s not exactly stored in 4-bit, more like average bits per weight, the weight values are mostly stored as 4-bit integers. The library offers quantization from 2-bit to 8-bit, most users pick 4-bit quantization. Going from 2-bit to 8-bit the model takes more memory but quality increases.

          _K: K-Quant. This groups weights into blocks (typically 256 values), stores the quantization scale per block, and then quantizes. With K-quant, the weight values are stored in 4-bit, but also there’s scale factor and block header stored, so on average, each weight ends up costing around 4.8 bits. 

          _M: The quality preset. 

          
            	
              S → smaller & faster, more loss

            

            	
              M → balanced

            

            	
              L → larger & higher quality

            

          

          You can read it as follows.

          Q 4 _ K _ M

          │ │ │ └─ Quality preset

          │ │ └──── Quantization method 

          │ └──────── Precision of the weight

          └────────── “Quantized”

          llama.cpp supports multimodal input via libmtmd, to input images. Llama.cpp has two ways of serving models, one is CLI command llama-mtmd-cli:

          llama-mtmd-cli -hf ggml-org/gemma-3-4b-it-GGUF -m gemma-3-4b-it-GGUF —image path/to/img.jpg   -p "Describe this image in detail."

          The other one is llama-server via OpenAI-compatible /chat/completions API.

          llama-server -hf ggml-org/gemma-3-4b-it-GGUF

          Using models on Hugging Face is the easiest way to serve GGUF models because otherwise you need to indicate two separate models, multimodal projector and LLM. You can then trigger the exposed endpoints with OpenAI compatible API.

        

        
          Mobile Deployment

          Getting VLMs onto phones requires looking at the problem from a system perspective and find which knobs you can press and squeeze a bit more the model.

          If we look at the optimization knobs, this is what we can do:

          
            	
              Quantization is a must, for example a 500M model at 4-bit is ~250MB of weights, a significant chunk of phone memory even before activations and KV cache.

            

            	
              Once we have our model in ONNX we usually export it again into device native formats: Core ML on iOS, NNAPI/TFLite on Android. These access NPU/GPU acceleration that generic frameworks can’t match. 

            

          

          Adjusting the architecture to the device is another important knob to tune. For example Apple’s FastVLM uses FastViT as its vision encoder (a hybrid that runs convolutional layers first to downsample the image, then transformer blocks on the reduced representation). The impact of FastViT is 4-16x fewer visual tokens than standard ViT encoders at the same image resolution. Since visual tokens dominate the LLM’s context (and thus memory and compute), this translates to 5-20x faster inference.

          If your goal is to make it easily accessible to multiple platforms to explore the adoption of your model, GGUF models (via llama.cpp) run on CPU, Apple Silicon, and various accelerators:

          ./llava-cli -m smolvlm-500m-q4_k_m.gguf \
  --mmproj smolvlm-mmproj-f16.gguf \
  --image photo.jpg -p "Describe this image" -n 200

        

        
          PEFT Adapters for Edge Customization

          Chapter 6 covered LoRA for fine-tuning. On edge devices, it serves a different purpose: enabling customization without replacing the entire model.

          LoRA allows you to ship a base VLM with your app (250MB at 4-bit) and then, like a screwdriver kit with interchangeable bits, ship small adapters for each use case:

          Base model: 250 MB (ships with app)

          Adapter A: 8 MB (detailed descriptions)

          Adapter B: 8 MB (medical terminology)

          Users download only what they need. MLX-VLM supports this directly:

          model, processor = load(
    "mlx-community/SmolVLM2-500M-Video-Instruct-mlx",
    adapter_path="path/to/medical-adapter"
)

        

        
          Hybrid Patterns

          What about sharing the load between edge and cloud? There are several approaches:

          
            	
              Local-first with cloud fallback: run a compact VLM locally for simple queries. When confidence is low or the query is complex, escalate to a larger cloud model. The local model handles 70-80% of requests instantly, only hard cases incur latency and cost.

            

            	
              Vision on-device, language in cloud: run just the vision encoder locally (fast, keeps images private), send embedding vectors to a cloud LLM. You’re uploading kilobytes instead of megabytes.

            

            	
              Local cache: Cache responses for common queries. Hit the cloud only for novel inputs, effective when users ask similar questions repeatedly.

            

          

        

      

      
        Summary

        This chapter equipped you with the complete toolkit for taking VLMs from training to production deployment:

        
          	
            You learned that VLM inference differs fundamentally from text-only models because visual tokens dominate the context and persist across conversation turns. The KV cache trades memory for compute during autoregressive generation, and modern models use Grouped Query Attention to shrink cache requirements dramatically. 

          

          	
            You saw that FlashAttention exploits the bandwidth gap between fast on-chip SRAM and slower main GPU memory through tiled computation, while quantization attacks the same memory-bound bottleneck by shrinking weights.

          

          	
            For model portability, you explored ONNX as the universal interchange format, TensorRT for maximum NVIDIA performance, and Transformers.js for browser deployment. VLMs typically require exporting components separately, and the vision encoder should stay at higher precision than the LLM backbone.

          

          	
            You discovered why naive web server deployments fail under concurrent load and how vLLM solves this through PagedAttention, continuous batching, and chunked prefill scheduling. Production features like prefix caching and image UUID caching eliminate redundant computation when users share system prompts or ask follow-up questions about the same image.

          

          	
            Edge deployment revealed that aggressive quantization, efficient architectures like FastVLM, and LoRA adapters enable VLMs on phones and laptops

          

        

      

      
        Quiz

        
          	
            Why is inference for large language models (and by extension VLMs) typically memory-bound rather than compute-bound, and how does this explain why quantization improves throughput even though you’re still doing the same mathematical operations?

          

          	
            Explain why bitsandbytes INT4 quantization reduces memory but can actually increase latency, while AWQ/GPTQ with fused kernels improves both. What’s the key difference in how dequantization is handled?

          

          	
            A VLM chatbot uses the same system prompt for every conversation, and users often ask multiple questions about a single uploaded image. Which two vLLM caching mechanisms address each source of redundant computation, and why do they matter more for VLMs than text-only models?

          

          	
            When deploying a VLM, why is it common practice to quantize the LLM backbone aggressively while keeping the vision encoder at higher precision? Consider both the relative component sizes and their sensitivity to precision loss.

          

          	
            You’re building a mobile app that needs offline VLM inference on devices with limited RAM. What combination of model architecture choices, quantization strategy, and fallback mechanisms would you use to balance capability against device constraints?
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