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“Kleppe provides a rewarding reading experience. She masterfully blends the valuable insights of both academics and practitioners, and her holistic approach to the subject will benefit software engineers with helpful insights into their craft and tools.”

—Patrick Bailey, Computer Science Department, Calvin College

“With the advent of domain-specific languages in modern software development, an understanding of software language engineering becomes essential for developers. Kleppe offers an erudite and easy-going introduction to the key concepts of the subject.”

—Anders Hessellund, IT University of Copenhagen, Denmark

“Ms. Kleppe has risen to the challenge by successfully combining the traditional theory of text-based programming languages with the brave new world of computer modeling languages into a single comprehensive and consistent conceptual framework. Furthermore, she has done so with wit and style. The text is eminently readable without being condescending, and should please both pragmatically inclined software developers as well as theoreticians who seek abstractions. This is a rare example of a technical book that fully realizes the adage that ‘things should be made as simple as possible, but no simpler.’”

—Bran Selic, Malina Software Corp.

“By finally gathering under one roof the philosophy, concepts, and terminology of language design—and by breaking down many of the needless barriers between graphical and textual languages—this book provides a good introduction for the novice and is a useful refresher for the expert.”

—Dr. Laurence Tratt, Bournemouth University, UK

“Software Language Engineering is an excellent resource for teaching you how to create software languages that are specific to your domain by utilizing a domain modeling approach.”

—Dave Hendricksen, Software Architect

“Languages to define procedures, objects, and intent have proliferated unchecked since Ada Byron. Lady Lovelace first realized in 1830 that some day machines would be programmed. The vast majority of these languages have failed to feature much in the way of design, despite pioneering work by computer scientists such as Niklaus Wirth. But if, as Wirth says, “... precision and perfection are not a dispensable luxury, but a simple necessity,” then language design, in fact precise language design, becomes a critical skill. The advent of general language-modeling languages (like Meta Object Facility) and languages designed to be made domain-specific (like Unified Modeling Language) make this skill even more pressing. No one better understands these issues, or better presents a unified path to precise language design, than Anneke Kleppe. Using clear and concise examples and detailed explanations, this book gives the language designer (and in fact any architect or developer) the background, tools, and skills necessary to design general and domain-specific languages right, the first time. It belongs on the bookshelf of every systems architect and software developer.”

—Richard Mark Soley, Ph.D., Chairman and CEO, Object Management Group, Inc.

“In this book Anneke brings together the “old” knowledge of programming languages with the “new” field of modeling languages. She makes it crystal clear how they complement each other instead of how they compete with each other. I especially like the new term “mogram,” which is the generic term for both model and program. Anyone who is designing or implementing programming languages, modeling languages, or domain specific languages should read this book. It provides the reader with the fundamental background on software language engineering.”

—Jos Warmer, Partner at Odina
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Preface









This book started out as my PhD thesis, a work I started rather late in my career. This book offers a condensed report of the knowledge I have gained over the years on designing languages for the software industry. I hope that this book will be helpful for you in learning about languages, their constituting elements, and how they can be defined. First, however, I would like to explain why this book is not a thesis.



Not a Thesis







As it turned out, it was a wrong move for me to go from industry to academia. Certain requirements to a PhD thesis, or the way these requirements are upheld, prohibit truthful expression of my ideas and insights in the subject matter. These requirements are: the work should be new; the work should be judged by a jury of peers; and the work should be based on a sound theory. So, you might ask, what’s wrong with that? These requirements certainly appear to be very good ones. Let me elaborate on these for a bit.

For a scientist to be sure that his or her work is new requires a large investment in studying what other people have been doing. With the increasing number of both scientists and publications per scientist, this requirement can in practice not be verified, only falsified. The limited life span of the average scientist is simply too short in view of the large body of scientific publications. This is the reason that the work of most scientists resembles the work being done by a worm: dissecting a single square yard of the garden of knowledge completely and ever so thoroughly. Only on this small area can the scientist be sure that he or she knows all related work. Unfortunately, the work I wanted to do better resembles that of a bee: visiting the many wonderful flowers in the garden of knowledge and bringing ideas, concepts, and techniques from the one to the other.

Furthermore, one can question this requirement even more fundamentally: What is newness? How do we decide what is new and what is not? The following quote[1] expresses beautifully how deceptive the difference between old and new is: “(to) make something that was not there before, . . . is deceptive, because the separate elements already existed and floated through history, but they were never before assembled in this manner. Joining, assembling, the new will always consist of that.”


[1] Translated from Dutch by AK: “wanneer je zelf iets maakt wat er niet eerder was, . . . is dat bedrieglijk, want de afzonderlijke elementen bestonden wel en zweefden in de geschiedenis, maar ze werden nooit eerder op deze wijze samengebracht. Samenbrengen, bijeenvoegen, het nieuwe zal altijd daaruit bestaan” (Connie Palmen, Lucifer, p. 261).


For example, when Jos Warmer and I created the Object Constraint Language, did we create something new? In one way we did not, because every element of the language was already there: set theory, object orientation, the notation used in Smalltalk, pre- and postconditions, you name it. Yet somehow, we managed to put all these things together like ingredients in a soup, stir them, and end up with something that most people consider to be a new language.

The second scientific requirement is that the work should be judged by a jury of peers. In practice, this means that the life of a scientist is all about judging (doing reviews) and being judged (getting reviewed). I have found that this is not beneficial for such qualities as open-mindedness and creativity, which every scientist is assumed to possess and cherish. Nor does it encourage cooperation, for who takes the credit? This life full of judgment, combined with the pressure to publish regularly, simply does not provide the right breeding ground for innovative research.

Furthermore, who are these peers who should do the judging? When you are a wormlike scientist, it is usually possible to find a few others working on the same square yard of the garden: people who are able to understand the work presented. Still, many scientists complain about the quality of the reviewers assigned to judge their work. Even worse is the case for a beelike scientist. Suppose that the bee takes an idea from patch A and applies it to patch B. The people in A will not be interested, whereas the people in B will have trouble understanding this strange idea. In a world full of worms, the bee has no peers. Please note that I do not object to having worms in the garden of knowledge. The work of the worms is necessary to keep the soil fertile. I just wish that there were more bees, because they are just as necessary; without their work, the garden cannot bear fruit.

Let’s proceed to the last requirement, which is that the work should be based on a sound theory. In fact, I have found that this requirement collides with the first. If you want to do innovative research, which I do, it appears that in computer science, the advances in theory no longer precede the advances in practice. Most of the major programming languages (Java, C#), modeling languages (UML), combined with model-driven software development, application architectures (SOA), and network architectures (.Net, J2EE) of the past two decades were conceived in industry. Academic computer science is in danger of slowly becoming an empirical field that studies the advances being made in industry.

Furthermore, most theory in academic computer science is mathematics based. Because only the very basic elements of mathematics are taught to students, most of whom end up working in industry, the gap between theory and practice is growing larger and larger. That leaves us with innovative research on one side of the gap, in industry, and sound theory on the other, in academia.

Widening the gap even further is the existence of a certain disdain for applied research in academia. When faced with making their theories applicable to industry, most scientists react like the mathematician in a well-known joke. This mathematician wakes up to see a fire starting in his bedroom. He looks at the fire and thinks: “Well, I have a bucket in kitchen, water in the bathroom, and I know how to apply these to put out the fire. So, all’s well.” And he goes back to sleep. In my opinion, progress in computer science is not only about knowing how to do things but also about doing them, especially because doing things always poses new challenges, thus providing you with extra knowledge about how to do (or not to do) these things. On the other hand, a different type of disdain exists in industry. Scientists are regarded as being strange creatures who speak gibberish and are extremely impractical. Therefore, people from industry are rather reluctant to use new ideas from academia, even when they are good ones.

As is, this book is not a thesis. It presents some things that are new but that are based on existing concepts, as well as some things that are old but still relevant for software language design. This book has not been judged by peers in detail, although many parts have been published in reviewed conferences. Finally, I am certain that the theory on which it is based leaves a lot of room for wormlike scientists to work on and improve what is presented here.

In short, the goal of this book is to illuminate fundamental issues about the design of software languages—some relating to syntax and some relating to meaning. Instead of describing a fixed step-by-step plan of how to create a new software language, the book shows what the ingredients of a language specification are and how each of these can be best expressed, thus providing the language engineer with maximum flexibility.

For this purpose, the use of grammars is contrasted with the use of metamodeling, showing that metamodeling is the best choice. In this book, the metamodel is used as a common notation; and the theory of graphs and graph transformations, an underlying foundation.





About This Book







A software language, unlike jargon and other natural-language phenomena, does not develop spontaneously from another, more commonly used language. Instead, a software language needs to be created artificially. For instance, when creating a domain-specific language (DSL), smart people who know the domain that the DSL is targeting need to accumulate the concepts from the domain and question themselves on the relationships between these concepts. Furthermore, the DSL designers need to invent a (concrete) syntax to identify these concepts and relationships. Next, tools, such as editors and code generators, need to be created. In short, the definition of a DSL takes a rather large effort. Therefore, the question of how to define languages for describing software in a consistent, coherent, comprehensible, yet easy manner is of great importance.

Many areas of expertise can contribute to your knowledge of software languages. This book visits the following areas of expertise:

• Computational linguistics

• Fundamental mathematics

• Grammars and compiler technology

• Graphs and graph transformations

• Model-driven software development

• Modeling and metamodeling

• Natural-language research

• Philosophy

• Visual-language Design


Not all these areas are as stand-alone as they appear to be. Studying the wealth of knowledge that these areas comprise, you can find many connections between them and similarities in the concepts used. Examples are grammar versus metamodel, model versus graph, and textual versus visual (graphical) language. Building on these connections and similarities, this book offers you:

• A way to define languages (textual and visual), including their semantics, based on object-oriented (meta)modeling and graph transformations

• An insight into the differences and similarities of the theories of textual and visual languages

• Additions to the integration of object-oriented modeling with graph theory

• A method for generating a grammar from a metamodel and the tools for supporting this

• Insights in to how to built a code generator for a new language

• A way to create support for multilanguage models/programs







Organization of This Book







When writing this book, I assumed that the reader would be an IT professional or student who is interested in software language design, domain-specific languages, and metamodeling. This reader has knowledge of UML, as well as some knowledge of OCL, but not necessarily of the topics from the areas mentioned earlier. To aid you in understanding these topics, I have included separate sections containing background information on these topics. When you are familiar with the topic, you can skip over these and continue reading the normal text flow. You can find the topics and their page numbers in a separate table of contents in the beginning of this book.

Many people do not sit down to read a book from the first page to the last, certainly not when it’s a textbook. Therefore, I have tried to write this book in the style of a Web site, with relatively stand-alone chapters but with links to other chapters. You will find multiple references to other sections. I hope this style helps you to find the parts of the book that are really interesting to you.

Following are short descriptions of the chapters and reasons why you should read or skip any of them.

• Chapter 1 explains the growing importance of software languages and the role of language engineering.

• Chapter 2 describes who is responsible for what within the area of software languages and their use. It also explains the types of tools used by people with various roles. The chapter has an introductory level.

• Chapter 3 explains the concepts used in this book—like language, language specification, linguistic utterance, and mogram—as well as the differences between general-purpose languages and domain-specific ones. The chapter has an introductory level and can be very useful for managerial people.

• Chapter 4 describes in much more detail what a language and a mogram are. It defines the concept of language specification and explains the differences between abstract and concrete forms. Furthermore, some formalisms for creating language specifications are described and compared. The chapter is of interest to the reader who wants to know more about the theoretical background of languages. It has an intermediate level.

• Chapter 5 describes the underlying mathematical theory of metamodels, models, and instances of models. The chapter is of interest to the reader who wants to know more about the theoretical background of metamodeling. It has an advanced level.

• Chapter 6 explains why an abstract syntax model is the central element of a language specification. The chapter also describes Alan, a software language that will be used in a number of chapters. The chapter has an intermediate level.

• Chapter 7 explains how concrete and abstract syntax relate, giving a framework for the recognition process of raw text or pixels into an instance of the language’s metamodel or abstract syntax graph. Skip this chapter if you are familiar with scanning, parsing, binding, and so on, and are not interested in seeing how these concepts differ for textual and graphical concrete syntaxes. This chapter has an introductory level.

• Chapter 8 explains how a textual concrete syntax can be derived from a metamodel. Read this chapter if you want to know more about the coupling of BNF grammars to metamodels. Skip it if you are interested only in graphical syntaxes. This chapter has an advanced level.

• Chapter 9 describes what semantics is and how it can be expressed. Read this chapter if you want to know why understanding is personal. Skip it if you think that a compiler or a code generator explains the meaning of a language well enough. This chapter has an introductory level.

• Chapter 10 dives into the details of specifying semantics by building a code generator. The chapter has an advanced level.

• Chapter 11 explains how languages can be created in such a way that expressions in multiple languages can relate to each other. Skip this chapter if you focus on working with a single language. It has an intermediate level.
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Foreword









“Humankind is defined by language; but civilization is defined by writing.”

Computer science is defined by computer languages.

Will the information age be defined by the web of software languages?[2]



[2] The first two sentences are the first two sentences of the book The world’s writing systems, co-edited by P. T. Daniels and W. Bright. These three sentences attempt to summarize in a very concise way the logical progression from Stone Age and natural languages toward Information Age and software languages.


Since the invention of writing and then of printing, many books have been written on many different topics. So one should always ask, why another book? In particular, why did the author spend so much time and effort in writing this book? Should we read it? Is there something new and important here? The answer is yes. My recommendation is clear: Don’t miss this book!

I’ve spent a couple of decades trying to understand software, which is certainly the most complex and versatile artefact ever built by humans. Instead of reading the future, I’ve dedicated a lot of time and effort to reading the past, following Winston Churchill’s advice: “The farther back you can look, the farther forward you are likely to see.” I realized that getting a deep understanding of software required understanding the history of not only computer science but also information technology and, ultimately, going back to prehistory, when everything started.

Nobody knows for sure when articulated language first appeared, but it was in prehistoric times, during the Stone Age. There is a general agreement on the fact that Homo sapiens is the only species with such elaborated language. Other species use different communication means, but they remain very limited. For instance, bees use a “domain-specific language” to indicate to other bees the direction of food. By contrast, human language distinguishes itself for being general-purpose and reflexive. This latter property describes a language’s capability to describe facts about itself. This book, which throughout talks about languages, is a perfect example of the metalinguistic capacity of humans. By reading this book, you will learn how metalanguages can be used to define languages. This task is not only extremely enjoyable for the intellect but also has strong practical implications.

Writing is, without any doubt, one of the first and most important information technologies ever invented. You could not read this book without it. As a matter of fact, the invention of writing marks the shift from pre-history to history. Writing did not pop up all at once, though. Very rudimentary techniques, such as notched bones or pebbles, were used in prehistoric times for information recording and basic information processing. But with the neolithic revolution, this situation started to change.

The domestication of plants and animals led to agriculture and livestock farming. Social life organized around settlements enabled (1) the separation of activities, (2) the specialization of knowledge and skills, (3) the appearance of “domain experts,” and (4) the diversification of artifacts produced. While some men worked in fields, other specialized as shipmen, butchers, craftsmen, and so on. The notions of property and barter appeared, bringing new requirements for information recording and processing. In Mesopotamia, protowriting appeared in the form of clay tablets; in Egypt, in the form of tags. Domain-specific languages were used to record the number of sheep, grain units, or other goods. Other kinds of tablets were used to organize tasks.

As villages grew into cities and then into kingdoms, the complexity of social structures increased in an unprecedented manner. Protowriting turned into writing, and civilizations appeared in Egypt and Mesopotamia. Civilization is based on writing. Without writing, rulers could not establish laws, orders could not be sent safely to remote troops, taxes could not be computed, lands and properties could not be administrated, and so on. Early protowriting systems were used locally and evolved in an ad hoc way. The development of writing, by contrast, was somehow controlled and managed by states, via the caste of scribes and the establishment of schools and then libraries to keep bodies of texts or administrative records. In other words, one of the characteristics of civilizations is that written languages are “managed.” As you will see, this book provides important insights about various roles in language management and language engineering, which is one step further. Note that many kinds of notations, either graphical or textual, have been devised. Almost all scientific and engineering disciplines use some domain-specific languages: chemical notations in chemistry, visual diagrams in electronics, architectural drawings, all kinds of mathematical notations, to name just a few.

All the languages and technologies mentioned so far were based on the use of symbols produced and interpreted by humans. By contrast, Charles Babbage invented the concept of an “information machine.” The whole idea was to replace “human computers” using ink and paper to perform repetitive calculations. For this purpose, the machine would have to read and write symbols in some automated fashion. In some sense, computer science is “automatic writing.”

In the previous century, computers became a reality. The first computers, such as the Colossus, ENIAC, or Mark I, were truly technological monsters. Operators had to continuously feed the machines. Humans were dominated by the machines. This period, which I call Paleo informatics, is similar to the Paleolithic, when cavemen were dominated by nature. Whereas the Paleolithic is characterized by small groups of individuals performing a single activity—namely, finding food—Paleo informatics was characterized by small groups of computer shamans focusing on programming. The term computer language was associated with computer science, just as if computers really cared about languages humans invented to deal with them. I guess this is one of the biggest misunderstandings in computer science.

The Paleo informatics age is over. The shift to neoinformatics, though unnoticed, is not recent. In the past decades, the relationships between humans and computers have dramatically changed in favor of humans. Just as the neolithic revolution marked the domestication of nature by humans, humans have now domesticated computers. Even children can use computing devices. This new relation between our society and computers leads to the (re)emergence of the term informatics. Simply put, informatics is computer science in context. Informatics provides the whole picture, including both humans and computers; computer science corresponds to the narrow view focusing on computers.

What is interesting is that with the shift from Paleo informatics to neoinformatics, the size of social structures in the software world has been increasing: Single programmers writing programs have been replaced by teams of engineers developing and evolving software. Just like the neolithic period, neoinformatics is characterized by (1) the separation of activities, (2) the specialization of knowledge and skills, (3) the appearance of “domain experts,” and (4) the diversification of (software) artifacts. Programming is no longer the unique activity in the software world. Neoinformatics is characterized by a multiplication of languages, including programming languages, but also specification languages (Z), requirement languages, modeling languages (UML), architecture description languages (Wright), formatting languages (LaTeX), business-process languages (BPEL), model-transformation languages (ATL), metalanguages (BNF), query language (SQL), and so on. It would be easy to cover a whole page with such a list. Moreover, the concept of language can take many different incarnations and names: metamodels, grammars, ontologies, schemas, logics, models, calculus, and so forth.

Since all these languages are used in the context of software production, I fully agree with the author that they should be called software languages. I know that many people would have suggested the use of the term computer language, as it initially referred to programming languages but later became more vague. I strongly disagree with that solution. I even believe that this term should be banned! First, it should be banned because of the unbalanced and inappropriate emphasis on computers; second, it should be banned because it does not fit with the trend in informatics toward the “disappearing computer,” or the “invisible computer.”

So far, software languages have been developed in a rather ad hoc way. But this should change in the future. Many experts predict that ubiquitous computing and ultra-large-scale systems will be part of the future of informatics. This will mean building software-intensive systems of incredible complexity. This will be achievable only through the collaboration of many experts from many disciplines. What is more, these systems will certainly have to evolve over centuries. It is likely that their continuous evolution will involve complex consortiums gathering many organizations, governmental or not.

I predict that the need to manage software languages explicitly will become more obvious each day in the future. On the one hand, the implication of more actors means more communication and hence the need for vernacular software languages (i.e., interchange languages). On the other hand, specialization can be achieved by domain-specific languages. They act as vehicular software languages (i.e., local languages). Ultra-large-scale systems will therefore imply controlling and managing complex networks of software languages. The heterogeneity of the Internet and of the information on it will lead to what could be called the web of (software) languages.

As a matter of fact, this vision is not new. If you closely observe what is going on in some fields, some human activities are based on a similar scenario. Consider, for instance, very complex artifacts, such as planes. Designing and building Airbuses requires the collaboration of many companies in many countries. Many experts in many different fields are supposed to design, realize, or test parts of the whole system. These experts may use different natural languages for internal documents and many different technical or scientific languages. For instance, the graphical formalism used to design the cockpit is certainly totally different from the language used to model the deformations of wings, which is itself totally different from the language used to describe electronic circuits. Building complex systems, such as planes, also implies complex language networks.

Software languages are already there and so must be considered from a scientific point of view. I call software linguistics the subset of linguistics (i.e., the science of languages) that will be devoted to the study of software languages. Software linguistics should be contrasted both with natural linguistics—its counterpart for natural languages—and with computational linguistics, or applying computational models in the context of (natural) linguistics. Software linguistics is just the other way around: linguistics applied to software.

Languages crossed the ages—from the Stone Age to the information age—but their diversity and variety are ever increasing. By contrast to the large body of books that describe very specific language-oriented techniques, such as parsing or implementing visual editors, this book provides the first global view on software language engineering, while also providing all the necessary technical details for understanding how these techniques are interrelated. If you want to know more about software language engineering, you could not be luckier: You have exactly the right book in your hands! Just read it.

Jean-Marie Favre Software Language Archaeologist and Software Anthropologist LIG, ACONIT, University of Grenoble, France








Chapter 1. Why Software Language Engineering?


















An invasion of armies can be resisted, but not an idea whose time has come.

—Victor Hugo
 French dramatist, novelist, and poet (1802–1885)



This chapter explains why languages are becoming more and more important in computer science and why language engineering, the art of creating languages, is an important topic for computer scientists. This chapter also gives some background knowledge on several theories regarding languages and language engineering.














1.1 An Increasing Number of Languages







In the past few years, an increasing number of languages used for designing and creating software have been created. Along with that has come an increasing interest in language engineering: in other words, the act of creating languages.

First, domain-specific languages (DSLs) have become more and more dominant. DSLs—languages for describing software—are focused on describing either a certain aspect of a software system or that software system from a particular viewpoint. One can compare a DSL to a certain jargon, for example, in stockmarket jargon terms like “going short” and “bear market” have specific meaning.

Second, modeling languages, specifically domain-specific modeling languages (DSMLs)—a special type of DSL—have become very important within the field of model-driven development (MDD), also known as model-driven architecture (MDA). Each model is written in a specific language, and the model is transformed into another model written in (in most cases) yet another language. Without the existence of multiple modeling and programming languages, model-driven development would be certainly less relevant. However, multiple languages do exist and, judging by the number of (programming) language debates on the Internet, many people are very happy with that. They are glad that they can use their favorite language because, in their opinion, the other languages are all so very worthless.

Another driving force behind the increase in the number of languages used in software development is the recognition of various categories of software systems. Each category of software systems, or architecture type, defines its own set of languages. For example, Service Oriented Architecture (SOA) has brought a large number of languages into being:

• Semantic Web Services Language (SWSL)

• Web Services Business Process Execution Language (WS-BPEL)

• Web Services Choreography Description Language (WS-CDL)

• Web Services Description Language (WSDL)

• Web Services Flow Language (WSFL, from IBM)

• Web Services Modeling Language (WSML, from ESSI WSMO group)


The coming years will bring more and more languages describing software into this world. Without a doubt, there will be developments similar to the ones we have witnessed in the creation of programming languages. Some languages will be defined and owned by private companies, never to be used outside that company. Some languages will be defined by standardization committees (e.g., OMG, CCITT, DOD, ISO); others will be created by private companies and standardized later on. Some languages will become popular, and some will find an early death in oblivion. But the one thing we can be certain of is that information technology (IT) professionals will be spending their time and efforts on creating languages and the tooling to support their use.





1.2 Software Languages









What is the type of the languages that are we talking about? For instance, the acts of modeling software and programming are traditionally viewed to be different. Likewise, the characteristics of the languages used for either modeling or programming are perceived to be different, as shown in Table 1-1. However, the similarities between modeling and programming languages are larger than the differences. In essence, both describe software, and ultimately—after transformation and/or compilation—both need to be executable. Differences between modeling and programming that traditionally seemed very important are becoming less and less distinctive. Models are becoming precise and executable—see, for instance, Executable UML [Mellor and Balcer 2002]—and graphical; high-level syntaxes for programming languages are becoming popular—see, for example, the UML profile for Java [OMG-Java Profile 2004]. Furthermore, model-driven development has taught us that models must not be regarded as rather inconsequential artifacts of software development but instead as the core products.

Table 1-1. Perceived Differences between Modeling and Programming Languages

[image: image]

In the remainder of this book, I use the term software language to indicate any language that is created to describe and create software systems. Note that many different languages target software development: programming and modeling languages, as well as query, data-definition, and process languages. In fact, all the languages mentioned in Section 1.1 are software languages.

But how should the product written in a software language be named? Should it be called model, program, query, or data definition or any other word that is currently in use for an artifact created with a software language? To avoid any form of bias, I introduce the term mogram (Figure 1-1), which can be a model or a program, a database schema or a query, an XML file, or any other thing written in a software language (see Section 3.1.1).

Figure 1-1. Mogram: a concept that includes programs, models, and other things
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1.3 The Changing Nature of Software Languages







When you want to create software languages, you need to have a clear picture of their character. Over the past two decades, the nature of software languages has changed in at least two important ways. First, software is increasingly being built using graphical (visual) languages instead of textual ones. Second, more and more languages have multiple syntaxes.



1.3.1 Graphical versus Textual Languages









There is an important difference between graphical and textual languages. In the area of sound, a parallel to this difference is clearly expressed in the following quote contrasting the use of spoken word with music.

It is helpful to compare the linear structure of text with the flow of musical sounds. The mouth as the organ of speech has rather limited abilities. It can utter only one sound at a time, and the flow of these sounds can be additionally modulated only in a very restricted manner, e.g., by stress, intonation, etc. On the contrary, a set of musical instruments can produce several sounds synchronously, forming harmonies or several melodies going in parallel. This parallelism can be considered as nonlinear structuring. The human had to be satisfied with the instrument of speech given to him by nature. This is why we use while speaking a linear and rather slow method of acoustic coding of the information we want to communicate to somebody else. [Bolshakov and Gelbukh 2004]


In the same manner, we can distinguish between textual and graphical software languages. An expression in a textual language has a linear structure, whereas an expression in a graphical language has a more complex, parallel, nonlinear structure. Each sentence in a textual language is a series of symbols—or tokens as they are called in the field of parser design—juxtaposed. In graphical languages, symbols, such as a rectangle or an arrow, also are the basic building blocks of a graphical expression. The essential difference between textual and graphical languages is that in graphical languages, the symbols can be connected in more than one way.

To exemplify this, I have recreated a typical nonlinear expression in a linear manner. Figure 1-2(a) shows what a Unified Modeling Language (UML) class diagram would need to look like when being expressed in a linear fashion. The normal, nonlinear way of expressing the same meaning is shown in Figure 1-2(b). The problem with the linear expression is that the same object (Company) needs to appear twice because it cannot be connected to more than one other element at the same time. This means that you need to reconcile the two occurrences of that object, because both occurrences represent the same thing.

Figure 1-2. A linear and a nonlinear expression
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Note that many languages have a hybrid textual/graphical syntax. For instance, the notation for attributes and operations in a UML class diagram is a textual syntax embedded in a graphical one.

The traditional theory of computer languages—compiler technology—is focused on textual languages. Therefore, without losing the valuable knowledge gained in this area, we need to explore other paths that lead toward the creation of graphical languages.





1.3.2 Multiple Syntaxes







Another aspect of current-day software languages is the fact that they often have multiple (concrete) syntaxes. The mere fact that many languages have a separate interchange format (often XML based) means that they have both a normal syntax and an interchange syntax. At the same time, there is a growing need for languages that have both a graphical and a textual syntax, as shown by such tools as TogetherJ, which uses UML as a graphical notation for Java. The UML itself is a good example of multisyntax language. There is the well-known UML diagram notation [OMG-UML Superstructure 2005], which is combined with the Human-readable UML Textual Notation (HUTN) [OMG-HUTN 2004] and the interchange format called XMI [OMG-XMI 2005].

A natural consequence of multiple syntaxes is that (concrete) syntax cannot be the focus of language design. Every language must have a common representation of a language expression independent of the outward appearance in which it is entered by or shown to the language user. The focus of language design should be on this common representation, which we call abstract syntax.







1.4 The Complexity Crisis







One reason to invest in software language engineering is that over the past decades, the nature of not only software languages but also software development has changed. In fact, it is the nature of the software applications that has changed and with it, software development.

Software applications are becoming more and more complex. As Grady Booch once mentioned in a presentation on UML 1.1, computer scientists today do not create the type of application from the 1960s or 1970s in less time and with less effort. Instead, they create far more complex applications.

The number of languages, frameworks, and so on, that an ordinary programmer nowadays needs to deal with is exceedingly large. For example, in the development of an average Web application based on Java, one needs to have knowledge of the Java language and some of its APIs, XML, XSD, XSLT, JSP, Struts or JSF, Enterprise JavaBeans or Hibernate/Spring, SQL, UML, Web Services, and, lately, Ajax. All these bring with them their own complexity, not to mention the complexity that arises from the combination. The time when printing “Hello, World” on a screen was a simple exercise for novices is long gone. Nowadays, you need to know how the graphical user interface (GUI) library works, because this text needs to be shown in a separate window with fitting fonts and colors. Furthermore, user demands are such that the sentence must be personalized into “Hello Mrs. Kleppe,” for which data must be retrieved from the database. Even better would be to print the text “Goodmorning, Mrs. Kleppe,” for which you have to find out what time of day it is at the user’s site. In short, building software is becoming more and more challenging for all of us, not only for novices.

Unfortunately, all this means that the problem, which was called the software crisis by Bauer in 1968 and Dijkstra in 1972 [Dijkstra 1972], has grown worse: Many software projects take more time and budget than planned. However, this is not because of the fact that there has been no progress in computer science. Rather, there has been so much progress that we are able to take up increasingly complex assignments. This means that time and again, we are facing a new, unknown, and uncertain task, which in its turn leads to an inability to take full control over the development process.

An interesting and worrying consequence of the increasing size and complexity of software applications is that it is no longer possible to know an application inside out. Much expert knowledge from various areas is needed to create an application. In many projects, experts on one topic—say, XML—are creating parts of the application without intimate knowledge of what other experts—for instance, on user interface design—produce. It is no longer humanly possible to know all the things that need to be known about an application.

A common way to tackle the complexity is to revert to using frameworks and patterns. And although in the short term this approach does help, in the long term we need our software languages to be at a higher level of abstraction if we want to be able to keep understanding what it is that we are producing. A higher level of abstraction means that we keep manual control over the parts of the development process in which new problems are tackled (variability), while relying on automation for the simpler parts (standardization). The stuff that we have created time and again and thus know thoroughly can be created automatically by mapping the higher-level mogram to a lower-level target language. This is the essence of model-driven development.

Furthermore, we are faced with an increase of interest in creating domain-specific languages. When these are not well designed, the applications created with these languages will not be of good quality.

The challenge for language engineers is that the software languages that we need to create must be at a higher level of abstraction, a level we are not yet familiar with. They must be well designed, and software developers must be able to intermix the use of multiple languages. Here too, we are facing a new, unknown, and uncertain task.





1.5 What We Can Learn From ...







Luckily, a large amount of existing knowledge is helpful in the creation of software languages. In this book, I draw mainly from three sources: natural-language studies, traditional computer language theories, and graph grammars. And although this field does not have a great influence in this book, I also include a short description of the work from the visual languages community, because it is rather similar to traditional computer language theories but aimed at graphical, or visual, languages.



1.5.1 Natural-Language Studies







When someone who is not a computer scientist hears the word language, the first thing that comes to mind is a natural language, such as the person’s mother tongue. Although software languages are artificially created and natural languages are not, we can still learn a lot from the studies of natural languages. (See Background on Natural-Language Studies.) Of course, we cannot use every part of it. For example, software languages do not have a sound structure, so there is no need to study phonology.[1] However, all other fields of study are as relevant to software languages as they are to natural languages. It must be noted that these fields of study are, of course, interrelated. One cannot reasonably study one aspect of a language, such as morphology, without being at least aware of the other aspects, such as syntaxis.


[1] However, it is interesting to know that the graphical language UML has been adapted for use by blind people and that this adaptation does use some form of sound [Petrie et al. 2002].



Background on Natural-Language Studies

These studies are divided into the following five categories.

1. Phonology, which is concerned with the sound structure of language

2. Morphology, which is concerned with the structure of the words in the language, such as inflections or conjugations

3. Syntaxis, which is concerned with the structure of sentences, or how words are combined

4. Discourse, which is concerned with the structure of conversations or other compositions of sentences

5. Semantics, which is concerned with the meaning of words, sentences, and discourses

Introductions to these categories can be found in Fromkin et al. [2002] and Tserdanelis and Wong [2004].

With regard to software languages, we are interested mostly in syntaxis and semantics.


It is interesting to see that with the advent of mobile phones, the phenomenon of multiple syntaxes is also emerging in natural language. A second morphological and syntactical structuring of natural language expressions has developed; for example, everybody understands the next two phrases as being the same: 4u and for you.





1.5.2 Traditional Language Theory







In the late 1950s, the fundamentals of current-day theory for textual software languages were laid down by such people as Chomsky [1965] and Greibach [1965, 1969]. In the 1970s and 1980s, these fundamentals were used by, among others, Aho and Ullman to develop the theory of compiler construction [Hopcroft and Ullman 1979, Aho et al. 1985]. In this research, grammars were used to specify textual languages.

The original motivation for the study of grammars was the description of natural languages. While linguists were studying certain types of grammars, computer scientists began to describe programming languages by using a special notation for grammars: Backus-Naur Form (BNF). This field has brought us a lot of knowledge about compiler technology. For more information, see Background on Grammars (p. 48), Background on Compiler Technology (p. 96), and Background on Backus-Naur Format (p. 116).





1.5.3 Graph Theory







Graphs have long been known as mathematical constructs consisting of objects—called nodes or vertices—and links—called edges or arcs—between them. Over the ages, mathematicians have built up a large body of theory about graphs: for instance, algorithms to traverse all nodes, connectivity theorems, isomorphisms between two graphs. All this has been brought to use in graph grammars.

Graphs grammars specify languages, usually graphical (visual) languages, by a set of rules that describe how an existing graph can be changed and added to. Most graph grammars start with an empty graph, and the rules specify how the expressions in your language can be generated. For more information, see Background on Graphs and Trees (p. 50).





1.5.4 The Visual-Languages Community









Visual-language design is our last background area. Although it started later than textual languages, the advance of visual languages has also been investigated for a few decades now. This area can be roughly divided into two parts: one in which grammars are based on graphs and one that does not use graph grammars.

In this book, I do not use visual language, the term commonly used in this community. Instead, I use graphical language, a phrase I find more appropriate because textual languages are also visual, while at the same time most nontextual languages are denoted by some sort of nodes with edges or connectors between them: in other words, denoted like a graph.



Non-Graph-Grammar Based







The non-graph-grammar-based research is concerned mostly with scanning and parsing visual-language expressions: in other words, diagrams. Several formalisms for denoting the rules associated with scanning and parsing have been proposed: Relational Grammars [Weitzman and Wittenburg 1993], Constrained Set Grammars [Marriott 1995], and (Extended) Positional Grammars [Costagliola and Polese 2000]. For a more extensive overview, see Marriott and Meyer [1997] or Costagliola et al. [2004].

Virtually all work in this area focuses on the recognition of basic graphical symbols and grouping them into more meaningful elements, although some researchers stress the fact that more attention needs to be paid to language concepts, which in this field is often called semantics. Often, these semantics are added in the form of attributes to the graphical symbols. This is very different from the metamodeling point of view. For instance, although UML is a visual language, its metamodel does not contain the notions of box, line, and arrow.

Common to all formalisms is the use of an alphabet of graphical symbols. These graphical symbols hold information on how to materialize the symbol to our senses, such as rendering info, position, color, and border style. Next to the alphabet, various types of spatial relationships are commonly defined, based on position (left to, above), attaching points (end point of a line touches corner of rhombus), or attaching areas by using the coordinates of the symbol’s bounding box or perimeter (surrounds, overlaps). Both the alphabet and the spatial relationships are used to state the grammar rules that define groupings of graphical symbols.

Although the work in this area does not use graph grammars, the notion of graphs is used. The spatial relationships can be represented in the form of a graph, a so-called spatial-relationship graph [Bardohl et al. 1999], in which the graphical symbols are the nodes, and an edge between two nodes represents a spatial relationship between the two symbols.





Graph-Grammar Based







The graph-grammar community has also paid attention to visual-language design, most likely because the graph formalism itself is a visual one. In this field, more attention is paid to language concepts. In fact, the graph-grammar handbook states that the graphical symbols needed to materialize the language concepts to the user are attached as attribute values to the graph nodes representing the language concepts, an approach that is certainly different from the non-graph-grammar-based field.

Another distinctive difference is that the non-graph-grammar-based approach uses grammar rules with only one nonterminal on the left-hand side: that is, grammar rules in a context-free format. Graph grammars, on the other hand, may contain rules that have a graph as the left-hand side: that is, grammar rules in a context-sensitive format.

A large number of tools are able to create development environments for visual languages. These include, among others, DiaGen [Minas and Viehstaedt 1995], GenGed [Bardohl 1999], AToM3 [de Lara and Vangheluwe 2002], and VL-Eli [Kastens and Schmidt 2002].




















1.6 Summary







More and more languages are used for building software. Almost always, multiple languages are needed to create one single application. I use the name software language to indicate any of them: a modeling language, a query language, a programming language, or any other kind of language.

The nature of software languages has changed over the years. The most important software languages used to be textual, but currently many software languages have a graphical syntax. Furthermore, many languages today have two or more syntaxes: for instance, both a textual and a graphical, or a normal and an interchange syntax.

Because the applications that we create are becoming more and more complex, the languages that we use must reside at a higher level of abstraction. Otherwise, we will never be able to meet the ever-rising demands and expectations of our customers.

All software languages must be artificially created. Therefore, language specification—both the act and the result of the act—becomes very important. Luckily, this is not a completely new field. We can draw on the knowledge gained in natural-language research, compiler technology, graph theory, and visual languages.










Chapter 2. Roles in Language Engineering


















Never tell people how to do things. Tell them what to do and they will surprise you with their ingenuity.

—George S. Patton
 U.S. general (1885–1945)



When speaking of creating languages, you need to know the roles of the people involved. What expertise do they need? What are their tasks? What tools are they using? In this chapter, you will learn the difference between using a software language to design software and designing a software language.














2.1 Different Processes, Different Actors







Software languages entail two different processes: (1) the design of a language and (2) the use of that language. The first process centers on building a specification of the language and the tooling needed to use the language, so we might call that process language centered. The second process focuses on building software, which is, of course, done using any software language that is for some reason appropriate to the task. In other words, the second process is not focused on the language at all and is more appropriately called application centered. In this book, we focus on the first: the language-centered process.

Likewise, we can think of two completely different roles, or actors: the language engineer and the language user. The language user is responsible for creating software that suits the end user. The language engineer is responsible for supporting the language user in this task. This support comes in the form of languages and tools that help in the use of these languages. The languages created by the language engineer are to be used in the process of application creation by the language user, or application developer. In fact, one could call the language engineer the servant of the language user. The language engineer should make the life of the language user as easy as possible by developing a language or languages that make the job of creating software easier. Part of this task is to create the tooling that will support the language user efficiently and effectively.

Language users far outnumber language engineers. Any language should have many more users than creators. Even so, there is yet another role to be considered, a role that still fewer people will play: the one who creates the tools and methods for the language engineer. Let’s call this role the meta–language engineer. Often this role will be played by an expert language engineer, because to a large extent it resembles the role of language engineer. The meta–language engineer must develop a language to write language specifications in and provide support to use it. This role is a servant to the other language engineers.

A meta–language engineer works in a very dedicated domain, one that he or she knows very well, being part of the targeted user community. The language engineer, by contrast, often has to deal with a much broader spectrum of domains that are not very well known to him or her. Also, being a meta–language engineer is a very specialized job. They can afford to put much time and effort into creating their languages and tool sets. Ordinary language engineers often do not have that luxury. A language engineer who does not quickly produce that language and support tools for, say, specifying the rules that control traffic lights may lose out to someone else.

A language developed by the meta–language engineer is called a formalism; that developed by the language engineer is, in fact, simply called a language. But note that, in fact, a formalism and a language are the same, although they have a different purpose.





2.2 The Language User







For the purpose of this book, a language user’s expertise and tasks are relevant insofar as they concern the language(s) used. From that point of view, the task of a language user is to create a (set of) mogram(s) written in a certain language in order to develop a software application. However, because the language engineer needs to create the tooling that will support the language user, we will take a closer look at the tool set of the language user.



2.2.1 Tool Set of the Language User







The set of tools that support the language user will, for most readers, be obvious (Figure 2-1). They are the elements of a good integrated development environment (IDE) and can be categorized as follows.

• Editors: tools that enable the language user to create a mogram from scratch or to change an existing mogram.

• Transformers: tools that create a new mogram from an existing one. Well-known examples are compilers, model transformers as known in model-driven development, reverse-engineering tools, documentation generators, and code generators.

• Executors: tools that execute a mogram. Well-known examples are debuggers, simulators, virtual machines, automated testers, and model executors.

• Analyzers: tools that analyze a mogram and produce some judgment about it. Well-known examples are cost estimators—for instance, based on source line count—and model verifiers, which, for instance, proof freedom of deadlocks.



Figure 2-1. The language user’s types of tools
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In addition, the language user will use tools that support the process side of application development: for instance, version control and bug reporting. Usually, these tools are generally applicable and not language specific.

For the language user, the line between these tools is blurred. It is not without meaning that the acronym IDE stands for Integrated Development Environment. For example, when a language user wants to execute a Java program in the Eclipse IDE, Eclipse makes sure that any changes in the editor are saved, that the compiler is run and bytecode is generated, and that this bytecode is executed by a virtual machine. For the language user, what appears to be one task involves a number of tools.

Just as the line between different tools is unclear, most language users think about language and tool as intertwined. From the point of view of the language user, it is not the language’s syntax rules that forbid the language user from writing an error; it is the compiler providing an error message. Some people state, erroneously, that a program is a language with a tool. Yet when creating languages, it is very important to be aware of the difference between the two.







2.3 The Language Engineer







One task of a language engineer is to develop languages that make the job of creating software easier. Another task is to create the tooling for the newly created language that will support the language user efficiently and effectively. What tools are available to a language engineer?



2.3.1 Tool Set for the Language Engineer







Many people working in the IT industry are familiar with the application-centered process and its supporting tools, the programming language IDEs, and the modeling tools. But not many people are familiar with the language-design process and its tool environment, which is often called language workbench [Fowler 2005]. Note that a language workbench is used by both the language engineer and the language user.

A language workbench should support the language engineer in creating

• A language specification that is consistent, coherent, and comprehensible

• Tools that support the language user


A language workbench is somewhat similar to an IDE, but you should clearly distinguish the elements that support the language engineer and the ones that support the language user.

To support the language engineer in creating a language specification, a language workbench must include at least one editor for the formalism in which the language specification is written. (Later on, we will see that a language engineer can use several formalisms for one language specification.) It would be helpful to include some process-support tools and some analyzers for language specifications, although I am not aware of any standard ways to analyze a language specification. The language workbench need not include an executor for the formalism, because you cannot execute a language specification. For instance, you cannot execute the specification (metamodel) of how the language user is going to create rules for traffic light control systems, although it would be a good idea to test the tools that are created for this purpose. There is at the moment a slight need for a transformer of language specifications from one language workbench to another, because the language-engineering support provided by the various language workbenches differs greatly. One often wants to enjoy the possibilities of a number of workbenches together.

To support the language user, the language workbench needs to operate as an ordinary IDE. For this purpose, every language should have at least one editor and one transformer or one executor. Since not all languages need to be executable, an executor is not always used. In that case, the language workbench should at least contain a transformer, in order to make the mograms produced in the language available to other tools. For instance, the rules that specify the controls of a set of traffic lights need not be executable but need to be translated into the hardware description language, such as VHDL or Verilog.

Because some software languages—for instance, some specialized DSLs—will be used by only a limited number of people, the effort of creating a language and its tool support should be kept to a minimum. Thus, the tools that support the language user should not be hand-crafted, but instead they should be generated by the language workbench. For a language engineer, therefore, a very important part of a language workbench is the set of tool generators available. These tools are transformers, which change a language specification into a (set of) tool(s).

Note that there must be several generators, because the language user needs several types of tools. The language engineer should create at least one editor and one transformer or executor. For instance, for most DSLs, an editor and a code generator are created. Because generators are such important instruments for a language engineer, we take a closer look at them in the next section.





2.3.2 Tool Generators







The tool generators the language engineer uses are a special form of transformer. Each tool generator takes as input a language specification and produces the source code for the tool that the language user is to use. Tool generators are by no means new. Some interesting earlier generators of language user tools are Centaur [Borras et al. 1988] and the Synthesizer Generator [Reps and Teitelbaum 1988].

Unfortunately, research into tool generators has not yet fully developed. For instance, there are no generators for incremental parsers. (There are incremental parser generators [Heering et al. 1989], but these produce nonincremental parsers.) Some current frameworks that include generators for language user tools are

• Eclipse Modeling Framework (EMF) together with the Graphical Modeling Framework (GMF) and openArchitectureWare (oAW)

• Generic Modeling Environment (GME)

• Intentional Domain Workbench

• Jetbrains Meta Programming System (MPS)

• MetaEdit+

• Microsoft DSL Tools

• Together DSL Toolkit (a combination of EMF, GMF, and oAW)




















2.4 Summary







In the context of language engineering, we have to distinguish the following roles:

• The language user, the person who simply uses a software language to create an application

• The language engineer, the person who creates software languages

• The meta–language engineer, the person who creates tools for the language engineers


This book is aimed at language engineers. Associated with the different roles is a difference in the tool sets of a language user and a language engineer. The tool set for a language user is called an Integrated Development Environment (IDE) and it contains

• Editors: tools that enable the language user to create a mogram from scratch or to change an existing mogram

• Transformers: tools that create a new mogram from an existing one

• Executors: tools that execute a mogram

• Analyzers: tools that analyze a mogram and produce some judgment about it

• Process support tools: tools that support the process side of application development


The tool set used by a language engineer is called a language workbench. It is similar to an IDE but contains generators that are able to generate (parts of) the tool set for the language user for a given language.









Chapter 3. Languages and Mograms


















Language is the most important of all the instruments of civilization.

—Charles Kay Ogden (1889–1957) and Ivor Armstrong Richards (1893–1979), British philosophers and linguists



In this chapter, you will learn what a language and a linguistic utterance are. The chapter explains that a DSL must be treated the same as any other software language and what the abstraction level of a language is.














3.1 What Is a Language?







When you want to become a language engineer, you need to answer one fundamental question: What is a language? Luckily for us, formal language theory uses an excellent, simple definition of what a language is. (See, for instance, Hopcroft and Ullman 1979.) I adhere to this definition, although stated a little differently (Figure 3-1).



Definition 3-1 (Language) A language L is a set of linguistic utterances.


Obviously, this definition does not make sense until I define the concept of linguistic utterance. This term stems from natural-language research, where it represents any expression in a certain language—for instance a word, a sentence, or a conversation—[Fromkin et al. 2002, Tserdanelis and Wong 2004]. It is also a more formal term for mogram, as explained in the next section.



Figure 3-1. A language is a set of mograms.
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3.1.1 Mogram, or Linguistic Utterance







The concept of linguistic utterance exists in not only natural language but also computer science. This concept is often called expression, statement, or sentence. All these rather confusing terms, however, are understood differently by different people. The word expression is confusing because of the mathematical interpretation of this word, which, according to Wikipedia, is “a combination of numbers, operators, grouping symbols (such as brackets and parentheses) and/or free variables and bound variables arranged in a meaningful way which can be evaluated.” Thus, the term expression seems to exclude the nonexecutable aspects of a software system, such as the ones specified in class diagrams, XML schemas, or database schemas.

The word statement is confusing because it has so many meanings. In linguistics, for instance, a statement is a sentence that is intended to assert something. In programming, a statement is an instruction to execute something that will not return a value. In mathematical logic, a statement is a proposition.

The word sentence in most cases indicates a sequence of words or tokens. In this book, we consider not only textual languages, whose elements might be considered sentences, but also graphical languages, whose elements cannot be characterized as sequences.

Last but not least, we should consider the use of the words model and program. In Section 1.2, I mentioned the useless debate going on about the difference between a model and a program. Because of this debate, these two words are not good candidates either. Certainly, we cannot use words with more specific meaning, such as query or diagram, because we want to include in this study all types of software languages. In this book, I therefore refrain from using any of the preceding words.

Background on Formal Language Theory

Formal language theory is the study of languages based on mathematics, whereby a sentence, a string, or a word is defined as a finite sequence of symbols juxtaposed. The symbols all come from a finite set called an alphabet. For example, using the alphabet {a, b, c, d}, we can build the words/sentences “bbadc” and “acacd”; using the alphabet {the, man, woman, walks}, we can build the words/sentences “the man walks” and “the the walks the.”

A (formal) language is a set of sentences that can be created from an alphabet. The empty set and the set consisting of the empty sentence, denoted by ε, are both languages.

The set of sentences in a language can be restricted by rules. For instance, given the alphabet {a, b}, there may be a rule stating that all sentences in the language should start with an a. The language that is the set of all words over a given alphabet A is denoted by A*.

Many languages are infinite. For example, the language of all words starting with an a over {a, b} is infinite. Its members are {a, ab, aa, aba, abb, aaa, aab, ....}.

A grammar is a set of rules specifying how the symbols from the alphabet may be concatenated. These rules are called production rules. By stating the rules, a grammar specifies a language.

A production rule states how a nonterminal (or variable) may be rewritten in a string of terminals from the language’s alphabet, possibly combined with other nonterminals. For example, the following rules specify that all sentences over {a, b} should begin with an a.

S -> aX; X -> YX; X -> Y; Y -> a; Y -> b

A grammar always has a special nonterminal that indicates the start of a sentence. In the preceding example, this is S, or the start symbol.

A derivation is a series of applications of production rules that yield a certain sentence.


The best alternative would be to use the term linguistic utterance (LU), but both are unpleasant to the ears and eyes, and LU is a bit too similar to the word loo. So I use linguistic utterance only in definitions and other texts where I want to be formal and use mogram in other cases. A mogram can be either a model or a program, a database schema, or an XML file, a business-process model or a solid CAD model, something written in a domain-specific language or in a general-purpose language. Any artifact of software development can be considered a mogram, as long as it is a valid linguistic utterance by the standards of its language. If you do not like the word, you can always use it as a template and substitute whatever phrase you prefer.

The rules that specify whether a mogram is part of a language are written down in the language specification. Chapter 4 provides more information on the language specification. The remainder of this chapter looks at some characteristics of languages.





3.1.2 Primitive Language Elements and Libraries







Often, a language provides a number of predefined elements, or primitives, that cannot be changed by the user. For instance, the Java primitive types int and boolean are provided and can be used but not changed by a programmer; nor can the programmer add other primitive types.

Note that primitive elements are more than syntax (keywords). These primitive elements are linguistic utterances of that language, as are the elements defined by the language user. For instance, the Java int type can be used in the same way as a type that has been defined by the user as a Java class. This is different from the keyword class, which in itself is not an element that can be used. The keyword is merely an indication of how to interpret the text that follows.

The abstract syntax specification of the language must always contain the construct of which the predefined element is an instance. The following definition states this more formally.



Definition 3-2 (Primitive Linguistic Utterance) A primitive linguistic utterance of a language L is a linguistic utterance that is provided together with the definition of language L and that cannot be created by a language user.


A synonym for primative linguistic utterances is primitive language element. Note that primitive linguistic utterances themselves may be either types or instances, such as class Object in Java or Smalltalk’s true and false instances.

Most software languages come packed with one or more libraries of predefined elements. In fact, languages that provide extensive libraries appear to be more successful than ones that do not provide a large number of predefined constructs. I define a library to be a set of linguistic utterances of language L, some of which may be primitive linguistic utterances. A library containing only primitive linguistic utterances is called a primitive library. A library containing all predefined linguistic utterances is usually called a standard library. An example of a standard library is given in Sections 6.4.4 and 6.5.







3.2 Abstraction Levels and Expressiveness







Languages are at various levels of abstraction. In general, UML is considered to be more abstract than a programming language. But what exactly does this mean? The word abstraction comes from Latin, meaning to withdraw or remove something (ab means away from, trahere or tractum means to draw, and -ion indicates an action, process, or state). Often, people say that abstraction means leaving out details, but this is not correct. Abstraction is leaving out some details while retaining others. For instance, FIFA[1] specifies a ball as an air-filled sphere with a circumference of 68–70 cm (or 27–28 in.), a weight 410–450 gr (or 14–16 oz.), an inflated pressure of 8–12 psi, and a leather cover (see www.fifa.com—search for the pdf file called laws of the game; law 2 states the specifications). Abstracting this concept to a round leather ball means that you are no longer interested in information on circumference, weight, pressure, or what substance is used to inflate the thing, but you remain interested in the material and the fact that the ball is round. The key question with abstraction is what type of details are kept and what type of details are trashed.


[1] Federation Internationale de Football Association, of which the U.S. Soccer Federation is a member.


So what details are no longer in a mogram of a higher-level language compared to a mogram written in a language at a lower level of abstraction? In other words, what remains of interest for software languages at a higher level of abstraction, and what is not? To formulate an answer to this question, we need to realize that ultimately all software runs on a combination of memory and central processing unit, (CPU) power, a combination known as hardware. All software is executed by CPU instructions that act on binary numbers. However, specifying a mogram in terms of CPU instructions and binary numbers is cumbersome. Most computer scientists feel the need to abstract away from the hardware level. For software languages, a higher level of abstraction means that we include fewer details about the exact way a mogram is executed on the hardware. Abstraction with regard to software languages can therefore be defined as follows.



Definition 3-3 (Abstraction Level) The abstraction level of a concept present in a software language is the amount of detail required to either represent (for data) or execute (for processes) this concept in terms of computer hardware.


Loosely speaking, abstraction level is the distance between a concept and the computer hardware. The more effort you need to represent the concept in terms of hardware, the more abstract it is. For instance, the concept memory location is very close to the computer hardware and therefore at a very low level of abstraction. Object, as used in object-oriented programming languages, is at a much higher level of abstraction. Yet the concept is much closer to the computer hardware than a business concept, such as client or phone bill. In Figure 3-2, some typical IT concepts have been mapped relative to their abstraction level. As you can see, there is still a gap between the known IT concepts and business concepts.

Figure 3-2. The relative abstraction level of some IT concepts
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As a property of a language, expressiveness has a close connection to the abstraction level. The term represents how easily a language user can express complicated things; with regard to software languages, complicated means difficult to realize in terms of computer hardware and thus at a higher level of abstraction.



3.2.1 Abstract versus Incomplete







Now that it is clear that the key issue to abstraction is which type of details to omit, we can shed some light on a common misconception. Many people think that when you include less detail in your mogram, it is by definition on a higher level of abstraction. But abstraction is not about leaving out every detail; it is about leaving out only the irrelevant bits (irrelevant from a certain point of view). Leaving out random details results only in vague and incomplete models and is, in my view, just plain stupid.

For instance, in the financial domain, the concept of payment instruction is an order to a bank to take some money from one account and put it into another. For every payment instruction, the amount needs to be known—including the two digits after the dot—as well as the currency, the bank account to credit the amount to, and the bank account to debit the amount from. Leaving out any of these elements in a payment-instruction mogram would result in an incomplete mogram, not in a more abstract one.

When creating a software language dedicated to payment instructions, the language engineer abstracts away only from how the payment instructions are stored/executed on a computer. The details about database tables and how the entries in these tables are stored in bits and bytes are considered irrelevant to the language user. But for the language engineer, these details are important. The language engineer is responsible for translating the mograms created by the user into executable software and thus needs to know these details. This knowledge is used to build a standard way of bridging abstraction levels.





3.2.2 Raising the Level of Abstraction







There is no definite upper limit to the notion of abstraction level, although business or user concepts are usually considered to be at the high end of the scale. On the other hand, the hardware imposes a clear zero line. Over time, there has been a continued struggle from the zero line toward the realm of business concepts. Evidence of this battle goes back to 1959, when the famous programming language COBOL (COmmon Business-Oriented Language) appeared. Even then, computer scientists were reaching for the upper side of the abstraction scale.

Furthermore, the average software developer has forgotten the original zero line. Relying fully on their compilers, debuggers, and such, programmers have more or less stopped thinking about the concepts to which their programs are translated. Who cares about memory locations when using C#? Collectively, we have been raising the zero line because we have tools that can reliably generate all concepts below this line.

The dotted line in Figure 3-3 shows roughly where the thinking of most software developers resides today. Since object-relational mappers, such as Hibernate, are in use, database tables are no longer of interest, but we still need to write our objects, use our design patterns, and deal with the import/export of XML files. Unfortunately, when dealing with performance issues, we are not yet capable of completely abstracting away from the underlying level, which only shows how arbitrary the position of the virtual zero line is.

Figure 3-3. The virtual zero line
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We should be aware that this new zero line is indeed a virtual one and that it is moving upward all the time. In my opinion, a breakthrough tool, method, or language is such a breakthrough simply because it raises this virtual line.





3.2.3 Growing Business Expectations







What might prove to be the biggest challenge in the coming years is that while IT people are trying to reach for the level of business concepts, business is raising its expectations. I have no hard data to back this up, but it appears that the gap between business and IT is growing (Figure 3-4). While humble computer scientists are struggling to support work-flow and business processes, business demands that we create systems that can autonomously interact with their environment and with each other. Examples of these systems are robots that can identify and dismantle explosive devices, be it terrorists’ bombs or land mines. Another example can be found in electrical networks, in which so-called agents negotiate price and quantity. The agents serve individual customers that deploy solar or wind generators, buying and selling electricity to the network operator on the basis of demand by the customer and the total network.

Figure 3-4. Growing business expectations
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Despite the fact that previous projects have not delivered all that was asked for, business clients return to the software builders and require even smarter software than before. I cannot see any rational reason for this; I simple notice that this is the case. So, software engineer, beware. You will very likely be unable to fully satisfy your next customer.





3.2.4 Languages and Abstraction Levels







Because it contains a multitude of concepts, a language does not occupy a single point on the abstraction scale but rather is always characterized by a range. We can consider a language to be at a certain level of abstraction when most of its concepts are at that level of abstraction. Figure 3-5 shows some software languages on the abstraction-level scale.

Figure 3-5. Abstraction level of some software languages
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Frederick Brooks argues in his book The Mythical Man Month [Brooks 1995] that a software developer’s productivity is constant in terms of the number of statements produced per time unit. He states: “Programming productivity may be increased by a much as five times when a suitable high-level language is used” (p. 94). In other words, the use of a high-level language could bring us increased productivity: one of the benefits that our field has long sought and one that was recently claimed by model-driven development. Future language developments should therefore be aimed at a high level of abstraction.







3.3 Domain-Specific Languages







Recently, the subject of domain-specific languages has received much attention. This section explains why we must treat a DSL like any other software language.



3.3.1 Domain-Specific versus General Languages







DSLs are special because of their focus on a certain domain. Unfortunately, a truly satisfactory definition of domain remains elusive. Most authors and presenters use examples to explain what a domain is, such as insurance or telecom, but do not define the term. The line between domain-specific and general-purpose (or domain-independent?!) appears to be very vague.

For instance, some arguments state that graphical user interface design is a separate domain, because only user interfaces contain buttons and windows. On the other hand, a graphical user interface is part of almost every software system, in the form of either traditional windows and subwindows or Web pages and frames.

It is difficult to find well-known examples of DSLs. Because a DSL targets a specific area of use, its success does not easily cross over to other areas, and thus it remains relatively unknown. A good example of what can be called a domain-specific language is the RISLA textual language [van den Brand et al. 1996], which is used to describe interest-rate products.





3.3.2 Domain Experts versus Computer Experts







Some people argue that DSLs are languages in which the domain experts themselves can develop mograms, without the help of computer science specialists. But this way of thinking has disapointed us on other occasions. When Fortran (short for Formula Translating System) came into being in 1957, some people thought that (assembler) programmers would become obsolete because the formulas could be written by mathematicians, who at that time were the domain experts. History proved them wrong. Very likely, the same will happen to current-day claims of domain experts writing their own programs.

Other people even take an extra step by stating that domain-specific languages can be developed by the domain experts themselves. Surprisingly, something of the kind is indeed happening. Many companies in many domains depend on computer systems. A growing trend is that these companies decide to join forces to develop an interchange format. For instance, the Dutch government supported the creation of an interchange standard for geographical data [NEN 2005] in order to ease the interchange among city councils, engineering firms, and other government offices. Likewise, the German automobile industry launched AUTOSAR (www.autosar.org) to standardize a data exchange format. (Interestingly, the people doing the modeling in AUTOSAR are computer experts, not domain experts.) What is happening is that industries in various domains agree on a common vocabulary, defining their jargon. I do not yet call this a language; it is more like a library or a framework, but it is certainly a starting point for developing a language.





3.3.3 Large User Group versus Small User Group







Another way to characterize DSLs is to claim that they are languages with a small, dedicated user group: the experts in a certain domain. However, the efforts to produce a new language justify the wish that the language be used by a large audience. Tool development for domain-specific languages is at least as complex as for general-purpose languages. When the potential number of users of these tools is small, one has to weigh the advances of using a DSL against the effort of creating that DSL. One might say that for economic reasons, it is a bad thing to have DSLs.

On the other hand, there will always be a demand for languages that will be used for a relatively small period of time by a small group of people. For instance, in large, long-running projects, small (scripting) languages are often built to automate specific, recurring tasks in that project. But even in this case, the effort of defining a new language must be less than that of executing the automated tasks by hand. If generation of the language user tools is possible, the scales will more often favor the creation of a new language.

Recalling the examples of industry putting effort into creating an interchange format, it is easy to see that characterizing DSLs by the size of the user group gives us an unclear criterion. If (hypothetically) all parties involved with geographical data used a DSL, a large user group certainly exists, yet the language is very specific to the domain of geographical data.





3.3.4 Horizontal DSLs versus Vertical DSLs







Perhaps because the term domain is not clearly defined, people have been making distinctions between types of domains: broad versus in-house, technically oriented versus business-oriented, horizontal versus vertical. Broad, technically oriented, and horizontal mean more or less the same thing, which is that the DSL can be applied to a large group of applications that share the same technical characteristic, for instance “any Web application.” Characterizing a DSL as in-house, business oriented, or vertical usually indicates that the concepts in the DSL are not computer science concepts but instead come from the business in which computer science is applied. For instance, the concepts of Web page and database table come from computer science, whereas downcoming tray, hifi tray, and manhole are concepts used in oil distilleries, an industry in which computer science is applied [van Leeuwen and Kleppe 2005].

In large part, I agree with MetaCase CTO Steven Kelly, who thinks that the greatest productivity increases come from in-house DSLs: “because the language can be made to precisely fit the needs of just one company. More importantly, the company is in control of the language and generators, so they can evolve as the problem domain evolves” (from www.ddj.com/dept/architect/199500627). On the other hand, this means that every company must try to create a language and user tools. In many cases, closing the gap between business concepts and computer languages that are suitable to translate the business concepts to, requires too large an effort.

Far more likely, we will see an increase of technically oriented DSLs, each tailored toward a certain application architecture. Each of these DSLs will raise the level of abstraction at which applications are being developed. This in its turn will diminish the gap between computer science concepts and business concepts, which will decrease the effort of individual companies or consortia to develop business-oriented DSLs. Any business-oriented DSL lands on, and finds its foundation in, a technically oriented DSL. It will be far easier to create language B from Figure 3-6 than language A.



Figure 3-6. Horizontal versus vertical languages
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Some good examples of business-oriented DSLs can be found in [Kelly and Tolvanen 2008]. They include among others IP telephony, insurance, and home automation. Other business-oriented examples are DSLs for pension plan schemes and the configuration of mortgage products. Examples of technically oriented DSLs are languages to specify data contracts, work flows, and service-oriented architectures.

Although I have not done any research on this, my hypothesis is that there is a limit to the number of concepts that can successfully be put into a software language.[2] There is probably some psychology at work here. In the same way that most humans know only about 30,000 words of their native language, even though that language’s vocabulary is much larger, most software developers do not use more than a certain number of concepts from their software language. In natural languages, unused words and phrases become archaic, although the language lives on. In software, those languages that contain many unused concepts tend to fall out of favor and die in oblivion. An example is Ada, which at first appeared to be a powerful language but was hardly ever fully put to use.


[2] I started to think about this when Jan Heering mentioned during a presentation (http://swerl.tudelft.nl/twiki/pub/MoDSE/Colloquium/MoDSE-JanHeering.pdf) that his gut feeling was that, probably, the domain size times its expressiveness is constant. Well, we clearly have relatively large (UML) and small (SQL) languages, so the result of this equation is certainly not constant, but it might very well be bound to an upper limit.


If my hypothesis is true, software languages should be designed in such a way that they contain either a limited number of concepts at the same level of abstraction or a limited number of concepts of different levels. Such languages are either broad and not very high or are high and not very broad. I think that the first is more acceptable than the second. For example, C++ combined objects and classes with pointer arithmetic, concepts with very different levels of abstraction. Some people hated the objects and classes and would rather have programmed in C. Others hated the pointer arithmetic and were glad to switch to Java, which did not offer that concept.





3.3.5 DSLs versus Frameworks and APIs







It is often said that frameworks and APIs are the same as domain-specific languages, letting the developer work with a different set of concepts. This is partly true, in that language and tool are difficult to separate. The developer using frameworks or application programming interfaces (APIs) seems to be working with different concepts, often at a higher level of abstraction. But at the same time, the output—the mogram that the developer is creating—is written in the good old-fashioned programming language the developer used before. A DSL would offer its user not only more abstract concepts but also a new syntax.

Think back to your school days. A student learning a language finds it far easier to fill in the blanks, as in The boy ... toward the building (to run), than to produce the complete sentence. Yet in both cases, the student is working with the same language.

Frameworks and APIs only add more complex, and often more abstract, structures to an existing language. They do not create a new one.





3.3.6 DSLs as Software Languages







Summarizing the criteria that distinguish a DSL from another software language, I must conclude that no specific characteristics make DSLs different from any other software language. All characteristics that are often mentioned, such as being targeted toward a specific domain or used by a small group of domain experts, are not true discriminators but form a sliding scale by which to measure a language.

The only difference lies in the economics. It can be worthwhile to handcraft a compiler for C#, but for most DSLs, this kind of effort would not be worth the advantages of using the language. We need to rely on generative tools to produce the language user’s tool set for a DSL.

In the remainder of this book, I treat DSLs like any other software language. However, a relevant distinction is that between vertical and horizontal DSLs. In Section 6.3, I explain the consequences of this difference on the specification of the abstract syntax of the language.


















3.4 Summary







In this book, I define a language as nothing more or less than a set of linguistic utterances. A linguistic utterance is any expression in a language: a word, a statement, a sentence, an expression, a model, a program, a query, a diagram. Although I use the formal term linguistic utterance in definitions and such, I use the word mogram in all other cases. They represent exactly the same notion.

Within the context of software languages, the abstraction level of a concept is the distance between this concept and the elements present in the computer hardware. The abstraction level of a language cannot be pinpointed precisely, because a language is a combination of a number of concepts, each of which may be at a different level of abstraction.

Next to the hard zero line of abstraction, which is the one posed by the hardware, is a virtual zero line, which separates the concepts that reside in the average software developer’s mind from those in common use by software developers of earlier decades but that are now taken for granted. Examples are memory location and stack frame pointer.

Domain-specific languages are not very different from other software languages. All characteristics that are often mentioned, such as being targeted toward a specific domain or used by a small group of domain experts, are not true discriminators but form a sliding scale by which to measure a language. One relevant distinction is that between vertical and horizontal DSLs. A vertical DSL is a language whose concepts are not computer science concepts but instead come from the business in which computer science is applied. A horizontal DSL is a language to describe a group of applications that share the same technical characteristics.









Chapter 4. Elements of a Language Specification


















All parts should go together without forcing. You must remember that the parts you are reassembling were disassembled by you. Therefore, if you can’t get them together again, there must be a reason. By all means, do not use a hammer.

—IBM maintenance manual, 1925



This chapter identifies what elements should be in a language specification, explains how to create a language specification, and describes what a language specification has to do with model transformations.














4.1 Language Specification







When you want to know how to create languages, you need to know how to describe a language. What is your result: a document, a set of tools, both? I think that we need both, but the language-specification document is the most important element. It should be written in such a way that it supports the creation of the tool set. Preferably, the tool set should be generated from the language specification, just as a parser can be generated from a grammar. But first, we need a definition of what a language specification is.



Definition 4-1 (Language Specification) A language specification of language L is the set of rules according to which the linguistic utterances of L are structured, optionally combined with a description of the intended meaning of the linguistic utterances.


A language specification should at least make clear what is and is not a syntactically valid mogram in that language. In my opinion, a language description should also include a description of what a mogram means or is supposed to do, that is, its semantics. After all, what’s the use of speaking a syntactically perfect Russian sentence if you do not know what it means? Most humans prefer to speak sentences that both speaker and listener can understand, even if the sentences are syntactically flawed. However, I know that some people, even experts, think that the semantics need not be part of a language specification. To accommodate some flexibility on this subject, the preceding definition states that the semantics description is optional.

A language specification can be compared to the constitution of a country. Every citizen should abide the law, but because a certain citizen might not, law abidance must be checked (Figure 4-1). Likewise, every mogram should be checked for its structure according to the given set of rules. This check needs to be implemented in the tool set that is to be created for the language.

Figure 4-1. A language specification is the rule book of a set of mograms
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4.1.1 Forms of a Mogram







A language specification is a set of rules to structure mograms. So what are these rules? To explain this clearly, we need to take into account the fact that a mogram has several representations. A mogram presents itself to the language user in a concrete form: for instance, as a piece of text or a diagram. A mogram also has a representation that is hidden in the tool(s) that handle it. This in-memory representation is the abstract form of the mogram, or abstract syntax graph, or abstract syntax tree.

The essence of abstract syntax is that a mogram cannot be experienced in its abstract form. Whenever you see or read a mogram, it has (again obtained) a concrete form (Figure 4-2). From Chapter 1, you might recall that languages can have multiple syntaxes. Actually, languages can have multiple concrete syntaxes. But no matter how the mogram is represented to a language user, its abstract form is the same. The abstract form is the unification of several concrete forms, as detailed in Chapter 6.

Figure 4-2. The abstract form of mogram must be made concrete for the language user to be able to see it.
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4.1.2 Parts







Taking the concrete/abstract distinction into account, a language specification exists of the following six parts:

	
An abstract syntax model (ASM) that specifies the abstract form of the mograms in the language


	
One or more concrete syntax models (CSMs), each describing one of the concrete forms of the mograms in the language


	
For each concrete syntax model, a model transformation that defines how the concrete form of a mogram is transformed into its abstract form (syntax mapping)


	
Optionally, a description of the meaning of the mograms, including a model of the semantic domain


	
Optionally, a definition of what the language’s mograms need from other mograms written in another language or languages: the required language interfaces


	
Optionally, a definition of what parts of the language’s mograms are available to mograms written in another language or languages: the offered language interfaces



Parts 5 and 6 are especially important for DSLs, which by definition have a small focus. Therefore, you often need to combine the use of a number of DSLs in order to create a complete application. For instance, you might use a DSL dedicated to the design of Web-based user interfaces with a DSL for the design of services in a service-oriented architecture.

Each part of a language specification is so important that it deserves separate treatment. More on abstract syntax models can be found in Chapter 6. Chapter 7 explains concrete syntax models, as well as the concrete-to-abstract transformation. Chapter 8 gives an example of a textual concrete syntax and its transformation. The meaning of mograms is discussed in Chapters 9 and 10. The language interfaces are described in Chapter 11.





4.1.3 Creation Process







Traditionally, the approaches for defining languages with a textual syntax and those with a visual or graphical syntax are different. To a large extent, this difference has resulted from the tools that support language design. For textual languages, the supporting tools—namely parser generators—focus on the concrete syntax, helping the language engineer with specifying scanning and parsing rules. A language user will use a free-format editor in combination with the generated scanner/parser. For graphical languages, many of the supporting tools focus on the abstract syntax, helping the language engineer to create structure editors, which allow a user to enter only syntactically valid mograms.

The differences between these approaches pose a problem because of the growing demand for languages with multiple concrete syntaxes: some graphical, some textual, some in which text and graphical symbols are intermixed. Therefore, using an approach to language design that focuses on concrete syntax is not the right way to go. Instead, the abstract syntax model should be central. Note that this does not mean that all editors created should take the form of a structure editor. Free-format editors combined with parsers are still an option, even when the abstract syntax plays a central role in the language specification.

As explained earlier, this book does not provide a step-by-step plan of how to create a new software language but instead shows you what the ingredients of a language specification are and how each of these can be best expressed. However, a general outline of such a plan can be drawn.


	
Create an abstract syntax model, taking into account references to other languages.


	
Generate a concrete syntax model, and experiment with some example mograms.


	
Revise the abstract syntax model and reiterate.


	
Create a semantics.


	
Revise the abstract syntax model and reiterate, possibly changing the concrete syntax model(s) as well.


	
Create the tools that support the language user.


	
Devise a way to handle different versions of the language, because many enthusiastic users will demand changes, and some will want to stick to older versions.










4.1.4 An Example







To illustrate the various elements in a language specification, let’s take a look at an example that will be familiar to many people: the language of mathematical expressions. The model in Figure 4-3 is a specification of the abstract syntax of this language. The model contains no hints on what a mathematical expression should look like; that is, it does not contain information on the concrete syntax.



Figure 4-3. Mathematical-expression language ASM
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Figure 4-4(a) shows various concrete forms of a mathematical expression—a mogram of this language. They are all textual but differ with regard to the position of the operator. Figure 4-4(b) shows the abstract form of this mogram as a tree of instances of the classes in the ASM.

Figure 4-4. Mathematical expression (mogram) in (a) various concrete forms and (b) abstract form
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There is no standard way to represent the concrete syntax model. However, when we look at the information that is required—note that since we already have the abstract syntax model, we do not need to identify Expr, BinaryExpr, and so on—we can see that we need answers to the following questions.

• What is the representation of an Op?

• What is the representation of a Number?

• What is the order of elements of a BinaryExpr?

• What is the order of elements of a UnaryExpr?

• What adornments (brackets) may be used in combination with an Expr?


Figure 4-5(a) shows the answers to these questions in an ad hoc notation that uses the association roles names from Figure 4-3; Figure 4-5(b) shows the library that is used for this language. Here we touch on a tough spot for every language: The very basic building blocks are always difficult to specify. We often need to refer to other formalisms, such as mathematical formulas, as in “for all x in R.” We could also have used the grammar in Figure 4-6 to specify the concrete syntax. However, the common interpretation of such a grammar is that it specifies not only concrete syntax but also abstract syntax.

Figure 4-5. Mathematical expression: (a) concrete syntax model and (b) library
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Figure 4-6. Grammar for mathematical expression language






	
Expr ::= "(" Expr ")"
Expr ::= BinaryExpr | UnaryExpr | Number
BinaryExpr ::= Expr Op Expr
UnaryExpr ::= Op Expr
Op ::= "+" | "-" | "*" | "/"
Number ::= NrLiteral
















The syntax mapping for this language is a simple one-to-one mapping, as long as we do not take operator precendence into account. Note that this issue is only for the concrete syntax that uses infix notation. For example, the value, or meaning, of the infix form of the expression in Figure 4-4(a)—simply evaluating it from left to right without operator precendence—would be quite different; compare ((((–32) / 4) + 3)*5) = –9 with ((–32) / 4) + (3*5) = 7. The syntax mapping that takes operator precendence into account would be a transformation that maps the tree in Figure 4-7 to the tree in Figure 4-4(b).

Figure 4-7. Mathematical expression without operator precendence
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The description of the meaning of the mograms would in this case be a simple reference to calculus. The expression language does not have any required interface, but it could offer an interface consisting of the one class Expr, thus making it possible for users of other languages to refer to a mathematical expression that is a correct mogram of this expression language.







4.2 Formalisms to Specify Languages









Many of the formalisms to define languages define only a single part of a language specification. Even when you take the advice to focus on the abstract syntax, you have to choose among them. We’ll compare them shortly.



4.2.1 Context-Free Grammars







Context-free grammars have long been the way to specify languages. When you create a context-free grammar, you build a specification of a concrete syntax. All keywords and other symbols that must be present in the concrete form of a mogram are specified by the grammar. For instance, the rule for the Java switch statement in Figure 4-8 contains the keywords “switch”, “case”, and “default”, as well as two types of brackets and a semicolon. All these elements determine how the mogram is presented to the language user; in other words, they are concrete syntax elements. They are not present in the abstract form of the mogram.

Figure 4-8. BNF rule for Java switch statement






	
switch_statement =
 "switch" "(" expression ")" "{"
{ ( "case" expression ":" )
| ( "default" ":" )
| statement }
"}"
















An advantage of context-free grammars is that they have been around for more than half a century. There is plenty of knowledge on grammars and many tools that support the creation of a grammar. Usually, Backus-Naur Form (BNF) or some dialect of BNF is used as input for these tools.

The context-free grammar’s underlying structure is a derivation tree, whereby each node represents either the application of a production rule during the recognition of a mogram or a basic symbol (a nonterminal). Some nodes in the derivation tree are names that are references to other nodes in the tree. A standard trick in compiler construction is to use, next to the tree, a symbol table that holds information on which name refers to which node. The fact that you need both the syntax tree and the symbol table means that the underlying structure is not a tree but a directed graph. An example can be found in Figure 4-9, in which a variable in a mathematical expression refers to a value that is defined elsewhere. Unfortunately, this is not commonly understood.

Figure 4-9. A syntax tree with references is a directed graph.
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Background on Grammars

Grammars are sets of production rules, as explained in the context of formal language theory [Hopcroft and Ullman 1979]. The idea behind production rules is that when you follow the rules, you can create any sentence (mogram) in the language: hence the word production.

For instance, the following grammar specifies a part of the English language (S = sentence, NP = noun phrase, VP = verb phrase). The brackets [ ] indicate an optional part.

1. S -> NP VP

2. NP -> [article] [adjective] noun

3. VP -> [verb] verb

The set of production rules is also used to determine whether a sentence belongs to a language. This is done by finding a rule that could apply to a part of the sentence and then trying to find rules that would match the rest. For instance, the sentence “The blue-eyed man is walking” can be recognized as “article adjective noun verb verb,” which can be transformed into “NP VP,” which is finally recognized as “S.” This process is called parsing.

Linguist Noam Chomsky has identified four classes of grammars. Each class puts restrictions on the production rules. The classes are the following.

1. Recursively enumerable grammars (type 0) put no restrictions on the production rules.

2. In context-sensitive grammars (type 1), the restriction on the production rules is that the number of elements in the string on the lefthand side must be smaller than or equal to the number of elements in the string on the right-hand side. In the example rule xAzB -> yxyzB, A and B are nonterminals, and x, y, z are terminals.

3. In context-free grammars (type 2), all production rules have a single nonterminal on the left-hand side. An example rule is A -> xyzB.

4. In regular grammars (type 3), all production rules have either the form A -> wB or A -> Bw, where A and B are nonterminals, and w is a (possibly empty) string of terminals.

It has been proven that each type i of languages properly includes all type (i+1) languages. This means, for instance, that any context-free language also falls in the context-sensitive category.

BNF grammars, including the preceding example, are context-free grammars. In graph grammars, each side of a rule consists of a graph: a connected set of elements. Each element can be transformed by the application of the rule. Thus, graph grammars are stronger than BNF grammars and fall in the context-sensitive category. In attributed grammars, all variables may have attributes.


Another aspect of context-free grammars is that they allow you to specify only textual languages. You cannot create a graphical language using a simple context-free language, which brings us to an interesting extension of grammars: the attributed grammar.





4.2.2 Attributed Grammars







An attributed grammar is a context-free grammar that has attributes associated with each of the nonterminals. The attributes may have any structure: trees, graphs, and even more complex things. In many cases, attributed grammars hide the real information on a mogram in their attributes. The complete abstract form of a mogram can be created as an attribute of a concrete element, such as a keyword. For instance, when processing a textual mogram specifying a C# class, an attributed grammar allows you to build an abstract syntax tree of the class and assign it to a grammar attribute of the terminal representing the keyword class.



Background on Graphs and Trees

A directed graph, denoted by G = (N, E, src, tgt), is a mathematical construct that consists of a finite set of nodes N and a finite set of edges E, plus two mappings: src and tgt. Each mapping associates a node to an edge. The node src(e) is called the source of edge e, and the node tgt (e) is called the target of e. In other words, an edge goes from its source node to its target node. An example graph is shown in figure (a).

[image: image]


A graph may also be undirected, in which case an edge is usually regarded to be a pair of nodes.

A path in a graph is a sequence of edges e1, e2, ..., ek, such that the source of one edge is the target of its predecessor; that is, for each i, 1 < i <= k, src(ei) = tgt (ei −1). An example is figure (a), where a path is drawn between five nodes. A path is said to go from the source of its first edge to the target of its last edge.

A cycle is a path whereby the source of the first edge is the target of the last; that is, src(e1) = tgt(ek).

A tree is a directed graph with the following two properties.

1. One node, called the root, that is not the target of any edge and has a path to every other node.

2. For each node other than the root, there is exactly one edge with this node as target.

An example can be found in figure (b).

A forest is a set of trees, or a tree in which the root does not have a path to all other nodes.


The visual-languages community, which uses attributed grammars to be able to deal with graphical languages, is concerned mostly with scanning and parsing visual-language expressions, or diagrams. Virtually all work in this area focuses on the recognition of basic graphical symbols and grouping them into more meaningful elements, although some researchers stress the fact that more attention needs to be paid to language concepts, which in this field is often—wrongly—called semantics. Often, these so-called semantics are added in the form of attributes to the graphical symbols. For instance, an attributed grammar may have a nonterminal compartmented box. An attribute to this nonterminal may hold the information that this element represents a use case and that the top compartment is to be considered its name. This is very different from the metamodeling point of view. For instance, although UML is a visual language, its metamodel does not contain the notions of box, line, and arrow.

Common to all formalisms of this type is the use of an alphabet of graphical symbols. These graphical symbols hold information on how to materialize the symbol to our senses: rendering info, position, color, border style. Next to the alphabet, various types of spatial relationships are commonly defined, based on position (left to, above), attaching points (endpoint of a line touches corner of rhombus), or attaching areas using the coordinates of the symbol’s bounding box or perimeter (surrounds, overlaps). Both the alphabet and the spatial relationships are used to state the grammar rules that define groupings of graphical symbols.

Although the work in this area does not use graph grammars, the notion of graphs is used. The spatial relationships can be represented in the form of a so-called spatial-relationship graph [Bardohl et al. 1999], in which the graphical symbols are the nodes, and an edge between two nodes represents a spatial relationship between the two symbols.





4.2.3 Graph Grammars







Since the 1970s, graph grammars have been used to tackle the problem of specifying graphical languages [Shaw 1969]. Graph grammars are rather complex, since two structuring mechanisms collide.

First, the diagrams themselves are represented as directed graphs in which the edges represent relationship between the parts of the diagram. Either attributes or labels to the edges and/or nodes represent the concrete representation of the element. Compared to the structure of a textual mogram, which is a simple sequence of characters, this is a rather complex structure. Second, the application of the grammar rules in the creation or recognition of a certain diagram forms a structure that is also represented as a graph. Compared to context-free grammars, in which the underlying structure is a tree, this representation is again much more complex.

The graph that represents the application of grammar rules is called the derivation graph. In this type of graph, the nodes themselves are graphs representing the diagram. For instance, suppose that we want to find the derivation of the A-B-C graph on the right-hand side of Figure 4-10. Two rules could apply: the rule that adds a C node to an AB graph (2), or the rule that adds a B node to an AC graph (4). Much interesting theoretical work has been carried out with regard to the derivation graph. For instance, some theories state whether a set of grammar rules always have the same result, regardless of the order of application of the rules.

Figure 4-10. A derivation based on a graph grammar
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With a context-free grammar, there is only one structure to deal with: the derivation tree, which makes things easier. Furthermore, the tree derived from a BNF grammar helps us to understand the structure of the mogram, whereas the derivation graph from a graph grammar does not help us in this respect. This graph of graphs is—at least for now—too complex a structure to be of practical use in the definition of languages. The fact that you may not even understand all this only illustrates my point.





4.2.4 UML Profiling







Creating a UML profile is a very popular way to create a new language, even though many people don’t even realize that they are creating a language by extending an existing one. When you create a UML profile, you take the UML specification as base and change little bits by adding stereotypes. That is, you stick to the UML concrete syntax using stereotyped names to adorn the concrete symbols. The abstract syntax also follows the path set by UML, but because you can create your own classes and associations between them, you have some freedom in creating the abstract syntax model.

There is also freedom in setting the semantics of your new language. The UML defines only the general outlines of what your language’s concepts mean. For instance, when you define a new construct based on the UML Class concept, you know that the systems specified by your mograms will contain some sort of instance entity. When you define a new association, you know that the systems specified by your mograms will contain some sort of relationship between these entities. When your stereotype is based on the UML state, you known that your entities will have states. Whatever else you want your new language to mean is up to you. You can specify this in some natural-language text, in a tool, or in any other format of your choice.

Note that the profile itself is only the abstract syntax model of your language. The concrete syntax model and the mapping to the abstract syntax model are given by the stereotypes and the UML specification. Your language still has undefined semantics and must be specified by you in some other manner.





4.2.5 Metamodeling







The creation of the Unified Modeling Language in the 1990s not only provided us with a modeling language but also popularized metamodeling as a means to specify languages. A metamodel is a model, usually some form of class diagram, that describes—models—the mograms that are part of the language.

It is recognized by some [Greenfield et al. 2004] that metamodels are more powerful for specifying languages than traditional (BNF) grammars are, but this fact is not yet commonly known (see Figure 4-11). The mogram in Figure 4-11(c) can be described by the metamodel in Figure 4-11(a) but cannot be described by the grammar in Figure 4-11(b).

Figure 4-11. A metamodel is more powerful than a grammar.
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4.2.6 Formalism of Choice







In the remainder of this book, I use metamodeling as the formalism to specify software languages. The reason I choose metamodeling as the basis to define software languages is that it is the most practical of the possible choices. Because its underlying structure is a tree and not a graph, an ordinary context-free grammar is not able to express everything we need in a language specification. An attributed grammar simply obscures the true structure of the mogram. A graph grammar is too complex, and a UML profile is too restrictive.


















4.3 Summary







A language specification is the set of rules according to which the mograms of L are structured, optionally combined with a description of the intended meaning of the linguistic utterances. A mogram has two forms: a concrete form, which is the way it is experienced by humans, and an abstract form, which is the way it is represented internally in the tools that handle it. Both forms have rules associated with them. A mogram must be structured according to the rules of both concrete syntax and abstract syntax. Therefore, a language specification exists of the following six parts:

	
An abstract syntax model (ASM) that specifies the abstract form of the mograms in the language


	
One or more concrete syntax models (CSMs), each describing one of the concrete forms of the monograms in the language


	
A syntax mapping, for each concrete syntax model, that defines how the concrete form of a mogram is transformed into its abstract form


	
Optionally, a description of the meaning of the mograms


	
Optionally, a list of required language interfaces, which define what the language’s mograms need from other mograms written in another language or languages


	
Optionally, a list of offered language interfaces, which define what parts of the language’s mograms are available to mograms written in another language or languages



Although a number of formalisms can be used to specify languages, this book uses metamodeling.










Chapter 5. Metamodeling


















My freedom will be so much the greater and more meaningful the more narrowly I limit my field of action and the more I surround myself with obstacles. Whatever diminishes constraint diminishes strength. The more constraints one imposes, the more one frees one’s self of the chains that shackle the spirit.

—Igor Stravinsky
 Russian composer (1882–1971)



In the remainder of this book, I use metamodeling as the formalism to specify software languages: that is, one metamodel to specify the abstract syntax (see Chapter 6), one metamodel to specify (parts of) the concrete syntax (see Chapter 7), and in some cases, an extra metamodel to specify (parts of) the semantics (see Chapter 9). Because metamodeling is such an important technique, this chapter explains the underlying mathematical foundations of metamodeling. When you are familiar with metamodeling or if you are not interested in its precise definition, you can skip Section 5.1 and read only Section 5.2. Parts of this chapter were developed in cooperation with Arend Rensink (University of Twente, Netherlands).














5.1 Foundations of Metamodeling







To use metamodeling properly, we need to know the meaning of the words metamodel, model, invariant, and instance. In fact, we need to define a formalism in which to write metamodels. This section gives a mathematical foundation, based on graphs, for metamodels, models, and instances and explores the concept of model transformation in the context of this mathematical foundation. To summarize: A model is a type graph similar to a UML class diagram together with a number of constraints; an instance of a model is an indexed, labeled graph similar to a UML object diagram; an invariant is an extra constraint, such as an OCL invariant; and a metamodel is a model that is a part of a language specification and that specifies a certain aspect of a mogram, such as its concrete form, its abstract form, or its semantics. If you feel comfortable with these informal descriptions, you can skip this section, but if you really want to know what a model is, read on. (You can find even more detailed information and the precise mathematical definitions in Kleppe and Rensink [2008a, and 2008b].



5.1.1 Graphs







Graphs are mathematical constructs that consist of a set of nodes (or vertices) and a set of edges between the nodes. Graphs have many variations. Here, two forms of directed graphs are used. In directed graphs, the edges have a direction; that is, every edge has a source and a target node.

The first type of directed graph that we need is a labeled, indexed graph, or simply a labeled graph. In a labeled graph, every node and every edge has a label, and every edge has an index number. Two different edges cannot have the same source, target, label, and index. These four characteristics uniquely identify an edge. The following is a rather informal definition of a labeled graph.



Definition 5-1 (Labeled Graph) A labeled graph is a combination of


• A set of nodes, which may include data values

• A set of edges

• A source function from edges to nodes, which gives the source node of an edge

• A target function from edges to nodes, which gives the target node of an edge

• A labeling function from nodes and edges to identifiers

• An indexing function from edges to positive natural numbers




To simplify the following explanation, we introduce the concept of the set of outgoing edges from a node with the same label.







Definition 5-2 (Outgoing edges) The set Out(n, l) is the set of edges that have node n as source and label l as label.


Figure 5-1 shows an example of a labeled graph in which the grayed-out text explains the various parts. Some comments on the notation are required. The figure contains symbolic identifiers. A symbolic id is not part of the underlying mathematical construct but is a convenience to indicate a certain part of the figure and can be used only within that figure. You will also find that most labels are preceded by a colon (:). The colon separates the label from the symbolic id in the case of nodes or from the index when it is a label of an edge. Furthermore, we have used the UML attribute notation as an abbreviation. Figure 5-2 shows what this abbreviation means. A node in a labeled graph can be a data value, in which case it may be shown before its label. Usually, its label will be the type of the data value.

Figure 5-1. A labeled graph
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Figure 5-2. Different notations for the same graph
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The second type of graph that we use is a type graph with inheritance, or simply type graph. In this directed graph, all nodes represent types, and all edges represent relationship types. For instance, a type graph may contain the nodes {String, Integer, House, Person, Car} and the directed edges {<Person, String>, <House, Integer>, <Person, House>, <Car, Person>}, which represent, respectively, the name of a person, the number of a house, the house where a person is living, and the person owning a car. In this kind of graph, nodes can be related to each other by inheritance, meaning that some types may inherit from others. Following is a rather informal definition.



Definition 5-3 (Type Graph) A type graph is a combination of


• A set of nodes which may include data types

• A set of edges

• A source function from edges to nodes, which gives the source node of an edge

• A target function from edges to nodes, which gives the target node of an edge

• An inheritance relationship between nodes (a reflexive partial ordering)






Figure 5-3 shows an example of a type graph. It looks very much like a UML class diagram and needs no further comments except that we use an abbreviation here as well (shown in Figure 5-2). Note that the names shown are the identities of the nodes and edges. We use them in the same way we use the data values in the labeled graph.

Figure 5-3. A type graph
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5.1.2 Models and Instances







In our graph theoretical approach, a model is a type graph combined with a number of constraints. As we will see, constraints of several types can be part of a model. Thus, we use the following definition.



Definition 5-4 (Model) A model is a combination of a type graph and a set of constraints of various types.


An instance of a model is a labeled graph in which every node and edge is of a type defined by the type graph. We say that an instance is typed over the type graph. The type of a node in the instance is a node in the model. More specifically, this means that the label of every node in the instance is equal to a node in the type graph. The type of an edge in the instance is an edge in the model. For edges, the typing is a bit more complex because we have to take the source and target nodes into account. An edge in an instance is properly typed only when its source and target are typed over the source and target of the edge’s type in the type graph. Figure 5-4 shows a type graph together with a valid and an invalid instance. Edge 2:b in this figure cannot be typed over the given type graph, because its target is not of node type B. Note that both the valid and invalid instances are correct labeled graphs.

Figure 5-4. Valid and invalid instance of a type graph
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Inheritance is taken into account in the edge typings. Take, for instance, the situation in Figure 5-5. In this case, the type graph contains an edge, ad, from node A to node D, while node F inherits from node A. This means that an instance that has an edge from an F-typed node to a D-typed node is valid. The type of this edge is the edge ad in the type graph.

Figure 5-5. Valid and invalid instance of inheritance in a type graph
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Instances of a model should not only be valid with regard to the type graph but also obey all the constraints in the model. This is expressed in the following definition.



Definition 5-5 (Instance) An instance of a model M is a labeled graph that can be typed over the type graph of M and satisfies all the constraints in M’s constraint set.







5.1.3 Constraint Types







Ten types of constraints have been identified. The first and best-known constraint type is an invariant, which is a logical expression over the type graph. But there are also a number of constraint types that are not invariants. These constraint types are well known from UML class diagrams, but this book takes a slightly different approach. The following subsections define each constraint type and explain how each type of constraint is satisfied by an instance.



Multiplicities







Multiplicities regulate how many edges with the same source and the same label may be present in an instance. Multiplicities are defined in the type graph in the same form as in a class diagram: a..b, where a and b are positive numbers, and a is smaller than or equal to b. The upper-bound b may also be *, which means that the maximum number of edges is not constrained. An explicit multiplicity that is not present in the diagram is assumed to be 1..1. Figure 5-6 gives an example.



Figure 5-6. An example multiplicity constraint
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Bidirectionality







Bidirectionality constraints indicate that edges in an instance are always paired and are shown in the type graph by a line with two arrowheads, which is an abbreviation. In the type graph, two edges oppose each other: The source of the one is the target of the other. This is why the line has two labels. When an edge in the instance is typed over one of the edges in the type graph, there should also be an edge typed over the opposing type edge. Figure 5-7 shows an example.

Figure 5-7. Example bidirectionality constraint
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Ordering







Ordering constraints specify that the index numbers of all edges from an outgoing set of edges (see Definition 5-2) are subsequent numbers starting with 0. Ordering is shown by the text {ordered} next to an edge in the type graph. Figure 5-8 shows an example.

Figure 5-8. Example ordering constraint
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Uniqueness







A labeled graph may not have two edges with the same source, target, label, and index. A uniqueness constraint indicates such a case, disregarding the index. A uniqueness constraint is denoted with the text {unique} next to an edge in the type graph. Figure 5-9 shows an example.

Figure 5-9. Example uniqueness constraint
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Acyclic







The acyclic constraint is defined on a number of edges in the type graph. Each edge in this set is marked with an open diamond shape at the source end. An instance is valid according to the acyclic constraint if its subgraph, consisting of edges typed over the edges in the acyclic constraint, is an acyclic graph. In an acyclic graph, you cannot get back to the same node by traversing edges. Figure 5-10 gives an example.

Figure 5-10. Example acyclic constraint
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Unshared









Like the acyclic constraint, the unshared constraint is defined on a set of edges in the type graph. The acyclic constraint is shown by the text {unshared ...}, with the names of the edges in the set on the dots. This constraint specifies that all edges in the instance that are typed over edges in the unshared constraint must have a different target. Figure 5-11 shows an example.

Figure 5-11. Example unshared constraint
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Redefinition







The last three constraint types all deal with specialization/generalization. The redefines constraint is applied to two edges where the one edge is defined between nodes that are the supertypes of the source and target nodes of the other edge. This constraint indicates that the first type edge is hidden by the second. The first type edge may not be used as the type of an edge in an instance when that edge has the subnode as source. Figure 5-12 shows an example.

Figure 5-12. Example redefines constraint
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Subset









The subset constraint is applied to two edges where the one edge (d) is defined between nodes that are the supertypes of the source and target nodes of the other edge (b). Thus, the set of outgoing edges of every node of the subtype must contain a d-typed edge for every b-typed edge. Figure 5-13 shows an example.

Figure 5-13. Example subsetting constraint
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Union







The union constraint is the reverse of the subset constraint but involves more than two edges in the type graph. Figure 5-14 gives an example.

Figure 5-14. Example union constraint
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5.1.4 UML Diagrams as Notation







The remainder of this book uses the familiar notation of UML class and object diagrams to represent models and instances as defined in this section. Table 5-1 shows the mapping we use for class diagrams, which may optionally be combined with OCL invariants, and Table 5-2 shows the mapping for object diagrams.



Table 5-1. Mapping of UML Class Diagram Concepts to Graphs

[image: image]

Table 5-2. Mapping of UML Object Diagram Concepts to Graphs
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5.1.5 Metamodels







Now that it is clear what model and instance mean, it is time to focus on the concept of metamodel, which is usually defined as a model of a model. But this view is too simplistic. What is meant is that where a model defines a system, a metamodel defines a mogram. (For modeling languages, each mogram is a model; that is where the model-of-model idea comes from.) The relationship between model and system is an instance-of relationship, just like the relationship between metamodel and mogram.

However, Section 4.1.2 introduced two models that are part of a language specification: the concrete syntax model and the abstract syntax model. In Section 9.3.1, you will see that we can also build a model of the semantic domain. Which of these is the metamodel? Usually, a metamodel is a model of the abstract syntax of a language. But I define the term in a broader sense. My definition is the following.



Definition 5-6 A metamodel is a model used to specify a language.


In my view, any model that is part of a language specification can be regarded as a metamodel. Therefore, I do not use the term metamodel often. Instead, I speak of abstract syntax model, concrete syntax model, and semantic domain model, all of which are models used to specify a language and are therefore metamodels. The term metaclass indicates a class in a metamodel, which according to our definitions is a node in the type graph of the model.

Section 5.1.2 explained the relationship between a model and the instances of that model, a relationship based on constraining the set of all labeled graphs to those that are valid according to the model. For a metamodel, the same relationship between model and instances holds: The metamodel restricts the set of possible mograms to a set of valid mograms. Not any combination of letters that I write is a valid English sentence; it is the constraints that specify which ones are and which are not. Thus, a concrete syntax model restricts the number of valid mograms to the ones that have a valid concrete representation. An abstract syntax model restricts the number of valid mograms to the ones that have valid abstract forms. A semantic domain model determines what is and what is not a valid semantic domain.







5.2 Relation with Model-Driven Approaches







This section explains how the way languages are specified relates to the concepts identified in model-driven approaches to software development.



5.2.1 How to Understand the Term Platform







As defined by the Object Management Group (OMG), model-driven architecture has always regarded the notion of platform as central. There are platform-independent models and platform-specific models. However, people who do model-driven development in practice do not use these terms, because they are rather useless. Nevertheless, I owe you an explanation of what a platform is with regard to languages and language specifications.

Fortunately, Atkinson and Kühne [2005] have provided a useful notion of platform. In the following definition, I use my own words to describe this concept.



Definition 5-7 (Platform) A platform is the combination of a language specification, predefined types, predefined instances, and patterns, which are the additional concepts and rules needed to use the capabilities of the other three elements.


Using Atkinson’s definition, each mogram is bound to a certain platform. The mogram is completely specific to the language it is written in and to the types, instances, and patterns associated with that language. In the same manner, the mogram is more or less independent of any other platform—language—insofar as this language differs from the original one.

Although at the first glance it looks as though this definition of platform completely destroys the way the OMG looks at things, it is in fact very compatible. According to the OMG, “the term platform is used to refer to technological and engineering details that are irrelevant to the fundamental functionality of a software component” [OMG-MDA 2001, p. 5]. Note the use of the word fundamental. The platform is relevant for the functionality of the software component but not fundamentally. To a language user, the language specification, predefined types, predefined instances, and patterns—the platform—are indeed technological and engineering details that are necessary for the implementation of the software but are not fundamental to it. The language is a means, not a goal. Another language with other predefined elements might do just as well. (A similar difference is made in Brooks [1995]: essential and accidental parts of software construction. There is more on this in Section 8.1.)

The only concept that Atkinson and Kühne discard is the notion of platform-independent model. No model is platform independent, because all models/mograms need to be expressed in some sort of language. Instead, the only thing we can say is that some models are expressed in a language/platform that has a higher level of abstraction than others. In fact, we can compare a platform to the virtual zero line from Section 3.2. Everything below the platform is hidden from view to the users of the platform.





5.2.2 Transformations and Language Specifications







Another concept central to model-driven approaches is model transformation, or the translation of one model written in one language into another model that is usually written in another language.



Model Transformations and the Formal Notion of Model







What are model transformations in a context of models and instances being graphs? The obvious answer would be that model transformations are graph transformations, but this is not completely true. Graph transformations can be defined on any graph, and a model is not just any graph.

To understand model transformations, you must first realize that the meaning of the word model in this context is mogram. Model transformations transform mograms but are defined over the mogram’s ASM. Thus, I consider a model transformation to be a function from one ASM to another that works on instances of these ASMs. This is similar to the function plus(Integer, Integer): Integer, which is defined on the type Integer and executed on individual instances, as in plus(2, 53).

The situation for model transformations is a bit more complex, because a model transformation may have both multiple inputs and/or multiple outputs. Therefore, the complete definition is the following.



Definition 5-8 (Model Transformation) A model transformation is a function from abstract syntax models I1, .., In to abstract syntax models O1, .., Om.







A Taxonomy of Transformations







A taxonomy of transformations based on the elements in a language specification is presented in Kleppe [2006]. Figure 5-15 provides an overview of the relation between kinds of transformations and elements of a language specification. The figure shows the concrete syntax model (C1) and abstract syntax model (A1) of one language (L1) in the upper part and the concrete syntax model (C2) and abstract syntax model (A2) of another language (L2) in the lower part, as well as the various types of transformations that can exist among these four elements.

Figure 5-15. The relation between transformations and language definition

[image: image]







To understand the figure correctly, you must realize that some transformations are defined to transform a mogram in one language into a mogram in another language (the stream-based, hybrid syntax, and structure transformations), and some are defined to change a single mogram written in one language (the in-place and view transformation). The figure also includes the language’s syntax mapping as a transformation. Another possibility, not shown in this figure, is a structure transformation defined to transform a mogram to another mogram written in the same language.

Note that although the arrows in the figure indicate a bidirectionality, not all transformations need to be defined bidirectional. The arrows indicate that transformations in both directions are possible. The following transformation types are recognized.

• In-place transformations are transformations that change the source mogram. Formally, an in-place transformation is a mapping from the abstract syntax model Ai of language Li to the same abstract syntax model Ai. Refactorings are in-place transformations.

• View transformations, like in-place transformations, are mappings from abstract syntax model Ai of language Li to the same abstract syntax model Ai, but they serve a different purpose. Views present the same system from a different viewpoint, using different criteria. Views are always dependent on their source mogram. If the source mogram changes, the view should change. If the source mogram is removed, the view should be removed. We therefore consider the view to be part of the original source mogram.

• Stream-based transformations are mappings from a concrete syntax model of one language to the concrete syntax model of another. This is very well known in practice: namely, the change of a textual representation of a mogram into another textual format. The name indicates that these transformations are focused on textual, one-dimensional languages, which are handled sequentially, that is, one token after another. Examples of this type of transformation are templates written in such languages as AWK, but some XSLT programs also fall into this category.

• Structure transformations are mappings from an abstract syntax model to an abstract syntax model. These abstract syntax models may be the same or may be different. This means that a structure transformation may transform a mogram of one language into a mogram of either the same language or another language. In-place and structure transformations differ, even when the language source and target mograms have the same language. An in-place transformation makes changes in a single mogram; the input and output mograms are the same item. A structure transformation produces a new mogram; the source and target mograms are two separate items. This might seem a minor difference from a theoretical viewpoint, but from the point of tool interoperability, it is important. In essence, the latest version of the Query/View/Transformation (QVT) standard [OMG-QVT 2007] focuses on structure transformations, although, as its name suggests, it should also provide a solution for defining views.

• Hybrid syntax transformations take an abstract from of a mogram in one language as source and produce text, that is concrete syntax, in another language as output. Examples are transformations implemented in Velocity [Velocity 2008] or JET [JET 2008] templates. In this case, the source mogram is available in the form of an abstract syntax graph, but the output is a character stream. These transformations map the abstract syntax of one language on the concrete syntax of another.




















5.3 Summary







Metamodeling is the formalism for specifying languages; therefore, we need to be clear about what a model and a metamodel are. For this, we use the mathematical construct known as a graph, which is a set of nodes and a set of edges that go from one node to another.

A model is a type graph with a set of constraints. Models are depicted as UML class diagrams with OCL constraints. An instance of a model is also a graph. This instance graph has labels on its nodes and edges, as well as indexes on its edges. An instance is a valid instance only when all the constraints are met.

A metamodel is a model that is used to define a language. A language specification will have an abstract syntax model (ASM), a concrete syntax model (CSM), and a semantic domain model (SDM), each of which is a model used to define a language and therefore is a metamodel. Mograms are instances of the abstract syntax model.

In our terminology, model transformations are mogram transformations, transforming one mogram into another. Model transformations are defined on the metamodels that deal with syntax (structure) and can be considered to be mathematical functions. There are several types of transformations:

• Structure transformations: from the ASM of the source language to the ASM of another language

• Syntax transformations: from the ASM of a language to the CSM of the same language

• Hybrid syntax transformations: from the ASM of a language to the CSM of another language

• In-place transformations: from the ASM of a language to the ASM of the same language, changing the same mogram

• View transformations: from the ASM of a language to the ASM of the same language, creating a different, dependent mogram

• Stream-based transformations: from the CSM of a language to the CSM of another language











Chapter 6. Abstract Syntax


















Grasp the subject, the words will follow.

—Cato the Elder
 Roman orator and politician (234 BC–149 BC)



This chapter explains why abstract syntax plays a central role in a language specification. The chapter describes the relationship between a mogram and its language specification and explains how to create an abstract syntax model. Finally, the chapter introduces a small example language, for which an abstract syntax model is presented.














6.1 The Pivotal Role of Abstract Syntax







Abstract syntax for language engineering is of critical importance. It is the pivot between various concrete syntaxes of the same language, as well as between the syntactical structure of a mogram and its meaning. Thus, it takes a central position in a language specification.



6.1.1 The Hidden, Underlying, Unifying Structure







The original meaning of the term abstract syntax comes from natural-language research, where it means the hidden, underlying, unifying structure of a number of sentences [Chomsky 1965]. For instance, in English, the sentences “John likes Mary”and “Mary is being liked by John” represent the same fact. The abstract syntax of both sentences should therefore be the same, even though the concrete representations are different. Similarly, a UML diagram and its XMI counterpart are different concrete representations of the same abstract syntax.

In computer science, the abstract syntax representation of a mogram is also hidden. It is present only as an in-memory form while the program that handles the mogram is running. As soon as the mogram is stored, it has again obtained a concrete format (e.g., some XML representation). As soon as it is shown on a screen, the mogram has obtained a concrete form. The essence of abstract syntax is that we humans cannot handle it. We can handle a mogram only through one of its concrete forms.

With regard to the second descriptor, underlying, we can say that in computer science, the abstract syntax representation is indeed the underlying structure of a mogram. That underlying structure might not be completely clear from viewing the concrete form. In many cases, some (parsing) algorithm is needed to determine the underlying structure.

However, in computer science, the abstract syntax representation has so far not been regarded as the unifying structure of two or more sentences. Until recently, software languages had only one concrete syntax. This made the difference between abstract and concrete syntax seem less important then it is nowadays. Yet currently, more and more languages have multiple concrete representations, often combining textual with graphical representations. This makes the need for a unifying representation apparent. The abstract syntax is that unifying structure, which means that the same abstract syntax representation can be presented concretely in different concrete formats: for instance, in either a graphical or a textual format.





6.1.2 The Gateway to Semantics







As explained in Section 4.1, a language is not completely defined if it does not provide a description of its intended meaning. Here again, the abstract syntax plays a pivotal role: It is the intermediator between the concrete syntax representation of a mogram and its semantical interpretation.

In the process of creating a software language, the most important thing is to recognize and fully understand the concepts that should be expressed. These concepts are specified in the abstract syntax model; for this reason, the abstract syntax model is sometimes called the conceptual model. For every concept, the meaning must be made clear, together with the meaning of possible relationships between the concepts.

For instance, in the context of caring for mentally ill persons, the meaning of the concepts patient, psychiatrist, doctor, nurse, treatment, medication, legal representative, and so on, must be clear. Also, the relationships between these concepts must be specified. Is medication a treatment? Yes. Are all treatments medications? No. May any doctor prescribe admission into a psychiatric hospital? No. Which doctor prescribed a treatment for a certain patient? Is that doctor qualified? Is agreement from the legal representative of the patient needed for this treatment? Which nurse gave out the medication? Who supervised a treatment called group therapy? The relationships between the concepts are many and complex. Great care needs to be taken to define these relationships, in order for the language users to really understand the language, thus being able to use it as a means of communication.

A language’s abstract syntax specification, which defines all concepts in the language and their relationships, is the hook for semantics to be added to the language specification. It is the central element in a language specification.







6.2 Mogram/Language Relationship







An important question in language theory is the decidability issue: How can we decide whether a given linguistic utterance belongs to a certain language? In other words, how do we decide whether the mogram created by a language user is correct according to the language specification? In traditional language theory, the answer to this question is: There should be a derivation of the mogram according to the grammar of the language; that is, a certain sequence of applications of grammar rules should result in this particular mogram.

When a language is not specified using a grammar but rather a metamodel, the answer to this question is not so clear. Often, the terms conforms to or instance of are used to identify the relationship between a model—the linguistic utterance—and its metamodel. It is said that a model should conform to its metamodel. However, it is usually unclear what these terms mean. In this section, I explain the relationship between a mogram and a language specification that is expressed using metamodels.



6.2.1 Abstract Form of a Mogram









The relationship between a model and an instance was defined in Section 5.1.2. We use this relationship to specify the one between a mogram and its language. First, however, we need a definition of abstract syntax model and of abstract form.

Definition 6-1 (Abstract Syntax Model) The abstract syntax model (ASM) of L is a metamodel whose nodes represent the concepts in L and whose edges represent relationships between these concepts.



Definition 6-2 (Abstract Form) The abstract form of a linguistic utterance of language L is a labeled graph typed over the abstract syntax model of L.


An abstract syntax model is a metamodel, and a mogram is an instance of this metamodel. We use the term abstract syntax model instead of metamodel because a language specification can have more than one metamodel, such as the concrete syntax model.





6.2.2 Concrete Form of a Mogram







Next to an abstract form, a mogram has one or more concrete forms, which humans can see or otherwise experience: rendered as a diagram on a screen or printed as a text, for example. Thus, we also need the following definitions.

Definition 6-3 (Concrete Syntax Model) The concrete syntax model (CSM) of L is a metamodel whose nodes represent elements that can be materialized to the human senses and whose edges represent spatial relationships between these elements.



Definition 6-4 (Concrete Form) The concrete form of a linguistic utterance of language L is a labeled graph typed over the concrete syntax model of L.


Finally, we are able to define the relationship between a mogram and its language with the following definition.

Definition 6-5 (Linguistic Utterance) A linguistic utterance belongs to language L when (1) both its concrete and its abstract forms are instances of (one of) the concrete syntax model(s) and the abstract syntax model, respectively, and (2) there exists a transformation from the concrete form into the abstract form.


Note that the abstract form should contain all the relevant information of the linguistic expression yet leave out all the syntactical sugar associated with one particular concrete syntax. Within the model-driven community, the abstract form is the input to model transformations.





6.2.3 Syntactically, Not Semantically, Correct







The given definition of linguistic utterance implies that all linguistic utterances (mograms) that are syntactically correct are part of the language. This means that we can construct valid mograms that are syntactically correct but semantically incorrect.

Here, we turn to natural-language studies to find out whether this poses a problem. Indeed, Noam Chomsky and Bertrand Russell have given examples of English sentences that are syntactically correct but nonsensical. The sentence given by Chomsky is the best known: “Colorless green ideas sleep furiously” [Chomsky 1957, p. 15]. Even after 50 years, the question of whether this sentence is semantically incorrect remains a matter of debate. In fact, poets have included Chomsky’s sentence in their work.[1]


[1] John Hollander’s poem titled “Coiled Alizarine” from his book The Night Mirror ends with Chomsky’s sentence. Clive James wrote a poem titled “A Line and a Theme from Noam Chomsky” in his book Other Passports: Poems 1958–1985.


In computer science, the notion of semantical correctness seems to be equally disputed. Is a program that compiles without errors correct? In fact, as all programmers will admit, executing such a program might result in runtime errors. So, when is it correct, and can we prove it to be correct? The debate on these issues has not yet provided us with a definite answer. Because of these open issues with semantical correctness, I adhere to a definition that allows semantically incorrect mograms as elements of the language. This approach is also in line with the fact that in the given definition of language specification (Definition 4-1), the semantics description is optional.





6.2.4 Syntactically Incorrect Mograms







However important it is for mograms to abide by the rules of their language, we still need to allow them some incompleteness and even incorrectness. The reason is that people want to have control over the things they are doing and don’t like to be told to do things in a certain way, especially not by a computer. In creating and editing mograms, the language users need to have flexibility. Storing a half-finished mogram at the end of the workday must not be prohibited by the language’s support tools. Holding on to an incorrect mogram because you momentarily miss the info to correct it must be an option.

Support for incomplete and/or incorrect mograms depends partly on the type of tools you provide for the language user. However, support can also be ingrained in the language specification by putting the rules in the abstract and concrete syntax models and others in (logical) constraints. When the abstract syntax model has a relatively large set of constraints, the abstract form of a mogram can be typed over the abstract syntax model while at the same time it violates the constraints. For instance, all objects and links in an abstract form of a mogram may have correct types even though the ordering of the links is incorrect. For this reason Definitions 6-2 and 6-4 use the phrase labeled graph typed over, and Definition 6-5 uses the phrase instance of.

Checking the constraints can be done at will: for instance, on user request or when the mogram is provided as input to a code generator. This flexibility provides the necessary (in)correctness information to the language user.







6.3 How to Create an Abstract Syntax Model







How do you go about creating an abstract syntax model? To use the words of Martin Fowler [2005] “that’s actually a pretty straightforward data modeling step.” You have to model the concepts in the language in the same way you model the concepts in an application. The question is how to find the right concepts. Fortunately, we have had extensive experience with this in the past two decades.



6.3.1 Domain Modeling for Vertical DSLs







Since the early 1990s, the community working with object-oriented modeling has been promoting the modeling of concepts from the user domain as a vital part of software development, as documented in, for instance, Rumbaugh et al. [1991], Cook and Daniels [1994], and Warmer and Kleppe [2007]. Another in this line of thinking is Evans [2003]. Unfortunately, he claims the phrase Domain-Driven Design for his method to create applications, thereby adding to the existing confusion of terminology in our field.

Domain-driven design is a method to create applications but is different from model-driven development, which also is a method for creating applications. Specific for model-driven development is the use of code generation, which is not part of domain-driven design. As a method to create applications, domain-driven design is also different from the use of domain-specific languages, although domain-specific languages are particularly helpful to express the concepts from the user domain.

• In domain-driven design, one creates a model of the concepts in the user domain in which the application needs to function and takes this model to be the focus of the rest of the process.

• In model-driven development, a model of the user domain is created but is automatically transformed into the source code of the application.

• Using a domain-specific language makes it easier to create the models needed in the process of software development, because it provides specific words or symbols for each of the concepts in the user domain. It is telling that in the context of Microsoft DSL Tools, the term domain model is used to indicate the abstract syntax model.


When you want to create a vertical (business-oriented) DSL, you create a domain model, as in domain-driven development. However, you do not use the domain model for a single application; instead, the domain model becomes the abstract syntax model of the new DSL. Therefore, you need to know the tricks of domain-driven development in order to create a vertical DSL. Since many good books have been written on the topic, I do not pursue this topic any further here.





6.3.2 Pattern Finding for Horizontal DSLs







Building a horizontal (technically oriented) DSL is different from building a vertical (business-oriented) DSL. Your focus is not at the high end of the abstraction scale—the business concepts—but on the lower end: on existing languages and technologies. You need to find patterns in the underlying technology, name them, and create a simple and concise way to express this pattern in your language. Such design patterns are not only those from Gamma et al. [1995] but also those that are specific for the type of applications you are targeting with your DSL. Thus, patterns reccur in every application of that type but not necessarily in all applications.

One or a few elements of the abstract syntax model of your DSL should represent the pattern found; in the underlying technology, the pattern may consist of a large number of elements. Raising the abstraction level is the key focus here. A language user does not express the complete pattern in a mogram of the DSL; a single word or symbol should suffice. Instead, the tool (code generator) that handles the mogram creates the pattern in the underlying technology, which resides at a lower level of abstraction.

A good way to find these patterns is to create a reference application that represents the type of applications that could be specified using your new DSL (see for instance Warmer [2007]). In analyzing this reference application, you must find the parts that are always the same. For instance, when creating a Web application, you often find that you need to create an edit page and a view page for each piece of information stored by the application. Furthermore, for every such element, you need a database table. The repetitiveness of such a pattern is very well recognized by programmers. Whenever they find creating a certain part of the code boring, it shows that it is a repetitive task.

The 80/20 rule applies here: In most cases, 80 percent of the reference application is formed by reccurring patterns. About 20 percent of the reference application is specific for this application and won’t be replicated in another application of this type. This means that your DSL should cover about 80 percent of the effort of creating the application. For these elements, the DSL should provide simple ways of expressing them; for the other 20 percent, you can either still rely on hand coding, using the underlying languages, or include sometimes complex ways in your DSL to express this. The first method is preferred, but there are some problems here, which are described in Chapter 10.







6.4 Alan: An Example Language







As an example of a software language, I present a small software language that is to some extent a programming language and to some extent a modeling language. It is simply called Alan, short for a language and is described in Kleppe [2005].

I have chosen this example, which can be characterized as a simple horizontal DSL because you can understand the language without any knowledge of a business domain. You need knowledge only about things every software developer should know.



6.4.1 Introducing Alan







The goal in designing Alan was to gather the concepts that are already well known and have proved useful and to combine them in a new language. Therefore, I have used a number of sources. The first source is UML [OMG-UML Infrastructure 2004, OMG-UML Superstructure 2005]. I have, for instance, included the two-directional association from UML, which is a powerful concept that is not present in other programming languages. The second source is OCL [Warmer and Kleppe 2003, OMG-OCL 2005]. The possibilities OCL offers on collections are far more powerful than those offered by most programming language. The third source is design patterns [Gamma et al. 1995], a landmark in software development. The fourth source is found in such programming languages as Java, C#, and Python.

Alan has two concrete syntaxes: a textual one and a visual one. Alan’s textual syntax is based on the Java syntax. A notable difference is that the equal sign is reserved for comparisons; assignments are denoted using the Pascal notation (:=). Another difference is that type references are also denoted in a Pascal manner: first, the name of the variable, followed by a colon (:), followed by the type name. Alan’s visual syntax is basically the same as the UML. Alan mograms are translated to Java by means of a code generator. The next two subsections focus on two aspects of Alan: the Observer pattern and the generic types.





6.4.2 The Observer Pattern in Alan









One of the design patterns incorporated in Alan is the Observer pattern. The key to this pattern is two predefined operations that are available on every class: observe and disobserve. The observe operation takes as parameters the object to be observed and the name of the operation that should be called whenever a change occurs in the subject. This operation must be defined in the class of the observer and must have one parameter, whose type is the type of the object to be observed. The disobserve operation takes as parameter the object that should no longer be observed. The following example of an Alan mogram defines a simple observer called AirplaneSpotter that observes two other instances: one of type Airbus350 and one of type Boeing787.

class Airport {

   public  start() {
         anAirbus: Airbus350 := new Airbus350();
         aBoeing : Boeing787 := new Boeing787();
         spotter : AirplaneSpotter := new AirplaneSpotter();

         anAirbus.status := 'taking-off';

         spotter.observe(anAirbus, 'spottedAirbus');
         print('>>>spotter observing anAirbus');
         aBoeing.status := 'taking-off';
         aBoeing.status := 'in-flight';
         anAirbus.status := 'in-flight';
         anAirbus.status := 'landing';

         spotter.observe(aBoeing, 'spottedBoeing');
         print('>>>spotter observing aBoeing');
         aBoeing.status := 'landing';
         anAirbus.status := 'taxiing';
         aBoeing.status := 'taxiing';

         spotter.disobserve(anAirbus);
         print('>>>spotter DISobserving anAirbus');
         aBoeing.status := 'stopped';
         anAirbus.status := 'stopped';
   }

class AirplaneSpotter {

   public spottedAirbus( ab: Airbus350 ) {
        print("The status of the spotted Airbus 350 is " + ab.status);
   }

   public spottedBoeing( bo: Boeing787 ) {
        print("The status of the spotted Boeing 787 is " + bo.status);
  }
   ...
}



The output of operation start is:

>>>spotter observing anAirbus
The status of the spotted Airbus 350 is in-flight
The status of the spotted Airbus 350 is landing
>>>spotter observing aBoeing
The status of the spotted Boeing 787 is landing
The status of the spotted Airbus 350 is taxiing
The status of the spotted Boeing 787 is taxiing
>>>spotter DISobserving anAirbus
The status of the spotted Boeing 787 is stopped








6.4.3 Generic Types in Alan







Alan offers full support for generic types, which may be defined independently of any other types. But as the next example shows, one may also define a new generic type by inheriting from one of the predefined collection types.

class MySetType [ TYPEVAR ] extends Set [ TYPEVAR ] {

    public attr : TYPEVAR;
    public setAttr : Set[TYPEVAR];
    ...

    public oper1(newV : TYPEVAR) : TYPEVAR {
         attr := newV;
         return res;
    }
}








6.4.4 Alan’s Standard Library









Section 3.1.2 discussed primitive language elements and libraries. The library in Alan contains the primitives from OCL: String, Real, Integer, and Boolean. A number of generic types are also part of the library: Set, OrderedSet, Sequence, Bag, and Map. Obviously, the first four were also taken from OCL, the latter was inspired by Java. For each of these predefined types, a number of operations are specified.







6.5 Alan’s Abstract Syntax Model







This section explains Alan’s abstract syntax model; Section 7.4 gives more information on the graphical concrete syntax model. Chapter 8 describes the textual concrete syntax model.

Alan’s abstract syntax model is specified as a metamodel. Any mogram written in Alan is an instance of the metaclass Mogram, which contains a number of instances of the Type metaclass from Figure 6-1.

Figure 6-1. The types in Alan’s abstract syntax model
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6.5.1 Types







Types can be either actual types—for instance, Person, Integer, or Set(Account—or generic types—for instance, Map<T, String>. Alan is an object-oriented language, so all its types have attributes and operations. Attributes have an optional otherEnd, a construct that mimics the bidirectionality of UML associations. Operations may have parameters (params) and local variables (localVars). Every operation has a body, which is a block statement (BlockStat). Block statements represent a sequence of statements, each of which can have a different form. For instance, a statement can be an assignment, a return statement, a call to another operation, and so on. The part of the model containing the statements is not shown.

We have to take a closer look at the placement of the metaclass TypeVar. Because in the definition of a generic type, a type variable can be used as a normal type, that type variable must be included in the inheritance structure of metaclass Type. Even though it does not have any attributes or operations, TypeVar should be a subclass of Type. In this case, it is a subclass of ActualType. Of course, the abstract syntax model contains a number of constraints that specify that a type variable cannot have any attributes, operations, or actual parameters. It may, however, have a supertype.





6.5.2 Expressions







Figure 6-2 shows the metaclasses that define the expressions in Alan. (Expressions can be part of statements, but this part of the abstract syntax model is not shown.) The figure shows that a call to an operation (an instance of OperCallExp) is associated with the declaration of the operation (referredOper) that is called.



Figure 6-2. The expressions in Alan’s abstract syntax model
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Likewise, a reference to a variable that is used as an expression (an instance of VarCallExp) is associated with the declaration of the variable. The metaclass LoopExp is a special expression type that represents a loop over all elements in a collection, like the OCL exists operation, which was copied into Alan. In Alan, it looks like this:

Set(Person) pSet;
pSet.exists(p | p.age > 100);




All these expressions can be called on another object, such as pSet in the preceding example, or objectX in objectX.execute(). To represent this, the metaclass CallExp has an association called source with another expression. This association is optional because it is not obligatory for all instances of VarCallExp; those instances can also represent references to a local variable or parameter.





6.5.3 The Observer Pattern







Figure 6-3 shows how the Observer pattern is incorporated in Alan’s abstract syntax model. You may be surprised that there is no need to copy the structure of the Observer pattern—the classes Observer and Subject—into the abstract syntax model. This is one of the complexities of working with metalevels. The abstract syntax model defines the structure of the mograms. The structure of the Observer pattern is not a part of the mogram but of the application specified by the mogram, which resides one metalevel lower. Thus, the abstract syntax model need support only how language users specify the Observer pattern, not the way this pattern occurs in the resulting application. Note that although it is not relevant for the abstract syntax model, the structure of the Observer pattern is very relevant for the code generator that produces Java code. The structure of the Observer pattern is part of the target architecture of the code generator.

Figure 6-3. The Observer pattern in Alan’s abstract syntax model

[image: image]







The abstract syntax model includes two special expressions: ObserveExp and DisobserveExp. The expression "spotter.observe(aBoeing, 'spottedBoeing')" is an instance of ObserveExp. The expression holds a reference to an observer ("spotter"), which is represented by the source association inherited from CallExp; a reference to a subject ("aBoeing"), represented by the subject association; and a reference to an operation ("spottedBoeing"), represented by the toBeCalled association. Likewise, the associations of the metaclass DisobserveExp reflect the fact that a disobserve expression holds two references: one to an observer and one to a subject. The observer/subject relationship between two ObjectType instances is expressed in the abstract syntax model separately from the observe expression: by the association subject/observer in Figure 6-1. However, the following constraint, which is also part of the abstract syntax model, specifies that they cannot exist independently:

context ObserveExp
inv: source.type.subjects->contains(subject.type)




The complete abstract syntax model contains a larger number of constraints: for instance, to ensure that when derived from a generic type, the type parameters of an actual type fit the declared formal parameters of the generic type.





6.5.4 The Library







The elements in Alan’s standard library are all instances of the abstract syntax model. For instance, the primitive type Boolean is an instance of the metaclass PrimitiveType. The predefined operations on the Boolean type are instances of the metaclass OperDecl. The generic type Set<T> is an instance of GenericType, where T is an instance of TypeVar. The operation union(other: Set<T>), which is defined on Set<T>, is again an instance of OperDecl. Its parameter is an instance of VarDecl, with "other" as name and Set<T> as type.


















6.6 Summary







Abstract syntax is the hidden, underlying, unifying structure of mograms. It is defined in the abstract syntax model, which is one of the metamodels in a language specification. A labeled graph that is typed over the abstract syntax model is called an abstract form. The concrete syntax of a language is also defined as a metamodel. Labeled graphs that are typed over the concrete syntax model are called concrete forms. When both the abstract and the concrete forms of a mogram are valid instances of their metamodels, the mogram is an element of the language. Furthermore, this concrete form must be transformed exactly into this abstract form.

To create an abstract syntax model for a vertical DSL, you simple create a domain model for the given domain. To create an abstract syntax model for a horizontal DSL, you search for common patterns in the group of applications that the DSL is targeting.










Chapter 7. Concrete Syntax


















The world is governed more by appearances than realities, so that it is fully as necessary to seem to know something as to know it.

—Daniel Webster
 U.S. diplomat, lawyer, orator, and politician (1782–1852)



Although the abstract syntax plays the central role in a language description, the concrete syntax is crucial to language design and deserves to be a separate element within the language description. This chapter explores the process of transforming a concrete form of a mogram into its abstract form. Part of this chapter was developed in cooperation with David Akehurst, formerly at the University of Kent and currently at Thales, UK.














7.1 Concrete Syntax and Tool Support







The role of concrete syntax is to represent a mogram to our human senses. Usually, a tool does this. The most important of these tools is the editor, which is used to create or change a mogram. The type of editor used influences the way we think about concrete syntax and its mapping to abstract syntax. Another large influence is whether the language is textual or graphical.

This section investigates the process of deriving the abstract form of a mogram and the tools used in this process. What is the importance of the phases in the recognition process for concrete syntax? First, this knowledge is not widely enough known. Most practitioners do not know about parsing and parser generators. Second, and more important, the type of editor that you use influences the way you look at the recognition process, which in turn affects how you look at concrete syntax. Section 7.1.2 explains the difference between free-format editors and structure editors. If you are familiar with the recognition process, simply continue reading Section 7.1.2.



7.1.1 Phases in the Recognition Process







The process of deriving the abstract form of a mogram from its concrete form is a recognition process. You have to recognize which parts of the concrete form represent which elements in the abstract form. The recognition process is a gradual one: There is no precise point at which the concrete form turns into the abstract form. Yet we call only the final result the abstract form of the mogram. From compiler technology, we already know a lot about this recognition process. However, compiler technology focuses on textual languages, so we have to broaden its views on the recognition process in order to include graphical languages.

The compiler front end, which deals with the recognition process, transforms a character stream into a syntax tree. In order to include graphical languages, we need the following adjustments. First, our output needs to be an instance of the abstract syntax model of the language: a graph, not a tree. Second, our input will not always be a character stream, so another format must be chosen.

However, when you take a closer look at the various phases of this process, the adjustments that need to be taken are minimal. Figure 7-1 shows the similarities between the recognition processes for a textual and a graphical language.

Figure 7-1. The recognition process for both textual and graphical languages
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Optical Recognition







Ultimately, the recognition process of both textual and graphical languages starts with raw data, which consists of a set of pixels: say, a bitmap. Normally, this phase is not included in a discussion about deriving abstract form from concrete form. I include it to be complete and to indicate that what is considered normal is directed by the tools that most people are used to. We are very much used to character-based entry using a keyboard, but what if we were all used to handwriting-recognition tools?

In the textual case, optical character recognition (OCR) is used to derive a sequence of characters. Note that the OCR phase needs knowledge about the type of characters to be recognized. For instance, Chinese characters are quite different from the ones in the Western alphabet. Font and typeface are also important.

In the graphical case, optical recognition is not very well known, yet there are accounts of tools that are able to scan the proverbial table napkin that has been used to record an important discussion [Lank et al. 2001, Hammond and Davis 2002]. As in the textual case, the graphical optical recognition needs to have knowledge of some form of alphabet, the set of glyphs as it is called in this field. This alphabet determines the answers to such questions as, “Does this set of pixels represent a rectangle or four (touching) lines?

The result of this phase is a set of symbols that include some form of knowledge about their position within the set, called the set of positioned symbols, or posyms. This information may be relative to a fixed point (my location is x = 30, y = 28) or relative to each other (my location is above element X, left of element Y). In the community that studies graphical languages, it is considered folklore that a character stream can also be regarded as a set of posyms. Each character can have a maximum of two relative positions: before and after another character.



Background on Compiler Technology

The area of compiler technology is well established. As early as 1972, Aho and Ullman produced a definitive textbook on the subject, which has been revised in 1985 [Aho 1985]—the so-called dragon book because of the dragon on the front cover)—and again in 2007 [Aho 2007]. The figure shown here, from the 2007 edition, explains some basic facts about compiler technology.

A compiler has seven distinguishable phases: lexical analysis (scanning), syntax analysis (parsing), (static) semantic analysis, intermediate code generation, machine-independent code optimization, code generation, and machine-dependent code optimization. In all these phases, a symbol table is available to store and retrieve information about the text being processed. Here, we address only the first three phases: the process from raw input to an in-memory model. Code generation can be regarded as another type of model transformation.

The first phase, scanning, is associated with a regular grammar, which defines the way the characters are bound together to form tokens. The second phase, parsing, is associated with a context-free grammar, which sometimes takes the form of an attributed grammar. An attributed grammar is a context-free grammar in which the nonterminals can hold context-sensitive information in the form of attribute values. The result of this phase is a parse tree, in which the nodes represent the application of the grammar rules.

The third phase, static semantic analysis, is not associated with a specific formalism. In other words, the implementer of the compiler is completely free to process the input and to produce as a result an abstract syntax tree.

According to common understanding, the nodes in the abstract syntax tree represent language concepts rather than grammar rule applications.

[image: image]

The most difficult part of building these three phases is implementing the parsing phase. Several parsing theories have been developed, mostly during the 1960s and 1970s.

1. LL parsing means scanning the input from left to right while building the leftmost derivation, which means that the leftmost nonterminal in the grammar rule is the first to be replaced.

2. LR parsing means scanning the input from left to right, while building the rightmost derivation, which means that the rightmost nonterminal in the rule is the first to be replaced.

3. LALR parsing stands for Look-Ahead Leftmost Reduction. It is an extension of LR parsing that produces more efficient parsers.

Because building a parser by hand is difficult, many tools have been developed that generate parsers. These tools are called parser generators. The most famous example is Yacc [Johnson 1974], other examples are JavaCC [JavaCC 2008], Antlr [Antlr 2008], and SableCC [SableCC 2009]. They take as input a context-free grammar. However, the allowed grammar rules depend on the type of parser produced (LL, LR, or LALR), and the input format is different for all of the parser generators.

In the last two decades advances of compiler construction have been in code generation, particularly with respect to optimization and paralleltarget machines.







Scanning and Parsing







The next phase in a compiler is the lexical analysis, or scanning phase, whereby groups of characters are combined to form words. This phase and the next—syntactical analysis, or parsing—are very similar. They are different in the techniques used to implement them and because doing scanning before parsing makes parsing more simple. Examples of generators for scanners and parsers for textual languages are Yacc [Johnson 1974] and Lex [Lesk and Schmidt 1975], Antlr [Antlr 2008] and JavaCC [JavaCC 2008].

For the textual case, the result of this phase is a parse tree. To extend this for graphical languages, the result should be a parse graph. Most nodes in a parse graph are posyms, but some represent larger, compound concepts. All nodes are connected based on either position or on syntactical grouping. For example, in English, book is a noun, a posym, whereas the best-selling, world-famous red book is syntactical grouping called a noun phrase. The syntactical group connects the posyms and other syntactical groups that are part of it. The subgraph that holds only posyms with their positioning information is also known as a spatial relationship graph [Bardohl et al. 1999].





Semantic Analysis: Abstraction









Parse graphs still include nodes that represent purely syntactical elements. In the textual case, keywords and special characters, such as brackets, are present as posyms in the parse graph. In the graphical case, arrows, rectangles, and so on, are present in the parse graph. The first action of the analysis phase is therefore to abstract away from all purely syntactical elements in order to form the abstract syntax graph. In the textual case, the resulting graph is generally known as an abstract syntax tree.

Together with binding and checking, this phase is known as the static semantic analysis, even though this phase has nothing to do with the actual, dynamic semantics of the language, as is nicely explained by Harel and Rumpe [2004].





Semantic Analysis: Binding







The abstract syntax graph is not yet the result that is required for further processing, such as code generation or model transformation. The abstract syntax graph may still contain unbound elements, that each represent a reference to another element in the graph but which is not (yet) connected to this other element. These references may refer to parts that might not exist, perhaps owing to a user error or an incomplete specification.

For instance, suppose that a publisher has created a domain-specific language to record books and their authors, according to the metamodel in Figure 7-2(a). Mograms of the language can use either a textual or a graphical concrete syntax, as shown in Figure 7-2(b) and Figure 7-2(c). Any instance of the class Book in a mogram must include a property named author. In the textual concrete syntax (in Figure 7-2(b)), its value is given by a string following the keyword author. In the binding phase, this string value needs to be replaced by, or otherwise bound to, an instance of class Person. This means that somewhere in the mogram, this instance must be present. In the general case, this may not be true.

Figure 7-2. An example of the problem of binding: (a) metamodel, (b) textual concrete syntax, (c) graphical concrete syntax

[image: image]







In the graphical concrete syntax (in Figure 7-2(c)), the value of the element author is given directly by the spatial relationship between the arrow leading from the book symbol on the left to the person symbol on the right. In this case, the binding for the property can be deduced from the spatial relationship between the symbols. On the other hand, when two or more symbols representing the same linguistic element are allowed in one diagram or when two or more diagrams are used in a single model, binding may still be necessary. For instance, when the same Person instance symbol appears twice in the diagram, both occurrences must be bound to the same Person instance.





Semantic Analysis: Static Checking









Finally, a number of checks can be performed on the abstract syntax graph. Type checking is a well-known form of checking that can be performed only when all elements have been bound. Control flow analysis is also often done in this phase to recognize unreachable code. Note that although both examples are commonly found in textual languages, this does not mean that similar checks are not required in a graphical language. For instance, according to the UML specification [OMG-UML Superstructure 2005], the arrow in Figure 7-3 may be drawn only between an instance of a BehavioredClassifier and an instance of an Interface. Most UML tools will not allow their users to draw such an arrow in any other case, but when the diagram has been optically recognized from a hand-made sketch (the proverbial napkin), this check still needs to be performed. This scenario does not often take place, since current tools are not powerful enough, but I would really love to include this functionality in my tool set.

Figure 7-3. An example of the need for static checking in a graphical language
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7.1.2 Two Types of Editors







Not many people realize that the type of editor you use determines which parts of the recognition process need to be implemented. In general, there are two types of editors, and both types can be used for either textual or graphical languages:

	
A free-format editor, or symbol-directed editor, in which a user may enter at any position any symbol from a predefined alphabet


	
A structure editor, or syntax-directed editor, in which a user may enter only valid grammatical structures



Basic text editors are in the first category. For graphical languages, free-format editors are commonly known as vector graphics editors. These editors facilitate the placing and manipulating of basic graphical shapes—line, rectangle, ellipse—but typically do not support any relationships between the shapes, which is sometimes bothersome when you want to move a symbol around. Think of a UML class symbol that loses all its associations when you move it.

The structure editor did not catch on for textual languages; users found it too restrictive, limiting the programmer’s creativity. Only one particular form of syntax-directed editing for textual languages, namely code-completion, is currently popular. Code-completion editors use knowledge of the grammar and potentially other information from farther down the recognition chain to suggest to users suitable continuations of what they are writing. Users accept this, as it assists them in writing valid expressions while at the same time not restricting them. After all, there are many situations in which a user wants to have the freedom to write invalid expressions.

Considering the experiences with textual language editors, it is surprising that this restrictive type of editor is accepted by users and considered the norm for graphical languages. In my opinion, the reason is that users simply do not have a choice of free-form editors for graphical languages. Almost all computer-aided software engineering (CASE) tools and other graphical-language IDEs offer the user a structure editor. However, some are more restrictive than others. For example, in some UML tools, it is impossible to draw an association between classes from different packages when there is no inclusion relationship between the packages. Other tools allow it and present a warning when the user explicitly asks to check the diagram; yet others do not even provide a warning.

Language environments with structure editors need not include the first phases of the recognition process, especially parsing and abstraction. Depending on their restrictiveness, some of the next phases may also be omitted. For instance, the binding phase is already incorporated in an editor when the user must select from a given list the element that he or she wants to refer to, and there is no other way of creating this reference.





7.1.3 The Textual-Graphical Mismatch, or Blind Spots







Along with the focus on different types of editors for textual and graphical languages, another form of dissociation occurs. It appears that people working with textual languages have eyes only for scanning and parsing; all other parts of the recognition process are considered to be easy and therefore irrelevant. This blind spot is shown in the box with a large cross in Figure 7-4.

Figure 7-4. The blind spot for textual-oriented people
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On the other hand, those working with graphical languages seem to have a different blind spot. In this group, scanning and parsing are considered to be irrelevant, as shown in Figure 7-5 in the box with the large cross. (Interestingly, the two blind spots are mutually exclusive, which is probably the reason that these groups, although both involved in language engineering, hardly ever mix.)

Figure 7-5. The blind spot for graphical-oriented people
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Some in this latter group even suggest that specifying concrete syntax is unnecessary. In the words of an anonymous reviewer of an earlier version of this text: “At the low level, information can be exchanged between different computers applications in a concrete-syntax free way using XML, and at the high level, humans can input linguistic utterances into a tool using forms. Thus, the only thing that remains is the need for renderings of models which are meaningful to humans.” Unfortunately, this reviewer seems to forget that the XML schema used is a specification of the interchange format and thus a specification of one of the concrete syntaxes. Furthermore, the way models are rendered is a concrete syntax as well. Should not this be part of a language’s definition? Should a language user not know which symbols are used to show a particular concept?

The only reason people can be this uninterested in concrete syntax is the predominance of syntax-directed editors, which let “humans input linguistic utterances into a tool using forms.” In my opinion, using forms to create and change mograms is not the most convenient way, especially when the mograms become large.

We should put more effort into creating graphical editors that offer more freedom to their users, simply because most users prefer editors that, like basic text editors, offer more freedom. In fact, when you offer your users more freedom in the way they create their mograms, the more likely they will be to use your language.

For instance, a large group of people use Microsoft Visio with their own set of UML symbols. When you use the template shipped with the tool, it becomes another structure editor, but with your own set of symbols, the tool offers you complete freedom. You do not have to link an association to two classes if you don’t want to. The down side is that the output cannot be used for anything else but showing it to another human. The question here is how to transform the output of Visio-like tools to a more usable abstract syntax graph. The answer is: through a recognition process using the rules that link posyms to abstract syntax elements. However, this scenario is not available, because this type of tool interoperability is lacking. I would really love to be able to combine the practicality of Visio for presentations with the power of a code generator working on the same mogram.

So, I would urge you to aim for editors that provide as much freedom as possible to the language user. This holds for both textual and graphical languages, especially for the latter. However, the more freedom you give the language user, the more complex the recognition process becomes, and the more important a good concrete syntax model is. Please make the extra effort; your users will love you for it.







7.2 Concrete Syntax Model









A good description of concrete syntax includes the alphabet of posyms, together with the rules of how to transform a given set of posyms into an abstract syntax graph. A complete concrete syntax description consists of the following:

• An alphabet, which provides the basis symbols

• Scanning and parsing rules, which state how combinations of basic symbols form syntactical constructs

• Abstraction rules, which state which parts of the concrete form do not have a direct counterpart in the abstract form

• Binding rules, which state where and how separate and/or different concrete elements represent the same abstract element


Checking rules should also be included in the language specification, but these are better included in the abstract syntax description (see Section 6.2.4).

Let us look at some examples taken from the well-known UML. First, the concrete representation of a UML association class is a combination of a solid line, a dotted line, and a rectangle representing a class. In the preceding schema, this would be specified by a parsing rule. Also, there should be a scanning/parsing rule that specifies when an end of an association line and adornments, such as the name and multiplicity, are considered to belong together: for instance, by declaring a maximum distance between them. This rule can also be helpful for tools that render UML diagrams. It gives the boundaries of the area in which the adornments may be shown. An example of an abstraction rule would tell you that line and fill colors may be shown but are irrelevant. A binding rule would state that two concrete class symbols represent the same element in the abstract syntax graph as long as they belong to the same package and have the same name. Another binding rule would state that the name of the type of an attribute represents the class with that name.

Of course, your language specification might not include all the rules, and you could still produce a rather satisfactory language and tool set. But you need to consider the following four issues before deciding that a limited concrete syntax description is good enough.

	
A limited concrete syntax description limits the type of tools that can be made available for the language users. In some cases, as when a language is being standardized, the language specification must be completely tool independent. To include a limited concrete syntax description is, in those cases, not the best option. (Unfortunately, it is the common practice.)


	
Language users put up with restrictive tools only because they have no alternative. If your language description allows only for very restrictive tools and some other language comes along that offers much more flexibility to the language user, you will likely lose the battle.


	
Most languages are not only graphical but a combination of graphical elements and text. In these cases, it is very natural to include scanning and parsing rules, at least for the textual parts. Most language users prefer to type a string—for example, attributeXYZ : classA—that is scanned and parsed to find the separate abstract entities than to select these entities from a list.


	
The more elaborate your concrete syntax, the less sophisticated your storage and interchange format can be. Using scanning and parsing tools, which are already provided for the language user, you can always reestablish the abstract form.



The formalism to express the concrete syntax model is metamodeling together with model-transformation rules. The metamodel contains a description of the alphabet and the syntactical constructs that can be built. The transformation rules express how an instance of this metamodel can be mapped on an instance of the abstract syntax model. As formalism for the transformation rules, I used graph transformations, but any other transformation formalism would do. In the next sections, I explain how to create a concrete syntax model and give you an example.



7.2.1 Guidelines for Creating a Concrete Syntax Model







The role of concrete syntax is to represent the mogram to our human senses, usually our eyes. This means that the language engineer must take care in developing a syntax that is pleasant to look at. Of course, beauty is in the eye of the beholder, so no concrete syntax will ever be able to please everyone. Still, the core business of designing concrete syntax is to try and make a notation that many people will like or at least accept.

Explicit methods of how to make a notation that many people will like are not available. It is to a large degree a matter of chance, similar to the way that a piece of music, a book, a movie, or a painting becomes popular. Yet there are a few guidelines on which sources from different fields agree: for instance, the layout of texts [Williams 1994], the writing of texts [Strunk and White 2000], and the design of user interfaces [Cox and Walker 1993].

• Aim for simplicity. An easy-to-learn language is easy to use. The least you should do is omit all needless words and symbols.

• Be consistent. In other words, choose a suitable design and hold to it. Most people think that being consistently bad is better than inconsistency.

• Give the user some flexibility. The cause of a good deal of inflexibility is the making of arbitrary assumptions about how the language user wants the mograms to look.

• Show related concepts in the same way, and keep related concepts together.

• Show unrelated concepts differently and separated.

• Use color sparsely. The use of color is appropriate only when it provides information. In user interface design, the advice is to use no more than four colors. In text layouting, one often sticks to a maximum of two colors.

• Test your design on language users, but don’t follow every piece of advice you get. Keep to the original design, but improve it. Too many cooks spoil the broth.







7.2.2 Alan’s Graphical Syntax Model







This section describes the concrete syntax model for the graphical syntax of Alan. A description of the textual concrete syntax model is provided in the next chapter.



An Example Mogram







Figure 7-6 shows an example of an Alan mogram using the graphical syntax, which is more or less the same as the UML syntax. Actually, the mogram is not completely graphical but rather is a mix of graphical and textual representations. For instance, attributes and operations are shown using a structured text of the well-known format name : type-reference = initial expression and name ( parameters ) : type-reference, respectively, although in the example, the type reference has been omitted because it is void.



Figure 7-6. An example Alan mogram
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Another textual reference to a type is the text in the overlayed box. A class symbol together with an overlayed box with solid line represents a parameterized class. An overlayed box with a dotted line represents a generic type. The line with the black arrowhead means that the parameterized class uses the generic class as its definition. The text in the solid line box refers to a type variable (X) and to another class (Airplane). Both the type variable and the class must be present elsewhere in the mogram. Binding rules must be given for each of these cases.

However, in this section, I focus on the graphical elements. One such graphical element is the arrow with the little eye on its end, which represents the occurrence of an observe expression.





The Graphical CSM







Figure 7-7 shows some of the elements in Alan’s graphical concrete syntax model (GCSM). As you can see, most elements are simple graphical items: boxes, texts, and lines. You may assume that these graphical items have some way to reveal their spatial relationships, such as the fact that a certain text is within a box and below other text.

Figure 7-7. Part of Alan’s graphical CSM
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The graphical items are all part of the alphabet. In this case, there are only two more complex syntactical elements. One is the TextBox; the other is called ClassBox. A TextBox consists of a text and a box, with the restriction that the text must be contained in the box. Using the spatial information on the bounding box of each element in the alphabet together with the surrounds relationship, we can express this by the following constraint:

context TextBox
inv: box.boundingbox.surrounds(text.boundingbox)




A ClassBox consists of a box, a name text, and, optionally, an attribute text, an operation text, and/or an overlaying textbox. Similar constraints can be defined on the spatial relationships between these parts. For instance, the attribute text must be contained in the box belonging to the same classbox and must be below the name text; similar constraints hold for operation text.

context ClassBox
inv: box.boundingbox.surrounds(name-text.boundingbox)
inv: not attribute-text.oclUndefined()
     implies box.boundingbox.surrounds(attribute-text.boundingbox)
inv: box.boundingbox.surrounds(operation-text.boundingbox)
inv: not attribute-text.oclUndefined()
     implies attribute-text.below(name-text)
inv: if not attribute-text.oclUndefined()
    then not operation-text.oclUndefined()
     implies operation-text.below(attribute-text)
    else not operation-text.oclUndefined()
     implies operation-text.below(name-text)
  endif




Together with the metaclasses TextBox and ClassBox, these constraints form the parsing rules in this concrete syntax model. Whether the tooling for this language implements these constraints by allowing only the creation of complete classbox instances or by checking these rules during the parsing phase is not determined or restricted by the way the rules are expressed. Both options are still open.

Similar flexibility is created by the metaclass Line. Because the different line types are represented by attributes (hasEye, etc.), it is possible to create a tool that is able to switch between the different line types. The mapping to the abstract syntax needs to take care of the intended meaning.





The Transformation to the ASM







In general, there is no direct one-to-one relationship between the elements of a graphical CSM (GCSM) and the elements of the ASM. For instance, a box overlayed by a solid textbox is a representation of an object type, but a box overlayed by a dotted textbox should be mapped to a generic type.

A line with an open arrowhead should be recognized as a supertype relationship between two types. But a line with an eye symbol attached should be mapped to an observer/subject relationship; a line with no attachments should be recognized as a pair of attributes that are each other’s opposite. (I could have used a different GCSM in which these three options were represented by three different classes. In that case, I would have a much simpler job in linking the inheritance symbol, but the other two cases would still be difficult because their recognition involves not one but a pattern of graphical symbols.)

For instance, to map a line representing an association in an instance of the GCSM (the concrete form) to the corresponding elements in an instance of the ASM (the abstract form), we must consider not only the line itself but also the boxes to which the line is attached. These boxes need to have their counterparts in the abstract form before we are able to make a good mapping. Rule 2 in Figure 7-8 specifies this. The rule uses information on the mapping between a classbox and an object type that has been created by the application of rule 1. Both rules are examples of abstraction rules, which indicate the parts of the concrete form that purely concern the visualization, like Line and Box, whereas the contents of a text block cannot be discarded. Note that both rules use a combination of Alan’s GCSM and ASM.



Figure 7-8. Transformation rules from Alan’s graphical CSM to the ASM
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7.3 Summary







Concrete syntax is always connected to the process of recognizing the abstract form based on a concrete form. This process is well known from compiler technology. Unfortunately, this process also divides the people working on graphical languages from the people working with textual languages. Both groups have mutually exclusive blind spots for parts for the recognition process.

You should specify concrete syntax such that the specification does not put limits on which parts of the recognition process can be implemented. A complete concrete syntax specification consists of an alphabet, scanning and parsing rules, abstraction rules, and binding rules. Although checking rules should also be included in the language specification, they are better included in the abstract syntax model.

A concrete syntax can be written as a metamodel combined with transformation rules that specify how to transform an instance of the metamodel to an instance of the abstract syntax model. The elements from the alphabet are represented as metaclasses, as are the syntactical constructs from the scanning and parsing rules. Their associations and possibly some extra logical constraints specify the scanning and parsing rules. Both abstraction and binding rules are given as transformation rules from the concrete syntax model to the abstract syntax model.

The language users should like what they see in the concrete syntax, although this goal is difficult to accomplish. Do not make too many assumptions about how and what language users think; simply ask them. Build your syntax so that it is consistent, flexible, and simple.










Chapter 8. Generating Textual Concrete Syntax


















She got her looks from her father. He’s a plastic surgeon.

—Groucho Marx
 U.S. comedian (1890–1977)



This chapter focuses on the concrete syntax of textual languages. We investigate the generation of a textual concrete syntax from an abstract syntax model. Large parts of this chapter were published in Kleppe [2007].














8.1 The Grasland Generator







Following the writings of Frederick P. Brooks in “No Silver Bullet” [Brooks 1986], I distinguish between the essential part and accidental part of software construction. In 1995, Brooks wrote a response to critics of the original article, and a review of the silver bullets, that missed the mark over the intervening decade, called “‘No Silver Bullet’ Refired” [Brooks 1995]. In this response, he comments that the essential part of software building is the “mental crafting of the conceptual construct,” and that accidental does not “mean occuring by change, nor misfortunate, but incidental, or appurtenant.” Instead, the accidental part simply refers to the implementation of the conceptual construct.

Both essential and accidental parts of software construction carry with them their own complexity. Essential complexity is inherent to the problem to be solved. If, for instance, a complex interest calculation for a new type of mortgage needs to be programmed, the essential complexity arises from the interest calculation, not from the fact that it needs to be implemented. Accidental complexity comes from the act of software building itself, dealing with the limitations of the software languages used, the boundaries set by the chosen architecture, the configuration-management system, and so on.

In 1986, Brooks claimed that we have cleaned up much of the accidental complexity because of the use of high-level languages. But as I have found (contrary to Brooks’s claims, the amount of accidental complexity has been growing over the last two decades (see Section 1.4). The hopes for model-driven software development are that it will relieve us from most of this accidental complexity by means of code generators. Whenever the similarities between applications become large enough, a code generator can be built to produce these applications more quickly, thus freeing programmers from accidental complexity.

If cleaning up accidental complexity is not enough reason for you, another argument for using the generation approach in language engineering is a reduced time to market of the language’s IDE. Using generation, the language engineer is able to play around with the abstract syntax model and, for each change in the model, will be able to generate a working IDE with a single push of a button. Testing the changes in the language definition thus takes the least effort possible.

I followed the code-generation approach when I was faced with creating a parser and static semantic analyzer for yet another textual language. A static semantic analyzer (SSA) is the name for (part of) the tool that implements the recognition phases of binding and checking (see Section 7.1.1 and Background on Compiler Technology on p. 96). Currently, there are many parser generators, but as far as I know, no generators for static semantic analyzers. Thus, I decided to put my efforts into creating an SSA generator that would do this job for me. I have used an existing parser generator and combined its results with the output of the newly created SSA generator. The generator is named the Grasland generator in accordance with the project I was working on at the time. The rest of the chapter describes the various parts of the Grasland generator and how they fit together.

Traditionally, when a new textual language is created, the main activity is to produce the set of BNF rules (BNFset) (see again the Background on Compiler Technology, p. 96). Next, a parser is created using a parser generator, such as Antlr, JavaCC, or Yacc [Johnson 1974, Antlr 2008, JavaCC 2008]. The other parts of the language’s compiler are implemented by hand, often by creating treewalkers that traverse the parse tree generated by the parser. In the process overview shown in Figure 8-1, the gray parts are created by the language engineer. In most cases, there is no explicit definition of the set of possible parse trees, the textual concrete syntax model, or the abstract syntax model, although one can always extract the set of pure BNF rules from the parser-generator input. This set might serve as a textual concrete syntax model description.

Figure 8-1. The normal elements in a compiler
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In contrast, using the Grasland generator, the main manual activity is to create the abstract syntax model, that is, a metamodel and its invariants. Figure 8-2 shows the various elements in the Grasland approach; again, the manually created elements are gray. From the abstract syntax model (ASM), you generate a textual concrete syntax model (TCSM), which upholds certain requirements explained in Section 8.2. This transformation, called asm2tcsm, implements the abstraction phase in the recognition process. From the TCSM, we generate a BNFset. This transformation is called tcsm2bnf. The BNFset can be generated in a format that is processable by the JavaCC parser generator [JavaCC 2008]. Next, JavaCC generates a parser, which is able to produce a parse tree that is an instance of the TCSM in the sense that the nodes in the parse tree are instances of the Java classes that correspond to the classes in the TCSM. To implement the static semantic analysis, a tool is generated that transforms a parse tree into an abstract syntax graph (ASG). This tool implements a model transformation from a textual concrete syntax model to an abstract syntax model, which is in the terminology of Section 5.2.2 called a syntax mapping.

Figure 8-2. The alternative process using metamodels
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The idea of generating an IDE from a language specification is not new. In fact a number of metacase tools exist that perform this task: [Reps and Teitelbaum 1984, MetaEdit+ 2008]. What is new in this approach is that the focus of the language engineer is on the metamodel, not on the BNF grammar (see Background on Backus-Naur Format). Keeping the focus on the abstract syntax model instead of on the grammar is much more in line with the model-driven process, in which instances of the abstract syntax model are being transformed.

Background on Backus-Naur Format

The Backus-Naur Format (BNF), a syntax for describing grammars, was conceived in the late 1950s when work was being done on the ALGOL 58 and ALGOL 60 languages. It is named after John Backus, an American, and Peter Naur, a Danish computer scientist.

There are many flavors of BNF. Often used is the Extended Backus-Naur Form (EBNF), which has been standardized by ISO.

Every rule in an EBNF grammar is written as

<nonterminal> = <expression> ;




The expression may contain nonterminals and other symbols. Symbols that are never used in the left-hand side of a rule are called terminals.

The expression may also contain a number of directive characters. For instance, putting an asterisk (*) after a symbol means that it may occur a number of times, even zero times. A plus (+) means that the symbol must occur at least once. Symbols enclosed between square brackets are optional, and a vertical bar indicates a choice.

An example of a simple grammar is the following set of rules specifying a contact in an addressbook:

contact = person address* phonenr+ relationtype
address = streetname number zipcode city [country]
person = name (initial '.')* name
relation type = business | social











8.2 The Abstract-to-Concrete Transformation









The algorithm for the asm2tcsm transformation implements the creation of the textual concrete syntax model and is outlined in List 8-1. Note that this algorithm is defined on the meta-meta level, which means that it is a transformation not of model to model, but of metamodel to metamodel.



8.2.1 Handling References







An important issue in the asm2tcsm transformation is that the abstract syntax model by its nature describes a graph, whereas instances of the concrete syntax model should be trees (see Background on Graphs and Trees on p. 50). We must therefore find a way to transform some of the relationships between classes in the abstract syntax model to a representation in the concrete syntax model that basically holds the same information.

List 8-1. The algorithm for asm2tcsm

	
Every class in the abstract syntax model becomes a class in the textual concrete syntax model. The language engineer may indicate prefix and postfix strings that are used to name the classes in the concrete syntax model, in order to distinguish them from the classes in the abstract syntax model. For example, the abstract syntax model class named VariableDeclaration becomes the concrete syntax model class named prefixVariableDeclarationpostfix.


	
Every composite association is retained.


	
For every noncomposite association from class A to class B, a new class is introduced that represents a reference to an instance of class B. A new composite association is added from class A to this new reference class. The role name of the old association is copied to the new one, as well as the multiplicities.


	
Every attribute with nonprimitive type—that is, whose type is another class in the metamodel—is transformed into a composite association from the owner of the attribute to the class that is the attribute type. The name of the attribute becomes the role name. Any multiplicities are copied.


	
Enumerations and datatypes are retained.


	
Additionally, three attributes are added to every concrete syntax model class. They hold the line number, column number, and filename of the parsed instance of the class.







From past experience with textual languages, we already know how to handle references in BNF rules. To refer to the other element, you simply use a name or a name combined with something else. For example, when you write ClassA var1 in Java, you use the name ClassA to refer to the definition of ClassA, which is probably in another file. You do not use a direct link; you use a name-based reference.

In our situation, the occurrence of a name in a parse tree must be an instance of a class in the concrete syntax model. So, the names that are references should be instances of one or more special classes. For this purpose for each class to which a reference exists, the toolkit generates in the concrete syntax model a special reference class. For instance, in Alan, the abstract syntax model holds a class called Type, and the concrete syntax model contains a class called TypeREF.

To decide which associations in the abstract syntax model represent references and should therefore be handled like this, we make use of the composite/reference distinction in associations in the abstract syntax model. Our formal definition of metamodel in Section 5.1.5 ensures that in any instance of the abstract syntax model, the composite associations build a subgraph that is a tree or a set of unrelated trees (a forest). Thus, the composite relationships in the abstract syntax model are the perfect start for creating a concrete syntax model. If the subgraph formed by the composite associations is not a tree but rather a forest, the algorithm will produce a set of unrelated sets of grammar rules. It is up to the language engineer to decide whether this is desired.

Note that for each of the classes for which a reference class is created (step 3 of the algorithm), the language engineer must indicate which attribute of String type is used as identifier. This knowledge is used in the static semantic analyzer to implement the binding phase.





8.2.2 Alan’s Textual Concrete Syntax Model







Figure 8-3 shows a small part of the abstract syntax model in Alan. Since this model does not contain any attributes with nonprimitive types, I have, for the sake of argument, regarded the relationship between an operation and its parameters as represented by an attribute in the class OperDecl. (In Figure 6-1, this relationship is shown as an association between the class OperDecl and the class VarDecl.)



Figure 8-3. Example abstract syntax model (part of Alan’s ASM)
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Figure 8-4 shows the concrete syntax model that is automatically generated from this part of the abstract syntax model. The differences are marked by the gray color of the classes and the font of the role names. You can see that VarCallExp and OperCallExp are no longer associated with VarDecl and OperDecl, respectively. Instead, they have an acyclic (see Section 5.1.3) constraint on their relationships with VarDeclREF and OperDeclREF, respectively. The same holds for the relationships of VarDecl and OperDecl with Type. Furthermore, as expected, the params attribute in class OperDecl has been replaced by an acyclic relationship between OperDecl and VarDecl. The result of all this is that the concrete syntax model specifies a tree and not a graph.



Figure 8-4. Example textual concrete syntax model
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8.2.3 Designer Input to the asm2tcsm Transformation







The Grasland toolkit implements the algorithm in List 8-1 in a fully automatic way and is able to produce a concrete syntax model without any extra user effort. However, if the algorithm for the asm2tcsm transformation is executed as is, the differences between the abstract syntax model and the concrete syntax model are minimal; only the references are represented differently. Often, the language engineer wants a larger difference between the two, so there are two options to tune the asm2tcsm transformation. Because the static semantic analyzer must be able to inverse the asm2tcsm transformation on the instance level, these options are taken into account in the generation of the static semantic analyser as well.

The first option is to indicate that certain metaclasses in the abstract syntax model should not appear at all in the concrete syntax model. Examples are the classes PrimitiveType and NullType (you may want to have another look at Figure 6-1). These types are present in the abstract syntax model only to provide for a number of predefined elements in the language, the ones that are part of the standard library, but the language user is not meant to create new instances of these meta-classes. The language engineer can indicate that these classes are hidden to the concrete syntax.

The second option is to indicate that certain attributes and outgoing associations of a metaclass need not be present in the input text file; instead, their value will be determined based on the values of other elements that are present. In fact, these elements are what is known in OCL [Warmer and Kleppe 2003, OMG-OCL 2005] as derived elements. The language engineer may indicate that if an OCL derivation rule for this element in the abstract syntax model is provided, a certain element need not be taken into account in the concrete syntax model. An example of a derived value is the resultType of an Expression, which is shown in Figure 8-3 but is absent in Figure 8-4.







8.3 The Model-to-BNF Grammar Algorithm







The second meta-metatransformation—from metamodel to metamodel—is the tcsm2bnf transformation, which implements the creation of the BNF rules that a parser generator uses to produce the parser. Alanen and Porres [2004] present some algorithms for the relation between the concrete syntax model and BNFset, which I have used and extended.



8.3.1 Generation of the BNFset







The generation of the BNFset from the concrete syntax model is implemented in a single algorithm. Yet the language engineer may choose between two different output formats: either BNF or a grammar that can directly be used as input to the JavaCC parser generator [JavaCC 2008]. The BNF grammar that is produced is an extension of EBNF that uses labeling of nonterminals in the right-hand side of a grammar rule. (Not to be confused with Labeled BNF [Forsberg and Ranta 2003], which uses labels on the nonterminals at the left-hand side of each rule.) The labels correspond to the names of the attributes and association roles in the concrete syntax model. List 8-3 shows an example in which the labels are called out in boldface.

The input for the JavaCC parser generator is such that the generated parser produces instances of the Java implementations of the classes in the concrete syntax model. The algorithm that implements tcsm2bnf is given in List 8-2. List 8-3 shows the BNF rules generated from the concrete syntax model in Figure 8-4. Note that terminals in the right-hand side of the grammar rules are surrounded by angle brackets (< and >).





8.3.2 Designer Input to the tcsm2bnf Transformation







Like the algorithm for the asm2tcsm transformation, the Grasland toolkit implements the algorithm in List 8-2 in a fully automatic way. A grammar can be produced without any extra effort from the language engineer. However, there are a number of differences between the metamodel formalism used for the concrete syntax model and the BNF formalism, and the language engineer is able to influence how these differences appear in the generated grammar, thus tuning the tcsm2bnf generation.

List 8-2. The algorithm for tcsm2bnf

	
Every class in the textual concrete syntax model becomes a nonterminal in the grammar. The BNF rules for these nonterminals are formed according to the following rules.


	
If a class has subclasses, the BNF rule becomes a choice between the rules for the subclasses. All attributes and navigations of the superclass are handled in the subclass rules.


	
For every composite association from A to B, B will appear in the right-hand side of the grammar rule for A. The multiplicity is the same as in the association (for 0..1, 1, 0..*, 1..*; multiplicities of the form 3..7 are considered to be specified using invariants). Using an extension of BNF, we associate the rolename with the nonterminal in the right-hand side of the rule.


	
Every attribute, all of which have a primitive type, is transformed into an occurrence of a predefined nonterminal for that primitive type in the right-hand side of the rule for its owner. (We support the primitive types String, Integer, Real.)


	
Every attribute that has Boolean type is transformed into an optional keyword. If present, the attribute has value true; if not, the attribute’s value is false.








List 8-3. The resulting BNF rules

Expression = (CreateExp
     | CallExp
     | LiteralExp )

CallExp = (VarCallExp
     | OperCallExp
     | ObserveExp
     | LoopExp
     | DisobserveExp )

OperCallExp =
referredOper:OperDeclREF
<BRACKET_OPEN> [ actualPars:Expression ( <COMMA>
      actualPars:Expression )*  ] <BRACKET_CLOSE>
[ <ONKW> source:Expression  ]

VarCallExp =
referredVar:VarDeclREF [ <ONKW> source:Expression  ]

OperDeclREF =
ID:<IDENTIFIER>

OperDecl =
name:<IDENTIFIER>
<BRACKET_OPEN> [ params:VarDecl ( <COMMA> params:VarDecl )*  ]
<BRACKET_CLOSE>
<COLON> returnType:TypeREF
body:BlockStat

TypeREF =
ID:<IDENTIFIER>

Type = (ActualType
     | GenericType )

VarDeclREF =
ID:<IDENTIFIER>

VarDecl = (LocalVarDecl
     | AttributeDecl )

LocalVarDecl =
name:<IDENTIFIER> <COLON> type:TypeREF
[ <EQUALS> initExp:Expression  ]






The most apparent difference is the lack of ordering in navigation—attributes and outgoing association—from a metaclass versus the ordering of the elements in the right-hand side of a BNF rule for a nonterminal. To indicate a certain ordering in the BNF rules, the language engineer can associate an index to all navigations. This is done in a so-called properties file. An example can be found in List 8-4, where, among other things, the order of the navigations from the metaclass OperCallExp in Figure 8-3 is given. The first element to be included in the right-hand side of the corresponding BNF rule is the attribute called name, the second element is the list of actual parameters, and the third is the object on which to call the operation.[1] Without directions from the language engineer, the Grasland toolkit will randomly assign an ordering.


[1] You may notice that the source of the operation call expression is the last in this order. This does not conform to the explanation of Alan in Section 6.4. A grammar in which the order would be different has a left-recusion problem. To make the example understandable without intimate knowledge of the notion of left-recursion, I have chosen to stick to the given ordering.


List 8-4. Part of the properties file for tcsm2bnf

OPERCALLEXP_ORDER=referredOper actualPars source
OPERCALLEXP_ACTUALPARS_BEGIN=BRACKET_OPEN <MANDATORY>
OPERCALLEXP_ACTUALPARS_SEPARATOR=COMMA
OPERCALLEXP_ACTUALPARS_END=BRACKET_CLOSE <MANDATORY>
OPERCALLEXP_SOURCE_BEGIN=ONKW
#
VARCALLEXP_ORDER=referredVar source
VARCALLEXP_SOURCE_BEGIN=ONKW
#
OPERDECL_ORDER=name params returnType body
OPERDECL_PARAMS_BEGIN=BRACKET_OPEN <MANDATORY>
OPERDECL_PARAMS_SEPARATOR=COMMA
OPERDECL_PARAMS_END=BRACKET_CLOSE <MANDATORY>
OPERDECL_RETURNTYPE_BEGIN=COLON
#
ATTRIBUTEDECL_ORDER=name type initExp otherEnd
ATTRIBUTEDECL_TYPE_BEGIN=COLON
ATTRIBUTEDECL_INITEXP_BEGIN=EQUALS
ATTRIBUTEDECL_OTHEREND_BEGIN=OTHERSIDE
#
LOCALVARDECL_ORDER=name type initExp
LOCALVARDECL_TYPE_BEGIN=COLON
LOCALVARDECL_INITEXP_BEGIN=EQUALS
#
CREATEEXP_BEGIN=NEW






Another difference between a metamodel and a grammar is that most grammar rules contain one or more keywords, whereas the metamodel does not. These keywords are relevant in the parser because they enable it to differentiate between language elements (rules). For instance, the difference between a class and an interface is indicated by either the keyword class or interface. Therefore, the Grasland toolkit provides the option for the language engineer to indicate which keywords should be used in the grammar rule corresponding to a metaclass instance. Without keyword directions, the Grasland toolkit will generate keywords based on the class and association role names.

For each metaclass that is used in the right-hand side of a BNF rule, there are two options to use a keyword: (1) before the occurrence of the metaclass, and (2) after the occurrence of the metaclass. An example is the keyword new, indicated by CREATEEXP_BEGIN, that should appear at the start of a CreateExp instance.

For each navigation—attributes and outgoing associations—that appears in the right-hand side of a BNF rule, there are three possibilities: (1) a keyword before the navigated element, (2) a keyword after the element, and (3) a keyword that separates the elements in a list. The last is sensible only when the multiplicity of the association is larger than 1. If the element is optional—that is, the lower bound of multiplicity is 0—the language engineer is able to indicate whether the keyword should still appear even if the element is not present. This is useful, for instance, to indicate that the opening and closing brackets of a parameter list should be present even if there are no parameters. In List 8-4, for example, the brackets are mandatory for the navigation OPERCALLEXP_ACTUALPARS. Note that a keyword in this approach can be any string, including brackets.

A third difference between a metamodel and a grammar is that the parsing algorithm used poses a number of requirements on the rules. For instance, the JavaCC parser generator creates LL(n) parsers, and its input should be an LL(n) grammar, where n indicates the number of look-ahead tokens used. If the language engineer decides to create a grammar with too few keywords, the parser generator will produce errors and/or warnings. As the Grasland toolkit is a prototype, resolving these issues is the responsibility of the language engineer. By adding more keywords or by adding (by hand) look-aheads to the generated grammar, the language engineer will always be able to generate a grammar that is correct. Even so, the Grasland toolkit provides a minimal support in the form of the generation of lookaheads in the rule for a class with subclasses, where choice conflicts are likely because the attributes and navigations of the superclass appear in the rules for each subclass.







8.4 The Static Semantic Analyzer







The two aspects of static semantic analysis are binding and checking. This section describes how the Grasland toolkit implements these issues.



8.4.1 Binding







Binding is the general term for the binding of names to their definitions. These names may refer to types—for instance, in a variable declaration—or to variables or operation/functions—for instance, in assignments or operation calls. Binding is often context sensitive in the sense that not all occurrences of the same name are bound to the same definition; depending on the context of the name, it may be bound to a different definition, sometimes even to a definition of a different kind of element. For instance, in one context, “message” may be bound to a variable, in another to a type, and in yet another to an operation. Such a context is usually called a namespace.

Because the concrete syntax model is generated, we can be sure that all elements that need to be bound are instances of reference metaclasses (see List 8-1, rule 3). For each reference metaclass, we know the metaclass from which it is derived. We call this metaclass the target metaclass.



Simple Binding









The most primitive way of binding these elements is by searching the parse tree for all instances of the target metaclass and comparing their names with the name of the element to be bound. This is the default implementation of binding.

However, it is possible for the language engineer to indicate that certain metaclasses in the abstract syntax model act as namespaces. In our example, for instance, the classes Type, OperDecl, and Program all act as namespaces. If a class is labeled as namespace, the asm2tcsm algorithm will produce a metamodel in which every class has the operation findNamespace, which will return the element’s surrounding namespace. An INamespace interface is added to the metaclass(es) that act as namespaces for this purpose. The implementation of each of the findNamespace operations is specified by an OCL body expression.

In this case, the binding algorithm is implemented as follows. First, find the surrounding namespace of the instance of the reference metaclass; then search this namespace for occurrences of the target metaclass, and compare their names with the name of the reference element. If a match is found, the reference is bound to the found instance of the target metaclass. If no match is found, the surrounding namespace of the searched namespace is searched in the same manner, and so on, until the outermost namespace has been searched. If no match was found, an error message is given. The search of a namespace goes down the parse tree to the leaves of the tree, unless one of the nodes is itself a namespace, in which case the search stops at this node.





Complex Binding







A more complex way of binding is based on not only the name of the reference element but also the occurrence of surrounding elements. For instance, the binding of an operation call is usually determined not only by the name of the operation but also by the number and types of the parameters. In our example, the link called referredOper between an OperCallExp instance and an instance of the reference class OperDeclREF is an example of such a complex binding.

The language engineer may indicate the use of a complex binding by stating an abstract syntax model invariant that must hold after the reference element is bound. In the example from Figure 8-3, the following entry in the properties file indicates the use of complex binding:

OperCallExp.referredOper=paramsCheck




In this case, the invariant called paramsCheck must be present for the class OperCallExp. It is specified by the following OCL expression. (Note that the use of names for invariants is a standard OCL feature.)

context OperCallExp
inv paramsCheck: referredOper.params.type = actualPars.type




Having this in place, the Grasland toolkit implements complex binding more or less in the same manner as simple binding. First, a list of possible matches is found, based on the name only; then the invariant is checked for each element in this list. If no correct element is found, the search continues in the next namespace, and so on.

An advantage of this approach is that, normally, these invariants need to be part of the abstract syntax model anyhow, so no extra effort is needed from the language engineer. Another advantage is that all the information that the language engineer must provide is based on the abstract syntax model. The abstract syntax model is truly the focus of the language-design process, even though a text-based language is being specified. This leaves room for the creation of multiple views, each based on a different concrete syntax, with the possibility of combining textual and graphical views all working together on the same abstract form of the mogram.

Note that this algorithm implements part of the static semantic analysis. This means that dynamic binding and dynamic scoping are, by definition, not covered.







8.4.2 Checking







An important observation about static checking is that the rules that are checked during this phase are easily specified by OCL invariants on the abstract syntax model. These are the so called well-formedness rules. For instance, in our (simple) example, the following rule provides enough information to perform type checking:

context VariableDecl
inv: self.type = initExp.type




Static checking is therefore implemented in the generated static semantic checker as the checking of invariants on the abstract form of the mogram. Whenever an invariant is broken, an error message is given to the language user.

Even more complex forms of type checking involving type conformance can be handled in this manner. For instance, given the existence of an operation in the Type class that implements the type conformance rules, the following invariant allows for type checking with type conformance. The type-conformance operation itself is also specified using OCL.

context VariableDecl
inv: self.type.conformsTo(initExp.type)

context Type::conformsTo( actualType: Type) : Boolean
body: if ( actualType = self)
         then true
         else if not actualType.superType.oclIsUndefined()
                then self.conformsTo( actualType.superType)
                else false
                endif
         endif




The advantage of this approach is that the invariants can be used for all concrete syntaxes that may be defined for the abstract syntax model. Thus, checking becomes a common functionality instead of a functionality that needs to be implemented for each concrete syntax.


















8.5 Summary







It is possible to create a textual concrete syntax without first creating a grammar. The algorithms explained in this chapter make it possible to keep the focus on the central element in the language specification: the abstract syntax model. From this model, we can create a textual concrete syntax model and a grammar, while giving the language engineer the flexibility to determine the look and feel of the language.










Chapter 9. Semantics: The Meaning of Language


















You do not really understand something unless you can explain it to your grandmother.

—Albert Einstein
 U.S. (German-born) physicist (1879–1955)



A language specification is not complete without a description of its intended meaning. You may think that the meaning of a certain mogram is clear, but when you try to express this meaning in some way, you will often find that this is not the case. Therefore, we need to address semantics, or the meaning of software languages.














9.1 Semantics Defined







Semantics is simply another word for meaning, so to define semantics, we have to define meaning. For that, we have to turn to philosophy.



9.1.1 Understanding Is Personal







In 1923 Ogden and Richards, two leading linguists and philosophers of their time, wrote a book called The Meaning of Meaning [Ogden and Richards 1923]. Their ideas on semantics and semiotics are still considered valuable. They state that there is a triangular relationship between ideas (concepts), the real world, and linguistic symbols like words, which is often referred to as the meaning triangle. An example can be found in Figure 9-1, which depicts the triangular relationship using the example of a larch tree.

Figure 9-1. Ogden and Richard’s meaning triangle
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The meaning triangle explains that every person links a word (linguistic symbol) to a real-world item through a mental concept. Small children are very good at this, and as every parent can tell you, they keep testing their triangular relationships. Often, they point at a real-world item—for example, a car—and speak the word car, hoping that an adult present confirms their understanding. Likewise, a word can be linked to a real-world item via a concept. Imagine that you have already heard the word tricycle and have some understanding that it is a three-wheeled vehicle. Then, at the moment that you see one in real life or in a photo, you make the connection between the word and the real-world item.

An important understanding of Richards and Ogden is that ideas, or concepts, exist only in a person’s mind. In fact, the authors state that ultimately, every person understands the world in his or her unique manner, one that no other person is able to copy, because that understanding of a new concept is fed by—based on—all other concepts that a person has previously acquired. For instance, the concept tricycle can be explained as a three-wheeled bicycle only when you know what a bicycle is. A person who has no understanding of bicycles will still not grasp this concept. Thus, one concept builds on another. As no person has exactly the same knowledge as another person, each person’s understanding of the world will be unique. In fact, Richards and Ogden state that communication, which is understanding another’s linguistic utterances, is fundamentally crippled.

What we can learn from this for language specification is that understanding is personal; that is, each person creates with his or her own mind a mental concept that for this person represents the meaning of the utterance. In other words, the semantics of all mograms is subjective.

This conclusion is truly fundamental, so it is good to question it; there is no need to take the reasoning of Richards and Ogden for granted.

More, and influential, people have expressed more or less the same notion. Let’s start with some other philosophers, such as René Descartes (1596–1650), George Berkeley (1685–1753), and Immanuel Kant (1724–1804). In his funny but solid introduction to philosophy, Mark Rowlands uses simple words to explain that these three philosophers claim that “the only reality of which we can meaningfully speak is mental reality: the reality of experiences, ideas, thoughts, and other mental things” [Rowlands 2003].

Philosophy is not the only field in which these ideas of semantics have been used. Mathematician Luitzen Egbertus Jan Brouwer (1881–1966), who founded intuitionistic mathematics and modern topology and after whom the Brouwer fixed-point theorem is named, wrote that every mathematical proof is in fact a mental construction in the mind of a mathematician [van Dalen 2001]. The only purpose of the written form of the proof is to facilitate communication with other mathematicians. Physicist Albert Einstein (1879–1955) created his theory on the basis of a now-famous thought experiment, visualizing traveling alongside a beam of light. Even modern psychological theories, such as neurolinguistic programming (NLP), are based on the idea that an individual’s thoughts are a fundamental ingredient of one’s perception of the world. By changing one’s thoughts, a person can improve his or her attitudes and actions.





9.1.2 The Nature of a Semantics Description







Even if you are not convinced about the subjective nature of semantics, I hope you can find truth in the following. (Simply remove the word subjective if you want.)



Definition 9-1 (Semantics Description) A description of the semantics of a language L is a means to communicate a subjective understanding of the linguistic utterances of L to another person or persons.


A semantics description is included in a language specification so that you can communicate your understanding of the language to other persons. If you specify a language, you are probably its creator and want to get it used; therefore, it seems a good idea to tell other people about the meaning you intended the language to have.

An important consequence of this view is that computers are never part of the audience of a semantics description, because they do not have the capability of constructing their own mental reality. Semantics descriptions of software languages are intended for human consumption, even when they describe the actions of a computer when executing a mogram.

It is important to explain the intended meaning of a language as well as possible to other persons. Similar to a paper or a presentation, a semantics description should be adapted to its audience.







9.2 Semantics of Software Languages







The semantics of a software language describe what happens in a computer when a mogram of that language is executed. When executing a mogram, a computer is processing data. This means that a semantics description should explain (1) the data being processed, (2) the processes handling the data, and, last but certainly not least, (3) the relationship of these two with the mograms of the language. Together, we call parts 1 and 2 the runtime system and part 3 the semantic mapping. Note that some software languages address only data—for instance, entity-relationship diagrams—whereas others address only processes, such as, petrinets.

Applying the meaning triangle to the software domain gives us the following notions. The software domain’s real world is the real runtime system—the actual computer running the actual mogram. Its linguistic symbol is a mogram. The concept corner is represented by the description of the runtime system, which is the way you think about your computer and what it does (Figure 9-2). Note that the semantic mapping is the relationship between linguistic symbol and concept, or between mogram and description of the runtime system.

Figure 9-2. The meaning triangle applied to software
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9.2.1 Ways to Describe Semantics







Because descriptions in natural language are always more or less ambiguous, a more formal way to describe semantics is preferred. There are at least four ways in which we can describe the semantics of a software language, other than in natural language. These are:

	
Denotational, by constructing mathematical objects—called denotations, or meanings)—that represent the meaning of the mogram.


	
Pragmatic, that is by providing a tool that executes the mogram. This tool is often called a reference implementation.


	
Translational, by translating the mogram into another language that is well understood.


	
Operational, by describing how a valid mogram is interpreted as sequences of computational steps, often given in the form of a state transition system, which shows how the runtime system progresses from state to state.






Denotational







The most complex way to describe semantics is denotational. Figure 9-3 shows a simple (incomplete) example of a denotational semantics (see Schmidt 1986, p. 68]). To understand denotational semantics, you have to understand the mathematical constructs that are being used, such as actors—a sort of object, as in object-oriented programming—and domains, a special sort of set. Thus, the intended audience for such a semantics description is limited to mathematicians and others familiar with these sort of things.

Figure 9-3. An example of a denotational semantics
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Pragmatic







On the other end of the scale is the pragmatic approach to semantics, which is the simplest way to describe semantics. The only way to get to know what a mogram means is by watching it execute by the reference implementation. However, it is not always clear what a mogram does just by watching it execute. For instance, suppose that a simple traditional program checks whether the input, which must be a natural number, is larger than 3. You would have to execute this mogram many times before realizing that the outcome (true or false) changes exactly at an input value of 3.

But what if you have available the source code of a reference implementation? In that case, you would not only look at the output of the reference implementation but also investigate the code that produces the output. In fact, you are crossing over to the translational approach, because in this we assume that the reference implementation is coded in a language that you already know and understand. By investigating the source code of the reference implementation, you are able to understand the meaning of the mogram because it is given in another, already known language.





Translational







A slightly less simple way to describe semantics is translational. Here the problem is to find the right target language for the translation. Do all people in the audience know the target language? Does it provide equivalent constructs for all concepts in the language? These questions are important. The answer to the second question can be especially problematic. How do you explain all the different words for snow in the Eskimo language of the Inuit when the target language of the translation is an African language, such as Swahili? Speakers of Swahili might not be familiar with any kind of snow.

Using a translational semantics, the two parts that form the runtime system—the data and the processes—are implicitly known by the audience because they are more or less the same in both languages. The semantics description is given through a relationship between two mograms. In terms of the meaning triangle, this means that, although the real-world and concept corner of the meaning triangle remain the same, the corner labeled linguistic symbol changes from a mogram in language A to a mogram in language B. This is illustrated in Figure 9-4, where the smaller triangle is the meaning triangle that is constructed for the English word Larch and the larger triangle is the existing one for the French word Mélèze. Because the semantic mapping already exists for the target language, the combination of the translation plus the existing semantic mapping defines the semantic mapping of the source language. Translational semantics can be specified using a model transformation from one language to another. The next chapter takes a closer look at translational semantics.

Figure 9-4. The meaning triangle and a translational semantics

[image: image]












Operational







At first glance, operational semantics looks very much like a translational approach. However, when you define an operational semantics, you cannot take the description of the runtime system for granted. You must describe it next to the semantics mapping.

An example of the difference between translational and operational is a description of the meaning of the English phrase to cut down a tree. (see Figure 9-5). You can either translate this phrase into another language, such as French—réduire un arbre (the translational approach)—or make a comic strip showing all the subsequent phases of cutting down a tree, the operational approach. A video would also do nicely. Each individual frame in the video or picture in the comic strip would represent a state in the system, hence the fact that the word snapshot is often used. The series of states and the transitions from one state to another are called the state transition system.

Figure 9-5. Operational semantics as a series of snapshots
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9.2.2 The “Best” Semantics







In my opinion, the best way to describe semantics to an audience of computer scientists is either translational or operational. If you can find a good target language, the translational approach is probably the best and is certainly the quickest. For instance, explaining the semantics of C# to a Java programmer is best done by translating the C# concepts to Java concepts, because the two languages are so alike. However, when you lack a good target language, the operational approach is better.







9.3 Operational Semantics Using Graphs







An operational semantics is a description of how a virtual, or abstract, machine reacts when it executes a mogram. This is how Edgar Dijkstra formulated his view on semantics in [Dijkstra 1961, p. 8]: “As the aim of a programming language is to describe processes, I regard the definition of its semantics as the design, the description of a machine that has as reaction to an arbitrary process description in this language the actual execution of this process.” Accordingly, I am going to describe an abstract machine for a very simplistic object-oriented programming language (Section 9.3.5). The formalism I use there is graphs and graph transformations because, according to the definitions in Chapter 5, a mogram is a labeled graph.

In the example object-oriented programming language, you can define only classes and operations, and the only thing an operation can do is create a number of objects and return the last. In other words, its abstract syntax model includes a metaclass called Class, one called Operation, and one called CreateExp, as depicted in Figure 9-6. The language is not a very useful one but is sufficient as an example. A more elaborate example can be found in Kastenberg et al. [2005 and 2006]. But before getting into the details of the example, you need to understand more about operational semantics.

Figure 9-6. ASM of example object-oriented language
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9.3.1 Modeling Semantics







The fun thing about operational semantics, which also makes it complex to understand, is that we can model the abstract machine in the same way that we model our applications and our languages. All we have to do is create a model describing the data and processes that take part in the execution of the abstract machine. We could even implement the abstract machine using this model and thus provide a pragmatic semantics as well.

For instance, in our example object-oriented programming language, a single mogram might define a class House and a class Garage. Our intuition tells us that there can be several objects of class House and several objects of class Garage. These objects represent the meaning of the class definitions. But because our semantics description must hold for the complete language, the way to specify the values in our abstract machine is not by stating that there can be houses and garages but by specifying the fact that there can be objects. We relate these objects to the mogram by stating that each object must have a class, which is defined in the mogram. Thus, the model of the abstract machine contains a metaclass called Object, which is related to the metaclass Class in the abstract syntax model.

This example is depicted in Figure 9-7. The upper-left quadrant of the figure holds the metaclass from the abstract syntax model. The lower-left quadrant holds the elements in a certain mogram, instances of the abstract syntax model. The upper-right quadrant holds the model of the abstract machine, the semantic domain model.[1] Symmetry would then suggest that the lower-right quadrant holds the instances of the semantic domain model. It does, and these elements are part of the actual runtime system. There is a technical instance-of relationship between the model of the abstract machine and the elements in the runtime system. However, there is also a second instance-of relationship. The elements in the lower-right quadrant are also semantical instances of the House and Garage classes in our mogram. (For the enthusiastic reader: Compare this to the ontological and linguistic instance-of relationships described in Atkinson and Kühne [2003].)


[1] In Kastenberg et al. [2005], this is called the value graph.


Figure 9-7. Relationship between ASM, mogram, and semantic domain model
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9.3.2 Consequences of the Von Neumann Architecture







According to Section 9.2, an operational semantics must provide two things: (1) a description of the runtime system and (2) a mapping of this description to the language’s mograms. Furthermore, the runtime system breaks down into two parts: the data and the processes.

Unfortunately, these distinctions fail when it comes to an operational semantics. According to the long-standing Von Neumann architecture, both the program and the data on which the program acts are present in the computer and represented in a similar fashion. In our terminology, this means that the executing mogram is part of the runtime system. Furthermore, the links between the data on which the mogram acts and the mogram itself are part of the runtime system too. Thus, the semantic mapping is part of the description of the runtime system.

The runtime environment of our abstract machine holds more than the elements in the lower-right quadrant of Figure 9-7. Because of the Von Neumann architecture, the elements in the lower-left quadrant are included as well. Therefore, the description of the states in the runtime system not only consists of the semantic domain model but also includes the abstract syntax model.[2] Figure 9-8 shows the consequences of the Von Neumann architecture on the description of the abstract machine.


[2] In Kastenberg et al. [2005], this description is called the execution graph.


Figure 9-8. Runtime environment of abstract machine
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Even the data and processes within the runtime system cannot be clearly separated. In every execution, some data concerns the processes, such as the process ID of the running process, a program counter, and so on. And surely, the processes are driven by the executing mogram; thus, the connections between data, processes, and executing mogram are very close indeed.

In the discussion here, I first specify the states in an execution. To again use the metaphor of the comic strip, a description of the states tells you what can be seen in a single snapshot. Next, I explain how the execution proceeds from one state to another, or from one snapshot to another.





9.3.3 States in the Abstract Machine







First, a description of the states of the abstract machine must be provided. Each state consists of data on which the mogram acts, data on the running processes, and the executing mogram.



The Semantic Data Model







The data on which the mogram acts will, in the following, be called the values. The mograms can help us to describe the values. Every mogram specifies data: for instance, in the form of tables in an entity-relationship diagram, classes in an object-oriented program, or elements in an XML schema. Looking at the mograms in a language, we can identify the data that the abstract machine must be able to handle.

However, the specification of the data in a mogram cannot be equal to a specification of the values. The specification of the data in a mogram is the thing that we need to give meaning. The specification of the values is the meaning of (part of) the mogram. We cannot specify the meaning of a mogram by saying that it means itself. Instead, we must specify the values independently and relate the mogram to this specification. Furthermore, we must build this relationship not on a permogram base but for the complete language.

For example, take again our object-oriented programming language with a single mogram that defines a class House and a class Garage. The specification of the data in the mogram tells us that we have house and garage objects. Still, the semantics of the mogram is not House and Garage classes but something different: a model that specifies the house and garage objects, just as the mogram does. The big difference is that the semantic domain model is mogram independent and hence, the Object class is included in the semantic domain model. By the way, the part of the semantic domain model that concerns the values is often called the semantic data model.[3]



[3] In Kastenberg et al. [2005], this is called the value graph.





The Semantic Process Model









The second part of each state in the abstract machine is the information on the running processes. In each state, it must be clear which operation is executing, on what data it is executing, and what the next statement to be executed is. One could call this type of information the data on the processes.

Similar to the way that the data elements can be modeled in a semantic data model, the process information can be modeled in a semantic process model.[4] This model includes metaclasses that represent, for instance, the execution of an operation. In our example, there are only two types of processes: (1) the creation of an object and (2) the execution of an operation. The first is represented by the CreateExec class; the second, by the OperExec class.


[4] In Kastenberg et al. [2005], this is called the frame graph.


As in the semantic data model, the link to the abstract syntax is provided. The CreateExec class is linked to the metaclass CreateExp to represent that this process executes a certain expression. The OperExec is linked to the metaclass Operation to indicate the operation that is executing. Figure 9-9 shows how the semantic process model relates to the abstract syntax model and the mogram. The relationships are like those in the semantic data model.

Figure 9-9. Relationship between ASM, mogram, and semantic process model
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9.3.4 The Rules of Execution: Transitions







Next to a description of the states, a semantics description must provide information on how the abstract machine goes from one state to another. We call each of these steps a transition. A transition can be described by giving the situation before the transition, the start state, and the situation after the transition, the end state.

The start state specifies when the transition may occur. In other words, a transition is triggered by a specific constellation of the three constituting parts in the start state: the mogram, the values, and the processes. The end state specifies what exactly happens when this transition fires.

Both the semantic data model and the semantic process model are models as defined in Chapter 5. This means that both are graphs and that their instances—the parts in the abstract machine’s runtime environment—are graphs as well. Therefore, we can use graph transformations to specify the transitions. (See Background on Graph Transformation.)





9.3.5 Example: Simple Semantics







Figure 9-10 shows the semantic domain model for our example language. The model uses the classes from the abstract syntax model; therefore, these are shown as well. As explained earlier, the semantic domain contains instances of class Object, and the information on the running processes is maintained by the classes OperExec and CreateExec.

Figure 9-10. Semantic domain model of example object-oriented language
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Background on Graph Transformation

Graph transformations do what their name says: They change a graph into another graph. A set of transformation rules defines which changes should take place.

Each transformation rule is expressed in the form of an instance graph that gives the before pattern and an instance graph that shows the after pattern. In fact, these instance graphs present patterns that may or may not be present in the graph that must be transformed. This graph is often called the host graph.

The application of a rule always follows three steps.

1. Find the before pattern in the host graph.

2. Delete from the host graph all nodes and edges that are not present in the after situation.

3. Create the nodes and edges that are new in the after situation.



At a certain point in the complete transformation, multiple rules may apply; that is, the before pattern of multiple rules can be found in the host graph. There are multiple ways to handle this. You can give certain rules priority over others; you can program the order in which the rules should be applied, or you can nondeterministically choose a certain rule.


The execution rules are given by the transformation rules in Figure 9-11. For the sake of simplicity, not all rules are included. Rule 1 specifies the creation of a new object. When it is not yet associated with an Object instance, the CreateExec instance can be executed. Rule 2 specifies how the execution goes from one create expression to the next. This rule can be applied when the current create expression has been executed, that is, when the associated CreateExec is linked to an object. When the rule is executed, the OperExec instance moves to the next expression in its operation, and a new CreateExec instance is created. The old, full-filled CreateExec instance is removed. Note that none of the rules may change instances of ASM metaclasses. These instances are fixed by the host graph, which is an abstract form of a mogram.

Figure 9-11. Example transformation rules that specify the dynamic semantics
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In Figure 9-12 you find the execution of the following mogram, which is represented in the figure in situation 1. To simplify the picture, the order of the two create expressions in h_op is given by an edge between the two from the first to the next.

Figure 9-12. Execution of example mogram
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class House {
   h_op {
       create House;
       create Garage;
    }
}
class Garage {
    g_op {
       create Garage;
    }
}




The rules that are applied to reach situations 2 and 3, respectively, are not given, but the first simply creates the first object; the second creates an OperExec instance. To go from situation 3 to 4, rule 1 is applied; from situation 4 to 5, rule 2; from situation 5 to 6, rule 1; from situation 6 to 7, rule 2.

This manner of expressing what happens during the execution of a mogram is very detailed. You often need many transformation rules to specify the complete semantics of a language. On the bright side, this means that you get a very good understanding of the runtime behavior. The devil is in the details: In this semantics, all details have been considered and checked, so you can be pretty sure that they are correct.


















9.4 Summary







Semantics of a language is a very personal thing. In this chapter I have defined semantics as follows.

• A description of the semantics of a language L means to communicate a subjective understanding of the linguistic utterances of L to another person or persons.


There are several ways to describe semantics:

• Denotational, that is, by constructing mathematical objects which represent the meaning of the mogram.

• Operational, that is by describing how a valid mogram is interpreted as sequences of computational steps, which is often given in the form of a state transition system.

• Translational, that is, by translating the mogram into another language that is well understood.

• Pragmatic, that is, by providing a tool that executes the mogram. This tool is often called a reference implementation.


Semantics can best be described to an audience of computer scientists by either translational or operational means. If you can find a good target language, the translational approach is probably the best. If you lack a good target language, the operational approach is more appropriate.

An operational semantics describes of how a virtual, or abstract, machine reacts when it executes a mogram. This description can be given by a combination of a metamodel specifying the semantic domain and a set of transformation rules that can be applied to the abstract form of a mogram.









Chapter 10. Translational Semantics: Code Generation


















Everything is vague to a degree you do not realize till you have tried to make it precise.

—Bertrand Russell
 British author, mathematician, and philosopher (1872–1970)



Code generation can be regarded as a form of semantics. It specifies how the source language should be interpreted. This chapter, much of it based on work I did with Jos Warmer (Ordina, Netherlands), focuses on the specifics of code generation.














10.1 Code Generation and Language Design







Why should a software language engineer be interested in code generation? Is not creating the language itself a task with enough challenges and complexity without having to consider code generation? These are valid questions, but as explained in Chapters 4 and 9, defining the semantics is part of the language engineer’s job, and providing a code generator is exactly that: providing a semantics.

Code generation takes a mogram in one language, the source language, and generates one or more mograms in another language, the target language. Thus, code generation defines a translational form of semantics. Code generation provides semantics to the source language in terms of the target language. The target language is assumed to be known by the audience of the semantics description. Code generation is a specific form of model transformations.



10.1.1 Abstraction Levels







In code generation, the target language is usually at a lower level of abstraction than the source language. The same holds for any compiler. Java, C#, and all the other languages for which compilers exist are translated to assembler or bytecode. Definitely, assembler or bytecode is at a lower level of abstraction than Java, C#, and so on.

A strange twist here is caused by the difference in abstraction between the source and target languages of a compiler. In Section 9.2, I mentioned that any semantics description should be targeted toward a certain audience. Therefore, you could argue that the target audience for a semantics that is provided by means of a compiler consists of people who are familiar with bytecode. However, collectively, we have been putting bytecode under the virtual zero line (see Section 3.2.2). This means that currently, not many computer scientists are able to understand this form of semantics. Instead, most people rely on the explanation of Java given in English: for example, Gosling et al. [2005].

But when you create a code generator, the target language of your code generator will very likely be above the virtual zero line. A large proportion of your audience is very well able to understand the generated code and will be very critical about it. They will prefer their handwritten code over the generated code, unless it works well and the generation saves them a lot of time.





10.1.2 Multiple Semantics







Having both a compiler and a written explanation of what the compiler should do is a case of having two semantics that may conflict with each other. For many people, the compiler provides the ultimate semantics. If the Java program does not work as explained in the English text, the English text is regarded as incorrect. Other people regard the explanation to be leading and therefore regard the compiler as buggy if the program does not execute as expected. The same situation exists when multiple code generators for the same source language are available—for instance, translating a UML model to both Java and C#.

As a language engineer, you will encounter this situation many times. It is part of your job to decide which semantics is leading: in other words, which is the defining semantics and which only explains to other audiences what the first is defining.







10.2 Building a Code Generator







By now, you should know that a code generator translates one language to another. What we have not yet addressed is how you go about creating a code generator. This section gives details on a number of issues concerning the creation of a code generator. These issues are interrelated, but are described separately here so you can better understand them.

When making decisions on these issues, keep in mind that the life span of a code generator is usually short. Changes will need to be made regarding the source language, the target language, and the translation itself. Only very flexible code generators will be able to keep up with the high pace of incoming change requests.



10.2.1 Hard-Coded or Model-Transformation Rules







A code generator can be described by a model transformation from one abstract form to another (see Section 5.2.2). There is a standard formalism, called QVT (short for Query/View/Transformation [OMG-QVT 2007]), and a number of other formalisms for writing model transformations. Each of these formalisms relies on a generic tool that takes as input a set of model-transformation rules next to the mogram in the source language and produces a mogram in the target language. This generic tool is able to execute a variety of model transformations. Figure 10-1 gives an example of a QVT rule.

Figure 10-1. A rule-based transformation written in QVT






	
relation ClassToTable /* map each persistent class to a table */
{
      domain uml c:Class {
              namespace = p:Package {},
              kind='Persistent',
              name=cn }
      domain rdbms t:Table {
              schema = s:Schema {},
              name=cn,
              column = cl:Column { name=cn+'_tid', type='NUMBER'},
              primaryKey = k:PrimaryKey { name=cn+'_pk', column=cl}
      }
      when { PackageToSchema(p, s); }
      where { AttributeToColumn(c, t); }
}
















On the other hand, when you implement a code generator using another type of language, the transformation is hard coded. The tool you create in this manner can execute only one transformation. A hard-coded tool is obviously less flexible but may also be more efficient, which poses another choice for the language engineer.

Within the hard-coded category, you have a choice between the use of a template language—for example, Velocity, JET, eXpand from openArchitectureWare, Microsoft T4—and a programming language. Figure 10-2 gives an example of the use of a template language, and Figure 10-3 gives an example of the use of a programming language. The choice between these two is closely related to the choices described in the next two sections.



Figure 10-2. A target-driven transformation written in a template language






	
package <%=jClass.getPackageName()%>;
/**
 * This class is generated from a model
*/
public class <%=jClass.getName()%> {
<% for (Iterator i = jClass.attributes(); i.hasNext(); ) { %>
<%   Attribute att = (Attribute) i.next(); %>

  private <%=att.GetType()%> <%=att.getName()%> ;

  public <%=att.GetType()%> get<%=att.getName()%> {
    return <%=att.getName()%>;
  }

  public void set<%=att.getName()%> (<%=att.GetType()%> value);
    this.<%=att.getName()%> = value;
  }

<% } %>
}

















Figure 10-3. A target-driven transformation written in a programming language






	
System.out.println("import java.util.*; ");
System.out.println("import article2.model.*;");

System.out.println("package " + jClass.getPackageName() + ";");
System.out.println("/**");
System.out.println(" * This class is generated from a model");
System.out.println(" */");
System.out.println("public class " + jClass.getName() + " {");
for (Iterator i = jClass.attributes(); i.hasNext(); ) {
     Attribute att = (Attribute) i.next();
     System.out.println("private " + att.GetType() + " " +
                                att.getName() + ";");

     System.out.println("public " + att.GetType() + " get" +
                                att.getName() + "{");
     System.out.println("      return " + att.getName() + ";");
     System.out.println("}");

     System.out.println("public void set" + att.getName() +
                                 "("+ att.GetType() + "value); {");
     System.out.println("      this." + att.getName() + "= value;");
     System.out.println("}");
}





















10.2.2 Source-Driven or Target-Driven Translation









Any code generator must make a match between source and target language concepts. Often, a single source language concept is matched to a number of concepts of the target language. For instance, one UML class can be matched to a number of Java classes that are part of the user interface: one for selecting, one for displaying details, and one for displaying an overview. In this case, the transformation is most efficient when you search for the source language concept in the input mogram, and for each of these you create the complete set of target language elements, more or less according to the following pseudocode (Figure 10-4). We call this a source-driven transformation.



Figure 10-4. A hard-coded, source-driven, abstract target transformation






	


for each class in model.classes do
    jc = new JavaClass(class.name)
    for each attribute in class do
       field = new JavaField(attribute.name, attribute.type);
       field.setVisibility("private");
       jc.addField(field)

       getter = jc.addMethod("get" + attribute.name);
       getter.setReturnType(attribute.type);
       getter.setBody("return " + attribute.name); getter

       setter = jc.addMethod("set" + attribute.name);
       setter.setReturnType("void");
       setter.addParameter("value" , attribute.type);
       setter.setBody("this." + attribute.name + "= value");
     end do
end do
















In other cases, a single target language concept is matched against many source language concepts. For instance, a Hibernate mapping file references a number of UML classes. In these cases, it is better to structure the transformation in a target-driven style. Both Figures 10-2 and 10-3 give examples of a target-driven transformation. Note that when you use a template language, you are always working in a target-directed style.





10.2.3 Concrete or Abstract Form Target







When you create a code generator, you must decide on the form of the target: Are you targeting the concrete form or the abstract form? Recall from Section 5.2.2 that there are structure transformations and hybrid syntax transformations. The target of a structure transformation is the abstract form of the target language. The target of a hybrid syntax transformation is one of the concrete forms. Figure 10-4 gives an example of a transformation that creates the abstract form of the target. This transformation creates a new instance of a Java class and fills it with the necessary fields and methods. Figure 10-3 is an example of a transformation targeting the concrete form. This transformation produces a set of strings.

The advantage of targeting the abstract form is that the abstract form of a mogram will remain available in memory for further processing. You can apply another transformation to it, thus building a larger transformation from (a series of) smaller ones. This means that your transformation need not simultaneously do everything that is needed. Instead, you will be able to rearrange the target during or directly after the transformation.

For instance, when you transform a UML class model to Java, you need not create all fields in a Java class at once. You may create the class and add the fields that correspond to the attributes later. In yet another phase, you can introduce fields for outgoing associations, after which you reorder the fields according to the alphabet or to the lengths of their names. You can even remove a field that you have earlier created, thus fine-tuning an initial coarse transformation. I have found the latter option very useful when implementing OCL-derived attributes in our Octopus tool [Octopus 2008]. (A derived attribute is one whose value completely depends on other values. A derivation rule is given to specify how to calculate the value.) The transformation that handles derived attributes removes the corresponding field and adds a getter method that executes the derivation rule.

All this is not possible—or only with considerable effort—when you target the concrete form, even when it is not printed directly but kept in memory as a string. For instance, ordering the fields in the textual string that represents a Java class is much harder than ordering a list of Field objects that are part of a JavaClass object. A consequence of targeting the abstract form is that you will also need an abstract-to-concrete-form transformation (model-to-text) for the target language, as illustrated in Figure 10-5. In most cases, however, this transformation is already available or is very easy to create.

Figure 10-5. A combination of transformations versus a single hybrid syntax transformation

[image: image]







The advantage of targeting the concrete form is that you do not need the abstract syntax model of your target language. A concrete syntax description suffices. Obviously, because the concrete syntax description of a graphical language is so much like the abstract syntax model, targeting the concrete form is much more interesting when your target language is textual.

An interesting mix of both advantages is to use a simplified abstract syntax model of the target language. For instance, you could use a Java abstract syntax model that includes packages, classes, fields, and methods but does not model expressions completely. A Java expression could be represented by a string. Thus, method bodies and field initial values are strings. This means that you can add or change methods and fields to classes and classes to packages in any stage of the transformation, but you cannot alter a method body or field initial value once it has been created.

However, take care that the concrete parts do not contain any reference to things that might be changed later on. For instance, the first of the following two Java fragments is more robust than the second. The underlined parts are represented as instances of abstract syntax classes, the italics are the parts introduced by the abstract-to-concrete-form transformation, and the other parts are created as string representations during the transformation. Moving class SomeType to another package would break the second example but not the first one.

/* example 1 */
package mypackage1
import mypackage2/SomeType;
....
methodA ( ... ) {
    SomeType var = ....;
    ...
}
/* example 2 */
package mypackage1
....
methodA ( ... ) {
    mypackage2/SomeType var = ....;
    ...
}









10.2.4 A Template Language Targeting Abstract Form









I have never seen this approach anywhere else, but something worth mentioning is the experiments that we did during the development of the Octopus tool for UML/OCL [Octopus 2008]. Octopus is capable of generating a Java application from a UML/OCL model. This code generator is hard coded in Java, for the most part is source driven, and is always targeted toward the abstract form.

From the preceding, you will have learned that it is not possible to target the abstract form of a mogram using a standard template language. Therefore, we have developed a template language especially for this purpose. This language is called Octel, and you can find it on SourceForge together with the Octopus tool.

Octel works like a preprocessor. You create a template of what you want the code generator to produce. Next, Octel reads this template and produces the code that implements this code generator. Don’t be confused: Code created by Octel does not produce the target mogram but instead produces the code that is able to generate the target mogram. Figure 10-6 shows an example of a template, and Figure 10-7 shows the code produced by Octel that is part of the code generator.

Figure 10-6. An example of the use of Octel






	
<field type="%ATT.getType()%" name="%ATT.getName()%" visibility="private"/>

<method type="%ATT.getType()%" name="get%ATT.getName()%"
         visibility="public">
     <comment> implements the getter for feature '%att.getSignature()%'
     </comment>
     <body>
          return %ATT.getName()%;
     </body>
</method>

<method name="set%ATT.getName()%" visibility="public">
    <comment> implements the setter for feature '%att.getSignature()%'
         </comment>
    <param type="%ATT.getType()%" name="value"/>
    <body>
        %ATT.getName()% = value;
    </body>
</method


















Figure 10-7. Implementation of the code generator produced by Octel






	


JavaField field1 = new JavaField();
field1.setType(ATT.getType());
field1.setName(ATT.getName());
field1.setVisibility("private");

JavaOperation method1 = new JavaOperation();
method1.setReturnType(ATT.getType());
method1.setName("get" + ATT.getName());
method1.setVisibility("public");
method1.setComment("implements the getter for feature '" +
                                 ATT.getSignature() + "'");

JavaBlock body1 = new JavaBlock();
method1.setBody(body1);
JavaSimpleStatement exp1 = new JavaSimpleStatement("return "
                                                                                    + ATT.getName());
body1.addToStatements( exp1 );























10.3 Code-Generation Patterns







As yet, not many generic ways of building a code generator have been recognized. Generic ways are patterns that you would see over and over again in many code generators. Here are few of the patterns that do exist and have proved their value.



10.3.1 Treewalkers, or the Visitor Pattern







In an abstract syntax form of a mogram, you can always recognize a containment tree: a tree of objects connected by containment (composite) relationships. This tree is very useful. Most code generators use treewalkers that go over the containment tree to visit the objects in the abstract form of a mogram. In this context, the objects are also called nodes. The Visitor pattern is another name for this pattern. The essence of the pattern is that the manner and order in which the nodes are traversed is separated from the code that does something with the nodes.

Traversals can be implemented in a number of ways. The traversal algorithm can be implemented either as part of the abstract syntax classes or separately. The latter is called a noninvasive algorithm. In fact, because code generators usually need more than one way to traverse a containment tree, noninvasive algorithms are to be preferred. If each of these traversal algorithms is implemented in the way the Visitor pattern is described in Gamma et al. [1995], all abstract syntax classes would need one accept method per different traversal. For instance, in the simple case of having only a depth-first and a breadth-first traversal, each abstract syntax class would need to implement the following two methods (written in Java):

public void accept(IDepthFirstVisitor vis) { ... }
public void accept(IBreadthFirstVisitor vis) { ... }




It is much more convenient to have a number of separate classes that take as input both the tree to visit and the visitor. In general, we call such classes walkers, or treewalkers. The following code gives an example:

public class DepthFirstWalker {
    public void travers(ITopOfTree tree, IVisitor vis) { ... }
}




One thing the language engineer has to decide is how many times to traverse the tree. An advantage of many traversals is that you can separate various aspects of the transformation. For instance, in one traversal, you create Java fields; in the next, you create the methods. This makes your generator more flexible and easier to change. You could take out a complete phase and replace it with something else. A disadvantage of many traversals is, of course, that they take time. When the source language mograms are expected to be very large, you should seek to combine aspects of the transformation and have fewer traversals. Another show of your excellent trade-off skills as language engineer is required.





10.3.2 CreateOrFind







Another pattern that often occurs in code generators is CreateOrFind. The background for this pattern is that most code generators have different phases, and during each you might have to search for an element in the target mogram. Upfront, you do not know whether the element has already been created, so if it is not found, the pattern creates the element.

A prerequisite for this pattern is that the elements must be identifiable. For instance, in Java, two fields may have the same name as long as they are in a different class. This means that the search algorithm needs to take into account the name of the class that holds the field and probably also the package in which the class resides. Identifiable does not necessarily mean that all elements need to have a name or identifying number. You can also identify an element based on the fact that it is, for instance, the first or last in a sequence.

When the element needs to be created, it is created based on the identification. This means that, for instance, when the search is based on the name of a Java field together with the name of the class, the field is created, given the right name, and linked to the right class, which also has to be created or found, but no info on the type and initial value are available. Either your generator needs to be able to deal with incomplete elements or you have to complete the element right after the create or find action.





10.3.3 Mappers







A consequence of building several phases in your code generator is that often one phase needs information on what another phase has generated. Let’s again look at the example of generating a Java application from a UML model. Suppose that you have decided that a UML attribute is translated into the combination of a Java field and a pair of setter and getter methods. Suppose also that your generator is producing a user interface that enables viewing and changing the value of each attribute. Furthermore, the generation of the field and methods, and the generation of the user interface are implemented in separate phases. How does the user interface generation know how to get and set the value of the attribute; in other words, which are the setter and the getter for this attribute?

You could address this question by using standard names for the getter and setter methods, but your code generator will be much more flexible when the user interface generation can simply ask for the names. In that way, you could change the creation of the getter and setter methods, and the user interface generation would still be working fine.

In my experience with building the code generation for the Octopus tool, I have found that a lot of information needs to be available to other phases of the code generation. It is best to dedicate a number of separate objects to this job. We decided to have one dedicated object per source language construct. We call these objects mappers. Thus, we have an AttributeMapper, a ClassMapper, an AssociationEndMapper, and so on. When a mapper instance is created, it takes a source mogram element as parameter and is able to tell you how this source element is mapped to one or more Java elements. The following code is part of the mapper for attributes:

    public String fieldname(){
    return "f_" + StringHelpers.firstCharToLower(feature.getName());
}

public String getter() {
    String name = feature.getName();
    if (name.indexOf("is") == 0) {
          // usually an attribute of boolean type like 'isBoldFace'
      return name; // getter name becomes 'isBoldFace'
    }
    return "get" + StringHelpers.firstCharToUpper(name);
}

public String setter() {
    String name = feature.getName();
    if (name.indexOf("is") == 0) {
          // usually an attribute of boolean type like 'isBoldFace'
      name = name.substring(2, name.length());
      // setter name becomes 'boldFace'
    }
    return "set" + StringHelpers.firstCharToUpper(name);
}

public String adder(){
    return "addTo" + StringHelpers.firstCharToUpper(feature.getName());
}

public String remover(){
    return "removeFrom" + StringHelpers.firstCharToUpper(feature.getName());
}











10.4 Extension Points in the Generated Code







Unfortunately, in many cases, we are not yet able to generate a complete application from a high-level mogram. Current-day code generators are not yet as strong as old-fashioned compilers. Of course, the truth of this statement depends very much on the source and target languages of your code generator. In some cases, you will be able to generate 100 percent; in other cases, you will be able to generate only 80 percent. Because the latter case is too common, I am addressing the issue of creating points in the generated code whereby a human programmer can add the nongenerated parts. However, do try to get this percentage up. Only 100 percent generation will be acceptable in the long run.

One thing to remember is that you must never allow your language users to change generated code. When generated code is changed by hand, it becomes more important than the mogram from which it was generated. The changed code contains handwritten parts that obviously were important enough to include. They must not be lost, and they will be lost as soon as the code is regenerated. Therefore, regeneration is first postponed and finally never done at all. Ergo, the generated and changed code has become the focus of development instead of the mogram that was input to the original generation. In this case, the software development process is similar to one in which you take a copy of an existing application (the first generated code) and hand build the application from that. None of the advantages of model-driven development will be realized.

What you may allow your users to do is extend or override the generated code. To realize this, you can use techniques that are also used in frameworks. After all, frameworks also combine basic, unchangeable code with user-created code. The following list gives some examples of the techniques that you may use.

• Notifications. You may allow user code to subscribe to notification of events in the generated code. The user code is then able to extend the generated code.

• Plug-in code. You may allow your users to create instances of generated interfaces that can be linked to parts of the generated code. For instance, the user code may extend the generated code when saved or when opened. The interface provides the fixed points at which the user can introduce handwritten code.

• Partial classes in C#. When your target language is C# or any other language that will in the future support partial classes, you may allow your user to create a partial class. This handwritten partial class can extend or override the generated partial class.

• Empty subclasses. When your target language supports inheritance, you can generate an empty subclass and allow your user to add handwritten code to it. Again, extension and overriding are possible. Take care that the generated code always creates instances of the subclass and never of the superclass, which would obfuscate the user’s additions.

• Guarded blocks. Some tools allow you to generate guarded blocks, which are uneditable by the language user. Put everything you generate in guarded blocks, and let the user extend or change the code outside them.


Note that all possible extensions must be documented for your language users. For example, you might generate ToDo comments that are picked up by the IDE using highlighting or lists.





10.5 Other Issues in Code Generation







A number of other issues at first glance do not have much to do with code generation. But when you look more closely, it makes sense to think about them before you build a code generator.



10.5.1 Bidirectionality







Bidirectionality is an aspect of model transformations in general. Bidirectional model transformations can be executed in two ways: (1) to produce a target language mogram from a source language mogram, and (2) to produce a source language mogram from a target language mogram. Bidirectional transformations in general are capable of maintaining the link between source language mogram and target language mogram such that whenever one changes, the other changes accordingly.

Maintaining a permanent link between source language mogram and target language mogram in a code generator is very complex. Considering its short lifespan, this investment is often not worthwhile.

Taking one step back by offering bidirectionality in the form of round-trip engineering is already a more practical approach. In round-trip engineering, the source can be created from the target and the other way around, but no permanent links are kept. The problem with round-trip engineering is that in most cases, a source mogram is not transformed to simply one target mogram but to a set of target mograms. For instance, one UML class is transformed into (parts of) the following elements:

• C# business class

• DTO class

• Hibernate mapping file

• Database create script

• DTO to C# business class methods

• Edit screen for the business class

• Search and list screen for the business class


When one of these elements changes, it is often very difficult to decide what this change means for the source mogram and, more important, for the other elements in the list. Thus, when you can figure out how to adjust the source mogram, you have to regenerate all the other elements. Only when there is a one-to-one relationship between source and target mogram is round-tripping usable. In this case, it is very important to mark either source or target mogram as leading. Whatever changes are made in the other should be of minor importance. Major changes should always be made in the leading mogram.

In my opinion, it is usually best to forget about round-trip engineering and implement a unidirectional transformation from source to target language(s). Try to aim for as much generation as possible and to provide extension points to the user of your tool. When you do this, the need for round-trip engineering will be reduced to zero, and a much simpler code-generation tool will suffice.

Still, a simple form of bidirectionality can be useful: traceability. When the generated code is executed, all reporting on errors and warnings to the language user should be done in source language terminology. After all, the language user is a user of the source language and knows its terminology best. This means that for every element in the target mogram, the tool must know from which source mogram element(s) it originated.





10.5.2 Target Platform with or without Framework







Code generation becomes simpler in the same degree that the target platform becomes more complex, or at least more similar to the source language. Recall from Section 5.2.1 that a platform is the language specification combined with predefined types and instances and patterns. Some platforms include a high-level framework, consisting of predefined types and instances, that implements some of the more complex constructs that are needed in the generated application. In this case, less code needs to generated. You might say that this is a huge advantage, but there are also disadvantages to the use of frameworks, especially ones that are made specifically for the purpose of code generation.

Frameworks add more complex structures to an existing language, as explained in Section 3.3.5. This means that they are more difficult to understand than the original language. So when a code generator is targeted toward a framework, it is more difficult to understand the workings of the generated code. You must also understand what the frameworks does. An example is the EMF (Eclipse Modeling Framework), which generates toward a framework that was newly created for the purpose of implementing UML class diagrams in Java. The framework implements, for instance, the coordination between the ends of an association. With version 1.0, no one had previous knowledge of the work, yet to understand EMF’s view on associations, you needed to understand the workings of the framework. Thus, a steep learning curve was introduced.

You can say that there is a trade-off between the complexity of the code generator itself and the target platform. When the target platform is less complex, the generated code will be easier to understand. This might be exactly what you want, because it could cause a much higher acceptance rate of your code generator. On the other hand, the code generator is much easier to build when the target platform is more complex. This might result in a code generator with fewer bugs. Again, it is the job of the language engineer to find the middle ground that is most acceptable to all people involved.

A huge difference between using a framework together with code from a generator and using a framework with handwritten code is that there is a different purpose for using the framework. If the extra code needs to be handwritten, as much as possible must be put in the framework to minimize the handwritten code. Repetitions of handwritten code parts that are very similar must be avoided. Therefore, the framework will make extensive use of abstraction. On the other hand, when the code to go together with the framework is generated, repetition of similar code parts is not a problem.

Take, for instance, the following code, which contains two almost identical statements (the differences are in boldface type). When this code is generated, the repetition is absolutely no problem, but when you have to handwrite it, it becomes a bore.

/* The generation option */
public List<InvariantError> checkMultiplicities() {
    List<InvariantError> result = new ArrayList<InvariantError>();
    if ( getName() == null ) {
      String message = "Mandatory feature 'name' in object '";
      message = message + this.getIdString();
      message = message + "' of type '" + this.getClass().getName()
           + "' has no value.";
      result.add(new InvariantError(this, message));
    }
    if ( getReturnType() == null ) {
      String message = "Mandatory feature 'returnType' in object '";
      message = message + this.getIdString();
      message = message + "' of type '" + this.getClass().getName()
           + "' has no value.";
      result.add(new InvariantError(this, message));
    }
    return result;
}




When everything is handwritten, you would much rather write the following code for the checkMultiplicities method and have a framework implement the abstractTest method.

/* The framework option */
public List<InvariantError> checkMultiplicities() {
   List<InvariantError> result = new ArrayList<InvariantError>();
   abstractTest(result, getName(), "name");
   abstractTest(result, getReturnType(), "returnType");
   return result;
}

public void abstractTest(List<InvariantError> result, Object in,
     String name) {
   if ( in == null ) {
      String message = "Mandatory feature '" + name + "' in object '";
      message = message + this.getIdString();

      message = message + "' of type '" + this.getClass().getName()
         + "' has no value.";
      result.add(new InvariantError(this, message));
   }
}




The first example is easier to understand and keeps all related code together. In the second example, less code needs to be generated. Again, your judgment has to provide the answer: Do you generate the code that is easier to understand but repetitive, or do you invest in creating a framework in order to generate less, but more obscure, code?





10.5.3 Modularization of the Generation







A code generator is a piece of software and therefore should be built in a modular fashion, especially because real code generators can become large. Of course, how you divide your code generator into modules is up to you. If you have to generate multiple targets, one possibility is to make a separate module for every target language. Another possibility is to use the following, very coarse division: First do some in-model transformations on the source mogram, then do a model-to-model transformation from source to target mogram, and then perform an in-model transformation on the target mogram. The last step could, for instance, be an optimalization step. Modules can be combined by using a programming language or a makefile or Ant file.

Modularization is an important argument for targeting the abstract syntax. The code in Figure 10-8 works only because the output is an abstract form of the mogram and can be adjusted by every module.

Figure 10-8. An example of modularization of a code generator






	
// step 1: create the skeleton java model
JavaModelGenerator maker = new JavaModelGenerator();
inputModel.accept(maker);
outputModel = maker.getJavamodel();
// step 2: add supertype relations
SuperTypeGenerator superTypeAdder =
    new SuperTypeGenerator(outputModel);
inputModel.accept(superTypeAdder);
// step 3: add implemented interface relations
InterfaceGenerator interfaceAdder =
    new InterfaceGenerator(outputModel);
inputModel.accept(interfaceAdder);
// step 4: add operations
OperationGenerator operationAdder =
    new OperationGenerator(outputModel);
inputModel.accept(operationAdder);
// step 5: add attributes
AttributeGenerator attributeAdder =
    new AttributeGenerator(outputModel);
inputModel.accept(attributeAdder);
// step 6: add navigations, that is, association ends
NavigationGenerator navigationAdder =
    new NavigationGenerator(outputModel);
inputModel.accept(navigationAdder);
// step 7: add stuff for association classes
AssocClassGenerator associationClassAdder =
    new AssocClassGenerator(outputModel);
inputModel.accept(associationClassAdder);
// step 8: add states
StatesGenerator statesAdder = new StatesGenerator(outputModel);
inputModel.accept(statesAdder);
// etc. etc.

return outputModel;





















10.5.4 Built-in Flexibility







In all software development, there is a certain amount of friction between confection software—commercial off the shelf (COTS)—and tailor-made software. Although a choice for COTS does in general reduce overall costs and development time compared to tailor-made software, often it does not always completely meet the demands. Modifications are necessary, and the software needs to be integrated with other installed software. In other words, maximizing flexibility (tailor-made) costs, but the rigidity of COTS makes it difficult to work with.

When language users first get acquainted with code generation, the same friction arises. People are glad that so much is generated, because it saves them time and money, but the code generated is almost never exactly want they would have produced by hand. Therefore, the language engineer must create code generators with built-in flexibility options: in other words, code generators that are configurable.

There are many ways in which you can make your code generator configurable. For example, you can work with parameters and defaults that can be overwritten by the users. But here I want to draw your attention to the flexibility that modularization of the code generator can bring to the language user.

When you have divided your code generator into a number of modules that each add to the same structure, the same abstract form of the generated mogram, you have created a built-in flexibility to be opened up to your language users directly. For instance, when you have a separate module for generating attributes, you can offer your users the possibility not to include generation of attributes, or maybe you could provide two ways of generating attributes and let your users choose between them.


















10.6 Summary







Code generation takes a mogram in the source language and generates one or more mograms in the target language; thus, code generation defines a translational form of semantics. Code generation provides semantics to the source language in terms of the target language. In most cases, the source language is a newly defined software language, whereas the target language is a well-known programming language.

Code generation can be characterized through three dimensions: (1) rule-based versus hard-coded, (2) source driven versus target driven, and (3) target in abstract form versus target in concrete form. Current-day template languages allow only hard-coded, target-driven, concrete-form target code generation. The Octel template language allows hard-coded, source or target driven, abstract form target generators.

In many code generators, the following patterns occur:

• Treewalkers, which defines how the abstract form of the input can be traversed

• Create or Find, which takes care of creating target elements when they are not yet present

• Mappers, which takes care of distributing information of parts of the generation to other parts


Extension points offer the language user possibilities for adding handwritten code to the generated code. Other questions need to be answered when you create a code generator.

• How much bidirectionality do you implement?

• Do you create a framework in the target language and generate the code that uses the framework, or do you generate all the code?

• How do you modularize the code generation?

• What flexibility can you offer the language user?











Chapter 11. Combining Multiple Languages


















A different language is a different vision of life.

—Federico Fellini
 Italian movie director (1920–1993)



A single software language is usually not capable of specifying an application completely. In almost every case, multiple languages are used during the development of a single application. This means that software languages must relate to each other. This chapter describes how software languages can be designed to work together. Part of the content of this chapter was developed in cooperation with Jos Warmer (Ordina, Netherlands).














11.1 Multiple Mograms for One Application







When developing one of today’s complex applications (see Sections 1.4 and 3.2.3 on the complexity crisis), multiple software languages are used: one language for Web pages, one language for database access, one language for the interchange format, on so on. No application’s code is written in only one language. The burden on the language engineer is to design each software language in such a way that its mograms can easily be combined with mograms written in a different language. But let’s first examine why you should be interested in this topic.



11.1.1 Advantages of Multiple Mograms









I always have doubts when I explain the advantages of multiple mograms to create one application. Do I really need to explain this? When you think of a program, it is all so obvious, but in the modeling world, these ideas have not yet been embraced. So let’s start by looking at the characteristics of using multiple source code files to build one application, all of which are taken for granted but are nevertheless very important for the process of creating software.

The source code for one application is divided into separate files because (1) a single source file would be too large to handle and (2) doing so enables the following features:

• Multiple programmers working on one application

• Version control per source file

• Compilation per source file

• Increased understandability of the application (you don’t have to understand it all)

• Increased reusability of (parts of) the application (e.g., by creating libraries)


I don’t think that any programmer would want to work with one single source file containing all the code for one application. The days are long gone when programmers were creating a single main program in a single file, but this is what we continue to do in the modeling world. One huge (main) model file contains all we need to specify about the application. In practice, this file often becomes too large to handle. It takes minutes to load and when you want to generate code from it (read: compile it), it takes a large part of an hour. No wonder most programmers prefer programs over models.

If you want your DSLs to be used, your IDE should offer your language users at least the same features their programming environment offers them. The users will reject anything less from what they are currently used to.





11.1.2 Multiple Mograms: One or More Languages







The arguments for working with multiple files apply when all mograms are written in a single language. Therefore, the remainder of this chapter should be of interest to you, whether you will be creating a large set of coordinated software languages or only one simple language.

Keep in mind that the number of applications written in a single language is extremely small. Most commonly, one application is created using multiple mograms in multiple languages. Language engineers will need to address this. The rest of this chapter explains how the preceding advantages can be realized in such a complex situation. Using this knowledge in the simpler situation of a single language is up to you.







11.2 Intermogram References







References are a key element in designing a software language so that its mograms can easily be combined with other mograms written either in the same language or in a different language. References are the links between the mograms and keep the application together, like mortar between bricks.



11.2.1 Hard and Soft References







Combining mograms from different languages means that one mogram can hold references to things defined in another mogram; for example, one class file can hold references to other classes and operations. Here, two different types of references are of importance: the soft reference, which is also known as referencing by name, and the hard reference, which is also known as referencing by address.

Hard referencing (by address) means that you know exactly where the element that you are referencing is positioned in the other mogram. You use this position to indicate which element in the second mogram your mogram is referring to. This makes the two mograms closely connected. When the mogram to which your mogram holds a reference changes, your mogram needs to be changed as well. An example of hard referencing is an IP address, such as 101.92.85.100.

Soft referencing (by name) depends on identifiers. It means that the first mogram holds an identifier that unambiguously identifies an element in another mogram. This identifier can be a name, but it can also have another form: for instance, a path name in which the (file) name of the mogram containing the element occurs. An example of a soft reference is a Web site address, such as www.mycompany.com.

When you are as bad at remembering names as I am, you often encounter the problems of hard referencing. For instance, I know that I recently spoke to an interesting person whose office was in the second room on the left on the third floor. Now that I want to renew this contact, it appears that higher management decided to make some office changes. The room in which I was expecting to find this interesting person is now occupied by someone else, someone who does not know where the previous resident is located. The only thing I can hope for is to remember some distinguishing mark so that I will be able to ask the secretary something like, “Do you know where the tall guy with the large mustache is?” On the other hand, the problem with soft referencing is that every time you want to contact this interesting person, you have to somehow determine where he is located. You always need to visit the secretary first.

We know from past experience that in software, the close connection of hard referencing is unwanted. General knowledge in software engineering says that parts of a software system should be loosely coupled. So to avoid strongly coupled mograms, our new software languages should cater to soft referencing.





11.2.2 Passive and Active Languages







Soft referencing has two sides—or even or three, as discussed in Section 11.4.1. First, you must be able to identify elements in the mogram to be referenced. Let’s call this mogram the passive one. Second, a way to specify outgoing references in the referencing mogram must be provided. Let’s call this second mogram the active one.

To cater to the passive side, the language of the passive mogram should provide a form of identification for the elements defined in a mogram. The language developer can use several identification schemes: for instance, model name followed by the type of the element in the abstract syntax model followed by the name of the element. Instead of using the name of an element, the language engineer may decide to use a specially added attribute, representing a unique identifier within a mogram, to each concept (class) in the abstract syntax model.

To cater to the active side, the language engineer must design a way to reference an element in another mogram. Certain elements in the active mogram are references to elements in the passive mogram. Still, the active mogram needs to be an instance of its abstract syntax model. So the question is: What is a reference in terms of the abstract syntax model?

Because every concept is represented in the abstract syntax model as a class, references must also be represented as one or more classes. You can choose one class to represent all references. In that case, it is practical to have a number of attributes in this class that hold metadata: that is, data on the reference, such as the language of the passive mogram, the version number, and so on. This simplifies resolving the reference. You can also decide to use several classes: for instance, one for every passive language that a language user is allowed to access or even one for every type of element (read: abstract syntax class) you want to reference.

All reference classes must be aware of the identification scheme of the passive language. A reference class usually holds attributes that correspond to the elements of the identification scheme. For instance, the class OperationRef in Figure 11-1 implements a reference to an operation of a class in a UML model. Each instance of this class holds as metadata the version of the UML language. The actual reference is divided into four elements: the model-id, the diagram-id, the class-name, and the operation-name. The diagram-id is present because the UML model can have multiple diagrams, each of which could hold the definition of the requested class. Note that the two classes in Figure 11-1 are not part of the abstract syntax model of UML but instead are part of the abstract syntax model of another (active) language. The UML is the passive language in this case.

Figure 11-1. An example of a reference class
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11.2.3 Information Hiding







The language engineer has full control over the identification scheme used in the passive language. Thus, the language engineer can also decide to hide some elements from being referenced by any active mogram. For instance, in most object-oriented programming languages, you can write a class that contains references to other classes, operations (methods), and attributes (fields). But you cannot reference a parameter of an operation, a statement, or the initial value expression of an attribute. These (and more) are hidden.

Note that this kind of hiding is different from that indicated by the use of public and private markers. According to the language specification, there is a way to reference a private attribute or operation; thus, language users are able to make a reference, but the compiler will tell you that it is illegal. In other words, the private marker operates in the same manner as a constraint: When your mogram contains an illegal reference to a private element, the mogram is still an instance of the abstract syntax model, but a constraint is violated, and so it is not a valid instance.

By hiding elements, the language engineer makes it impossible for a language user to refer to them. For example, in an object-oriented programming language, there is no way to reference the first assignment in an operation. No language user is able to do that. In our terminology, you can say that the mogram is not an instance of the abstract syntax model, not even an invalid instance. The notion of information hiding by the language engineer can be brought to an extreme when you define a language interface.







11.3 Language Interfaces







A language interface is similar to an application interface but holds for all mograms of that language. The language interface determines what is and is not visible from the outside. For instance, in a simple database application you may decide to build an API to enable other applications to extract the records from a certain table, yet you do not include reading of other tables. In the same way, a language interface determines what elements can and cannot be referenced by mograms of another language. The following definition states this more formally.



Definition 11-1 (Language Interface) A language interface of a language L is a model of the information in linguistic utterances of L that is available to linguistic utterances of languages other than L.


The simplest way of defining a language interface is to take the complete abstract syntax model as the language interface. In this case, everything in a mogram is available for referencing, provided that an identification scheme is available. The next step is to select a subset of the abstract syntax model and thus create a true language interface. Some elements in a mogram are available and some are not, depending on what is in the subset.

Yet another way to create a language interface is to define a model that is different from the abstract syntax model, together with a transformation from the abstract syntax model to this new model. A good reason to do this is when you want to combine information from a rather complex model into a more simple model. For instance, Figure 11-2 shows you an extended version of the reference to a UML operation. The right-hand side shows some of the UML metamodel concerned with operations and parameters. This structure is much more complex than necessary for any active language that wants to reference an operation. Therefore, the language interface between our active language and UML has a different, simpler structure. Yet there is an unambiguous translation of the interface to the actual UML model: the paramTypes of an OperationRef are the types of all the ownedParameters of the referred Operation.

Figure 11-2. An example of a language interface
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11.3.1 Offered or Required Language Interface







So far, we have looked at language interfaces from the passive side. We have determined that a language interface can hide elements from active mograms. This type of language interface, called the offered language interface, defines what is available to other languages, without knowing the other languages that might make use of this.

We can also look at language interfaces from the active side: What would an active mogram want to reference from another language? In other words, on what information from passive mograms does the active mogram depend? The language of the active mogram may define that its mograms depend on certain information in mograms of a certain language. The active mogram’s language specification should in that case define a required language interface, which defines what is needed from the other language or languages.

OCL is an example of a language that needs another language. Expressions written in OCL require information from a UML model. Figure 11-3 shows part of the OCL abstract syntax model [OMG-OCL 2005]. The gray classes belong to OCL; the white classes, to UML. When we were working on this model, we had no idea of separating the two languages by a language interface. But already, our intuition was to provide a small and clean way to link them. Thus, the number of classes from the UML used in the OCL model is relatively small, and all associations between OCL classes and UML classes are one-way: from OCL to UML. Because of this neat interface to UML, OCL is easily combined with other languages. All that needs to be done is to provide the right classes to substitute for the UML classes.

Figure 11-3. Part of the OCL abstract syntax model, which interfaces with UML
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Note that not every mogram needs to use the elements in a required interface. For instance, I could write perfectly legal OCL expressions without making any references to properties or operations. In this example, however, the expressions would be very simple indeed, such as “23 – 11 = 12” or “true or false implies true.”







11.4 Consequences for Language User Tool Set







The use of language interfaces has consequences for the tool support of the language user. A complicating factor is that the IDE is no longer dedicated to a single language, but instead needs to at least provide multiple editors—one for each language—and probably should also provide multiple transformers, code generators, and the like. Clearly, the stress on the I (integrated) of IDE is large. For instance, the language user will be asking for code completion (intellisense) not only for elements written in one language but also for those written in any language available in the IDE. Some form of coordination will need to be in the IDE.



11.4.1 Resolving and Checking References







The most obvious task of a multilanguage IDE is to resolve and check references. You could implement a reference resolver per language, but it is probably wiser to implement a single resolver that is able to resolve references to all the languages supported by the IDE. Having similar identification schemes in all languages makes this easier.

I know of two examples of multilanguage IDEs that offer this type of support. One is xText, which is part of Open Architecture Ware [openArchitectureWare 2008]; the other was created using Microsoft DSL tools by my longtime colleague and writing partner, Jos Warmer. Present in this environment are four DSLs corresponding to the layers of the application architecture, which is a common architecture for Web-based, service-oriented administrative applications:

	
The Web Scenario DSL for the presentation layer


	
The Business Class DSL for the business classes


	
The Services DSL for the service interface and business processes


	
The Data Contract DSL for the data contract



On Save, each mogram will write to file (an easy-to-access XML format) the information on its elements that are part of its language’s offered interface. At the moment this export file becomes available in the environment, a special broker component reads it. When a reference needs to be resolved, the editor or other component that needs it requests the information from the broker. For instance, when an editor needs a list of elements of a certain type to be used for code completion, it asks the broker for a list of names. The broker then selects this list from all the elements known based on the required language, required type of element, and possibly other things, such as the first characters of the name of the element. In fact, the broker is a rather simple database that stores and retrieves the information in all the export files of all mograms.

Checking references, of course, also involves the broker. In this case, the broker is asked whether a certain element still exists. If the broker cannot find this element in its database, the reference is faulty, and an error message is presented to the language user. You can find more information in Warmer and Kleppe [2006].





11.4.2 Handling Changes







How should the IDE support changes? If a language user changes a name of an element in a passive mogram and this element is being referred to (by name) in a number of active mograms, what should happen? What if the element is completely removed?

There are a number of ways to do this. The choice depends on the time and budget for the development of the IDE and on what you think your users will and will not accept.

• No support at all. When references are checked after an element is changed or removed, an error message is given, and the language user has the responsibility to “repair” the reference.

• Refactoring support. The language user may explicitly perform a name change of a model element as a refactoring. The IDE will find all references to the element and change them to refer to the new name.

• Automatic support. When the user changes the name of a referred element, all references will change automatically.


Having no support at all does work but is cumbersome for the language users. The problem with automatic support is that the language users do not know where automatic changes take place and may encounter unexpected results. This might lead to the need to retest the whole system, because the changes were not controlled.

The best option seems to be refactoring support. Note that in this case, renaming a model element works exactly as renaming a class in C# or Java code. The user either changes the name, which results in dangling references, or requests an explicit refactoring and is offered the possibility of reviewing the resulting changes and applying them. The reference broker holds all the information needed to implement refactoring support.

In both automatic and refactoring support, the following problem may occur. Especially in large projects, there will be many dozens of mograms, each of which can be edited simultaneously by different users. To allow for automatic change propagation or refactoring, the user performing the change needs to have change control over all affected mograms. The use of the merge feature of a version control system solves this problem. However, most version-control systems work only with textual mograms and cannot handle graphical mograms very well.





11.4.3 Code Generation







The use of multiple languages also has consequences for code generation. Similar to compilation in programming language IDEs, we want to provide code generation per mogram whenever possible. In the scenario of multiple mograms per application, both a mogram and the code generated from that mogram are partial descriptions of the application. For the process of code generation, it is important to determine when the parts need to be brought together. In the extreme, there are two possibilities.

	
Link all mograms together to form the complete description of the application. Transform the complete description into code.


	
Transform every single mogram into code. Link the generated code.



Again, the programming language world offers a good example. In C#, the notion of partial classes exists. A partial class is part of a class description saved in a separate file. Thus, one single class description is scattered over a number of files. When this class needs to be compiled, every partial class must be known, as in option 1. On the other hand, the compilation of a number of different classes is completely independent of each other, as in option 2.

As this example shows, the two options are extremes. In most cases, a mixture of both is used. The language designer should focus on option 2 and use option 1 only if the information in two or more mograms needs to be transformed into a single source code file. For example, when the class and state diagrams belonging to one UML model are saved in separate files, you need to combine a class with the state chart defined for it before you can generate code. In my experience, such situations are rare. Most often, you will generate multiple source code files from one mogram. Remember that when you take option 2, the mapper pattern (Section 10.3) can be of help, especially for references to other mograms.







11.5 Support for Language Evolution







Any piece of software should be designed with the future is mind. What changes in requirements are likely, and how difficult will it be to realize them? Of course, you can never predict the future, but often, you can already see trends. Software languages should also be designed this way. If your language never changes, it will soon become obsolete.

Designing for the future is always difficult and depends on the situation you are in at the moment, so I cannot give you rock-solid advice on what to do and what not to do. But I can offer you the following list of questions, things you should think about sooner or later.

• Do the language interfaces that you offer or require support change? Are you able to change the abstract syntax model without changing the language interfaces?

• How difficult is it to change the target technology of your code generator? Does your code generator shield your language user from the underlying technology, or do concepts from the target language invade your language?

• Have you set up a procedure for new releases? Is it clear to your users when and how a new release will become available? How do users report bugs and send in change requests? Do you allow people to keep using older versions, and if so, what support do you offer them?

• When you are building a new release, what do you offer your users for the transition of their old mograms? Will you offer an update manual? Are you going to build a transformer that takes an old abstract syntax graph and produces an instance of the new abstract syntax model?







11.6 Conclusion









At the end of this book, I that hope you have gained a better understanding of the nature of software languages. You should understand that the task of a software language engineer is a very challenging process, especially because the field is still maturing. New insights are to be gained and shared. One important remaining challenge for us all is the generation of the language user’s IDE based on a language specification.
















11.7 Summary







Every application is a combination of multiple mograms. These mograms can all be part of one language, but they are more commonly of multiple languages. In both cases, there are references between the mograms. Past experience teaches us that these references can best be soft coded, based on some form of identity, such as a name.

The active language(s)—the language whose mograms contain the references—should support these references by explicit constructs in the abstract syntax model, such as separate metaclasses. The passive language—the language with the mograms that are referred to—should supply an identification scheme for all elements that may be referenced.

A passive language can provide an extreme form of information hiding by offering a language interface, a metamodel that describes exactly which parts of the language’s mogram may be referenced and which may not. An active language may require certain language interfaces.

Support for multiple mograms must be implemented in the language user’s tool set. References need to be resolved and checked. A separate entity in the tool set is a good way to implement this. You must also decide how to deal with changes in the mograms that regard references. With regard to code generation, it is best to aim for generation per mogram.










Appendix A. Glossary









Abstract form

A form of a linguistic utterance of language L, which is a labeled graph typed over the abstract syntax model of L.

Abstract syntax graph

An instance of an abstract syntax model, which is the internal representation of a mogram in a tool.

Abstract syntax model

A model whose nodes represent the concepts in language L and whose edges represent relationships between these concepts.

Abstract syntax tree

A special form of abstract syntax graph, in which nodes that are references to other nodes, are not connected to the nodes they refer to.

Abstraction level

For a concept present in a software language, the amount of detail required to either represent (for data) or execute (for processes) a concept present in a software language in terms of computer hardware.

Concrete form

A form of a linguistic utterance of language L, which is a labeled graph typed over the concrete syntax model of L.

Concrete syntax model

A metamodel whose nodes represent elements that can be materialized to the human senses and whose edges represent spatial relationships between these elements.

Derivation tree

A tree in which each node represents the application of a production rule in a grammar.

Display format

A type of concrete syntax that is used to display a mogram.

Formalism

In this book, a language that is used to express (parts of) the language specification.

Grammar

A set of production rules used to either determine whether a sentence belongs to a language or to generate a sentence of that language.

Graphical language

A language whose primary concrete syntax is graphical. (Synonym: visual language)

Language

The set of all linguistic utterances that adhere to the language specification.

Language-design environment

An integrated development environment that supports the creation of language specifications.

Language engineer

A person who creates software languages.

Language user

A person who uses software languages to create applications.

Language specification

For language L, the set of rules according to which the linguistic utterances of the language are structured, optionally combined with a description of the intended meaning of the linguistic utterances.

Language workbench

An integrated development environment that supports not only the creation of language specifications but also the work of the language user of the created languages.

Linguistic utterance

A part of a language. A linguistic utterance is part of a language if and only if (1) both the linguistic utterance’s concrete and abstract form are instances of (one of) the concrete syntax model(s) and the abstract syntax model of the language, respectively, and (2) there exists a transformation that transforms the concrete form into the abstract form. (Synonym: mogram)

Metaclass

A class in a metamodel.

Metamodel

A model used to define a (software) language.

Model

A linguistic utterance of a modeling language.

Mogram

A more popular way of saying linguistic utterance.

Natural language

A nonartificial language used by humans to communicate.

Program

A linguistic utterance of a programming language.

Semantic domain model

A metamodel that specifies part of the meaning of mograms in a language, in particular the static structure that is described by the mogram.

Semantics description

A description of the semantics of a language L, which is a means to communicate a subjective understanding of the linguistic utterances of L to another person or persons.

Serialization syntax

A type of concrete syntax that is used to store a mogram and/or interchange a mogram between a number of tools.

Software language

An artificial language that is created to describe and/or create software systems.

Symbol table

A table that holds the information necessary to handle references in an abstract syntax tree.

Syntax mapping

A transformation between an abstract syntax model of a language and one of the language’s concrete syntax models that transforms an abstract form of a mogram into its concrete form and vice versa.








Appendix B. References








[Aho et al. 1985] A. Aho, R. Sethi, and J. Ullman. Compilers: Principles, Techniques, and Tools. Reading, MA: Addison-Wesley, 1985.




[Aho et al. 2007] A. Aho, M. S. Lam, R. Sethi, and J. Ullman. Compilers: Principles, Techniques, and Tools, 2nd ed. Boston: Addison-Wesley, 2007.




[Alanen and Porres 2004] M. Alanen and I. Porres. A relation between context-free grammars and meta object facility metamodels. Technical Report 606, TUCS, Turku, Finland, 2004.




[Antlr 2008] Antlr. www.antlr.org/. 2008.




[Atkinson and Kühne 2003] C. Atkinson and T. Kühne. Calling a spade a spade in the MDA infrastructure. In A. Evans, P. Sammut, and J. S. Willians, eds. International Workshop Metamodeling for MDA, York, UK. 2003.




[Atkinson and Kühne 2005] C. Atkinson and T. Kühne. A generalized notion of platforms for model-driven development. Model-Driven Software Development: Volume II of Research and Practice in Software Engineering, pp. 139–178. 2005.




[Bardohl 1999] R. Bardohl. GenGEd: Visual definition of visual languages based on algebraic graph transformation, PhD thesis, TU Berlin, Berlin, Germany.




[Bardohl et al. 1999] R. Bardohl, M. Minas, A. Schurr and G. Taentzer. Application of graph transformation to visual languages. In eds. H. Ehrig, G. Engels, H. J. Kreowski, and G. Rozenberg, Handbook of Graph Grammars and Computing by Graph Transformation, volume II, pp. 105–180. World Scientific, 1999.




[Bolshakov and Gelbukh 2004] I. A. Bolshakov and A. Gelbukh. Computational Linguistics: Models, Resources, Applications. IPN-UNAM-FCE. 2004.




[Borras et al. 1988] P. Borras, D. Clement, T. Despeyroux, J. Incerpi, G. Kahn, B. Lang and V. Pascual. Centaur: the system. SIGSOFT Softw. Eng. Notes, 13(5):14–24, 1988.




[Brooks 1986] F. P. Brooks. No Silver Bullet–Essence and Accidents of Software Engineering. In ed. H. J. Kugler, Information Processing 1986, 1069–1976, Elsevier Science 1986. Reprinted in Computer, 20(4): 10–19, 1987, and as chapter 16 in The Mythical Man-Month: Essays on Software Engineering, 20th anniversary edition. Reading, MA: Addison-Wesley, 1995.




[Brooks 1995] F. P. Brooks. “No Silver Bullet” Refired, chapter 17 in The Mythical Man-Month: Essays on Software Engineering, 20th anniversary edition. Reading, MA: Addison-Wesley, 1995.




[Chomsky 1957] N. Chomsky. Syntactic Structures, 2d ed. Walter de Gruyter, 2002 (first published in 1957).




[Chomsky 1965] N. Chomsky. Aspects of the Theory of Syntax. Cambridge, MA: MIT Press, 1969 (first published in 1965).




[Cook and Daniels 1994] S. Cook and J. Daniels. Designing Object Systems: Object-Oriented Modelling with Syntropy. Hemel Hempstead, UK: Prentice Hall International, 1994.




[Costagliola and Polese 2000] G. Costagliola and G. Polese. Extended positional grammars. 2000 IEEE International Symposium on Visual Languages (VL’00), 00:103. 2000.




[Costagliola et al. 2004] G. Costagliola, V. Deufemia and G. Polese. A framework for modeling and implementing visual notations with applications to software engineering. ACM Trans. Softw. Eng. Methodol., 13(4):431–487, 2004.




[Cox and Walker 1993] K. Cox and D. Walker. User Interface Design. Englewood Cliffs, NJ: Prentice-Hall, 1993.




[de Lara and Vangheluwe 2002] J. de Lara and H. Vangheluwe. Atom3: A tool for multi-formalism and meta-modelling. In FASE ’02: Proceedings of the 5th International Conference on Fundamental Approaches to Software Engineering, pp. 174–188. London: Springer-Verlag, 2002.




[Dijkstra 1961] E. W. Dijkstra. On the design of machine independent programming languages. Technical Report 34. Mathematisch Centrum, Amsterdam: 1961.




[Dijkstra 1972] E. W. Dijkstra. The humble programmer. Commun. ACM, 15(10):859–866. Turing Award lecture. 1972.




[Evans 2003] E. Evans. Domain-Driven Design: Tackling Complexity in the Heart of Software. Boston: Addison-Wesley, 2003.




[Forsberg and Ranta 2003] M. Forsberg and A. Ranta. Labelled BNF: A highlevel formalism for defining well-behaved programming languages. In J. Vain and T. Uustalu, T., eds. Proceedings of the Estonian Academy of Sciences: Physics and Mathematics, pp. 356–377. Special issue on programming theory. 2003.




[Fowler 2005] M. Fowler. Language workbenches: The killer-app for domain specific languages? www.martinfowler.com/articles/languageWorkbench.html. 2005.




[Fromkin et al. 2002] V. Fromkin, R. Rodman and N. Hyams, eds. An Introduction to Language, 7th ed. Boston: Heinle, 2002.




[Gamma et al. 1995] E. Gamma, R. Helm, R. Johnson and J. Vlissides. Design Patterns, Elements of Reusable Object-Oriented Software. Reading, MA: Addison-Wesley, 1995.




[Gosling et al. 2005] J. Gosling, B. Joy, G. Steele and G. Bracha. The Java™ Language Specification, 3rd ed. Englewood Cliffs, NJ: Prentice Hall, 2005.




[Greenfield et al. 2004] J. Greenfield, K. Short, S. Cook and S. Kent. Software Factories, Assembling Applications with Patterns, Models, Frameworks, and Tools. New York: Wiley, 2004.




[Greibach 1965] S. A. Greibach. A new normal-form theorem for context-free phrase structure grammars. J. ACM, 12(1): 42–52. 1965.




[Greibach 1969] S. A. Greibach. An infinite hierarchy of context-free languages. J. ACM, 16(1): 91–106. 1969.




[Hammond and Davis 2002] T. Hammond and R. Davis. Tahuti: a geometrical sketch recognition system for UML class diagrams. Papers from the 2002 AAAI Spring Symposium on Sketch Understanding, pp. 59–68. 2002.




[Harel and Rumpe 2004] D. Harel and B. Rumpe. Meaningful modeling: What’s the semantics of “semantics”? Computer, 37(10): 64–72. 2004.




[Heering et al. 1989] J. Heering, P. Klint and J. Rekers. Incremental generation of parsers. In PLDI ’89: Proceedings of the ACM SIGPLAN 1989 Conference on Programming Language Design and Implementation, pp. 179–191. New York: ACM, 1989.




[Hopcroft and Ullman 1979] J. E. Hopcroft and J. D. Ullman. Introduction to Automata Theory, Languages and Computation. Reading, MA: Addison-Wesley, 1979.




[JavaCC 2008] JavaCC. https://javacc.dev.java.net/. 2008.




[JET 2008] Jet. www.eclipse.org/modeling/m2t/?project=jet. 2008.




[Johnson 1974] S. C. Johnson. Yacc–yet another compiler compiler. Technical Report CSTR 32, Bell Telephone Labs. 1974.




[Kastenberg et al. 2005] H. Kastenberg, A. Kleppe and A. Rensink. Engineering object-oriented semantics using graph transformations. Technical Report 06-12. University of Twente, Enschede, Netherlands. 2005.




[Kastenberg et al. 2006] H. Kastenberg, A. Kleppe and A. Rensink. Defining object-oriented execution semantics using graph transformations. In R. Gorrieri and H. Wehrheim eds. FMOODS 2006, vol. 4037 of LNCS, pages 186–201. Berlin/Heidelberg: Springer-Verlag, 2006.




[Kastens and Schmidt 2002] U. Kastens and C. Schmidt. Vl-eli: A generator for visual languages—system demonstration. Electr. Notes Theor. Comput. Sci., 65(3): 2002.




[Kelly and Tolvanen 2008] S. Kelly and J.-P. Tolvanen. Domain-Specific Modeling, Enabling Full Code Generation. New York: Wiley, 2008.




[Kleppe 2005] A. Kleppe. Towards general purpose high level software languages. In A. Hartman. and D. Kreische eds. Model Driven Architecture—Foundations and Applications, vol. 3748 of LNCS. Berlin/Heidelberg: Springer-Verlag, 2005.




[Kleppe 2006] A. Kleppe. MCC: A model transformation environment. In A. Rensink and J. Warmer eds. Proceedings of the Second European Conference on MDA, 2006, vol. 4066 of LNCS, pp. 173–187. Berlin/Heidelberg: Springer-Verlag, 2006.




[Kleppe 2007] A. Kleppe. Towards the generation of a text-based IDE from a language metamodel. In D. H. Akehurst, R. Vogel and R. F. Paige eds. Proceedings of the Third European Conference on MDA, 2007, vol. 4530 of LNCS, pp. 114–129. Berlin/Heidelberg: Springer-Verlag, 2007.




[Kleppe and Rensink 2008a] A. G. Kleppe and A. Rensink. A graph-based semantics for UML class and object diagrams. In Proceedings of the GT-VMT workshop, 2008.




[Kleppe and Rensink 2008b] A. G. Kleppe and A. Rensink. A graph-based semantics for UML class and object diagrams. Technical Report TR-CTIT-08-06, Centre for Telematics and Information Technology, University of Twente, Enschede, Netherlands, 2008.




[Lank et al. 2001] E. Lank, J. Thorley, S. Chen and D. Blostein. On-line recognition of UML diagrams. Sixth International Conference on Document Analysis and Recognition (ICDAR’01). 00:0356. 2001.




[Lesk and Schmidt 1975] M. E. Lesk and E. Schmidt. Lex—a lexical analyzer generator. Technical Report, Bell Laboratories. CS Technical Report No. 39. 1975.




[Marriott 1995] K. Marriott. Parsing visual languages with constraint multiset grammars. In M. V. Hermenegildo and S. D. Swierstra eds. PLILP, vol. 982 of Lecture Notes in Computer Science, pp. 24–25. Springer, 1995.




[Marriott and Meyer 1997] K. Marriott and B. Meyer. On the classification of visual languages by grammar hierarchies. Journal of Visual Languages and Computing, 8(4): 375–402. 1997.




[Mellor and Balcer 2002] S. J. Mellor and M. J. Balcer. Executable UML, A Foundation for Model-Driven Architecture. Boston: Addison-Wesley, 2002.




[MetaEdit+ 2008] MetaEdit+. www.metacase.com/. 2008.




[Minas and Viehstaedt 1995] M. Minas and G. Viehstaedt. Diagen: A generator for diagram editors providing direct manipulation and execution of diagrams. In V. Haarslev ed. 11th IEEE International Symposium on Visual Languages, pp. 203–210. Los Alamitos, CA: IEEE Computer Society Press, 1995.




[NEN 2005] NEN. Basismodel geo-informatie (Dutch). Technical Report NEN3610, Nederlands Normalisatie-Instituut NEN. 2005.




[Octopus 2008] Octopus. Octopus: OCL Tool for Precise UML Specifications. www.klasse.nl/octopus. 2008.




[Ogden and Richards 1923] C. K. Ogden and I. A. Richards eds. The Meaning of Meaning: A Study of the Influence of Language upon Thought and of the Science of Symbolism. New York: Harcourt, reissue edition, 1989.




[OMG-HUTN 2004] OMG-HUTN. Human-usable textual notation (HUTN) specification. Technical Report formal/04-08-01. OMG, 2004.




[OMG-Java Profile 2004] OMG-Java Profile. Metamodel and UML profile for Java and EJB, v1.0). Technical Report formal/04-02-02. OMG, 2004.




[OMG-MDA 2001] OMG-MDA. Model driven architecture (MDA). Technical Report ormsc/01-07-01. OMG, 2001.




[OMG-OCL 2005] OMG-OCL. OCL 2.0 specification. Technical Report ptc/2005-06-06. OMG, 2005.




[OMG-UML Infrastructure 2004] OMG-UML Infrastructure. Unified Modeling Language (UML): Infrastructure. Technical Report ptc/04-10-14. OMG, 2004.




[OMG-UML Superstructure 2005] OMG-UML Superstructure. Unified Modeling Language (UML): Superstructure. Technical Report formal/05-07-04. OMG, 2005.




[OMG-QVT 2007] OMG-QVT. Meta object facility (MOF) 2.0 Query/View/Transformation specification. Technical Report ptc/07-07-07. OMG, 2007.




[OMG-XMI 2005] OMG-XMI. MOF 2.0/XMI mapping specification, v2.1. Technical Report formal/05-09-01. OMG, 2005.




[openArchitectureWare 2008] openArchitectureWare. openArchitectureWare. www.openarchitectureware.org/. 2008.




[Petrie et al. 2002] H. Petrie, C. Schlieder, P. Blenkhorn, D. G. Evans, A. King, A.-M. O’Neill, G. T. Ioannidis, B. Gallagher, D. Crombie, R. Mager and M. Alafaci. Tedub: A system for presenting and exploring technical drawings for blind people. In K. Miesenberger, J. Klaus and W. L. Zagler eds. ICCHP, vol. 2398 of Lecture Notes in Computer Science, pp. 537–539. Springer, 2002.




[Reps and Teitelbaum 1984] T. Reps and T. Teitelbaum. The synthesizer generator. In SDE 1: Proceedings of the First ACM SIGSOFT/SIGPLAN Software Engineering Symposium on Practical Software Development Environments, pp. 42–48, New York: ACM Press, 1984.




[Reps and Teitelbaum 1988] T. Reps and T. Teitelbaum. The Synthesizer Generator: A System for Constructing Language-Based Editors. New York: Springer-Verlag, 1988.




[Rowlands 2003] M. Rowlands. The Philosopher at the End of the Universe. London: Ebury Press, 2003.




[Rumbaugh et al. 1991] J. Rumbaugh, M. Blaha, W. Premerlani, F. Eddy and W. Lorensen. Object-Oriented Modeling and Design. New York: Prentice-Hall, 1991.




[SableCC 2009] SabelCC. sablecc.org 2009.




[Schmidt 1986] D. A. Schmidt. Denotational Semantics: A Methodology for Language Development. Boston: Allyn and Bacon, 1986.




[Shaw 1969] A. C. Shaw. Parsing of graph-representable pictures. Technical report. Ithaca, NY: Cornell University. 1969.




[Strunk and White 2000] W. Strunk and E. White. Elements of Style. Boston: Allyn and Bacon, 2000.




[Tserdanelis and Wong 2004] G. Tserdanelis and W. Y. P. Wong eds. The Language Files: Materials for an Introduction to Language and Linguistics, 9th ed. Ohio State University Press, 2004.




[van Dalen 2001] D. van Dalen. L.E.J. Brouwer en de grondslagen van de wiskunde. Epsilon Uitgaven, Utrecht, 2001.




[van den Brand et al. 1996] M. G. J. van den Brand, A. van Deursen, P. Klint, S. Klusener and E. van der Meulen. Industrial applications of asf+sdf. In AMAST ’96: Proceedings of the 5th International Conference on Algebraic Methodology and Software Technology, pp. 9–18. London: Springer-Verlag, 1996.




[van Leeuwen and Kleppe 2005] W. van Leeuwen and A. Kleppe. De kracht van het genereren van CAE-modellen. CAD Magazine, pp. 32–34. 2005.




[Velocity 2008] Velocity. http://jakarta.apache.org/velocity/. 2008.




[Warmer 2007] J. Warmer. A model driven software factory using Domain Specific Languages. In D. H. Akehurst, R. Vogel and R. F. Paige eds. Proceedings of the Third European Conference on MDA, 2007, vol. 4530 of LNCS, pp. 194–203. Berlin/Heidelberg: Springer-Verlag, 2007.




[Warmer and Kleppe 2003] J. Warmer and A. Kleppe. The Object Constraint Language: Getting Your Models Ready for MDA. Boston: Addison-Wesley, 2003.




[Warmer and Kleppe 2006] J. Warmer and A. Kleppe. Building a flexible software factory using partial domain specific models. In Proceedings of the 6th OOPSLA Workshop on Domain-Specific Modeling, 2006.




[Warmer and Kleppe 2007] J. Warmer and A. Kleppe. Praktisch UML, 4e Editie (Dutch). Pearson Education Benelux. 2007.




[Weitzman and Wittenburg 1993] L. Weitzman and K. Wittenburg. Relational grammars for interactive design. In VL, pp. 4–11. IEEE Computer Society. 1993.




[Williams 1994] R. Williams. The Non-Designer’s Design Book. Berkeley, CA: Peachpit Press, 1994.










Index

A

Abstract form

code generation and, 154–156

defined, 185

of a mogram, 41, 78

template language targeting, 157–158

Abstract machines

modeling with operational semantics, 139–140

runtime environment of, 141

semantics and, 138–139

states in, 142–143

transitions in, 143–144

Abstract syntax, 75–91

abstract form of a mogram, 78

as focus of language design, 7

as gateway to semantics, 76–77

hidden, underlying, unifying nature of, 75–76

mogram/language relationship and, 77

summary, 90–91

syntactic vs. semantic correctness, 79

syntactically incorrect mograms, 80

Abstract syntax graphs. See ASGs (abstract syntax graphs)

Abstract syntax models. See ASM (abstract syntax model)

Abstract syntax trees

abstract form of a mogram and, 41

building, 49

compilers and, 96

defined, 185

textual languages and, 98

Abstraction, 27–29

abstract vs. incomplete, 29

defined, 29

expressiveness and, 29

hardware level and, 28–29

raising the level of, 29–31

ranges of, 32–33

semantic analysis, 98

Abstraction levels

code generation and, 150

defined, 185

hardware level, 28–29

raising, 29–31

ranges of, 32–33

Accidental complexity, software construction and, 113–114

Active languages, combining multiple languages and, 174–175

Acyclic constraint, 64

Alan (a language)

abstract syntax model, 86–90

concrete syntax model, 106–110, 118–120

GCSM example, 106–110

generic types in, 85

Observer pattern in, 84–85

overview of, 83

standard library, 86

TCSM example, 118–120

Analyzers, in tool set of language user, 17–18

APIs (application programming interfaces), 37

Application-centered processes, vs. language-centered processes, 15

Application developers. See Language users

ASGs (abstract syntax graphs)

binding and, 98–99

defined, 185

forming, 98

static checking and, 99–100

transforming a parse tree into, 115

ASM (abstract syntax model)

abstract-to-concrete transformation, 117–121

creating, 80–81

defined, 78, 185

domain modeling for vertical DSLs, 81–82

Grasland generator and, 115

language specification parts, 41

pattern finding for horizontal DSLs, 82–83

summary, 90–91

ASM (abstract syntax model), Alan example

expressions, 87–89

Observer pattern in, 89–90

overview of, 86

standard library, 90

types, 86–87

asm2tcsm transformations, 117–121

Alan example, 118–120

designer input to, 120–121

reference handling and, 117–118

Attributed grammars,  language specification, 49–51

Attributes

Alan and, 86

context-free grammars and, 49

B

Backus-Naur Form. See BNF (Backus-Naur Form)

Bidirectionality constraint, 62–63

Bidirectionality, in code generation, 163–164

Binding

complex, 127–128

overview of, 126

semantic analysis and, 98–99

simple, 127

BNF (Backus-Naur Form)

background on, 116

context-free grammars and, 47

creating BNF rule set in textual language creation, 114

study of grammars and, 10

Business expectations, gap with IT development, 31–32

C

C# partial classes, techniques for extending or overriding generated code, 162

CASE (computer-aided software engineering), 101

Change management, combining multiple languages and, 180–181

COBOL (COmmon Business-Oriented language), 30

Code-completion editors, 100

Code generation, 149–170

abstraction levels and, 150

bidirectionality in, 163–164

building code generator, 151

combining multiple languages and, 181–182

concrete or abstract form of target, 154–156

CreateOrFind pattern, 159–160

extension points in generated code, 161–163

flexibility of off the shelf software vs. custom, 167, 169

hard-coded or model-transformation rules, 151–153

language design and, 149–150

mappers, 160–161

modularization of, 167–168

multiple semantics, 150–151

patterns, 158

source-driven or target-driven translation, 153–154

summary, 169–170

target platforms and, 164–167

template language targeting abstract form, 157–158

treewalker or visitor pattern, 158–159

Code generators

accidental complexity and, 114

compilers compared with, 161–162

concrete or abstract form of target, 154–156

hard-coded or model-transformation rules, 151–153

multiple semantics and, 150–151

overview of, 151

source-driven or target-driven translation, 153–154

template language targeting abstract form, 157–158

Commercial off the shelf (COTS) software, 167, 169

COmmon Business-Oriented language (COBOL), 30

Compilers

background of compiler technology, 96–97

code generators compared with, 161–162

multiple semantics and, 150–151

recognition process and, 94

scanning and parsing, 97

Complex binding, 127–128

Complexity crisis, software languages and, 7–8

Computer-aided software engineering (CASE), 101

Computer experts, vs. domain experts, 33–34

Concepts, in abstract syntax models, 76–77

Conceptual models. See ASM (abstract syntax model)

Concrete form

defined, 78, 185

of a mogram, 78–79

Concrete syntax, 93–111

Alan and, 83

editors, 100

of graphical languages, 107–109. See GCSMs (graphical concrete syntax models)

optical recognition, 94–96

overview of, 93

recognition process and, 94

scanning and parsing, 97

semantic analysis, 98–100

summary, 110–111

textual-graphical mismatches (blind spots), 101–103

of textual languages. See TCSMs (textual concrete syntax models)

tool support, 93–94

Concrete syntax model. See CSMs (concrete syntax model)

Concrete targets, code generator and, 154–156

Constraints, 62–66

overview of, 62

types of, 62–66

UML class diagrams, 58

Context-free grammars, 47–49

COTS (commercial off the shelf) software, 167, 169

CreateOrFind pattern, code generation, 159–160

CSMs (concrete syntax models)

abstract-to-concrete transformation, 117–121

Alan example, 106–110

creating, 105–106

defined, 78, 186

language specification parts, 41

overview of, 104–105

summary, 110–111

transforming to ASM, 109–110

Cycles, graphs and trees and, 50

D

Denotational semantics

defined, 135

overview of, 134–135

Denotations, 135

Derivation graphs, 51

Derivation trees

defined, 186

underlying structure of context-free grammar, 47

Derivations, in formal language theory, 25

Derived elements, OCL, 121

Design engineers. See Language engineers

Directed graphs, 50, 58–59

disobserve operation, Alan, 83

Display format, 186

Domain-driven design, 81

Domain experts, vs. computer experts, 33–34

Domain modeling, for vertical DSLs, 81–82

Domain-specific modeling languages (DSMLs), 2

DSLs (domain-specific languages)

distinguishing from other software languages, 37–38

domain experts vs. computer experts, 33–34

domain modeling for vertical DSLs, 81–82

frameworks and APIs compared with, 37

vs. general languages, 33

horizontal vs. vertical, 35–37

increasing dominance of, 1

large user group vs. small user group, 34–35

overview of, 33

pattern finding for horizontal DSLs, 82–83

summary, 38

DSMLs (domain-specific modeling languages), 2

E

Editors

concrete syntax, 100

graphical, 102–103

in tool set of language user, 17–18

Empty subclasses, techniques for extending or overriding generated code, 162–163

End states, transitions and, 144

Essential complexity, in software construction, 113–114

Executers, in tool set of language user, 17–18

Expressions

Alan ASM, 87–89

confusion regarding terminology and, 24

Expressiveness, abstraction and, 29

Extension points, in generated code, 161–163

F

Flexibility, off the shelf vs. custom software, 167, 169

Forests, 50

Formal language theory, 25

Formalisms

attributed grammars, 49–51

context-free grammars, 47–49

defined, 186

graph grammars, 51–52

language workbench and, 19–20

languages developed by meta-language engineers, 16

metamodeling, 53–54

overview of, 47

UML profiling, 52–53

Forms, creating mograms with, 102

Formula Translating System (Fortran), 34

Fortran (Formula Translating System), 34

Frame graphs, 143

Frameworks

DSLs compared with, 37

tackling complexity with, 8

target platforms with/without, 164–167

techniques for extending or overriding generated code, 162

Free-format editors (symbol-directed), 100

G

GCSMs (graphical concrete syntax models), 107–109

Generic types, in Alan, 85

Grammars

attributed, 49–51

background on, 48

context-free, 47–49

defined, 186

formal language theory and, 25

graph, 51–52

metamodels compared with, 53–54, 125–126

traditional language theory and, 10

visual-languages and, 11–12

Graph grammars, 51–52

Graph transformations, 144

Graphical concrete syntax model (GCSM), 107–109

Graphical editors, 102–103

Graphical languages

defined, 186

graph grammars and, 12, 51–52

graph theory and, 10

non-graph-grammar based, 11–12

overview of, 11

textual-graphical mismatches (blind spots), 101–103

vs. textual languages, 5–6

Graphs

background on, 50

labeled, 58–59

mapping UML class and object diagrams to, 67–68

metamodeling and, 58–61

operational semantics using, 138–139

type graphs, 60

Grasland generator, 113–116

accidental complexity and, 113–114

binding and, 126–128

generating IDE from a language specification, 115–116

implementation of asm2tcsm transformation, 120–121

implementation of tcsm2bnf transformation, 122–126

keywords and, 125

look-aheads and, 126

need for SSA generator, 114

static checking and, 128–129

Guarded blocks, techniques for extending or overriding generated code, 163

H

Hard-coded rules, code generators, 151–153

Hard references, combining multiple languages and, 173–174

Hardware level, abstraction and, 28–29

Hidden descriptor, abstract syntax, 75–76

Hiding elements, 175–176

Hybrid syntax transformations, 73

I

IDEs (Integrated Development Environments)

change handling, 180–181

elements of, 17

generating from a language specification, 115–116

language workbench compared with, 19–20

multilanguages and, 179

structure editors and, 101

In-place transformations, 72

Incompleteness, abstraction compared with, 29

Instances, of models, 58, 61–62

Invariant constraint, 62

J

JavaCC parser, 115

JET templates, 73

K

Keywords

Grasland generator and, 125

vs. primitive elements, 26

L

Labeled graphs, 58–59

LALR parsing, 97

Language-centered processes, vs. application-centered processes, 15

Language design, code generation and, 149–150

Language-design environment, 186. See also language specification

Language engineers

defined, 186

role of, 15–16

tasks of, 19

tool generators, 20–21

tool set of, 19–20

Language interfaces

combining multiple languages and, 176–177

language specification parts, 42

offered or required language interfaces, 177–179

Language specification, 39–46

attributed grammars, 49–51

context-free grammars, 47–49

defined, 39, 186

example of, 43–46

formalisms, 47

generating IDE from, 115–116

graph grammars, 51–52

metamodeling, 53–54

overview of, 39–40

parts of, 41–42

process of creating, 42–43

rules for structuring mograms, 40–41

steps in, 43

summary, 54–55

UML profiling, 52–53

Language users

defined, 186

role of, 15–16

tasks of, 16–17

tool set of, 17–19

Language workbench

defined, 187

language engineering and, 19

Languages

abstract vs. incomplete, 29

abstraction levels and expressiveness, 27–29

active, 174–175

business expectations and, 31–32

defined, 23, 186

DSLs (domain-specific languages) compared with general languages, 33

vs. formalisms, 16

mograms or linguistic utterances and, 24–26

passive, 174–175

primitives (predefined elements) and libraries, 26–27

raising the level of abstraction, 29–31

ranges of abstraction and, 32–33

summary, 38

Libraries

Alan standard, 86, 90

primitive and standard, 26–27

Linear structures, textual languages and, 5–6

Linguistic utterances

deciding when it belongs to a language, 79

defined, 187

in definition of a language, 23

language interfaces and, 176

mogram as term for, 25–26

semantics and, 133

LL parsing, 97

Look-aheads, 126

LR parsing, 97

M

Mappers, code generation and, 160–161

Mapping

semantic, 134–135, 137

syntactic, 42, 188

UML class and object diagrams to graphs, 67–68

Mathematical expression language, 43–46

MDD (model-driven development), 69

code generators for dealing with accidental complexity, 114

domain-driven design compared with, 81

DSMLs (domain-specific modeling languages) and, 2

platforms and, 69–70

tacking complexity and, 8

transformations and, 70–73

Meaning triangle

applying to software, 134

overview of, 131–132

translational semantics and, 137

Meanings, 135. See also Semantics

Meta-language engineer, 16

Metaclass

binding and, 126–127

defined, 68, 187

Metamodels, 57–74

constraint types, 62–66

defined, 187

formalisms for language specification, 53–54

foundations of, 57–58

grammars compared with, 125–126

graphs and, 58–61

metamodel-to-metamodel transformation, 121–126

models and instances, 61–62

models conforming to, 77

overview of, 57, 68–69

platforms and, 69–70

summary, 73–74

transformations, 70–73

UML diagrams as notation, 66–68

Microsoft Visio, 102–103

Model-driven development. See MDD (model-driven development)

Model transformations. See Transformations

Modeling languages, programming languages compared with, 3

Models

conforming to its metamodel, 77

defined, 61, 187

instances of, 61–62

metamodel as a model to specify a language, 68

metamodel-to-metamodel transformation, 121–126

platform independence and, 70

vs. programs, 24–25

semantics and, 139–140

type graphs and, 58

Modularization, of code generation, 167–168

Mograms

abstract form, 78

advantages of multiple, 172

Alan CSM example, 106–107

as alternative term for linguistic utterance, 25–26

code generation and, 149

combining multiple, 171

concept of, 4

concrete form, 78–79

defined, 187

forms for creation of, 102

intermogram references, 173

model transformation and, 70

mogram/language relationship, 77

multiple mograms in one or more languages, 172–173

passive and active languages and, 174–175

role of concrete syntax and, 93

rules for structuring, 40–41

runtime system and semantic mapping, 134–135

syntactically incorrect, 80

Multiple languages, combining, 171–183

change management, 180–181

code generation, 181–182

hard and soft references, 173–174

information hiding, 175–176

intermogram references, 173

language interfaces, 176–177

multiple mograms for one application, 171–173

offered or required language interfaces, 177–179

passive and active languages, 174–175

resolving/checking references, 179–180

summary, 183

support for language evolution, 182

tool support and, 179

Multiple mograms

advantages of, 172

intermogram references, 173

for one or more languages, 172–173

passive and active languages and, 174–175

Multiple semantics, code generation, 150–151

Multiplicities, constraints and, 62–63

N

Namespaces, binding and, 126–127

Natural languages

abstract syntax and, 75

defined, 187

development of software languages and, 9–10

syntactically, but not semantically correct, 79

NLP (neurolinguistic programming), 133

Nodes (vertices), graphs composed of, 58

Nonlinear structures, graphical languages and, 5–6

Notation, guidelines for, 106

Notifications, techniques for extending or overriding generated code, 162

O

Object Management Group (OMG), 69–70

Object-oriented modeling, 81

observe operation, Alan, 83

Observer pattern, Alan, 84–85, 89–90

OCL

Alan and, 83

derived elements, 121

Octopus tool and, 157

required language interface, 178–179

simple binding and, 127

well-formedness rules, 128–129

OCR (optical character recognition), 94

Octel, code generator, 157–158

Octopus, 157

Offered language interfaces

combining multiple languages and, 177–179

parts of language specification, 42

OMG (Object Management Group), 69–70

openArchitectureWare, 179

Operational semantics

defined, 135

graphs for, 138–139

modeling, 139–140

overview of, 137–138

semantic data model, 142

semantic process model, 143

transitions, 143–144

Von Neumann architecture, 141–142

Operations, Alan, 86

Optical character recognition (OCR), 94

Optical recognition, concrete syntax, 94–96

Ordering constraint, 63

P

Parse graph, 97–98

Parser generators, 114

Parsing

comparing grammars and metamodels and, 125–126

recognition processes and, 97

tokens and, 5

transforming a parse tree into a ASG, 115

Passive languages, combining multiple languages and, 174–175

Patterns

finding for horizontal DSLs, 82–83

tacking complexity with, 8

Patterns, code generation

CreateOrFind pattern, 159–160

Mappers, 160–161

overview of, 158

Treewalker or Visitor pattern, 158–159

Platforms, metamodels and, 69–70

Plug-ins, techniques for extending or overriding generated code, 162

Posyms, 95

Pragmatic semantics

defined, 135

overview of, 135–136

Primitive libraries, 27

Primitives (predefined elements), 26–27

Process support tools, 22

Production rules. See also Grammars

formal language theory, 25

grammars as sets of, 48

Programming languages, modeling languages compared with, 3

Programs

defined, 187

vs. models, 24–25

Q

QVT (Query/View/Transformation), 73, 151

R

Recognition processes, concrete syntax

optical, 94–96

overview of, 94

scanning and parsing, 97

semantic analysis, 98–100

Redefinition constraint, 65

References

asm2tcsm transformations and, 117–118

binding and, 126–127

checking, 180

hard vs. soft, 173–174

information hiding and, 175–176

intermogram, 173

pragmatic semantics and, 135–136

resolving, 179–180

Required language interfaces

combining multiple languages and, 177–179

parts of language specification, 42

Roles, in language engineering, 15–22

different processes requiring different actors, 15–16

language engineer, 19–21

language user, 16–19

overview of, 15

summary, 21–22

Round-trip engineering, 163

Rules

BNF rule set in textual language creation, 114

hard-coded or model-transformation rules, 151–153

production rules. See Production rules

for structuring mograms, 40–41

well-formedness, 128–129

Runtime system

executing mograms and, 134–135

operational semantics and, 140–141

S

Scanning process, concrete syntax, 97

Semantic analysis, 98–100. See also SSA (static semantic analyzer)

Semantic data model, 142

Semantic domain model

applying, 42

defined, 187

of object-oriented language, 145

overview of, 140

semantic data model as component of, 142

Semantic mapping

executing mograms and, 134–135

translational semantics and, 137

Semantic process model, 143

Semantics, 131–148

abstract syntax as gateway to, 76–77

code generation. See Code generation

denotational, 134–135

modeling and, 139–140

multiple semantics in code generation, 150–151

nature of a semantics description, 133–134

operational, 137–139

personal (subjective) nature of, 131–133

pragmatic, 135–136

semantic data model, 142

semantic process model, 143

simple example, 144–148

software languages and, 134–135

summary, 148

symbol attributes and, 11

syntactic vs. semantic correctness, 79

transitions, 143–144

translational, 136–137

Von Neumann architecture and, 141–142

Semantics description

defined, 187

nature of, 133–134

Sentences, confusion regarding terminology and, 24

Serialisation syntax, 188

Service Oriented Architecture (SOA), 2

Set of positioned symbols, 95

Snapshots, operational semantics as series of, 138

SOA (Service Oriented Architecture), 2

Soft references, combining multiple languages and, 173–174

Software applications, complexity crisis and, 7–8

Software languages

changes in, 4

complexity crisis and, 7–8

defined, 3, 188

graph theory, 10

graphical vs. textual languages, 5–6

increasing number of, 1–2

multiple languages. See Multiple languages, combining

multiple syntaxes, 6–7

natural-language studies and, 9–10

semantics and, 134–135

summary, 12–13

support for language evolution, 182

traditional language theory, 10

visual-languages community, 11–12

Source-driven transformation, code generator and, 153–154

Spatial relationship graphs, 12, 97

SSA (static semantic analyzer), 126–129

analysis with, 98

binding and, 126–128

checking and, 128–129

creating generator for, 114

Standard libraries

Alan, 86

Alan ASM, 90

defined, 27

Start states, transitions and, 144

State transition system, 135, 138

Statements, confusion regarding terminology and, 24

States, in abstract machines, 142–143

Static checking

Grasland generator and, 128–129

semantic analysis, 99–100

Static semantic analyzer. See SSA (static semantic analyzer)

Stream-based transformation, 72

Structure editors (syntax-directed), 100–101

Structure transformations, 72–73

Subset constraint, 66

Symbol-directed editors, 100

Symbol table

compilers and, 96

defined, 188

derivation trees and, 47

Symbolic identifiers, labeled graphs, 59

Symbols

building blocks of graphical expressions, 5

graphical, 11

set of positioned, 95

Syntax

multiple syntaxes, 6–7

syntactic vs. semantic correctness, 79

syntactically incorrect mograms, 80

Syntax-directed editors, 100

Syntax mapping

defined, 188

parts of language specification, 42

T

Target-driven transformation, code generator and, 154

Target languages, in translations

code generation and, 164–167

concrete or abstract form of target, 154–156

source-driven or target-driven translation, 153–154

template language targeting abstract form, 157–158

Target metaclass, 126

Target platforms, code generation, 164–167

TCSMs (textual concrete syntax models), 113–129

abstract-to-concrete transformation, 117–121

Alan example, 118–120

Grasland generator, 113–116

metamodel-to-metamodel transformation, 121–126

static semantic analyzer, 126–129

summary, 126–129

tcsm2bnf transformation

designer input to, 122–126

generating BNFset, 121–122

overview of, 115, 121–126

Template languages

hard-coded or model-transformation rules, 151–153

targeting abstract form, 157–158

Text editors, 100

Textual concrete syntax model. See TCSM (textual concrete syntax model)

Textual-graphical mismatches (blind spots), 101–103

Textual languages

context-free grammars and, 49

vs. graphical languages, 5–6

textual-graphical mismatches (blind spots), 101–103

traditional language theory, 10

TogetherJ, 6

Tokens, parser design, 5

Tool generators, language engineers and, 20–21

Tool support, multiple languages and, 179

Traditional language theory, 10

Transformations, 70–73

asm2tcsm and tcsm2bnf, 115

building code generator and, 151–153

CMS to ASM, 109–110

code generation. See Code generation

formal notion of a model and, 70–71

graph transformations, 144

metamodel-to-metamodel, 121–126

taxonomy of, 71–72

Transformers

tool generators and, 20–21

in tool set of language user, 17–18

Transitions, semantics, 143–144

Translational semantics

code generation as form of. See Code generation

defined, 135

overview of, 136–137

Traversal algorithms, 159

Trees, as directed graphs, 50

Treewalker pattern, code generation, 158–159

Treewalkers, creating textual languages and, 114–115

Type graphs

defined, 60

models as, 58, 61–62

Types

Alan, 85

Alan ASM, 86–87

TypeVar class, Alan ASM, 86

U

UML (Unified Modeling Language)

Alan and, 83

concrete representation of UML association class, 104

example of language interface, 177

examples of multiple syntax languages, 6

generating Java application from, 160

mapping class diagrams to graphs, 67

mapping object diagrams to graphs, 67–68

metamodeling and, 53

OCL requiring language interface for, 178–179

Octopus tool and, 157

profiling, 52–53

Underlying descriptor, abstract syntax, 76

Unified Modeling Language. See UML (Unified Modeling Language)

Unifying descriptor, abstract syntax, 76

Union constraint, 66

Uniqueness constraint, 63–64

Unshared constraint, 65

User groups, DSLs, 34–35

V

Value graphs, 140, 142

Values, semantic data model, 142

Vector graphics editors, 100

Velocity templates, 73

Vertices (nodes), graph, 58

View transformations, 72

Visio, 102–103

Visitor pattern, code generation, 158–159

Visual languages. See Graphical languages

Von Neumann architecture, 141–142

W

Web applications, complexity crisis and, 7

Well-formedness rules, 128–129. See also Static checking

X

xText, 179
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