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Chapter 1. Service AI Solutions


A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 4th chapter of the final book. Please note that the GitHub repo will be made active later on.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at mcronin@oreilly.com.




In Chapter 3, we discussed how customer engagement works in a CRM solution like Salesforce.  Sales staff engage with new and existing customers as they strive to effectively manage leads and increase sales.  In contrast, service use cases are managed by customer service staff engaged with customers who use the products and services sold to them by the sales teams.


Communication for service use cases is typically more complicated than for sales use cases.  For instance, there are more digital engagement channels available for customer assistance.  Further, scaling customer service isn’t easy and involves preparing your support systems to handle more customers and increased inquiries.  It also means managing higher expectations.  Modern customers demand connected experiences, personalized interactions, and proactive service.


Designing a comprehensive approach for customer service management that can be scaled as the organization grows is made somewhat easier, though, with the Salesforce capabilities available for service use cases.  There’s quite a bit of automation built into Salesforce already.  In addition, Salesforce offers a number of AI features for service use cases. The main part of the chapter is devoted to describing those prebuilt AI features for critical service functions:



		Einstein Case Management

		Einstein Knowledge Management

		Einstein for Replies and Conversations

		Agentforce for Service: Out-of-the-box agents




Case management at scale is needed for service teams to effectively manage and resolve customer inquiries and issues that arise relating to an organization’s products and services.  Central to case management is knowledge management which provides the foundation for building an organization’s knowledge base so that the necessary content is available to respond to customers. 


The Einstein for Replies and Conversations features help customer service teams respond quicker and with more appropriate content.  We’ll discuss Service Replies for chat and email first and then we’ll explore Conversation Insights and Conversation Mining features.  In addition, there are two out-of-the-box service agents we’ll discuss: Service Assistant Agent and HR Service Agent.


We’ll learn about some Builder Tool examples for service-specific use cases.  Builder tools will be covered in detail in later chapters but there’s value in thinking about some use cases now that can be implemented using these powerful builder tools:



		Agentforce Builder Tools for Service Use Cases

		Non-Agentforce Builder Tools for Service Use Cases  




Lastly, we’ll explore some AI solutions for specialized service use cases:



		Field Service Management AI Solutions

		Service Contract Management AI Solutions




Which Salesforce licenses or packages must be purchased, the permission sets required for the features, and whether your specific Salesforce org type can support the features are not included.  Those are topics you’ll want to discuss with your Salesforce Account Executive (AE).  



Getting Started


Let’s discuss some background knowledge and some things you should know to help you get the most out of this chapter.  



Background Knowledge


Salesforce offers the Service Cloud on core platform with several additional service add-ons (Figure 1-1).  Within the Salesforce Service Cloud, users can sign up for the Starter Suite, Pro Suite, Enterprise, or Unlimited edition.  In addition, organizations can add on relevant service features like Service Cloud Voice, Visual Remote Assistant and Digital Engagement for help with managing multiple channels.  A self-service portal can be created on top of Experience Cloud.  There’s also specialized service offerings for human resources, field service management, and service contract management.
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Figure 1-1. Service Cloud On Core Platform Plus Service Add-Ons




In this chapter, we’ll not discuss self-service portal features built on top of the Salesforce Experience Cloud.  Instead, we’ll focus our attention on AI features for Service Cloud on core.  We’ll also discuss AI features for Field Service Management and Service Contract Management near the end of the chapter.



Creating Channels for Customer Experience Interactions


Salesforce’s Service Cloud is a platform created to help businesses manage and resolve customer inquiries and issues that arise throughout the customer lifecycle.  Customer lifecycle management involves using tools to ensure clients and potential clients receive high-quality, personalized service at all times.  You’ll get the most from this chapter if you have knowledge about customer lifecycle management, especially the retention step in the lifecycle. 

Figure 1-2 shows a simplified version of the retention process which begins with a case request.  A customer’s question, feedback, or issue can be documented as a case or work order.  Most case requests are initiated by the customer but cases can be initiated automatically if, for example, a customer logged into a community portal searches for setup information on a newly purchased product.  The search could trigger an automated case request which could be quickly resolved by sending the customer an email with an attached setup guide.
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Figure 1-2. Retention Process Step in the Customer Lifecycle




When a case record is created from the request, it is often enhanced with additional information.  For example, a lookup to the contact records could reveal the case was created for a high-value customer whose recent purchase is still under warranty.  Once a case record is enhanced with relevant information, the case resolution process can begin. 


Salesforce can dynamically route cases based on service rep availability and skill level.  Queues, escalation rules, and entitlement processes and milestones are used to help manage workloads and ensure service level agreements (SLAs) are met.  Customer service agents can use automation features like macros and quick text, access the organization’s knowledge base, use service swarming, and leverage AI features to quickly resolve cases.  


Note

Service swarming, also known as intelligent swarming, is a collaborative approach to customer service where a team of experts quickly come together to help a customer service rep resolve a case.  Depending on the problem, experts can come to the swarm from a variety of departments including finance, legal, operations, sales, engineering, or security.  We’ll discuss swarming in more detail in Chapter XX as we see how Slack can be used effectively for swarming.  




Salesforce CRM excels at supporting well-defined processes for customer lifecycle management by providing standardized canonical data models, pre-built automations, and platform customization options to help a customer service team be more efficient.  Knowing how users typically use Service Cloud features and functionality to manage their customer lifecycle is key to understanding how AI in the Service Cloud can be leveraged. 


Specifically, it’s important to be familiar with Salesforce-specific objects like Accounts, Contacts, Case, Case Milestone, Case Article, and Knowledge Article.  It’s helpful to understand how a Salesforce Knowledge article is created and managed, and how the Knowledge base is built.  Salesforce Knowledge provides important context for service reps and Agentforce agents as they interact with customers via many different channels.





Creating Channels for Customer Experience Interactions


Based on support goals, businesses often maintain many different channels where customers can obtain customer service assistance:



		Email

		Web (website)

		Voice and Video

		Messaging - sometimes referred to as chat 
	
			Service Cloud Messaging which includes messaging apps like Facebook Messenger, SMS text messaging, and WhatsApp

			Einstein Bots

	

	

		Portal and Community




Salesforce email-to-case functionality automatically creates a case record where email exchanges between customers and service reps are tracked.  Web-to-case functionality lets customers submit cases themselves through a submission form on an organization’s website.  


To improve phone support for high-volume call centers, Salesforce offers Service Cloud Voice which supports multiple telephony systems.  Enabling Service Cloud Voice helps provide a consistent customer experience across all digital channels.


Messaging, sometimes referred to as chat, lets customers and service reps communicate using the messaging channel of choice.  Although the terms messaging and chat are often used interchangeably, it’s important to note that there are two different Salesforce features incorporating these terms.  Salesforce Messaging is the newer feature, while the Salesforce Chat feature is currently scheduled for retirement in February 2026.  With Messaging, the In-App and Web features offer an asynchronous, persistent experience.  This allows customers to start, stop, and resume the conversation when it’s convenient.  In addition, Messaging for In-App and Web supports synchronous conversations.  


Messages can originate as incoming messages from either customers or service reps can proactively reach out to customers.  Messaging options also include chatbots (also referred to simply as bots).  Whether through text or voice, a bot can be set up to answer routine questions which gives service reps more time to help customers with more complex needs.


Establishing an online community lets service reps share approved content and connect with customers.  An online community, built on Salesforce Experience Cloud, can be in the form of a self-service web portal, a help forum, a support site, or something else.


New service channels can be added at any time.  However, for a first-time Salesforce Service Cloud setup, the service channels will be created after the case management  processes are in place and before the Knowledge base is set up (Figure 1-3).  AI features and bots are usually added after the case management and knowledge management processes are established.
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Figure 1-3. Basic Steps for a New Service Cloud Setup




Managing customer interactions through so many different channels is made easier by Salesforce Service Console and Salesforce Mobile App.





Service Rep Digital Engagement with Customers


The Salesforce Service Console provides a centralized interface (Figure 1-4) that lets service reps view all relevant information about customers and helps them simultaneously respond to cases across multiple channels.  The Service Console integrates with Salesforce Knowledge, surfaces data from other systems, and incorporates predictive and generative intelligence tools.
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Figure 1-4. Salesforce Service Console




The Service Console is a unified workspace giving service reps the ability to support customers who engage on any device, from any location, across any channel.  If enabled, the Salesforce Omni-Channel feature routes any type of incoming service work item to the most qualified, available support agent in the Service Console.  Service supervisors monitor service rep workloads and the status of service work items, updating supervisor skill details or changing queues as needed. 


For service work items that need to be addressed in the field, the Salesforce Mobile app provides customer service on the go.  The app is available on both iOS and Android devices and gives real-time access to the same information available in the Service Console.  However, the interface is optimized for mobile devices.  This is especially useful for field service reps.  We’ll discuss AI features for Field Service Management later in the chapter.







What You Should Know


Throughout the chapter, I’ll refer to humans as service reps, customer service reps, field service reps, or service supervisors.  I’ll reserve the term agents, or service agents, when referring to digital labor.


There are many different ways to implement service use case features within Salesforce.  Where appropriate to include the information, this chapter specifies how to enable features and also provides details about feature limitations.  However, the inherent complexities of service use cases and the many different feature setup options Salesforce makes available for users to create customized solutions means it’s infeasible to describe how to enable most service use cases in detail, as was done in Chapter 3.  


As mentioned in Chapter 2, the terms Agentforce and Einstein Generative AI are frequently used interchangeably in Salesforce documentation and within the Salesforce org labelling and instructions.  We’ll often use the term Agentforce for describing certain features.  For consistency, will use the term Einstein Generative AI, or Gen AI, when we find it most often used in Salesforce documentation.


Enabling new Einstein AI features require Salesforce Admin privileges.  When describing specific instructions or details about Einstein AI features, only information for Salesforce Lightning is included.  If your Salesforce org uses the Classic version, you’ll need to refer to Salesforce documentation for assistance.


Some functionality, such as Service Intelligence, leverage many different Einstein features to summarize insights in one view.  In this chapter, we’ll focus on the actual underlying Einstein AI features and functionality, but be aware that there exists some Salesforce specific features that aggregate insights.







Case Management AI Features


Case management is at the heart of the case resolution process.  Salesforce provides important Einstein capabilities for making case management easier and more efficient.  Two Einstein apps are available to provide service reps with improved case classification, routing, and wrap-up functionality.  In addition, the Einstein Reply Recommendations feature gives service reps suggested responses that can be used in real time chats. 



Einstein Case Classification, Routing, and Wrap-up


There are two case management apps available within Salesforce - Einstein Case Classification app and Einstein Wrap-up app.  To set up one or both apps, a Salesforce user first needs to create a model that informs Einstein what closed cases to use for training the model.  Then you’ll want to enable the Einstein Recommendations component in the Service Console to leverage one or both of these apps. 


After setup, Einstein can automatically classify the case and route it appropriately based on the rules set up in advance.  Thanks to the Einstein Case Classification and Wrap-up apps, the service rep assigned to the case sees the predicted case field values for most checkbox, picklist, and lookup fields on a case when it’s viewed in the Service Console.  These values are provided to help the rep wrap-up the case more quickly. A service rep can accept the recommendations and click the Save button or the rep can make changes to the field values.  


At this time, Salesforce offers the Try Einstein version of the classification apps which lets a Salesforce Admin build one model for each of the two apps.  An add-on license is required, however, to obtain full functionality.  With full functionality, an admin has the ability to create up to five models per app.  The add-on license also allows the admin to set up the app to let Einstein Case Classification automate field classification and route cases automatically without a rep needing to review first.


It’s recommended that these Einstein apps be configured directly in a production org rather than a sandbox because you can’t copy an Einstein configuration between orgs.  Instead, give a small group of service reps access to the Einstein apps in a production org so feedback can be gathered and a productivity comparison can be made between service reps using the apps and those who are not.


Note

A production org is the Salesforce org used with live customer data and from which companies actively manage their business. A sandbox is a separate environment, most often a copy of the production org, used for a variety of purposes including testing and training.  With rare exceptions, it’s recommended to build and test in a sandbox before migrating to a production org.




Also, be sure to review the data requirements before setting up either of these apps.  Einstein needs a lot of closed cases data to learn from to predict values on case fields accurately.  Also, note that Einstein Case Wrap-Up requires Live Chat to be enabled for cases involving messaging.  Eventually, Einstein Case Wrap-Up for Video will be publicly available, but at the time of this writing, it’s currently in pilot. 





Einstein Reply Recommendations


When the Einstein Reply Recommendations feature is enabled, recommended replies appear in a component within the Lightning Service Console Chat and Messaging tab. The reply estimated to work best appears at the top of the list.  The service rep can select and send the reply as it appears or the rep can edit the reply before sending.  The Einstein Reply Recommendations feature works similarly to the Einstein Service Replies for Chat that we’ll discuss in a later section.  


While Einstein Reply Recommendations and Einstein Service Replies offer very similar functionality, there is an important difference.  Einstein Service Replies is a Gen AI feature that can incorporate a Salesforce Knowledge base in addition to chat history.  In contrast, Einstein Reply Recommendations is a predictive AI feature that uses chat transcripts for building a model to identify potential reply types from past chats and service rep utterances.  In addition to that model, a second model is used to identify data patterns in live chats to recommend a reply to service reps in real time.


Warning

As mentioned earlier in the chapter, Einstein Reply Recommendations feature and Einstein Service Replies feature can’t co-exist.  Reply Recommendations can’t be turned on if Service Replies is already enabled.  




The Einstein Reply Recommendations feature, in addition to the Case Classification, Routing, and Wrap-up features use traditional AI to provide case management at scale options for service teams.  While these are all important features, case management can’t be effective without a well-managed knowledge base of articles and other content.







Knowledge Management AI Features


A scalable approach to case management relies on providing customer service representations and service agents with a knowledge base, a digital library of information about a product, service, or topic.  An organization can create a powerful knowledge base to give service reps and service agents the ultimate support tool by using Salesforce Knowledge capabilities. 


A knowledge base is built by creating individual documents known as knowledge articles.  Of course, knowledge articles can be written by experienced service reps and internal human writers.  However, there’s a real advantage to also using Einstein to help grow a knowledge base because knowledge articles authored by Einstein are generated quickly and written concisely.  In addition to adding to the knowledge base, there’s also an advantage to having Einstein recommend relevant knowledge articles to service reps as they work to resolve cases.   



Einstein Knowledge Creation


It’s possible to grow your knowledge base efficiently with AI-generated article drafts by allowing Einstein to check existing articles first, then draft relevant articles based on a conversation between a service rep and a customer.  After Einstein drafts the article, a service rep can review, edit, and save the article before submitting it for approval.  In addition, service reps can leverage the Einstein Knowledge Edits feature to revise fields on existing articles based on predefined styles meant to improve the grammar, conciseness or readability of Knowledge articles.


The Einstein Knowledge Creation feature can be used from the Messaging or Live Chat page.  It’s also accessible from the quick action menu or from the Knowledge component on the case record page.  Once the service rep selects Draft Knowledge Article, the option appears for the user to draft manually or draft with Einstein.  Einstein Knowledge Creation considers different data depending on the location where the draft request was made and whether the Salesforce org has Service AI Grounding set up. 


If a service rep makes the request from the Case page and Service AI Grounding is set up, Einstein drafts an article based on case emails, case comments, and case fields in addition to the conversation data.  If a Salesforce org doesn’t have Service AI Grounding set up, Einstein considers only the conversation data from Live Chat transcripts and Messaging sessions.  If a service rep initiates the request from the Messaging page or Live Chat page using the Knowledge component, Einstein considers only the current completed conversation.  Thus, it’s important to consider what context you want to provide Einstein for the desired article.





Einstein Article Recommendations


When the Einstein Article Recommendations feature is enabled, a customer service rep sees up to five relevant Knowledge articles at a time on a case record in the Lightning Service Console.  Using the dropdown menu next to each article title, the service rep can elect to attach the article to the case, edit the article, or indicate that the article is not helpful for the case.  An attached knowledge article can then be used to generate a response to the customer using Einstein Service Replies, discussed in the next section.  Einstein’s recommendations refresh within the Lightning Service Console whenever a new case is created or when a field included in the Recommendations model on a case is updated.  


Note

Salesforce provides robust knowledge management capabilities in support of service use cases.  A knowledge base is a centralized digital information hub designed to allow users to find answers to questions, troubleshoot issues, and access helpful resources.  The Salesforce Knowledge feature offers users the ability to build out a comprehensive knowledge base consisting of a collection of knowledge articles.  




In addition to surfacing the Einstein Article Recommendations in the Service Console, it’s possible to use Einstein Article Recommendations for Flows to send an article via email to customers to resolve issues proactively.  The Article Recommendations action accepts the Case ID field as input and returns a JSON list of recommendation articles.  From there, assign the output of the action to a collection variable and loop through the collection variable to access the recommended articles and their fields.


Einstein Article Recommendations can serve as the input for Einstein Service Replies, a feature powered by Gen AI capabilities.  We’ll explore Einstein Service Replies in the next section.







Einstein for Replies and Conversations


Einstein for Replies and Service features help service agents respond quicker and with more personalized content.  In this section, we’ll learn about Einstein Service Replies, Einstein Conversation Insights, and Einstein Conversation Mining.



Einstein Service Replies


Einstein Article Recommendations can serve as the input for Einstein Service Replies.  The Einstein Service Replies feature leverages Gen AI to assist service reps as they reply in real-time to customers during chats.  Einstein Service Replies can also be used by service reps to quickly generate email responses based on an existing Salesforce Knowledge article. 


Although Einstein Service Replies works out-of-the-box, a Salesforce Admin can customize the Service Replies prompt templates in Prompt Builder to specify what information Einstein includes or adjust the voice and tone so that responses better fit an organization’s needs.


Warning

The Service Replies feature and the Reply Recommendations feature can’t be used simultaneously.  Enabling Service Replies, the newer feature, will replace an existing Reply Recommendations setup.




Einstein Generative AI needs to be enabled for Einstein Service Replies.  In addition, Service Replies for Email requires Salesforce Knowledge be enabled and the Knowledge component added to the Case page layout.  Salesforce Knowledge is recommended but not required for Service Replies for Chat.  



Service Replies for Chat


The Service Replies for Chat feature can be used by a service rep from within the Service Console where they can review, edit, and then post replies generated by Einstein.  Alternatively, a service rep could reject Einstein’s reply and provide feedback. 


Einstein analyzes a chat as it unfolds in the Live Chat or Enhanced Messaging session and drafts suggested replies based on the chat context.  Einstein can also obtain more context from an assigned Agentforce Data Library. 


To check whether replies come from conversation context or whether they’re grounded in a data library, the service rep can look below each reply for more information.  Chat replies grounded in an organization’s knowledge base are shown first.  The service rep can click Knowledge to see the Einstein article used as a source for the reply.  They can also edit the article and publish updates to the article.   





Service Replies for Email


The Service Replies for Email feature can be used by a service rep from within the Service Console.  While in the console, the service rep reviews the recommended knowledge article shown on the case record and confirms the article selection or chooses a different knowledge article.  Einstein then drafts an email response based on the chosen knowledge article. 


The service rep reviews and edits the Einstein-generated email response.  The final draft is then sent out by the service rep from Salesforce using the Lightning email composer.  Alternatively, the user can copy and paste the final email draft into an outside email provider.







Einstein Conversation Insights


While the Service Replies feature can provide assistance to service reps responding via chat or email, the Einstein Conversation Insights feature is a powerful AI feature useful for supervisors to gather insights for completed voice or video calls.  In Chapter 3, we learned how Einstein Conversation Insights (ECI) is a Gen AI tool designed specifically for sales teams to unlock the full potential of sales conversations.  ECI and ECI-related features are powered by Agentforce, and includes built-in capabilities like Call Insights, Call Transcript Snippets, and Call Trend Summary.  In addition, it’s possible to enable additional ECI functionality such as Call Summaries and Call Explorer.


ECI was designed for sales use cases and based on the success of the new feature, more Salesforce users are now leveraging the tool for service-related cases.  Initially, service and sales calls were combined in one dashboard that appeared in the Sales Console dashboard where supervisors applied service-specific filters or sales-specific filters depending on the need.  This approach is still applicable for any Salesforce user assigned both sales and service permissions.  However, service supervisors now have access to an ECI dashboard in the Service Console. 





Einstein Conversation Mining


Whereas ECI focuses on extracting insights from call conversations, Einstein Conversation Mining leverages transcripts from written interactions to generate insights from closed cases.  From the Conversation Mining report, a Salesforce user can even update an Einstein bot (Figure 1-5) using the report insights.
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Figure 1-5. Einstein Conversation Mining Steps




In the normal flow of work, a new case is created manually by a service rep or through automated methods such as web-to-case or email-to-case.  Once the case is closed, Einstein Conversation Mining uses machine learning clustering models to mine the transcript to determine the actual case contact reason.  Contact could occur because a person needs to change an appointment, cancel a subscription, get technical support or any other reason.  Einstein Conversation Mining also ascertains the conversation frequency and number of conversation turns to completion for the closed case.


At any time, a Salesforce user can create a Conversation Mining report by selecting a channel, defining a date range, and including any segmentation criteria.  The channel selected could be email-to-case, web-to-case, or chat.  Segmentation criteria could be based on factors such as average response time or chat duration.  From within the Conversation Mining report, a user has the option to send the information needed to update an Einstein Bot.  We’ll explore Einstein Bots in detail a little later in this chapter.







Agentforce for Service: Out-of-the-Box Agents


Einstein Service Replies and Einstein Conversation Mining features are out-of-the-box Salesforce solutions powered by Gen AI.  In addition to these prebuilt features, Salesforce offers out-of-the-box Gen AI agents.  Two agents now ready for service use cases include the Service Assistant agent and the HR Service agent, both powered by Agentforce.  Previously, the Assistant agent was known as Service Planner and you’ll still find that older reference in some documentation.



Service Assistant


The Service Assistant agent isn’t a fully autonomous or conversational agent.  Instead, it’s a helpful assistive agent in the form of a Lightning web component (LWC) built to suggest service plan steps for service reps to quickly resolve cases.  Service Assistant is available on a Case record page with real-time case summaries and step-by-step guidance.


Note

Salesforce LWCs are a standardized JavaScript framework that  leverages HTML and CSS without needing a third-party framework.  Salesforce developers use the framework to create customized pages and functions on the Salesforce platform.




Interestingly, the LWC is only available to a service rep if the case meets eligibility criteria established in advance.  This is a great way to prevent excessive costs.  For example, Service Assistant could be used only for cases that exist in a certain queue where that queue could be used to funnel complex or high value cases.  Those type of cases probably make the most sense for a service rep to get help from a Service Assistant agent.   


Once the service rep clicks on the Draft Plan button, a detailed case summary and service plan with actionable steps is presented to the service rep.  Service Assistant is grounded in your organization’s Salesforce data including cases, knowledge articles, and Agentforce topics, thus ensuring your service plan is relevant for your specific service policies and standards.  A Redraft Plan button appears if the case is updated after the initial service plan is created.  


The Service Assistant agent supports customer service teams primarily focused on satisfying external constituents, customers who purchase a company’s products or services.  There is, however, another out-of-the-box agent available for human resource (HR) teams primarily concerned with supporting internal customers, employees who work for the company.   





HR Service Agent


Salesforce’s HR Service Center offering includes an HR Service Console which functions like the Lightning Service Console used by customer service teams.  HR Service staff can also leverage a knowledge base created specifically for HR use cases.  That same knowledge base can be made accessible directly to employees through a branded self-service portal.  Within that self-service portal, employees can engage with the HR Service Agent if it’s been enabled.


The HR Service agent, powered by Agentforce, assists with many common employee needs: manages employees’ PTO requests, provides help changing direct deposit details and enrolling in benefits, and enables employees to update their own employee profile.  For complex or highly personal inquiries, the HR Service agent transfers the conversation to a human HR representative who’ll assist the employee directly using the HR Service Console tools.


Out-of-the-box agents, including the Service Assistant Agent and HR Service Agent, can be customized using Salesforce’s AI Builder.  We’ll explore AI Builder and other Agentforce Builder tools in detail in later chapters.  For now, let’s highlight some specific service use cases available for users to set up with Agentforce Builder tools.  







Agentforce Builder Tools for Service Use Cases


Agentforce is a set of tools used to create and customize agents and also includes a suite of assistive and autonomous agents.  We’ll learn much more about Agentforce and the building blocks of Agentforce agents in Chapter 10.  We’ll also explore several Agentforce out-of-the-box agents created by Salesforce.  For now, let’s briefly mention some Agentforce building blocks created specifically for service agents as well as an Agentforce out-of-the-box service agent.


Topics can be added to any pre-existing agent, such as the default agent, by selecting to add the topic from the Asset Library.  Here are details for some general service Agentforce topics:



		Account Management
	
			Classification: Handles customer inquiries about changing their contact information and resetting their password

			Scope: Help a customer reset their password or make updates to their contact information by changing their email address, phone number, or mailing address

	

	

		Case Management
	
			Classification: Handles customer inquiries and actions related to support cases, including providing case information, updating existing cases, and creating new cases

			Scope: Help customers retrieve case information, update case comments, and create new cases based on customer requests

	

	

		Delivery Issues
	
			Classification: Addresses customer concerns related to delivery problems with an order, including late deliveries or scheduling changes

			Scope: Address customer concerns related to delivery problems with an order by looking up order details and managing delivery times

	

	

		Order Inquiries
	
			Classification: Handles questions related to a user’s order, order status, or order updates

			Scope: Answer general questions about orders,, get order details, and cancel orders

	

	

		Reservation Management
	
			Classification: Handles requests to create new reservations for customers at their desired time slots

			Scope: Make a reservation for a customer.  This includes gathering necessary information such as checking available dates and times for the reservation and confirming the reservation

	

	




In addition to the classification description and scope provided here, each standard topic also includes a set of instructions.  In addition to Agentforce Builder tools, which we’ll explore in more detail in Chapter 10, there are several very powerful non-Agentforce Builder Tools offered by Salesforce.  Many of these Builder tools support service-specific use cases.  Let’s quickly highlight a few of those Builder tools here.





Non-Agentforce Builder Tools for Service Use Cases


Salesforce provides many different builder tools often used for service-specific use cases.  Some of those non-Agentforce builder tools include Einstein Prediction and Recommendation builders, Einstein Discovery, and Einstein Bot Builder.



Einstein Prediction and Recommendation Builders for Service Use Cases


Salesforce Einstein Builder tools are no-code solutions for Salesforce users who want to create custom predictions.  They’re often a good choice when other out-of-the-box single purpose solutions aren’t quite right or when the service use cases are more complex than the out-of-the-box solutions support.  There are two builder tools that satisfy some common service use cases.  We’ll only briefly mention a few in this section because they’re covered in more detail in other chapters.



Einstein Prediction Builder for Service Use Cases


Einstein Prediction Builder is a point and click solution to build custom AI solutions whenever out-of-the-box apps don’t fit the use case.  Einstein Prediction Builder includes the capabilities to support complex service use cases including predicting the likelihood that a case will be a high priority.


For more information about Einstein Prediction Builder, refer to the deep dive discussion in Chapter 8 where we’ll learn how to use the Guided Setup flow to build numeric predictions along with binary yes/no predictions.





Einstein Recommendation Builder for Service Use Cases


Einstein Recommendation Builder is a point and click solution used to deliver personalized recommendations to customers.  Recommendation Builder lets Salesforce users create custom recommendations based on standard or custom Salesforce objects.  A common service use case for Recommendation Builder takes advantage of the Next Best Action capability.  We’ll explore Einstein Recommendation Builder in more detail in Chapter 8 when we discover how the Next Best Action leverages Einstein Recommendation  Builder for service use cases.







Einstein Discovery


Einstein Prediction and Recommendation Builders are powerful tools but an even more powerful AI feature is Einstein Discovery, accessible through Model Builder.  As we learned in Chapter 2, Salesforce Einstein Discovery augments an organization’s business intelligence capabilities with statistical modeling and supervised machine learning in a no-code required, rapid-iteration environment.  Einstein Discovery use cases include regression, binary classification, and multiclass classification.  


Einstein Discovery includes the capabilities to support a wide variety of use cases.  This AI feature is frequently used for sales use cases but there are also some important Einstein Discovery service use cases.  Predicting the customer satisfaction of a case or expected case resolution times and identifying factors leading to case escalation are common service use cases examples.  Importantly, Einstein Discovery can also be used for predictive maintenance to predict and prevent equipment failures by identifying when certain operational machines should be proactively serviced and maintained.


Specialized skills and dedicated effort are necessary to set up the regression, binary classification, and multiclass classification to support the service use cases mentioned.  However, the Einstein Discovery for Reports feature can be easily implemented by non-data scientists and with minimal effort.  We were introduced to the Einstein Discovery for Reports feature in Chapter 3 and while this feature is used more often for sales use cases, it can also be used for service use cases.





Einstein Bots for Service Use Cases


Einstein Discovery and the Einstein Prediction and Recommendation Builders are tools sometimes used for service-specific use cases but more frequently used for sales-specific use cases.  However, the opposite is true for Salesforce’s Bot Builder tool.  Chatbots are often employed for service use cases.


Human service reps and AI service agents engage with customers through a variety of channels including phone, web, email, SMS text message, voice-activated devices and social media.  Einstein chatbots provide another channel option through which a company can connect with customers. 


Chatbots are also referred to as bots, service bots, and digital assistants and are frequently used for routine service interactions.  Bot service use cases examples include:



		Answer FAQs such as nearest store location or return policy

		Issue reporting like creating cases on which support reps can follow up  

		Information management such as checking order details or updating password

		Scheduling new appointments or updating existing appointments

		Qualification, triage, and routing by gathering information from the customer




Bots are based on complex, strictly defined conversational rules which require time and expertise to set up.  Salesforce makes it easier, though, by integrating other AI features with Einstein bots.  For example, as we learned earlier in the chapter, conversation mining reports can be used to easily update Einstein bots.


Not all chatbots are powered by AI.  There are two main bot types along with a hybrid of the two:



		Menu-based bots

		Natural language processing (NLP) bots

		Hybrid bots




Menu-based bots give users a menu of options from which to select.  They’re typically the easiest bots to set up and provide high value on low-level tasks such as password resets.  Menu-based bots are powerful automations but they’re not powered by AI.


In contrast, NLP bots use AI to train chatbots to create a learning model so that an NLP bot has the ability to interpret free text, thus also giving users more control over the experience.  More specifically, NLP gives bots the ability to interpret user inputs, referred to as utterances.  There’s a many-to-one relationship between utterances and an intent. Users can give different utterances to signal the same type of user request to a bot.  For example, an intent for “Find my order” could be expressed in unique ways, as different utterances:



		Check order status.

		Could you give me an order update?

		When will my order arrive?

		Order update please.




Hybrid bots use a menu-based approach and NLP methods together to create a blended experience.  A menu helps users better understand a bot’s capabilities and NLP makes the bot seem more intelligent and more conversational. 


NLP bots use AI technology to become proficient at answering simple questions and performing basic tasks but they are limited in scope.  Bots are a reliable, cost-effective solution for use cases needing quick, consistent responses to common questions like handling routine customer service inquiries, collecting basic information, and suggesting relevant resources.  However, bots struggle with more open-ended conversations because NLP is a less advanced form of AI in comparison to large language models (LLMs) which power AI agents.  AI agents understand context and learn from interactions.  In Chapter 7 we’ll explore the advanced conversational capabilities of AI agents which can easily handle queries outside predefined conversations.  


All three bot types need conversation dialogs designed in advance.  Dialogs are specific conversation snippets that control the actions a bot can take and how the bot responds to an utterance.  Examples of dialogs include a welcome, main menu, order status, location and hours, transfer to agent, and other recurring dialogs.  You can think of each dialog as a subprocess as either encapsulated, connected, or independent.



		Encapsulated dialog - part of a larger dialog process

		Connected dialog - related to but dependent on each other

		Independent dialog - not related to each other in any way      




Designing the conversation flows for each dialog is an important step in the bot development process.



Conversation Design


Conversation design (CxD) incorporates the concepts, strategies, and processes required to craft conversations that build better relationships with customers.  CxD experts help design better conversational approaches for human-to-human interactions as well as for human-to-bot conversations. 


Improving human-to-human conversations can be achieved by creating frameworks and dialog examples used for for training service reps.  On the other hand, effective human-to-bot conversation design is achieved somewhat differently because the conversational flow with bots is built in a very declarative and pre-defined way.  This has its advantages because a bot stays on track.  However,  because the conversations are pre-defined, it’s more likely a bot can leave customers feeling annoyed especially if the bot exhibits bias because it wasn’t built to be inclusive of variations in language.  That’s why it’s important to engage a conversation design expert when creating chatbots.


Note

Conversational design requires a human to possess a unique skillset.  It’s not enough to be trained to create outstanding copywrite, design superior graphical user experiences, or build excellent conversational user interfaces.  Instead, a proficient conversation design expert often has a background in linguistics and a good understanding AI technology, along with user experience domain knowledge.    




Conversation design involves strategic thinking about how and what should be said and not everyone can create great chatbot scripts.  It’s not just about using good writing skills.  Conversation design experts leverage years of research on linguistic patterns to strategically build conversation dialog that won’t frustrate, alienate, mislead, or overwhelm users.  Similar to other design projects, conversation design and bot creation is a team effort.  Engineering and ops teams are usually responsible for implementing conversation design and deploying chatbots. 


A conversation designer creates a vision of the service experience and then outlines what the bot is expected to do for each use case.  The designer creates a turn-taking structure between the bot and the human by writing out actual sample dialogs.  Next, the designer will likely use a prototyper like Botmock or Botsociety to output a video for stakeholders to view and then create an annotated transcript to help others understand the design strategy.  Importantly, the designer should create an infrastructure architecture flowchart demonstrating how each dialog use case fits together.


In addition to planning chatbot content, designers also design conversation openings and closings.  A chatbot opening often includes an introduction and a greeting.  For example, “Hi.  I’m Barney the Bot.  How can I help you?"  A simple closing, such as “Thank you” can be used to end a chat once the human utters words that indicate they’re ready to end the conversation.  A designer decides on the appropriate use of emojis and emoticons and often selects a machine-like font style such as Roboto Mono or Orbitron.  A conversation designer may elect to build in response delays for the bot, short pauses that make conversation snippets seem less artificial.


After designing bot conversations, the team should do a final check to ensure they’ve created a sufficient number of intents and utterances.  Einstein bots require at least three intents and a minimum of 20 utterances. More intents and utterances improves accuracy so it’s best to create more than the minimum number.  Best practices also recommends intents be balanced in the number of utterances tied to them so they don’t skew the model in any particular direction.  Additionally, each utterance should be unique and have some variation in word length.  Once the conversation design is complete, it’s time for the team to begin the bot design.





Bot Design


To enable bots, search for Einstein Bots in the Quick Find box from the Setup menu.  Click the toggle on next to Einstein Bots.  Next, accept the terms if you agree.  You’ll initially be on the My Bots tab by default but you can switch to the Bot Templates, Bot Blocks (Figure 1-6), or Smart Features tab.
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Figure 1-6. Bot Blocks Tab for Einstein Bots




These tabs each service a different purpose:



		My Bots: to see existing bots and create new bots

		Bot Templates: offers minimal setup options for creating bots from prebuilt skills, store intent data, and more

		Bot Blocks: provides pre-built blocks to save development time and it’s possible to add bite-sized functions to an existing bot block

		Smart Features: allows the use of AI to enhance bot conversations 




Smart features give users the power to train bots to respond conversationally to common customer requests using knowledge base articles.  Whenever a bot can’t match a customer input to an intent, Article Answers performs an AI-powered search of Knowledge articles and responses.  First, configure Article Answers (Figure 1-7) and then turn it on for each bot on the Overview page.
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Figure 1-7. Article Answers Smart Feature for Einstein Bots




If Article Answers was used with an Einstein bot before Summer ’25, it remains available for those bots.  However, support for Article Answers ended in Summer ’25 and the feature is unavailable for Einstein bots created in Summer ’25 or later.  Transitioning bots to Generative Knowledge Answers is the recommended approach.


Let’s look now at how to create an Einstein bot.  From the My Bots tab, select Create a New Bot and then select the type of bot (Figure 1-8).
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Figure 1-8. Bot Types Available When Creating a New Bot




Standard bots recognize the intent of the first message a customer sends.  Enhanced bots can also use a cross-lingual intent model, allowing them to recognize the intent of the first message for all defined languages.  In addition, standard bots only use connections for routing whereas enhanced bots have access to more connections and use flows for more flexible routing to end points. 


Choosing a standard bot allows you the option to use a template, if it’s available, or start building a bot from scratch.  Choosing an enhanced bot also gives you the same options.


When building a bot from scratch, you’ll first need to personalize your bot with some required information: bot name, primary language, and a welcome message.  Optionally, include any top actions that serve as menu options for the user (Figure 1-9).
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Figure 1-9. Personalize Bot When Creating a New Bot




If building a standard bot, you’ll need to link your bot to an existing deployment.  Each bot must have a unique deployment.  If building an enhanced bot, you’ll instead route bot conversations with omni-channel flow at this step.  Select or create a default outbound Omni-Channel flow or create a simple inbound flow to send conversations to your bot.  


Clicking the Proceed button on the next screen initiates automatic creation of custom dialogs for the Welcome message and Main Menu, system dialogs for common-used actions, and bot analytics to help measure performance.  You’ll then use the Bot Builder (Figure 1-10) to finish creating your bot.  We’ll dive into the Bot Builder in Chapter 8.
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Figure 1-10. Salesforce Bot Builder




Well-defined variables are a prerequisite for bot actions requiring Flow or Apex, such as updating a user record or creating a case.  As such, you’ll likely need to create variables in Flow as well as Bot Builder (Figure 1-11) to unlock the full functionality of Einstein bots.
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Figure 1-11. Bot Flows




Similar to other Builder tools, it’s possible to create new versions as you continue updating and refining a bot.  An exciting new development also gives Salesforce users the ability to create AI agents from a bot version (Figure 1-12).
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Figure 1-12. Create AI Agents From Bots




Within Agent Builder, it’s possible to create an agent from a specific bot version and then customize and active the agent.  We’ll discuss this further in Chapter 8 when we explore Agent Builder.


Whereas bots largely follow rule-based dialogs, AI agents can reason and ground answers in relevant knowledge and content.  Chatbots are a good option when a company needs a more prescriptive solution while implementing AI agents to solve other use case types.  There are many service use cases that can be solved with Agentforce.









Field Service Management AI Features


Thus far, we’ve discussed many features available to customer service reps using the Service Console, including Gen AI features and Agententforce agents, along with predictive and analytical tools used by service supervisors and data scientists.  Something we haven’t yet explored is field service management, the coordination and execution of tasks performed away from the company’s offices by mobile workers. 


Field service tasks fulfilled by mobile workers include new installation, maintenance, repairs, emergency repairs, insurance claim assessments, and deliveries.  Field service tasks also include those required for home healthcare services. 


A use case example for heating and air conditioning service could include the following: manage the installation, maintenance, and repair of heating, ventilation, and air conditioning systems; tasks involve scheduling technicians, monitoring inventory levels of parts, and tracking warranties and service history 


It’s important to understand the subtle difference between work order management and field service management.  They’re closely related but each serve different purposes.  Work order management involves managing tasks involved in the processing of creating, assigning, tracking, and completing field service requests.  In contrast, field service management (FSM) is a broader category.  FSM includes work order management as part of the overall management of field operations.  


FSM streamlines scheduling and dispatch, enhances communication and collaboration among mobile workers, and helps manage asset inventory.  Real-time service metrics from FSM capabilities also help to ensure regulatory compliance and enhance safety standards.  Two powerful AI features exist specifically for Salesforce users of Field Service Lighting: Field Service AI features for scheduling and dispatching and AI features for pre-work briefs and post-work summaries. 



Field Service AI Features for Scheduling and Dispatching


Routing many field service reps with different skills to geographically dispersed service appointments is a complex problem made even more difficult due to variations caused by a company’s unique workflows, metrics, and desired business outcomes.  Scheduling automation and route optimization can be solved within Salesforce by installing a Field Service managed package.  A Salesforce managed package is a container that includes all the components of a Salesforce application needed to install and run the application.  Salesforce makes it easy to get started with Field Service with the new Field Service Guided Setup (Figure 1-13).
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Figure 1-13. Field Service Guided Setup




A Salesforce Admin will need to turn on the basics by clicking the Turn On button in the setup.   Next, there are four steps to get ready for scheduling and to unlock Gen AI features: create work types, create service territories, add service resources, and add dispatchers.



Schedule Automation and Route Optimization


Once the setup is complete, the Field Service managed package for Schedule Automation and Optimization uses an optimization engine to find the “best grade” for a complex routing problem.  Salesforce uses dynamic algorithms and metaheuristics to break down complexity into smaller solvable problems.


The optimization engine finds the best solution for a complex routing problem by leveraging powerful mapping and real-time traffic data, thus ensuring field service workers arrive at the proper time while providing dispatchers tools to manage in-flight exceptions.  Salesforce Field Service also considers details like truck measurements and maximum load capacity.  In addition, Einstein Discovery insights can be provided as input and can be especially useful for identifying when certain operational machines should be proactively serviced and maintained.    


Salesforce uses HERE location and map data, along with Salesforce proprietary scheduling and optimization logic and AI-based algorithms.  The map data provides accessible routes for bicycles and pedestrians, in addition to information relevant for automobile transportation and truckload deliveries.  HERE’s real-time and historic traffic data helps Field Service optimization engine creates schedules and routes that meet specific operational constraints and service-level agreements (SLAs).  SLAs are an important part of customer service management and will be discussed in the next section.


Salesforce Field Service offers three optimization types: global, in-day, and immediate. 



		Global optimization - supports long-term optimization for future service by analyzing requirements overnight in batches to update recommended scheduling as service delivery date nears. 

		In-day optimization - supports the current day’s active dispatching and near-term optimization, supporting exceptions management and providing scheduling updates for new or changed booking activity. 

		Immediate optimization - monitors the current day’s schedule for common events like early and late finishes, high priority appointments, and customer cancellations. 




The optimization engine is highly configurable and can even re-optimize the day’s schedule immediately.





AI-Driven Optimization Based on C360 Powered by Agentforce


The Field Service managed package for Schedule Automation and Optimization uses machine learning to provide fully automated scheduling and optimization capabilities.  Optimized scheduling is the third stage (Figure 1-14) in Salesforce’s “Good to Great Framework” for scheduling field service work.
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Figure 1-14. Good to Great Framework for Scheduling Field Service Work




At the foundational level for scheduling, schedulers might use a Gantt chart or some drag-and-drop visual booking tool.  Moving up the framework to the automated level, schedulers might have access to some automation tools for scoring and scheduling service appointments. 


The third stage is supported by traditional AI.  This accelerated stage is where fully automated scheduling and optimization occurs.  This stage is supported by the Salesforce Field Service Lightning Schedule Automation and Optimization managed package.  


The highest level in the framework, the intelligent stage, uses optimized scheduling from the accelerated stage and incorporates Customer 360 data from Salesforce Data Cloud to provide more personalized outcomes.    


The powerful schedule automation and route optimization capabilities, powered by traditional AI, are complemented by important Gen AI features available to field service workers. 







AI Features for Pre-Work Briefs and Post-Work Summaries


Using Prompt Builder, a Salesforce Admin can use the Field Service Pre-Work Brief and the Post-Work Summary templates to customize these Gen AI features and make them available for field service workers.



Pre-Work Briefs


Once set up, pre-work briefs can be generated right in the mobile app for field service workers.  The pre-work brief shows mobile service reps everything they need to know about an upcoming work order.  Workers are shown relevant information including asset history, service records, contract terms, and important customer data.  For example, the pre-work brief could include the following information:



		Work order reason, i.e. small battery installation

		Work site details, i.e. arrive at the back entrance

		Previous customer interactions, i.e. new customer

		Recommended actions, i.e., offer to do a full site evaluation at no cost to see if there may be other business opportunities




Among other things, pre-work briefs help field service workers grasp the broader context.  After the field service worker finishes the work order, a post-work summary needs to be created.





Post-Work Summaries


Field service reps can ask an AI agent to generate a post-work summary.  The summary can be saved in the Post-work summary field on the work order once the field service worker confirms the summary is accurate and clicks the Save button.  Using an AI agent to generate a post-work summary saves time and ensures accurate, comprehensive, less error-prone reports.   


It’s important to know the post-work summary setup out-of-the-box uses the Summarize Record action which summarizes only one object by default.  However, field service work orders often require information from multiple objects including the work order line item specifics , service appointment details, and assets information.  In those cases, a prompt template can be used to add additional objects.  We’ll learn how to use prompt templates in later chapters.









Service Contract Management AI Features


Many service agreements, including field service agreements, require a service contract between the parties.  The service contract management lifecycle includes creating, executing, and monitoring legal agreements between service providers and third-parties.  Third-parties can be internal customers, external customers, or both. 


Contract management often involves negotiating service level agreements (SLAs) which clearly define the service scope and terms.  Examples of service contracts include maintenance contracts such as car warranties, IT technical support contracts, and consulting contracts.   


Salesforce incorporated Contracts AI capabilities into the Salesforce core platform as an Industries Cloud Einstein feature.  I’ve elected to discuss Contracts AI in detail in this chapter because service contract management is an important service use case.     



Contracts AI Capabilities


There are two main key features of Contracts AI which we’ll describe in more detail in the following sections:



		Automated clause generation with advanced clause library management

		Enhanced legacy contract digitization




Defining clauses for contracts is a critical task requiring precision and legal expertise.  Salesforce Contracts AI can help.  After automatically generating a new clause, based on a natural language description from the user, Salesforce then saves the clause in a clause library for potential repeated use. 


Legacy contracts include important information needed for ongoing business operations.  However, accessing them is often time-consuming and error-prone because legacy contracts are often filed away in physical cabinets or saved as scanned images or PDF files.   Contracts AI can solve this problem by automating the identification and extraction of key data such as contract party names, contract dates, and relevant clauses.





Extract Contract Details and Create Digital Records


With Contracts AI, users can identity and extract contract details and clauses from a PDF file.  Before you can use this feature, you’ll need to configure a contract extraction template and make sure the context definition is active. 


When you’re ready to extract contract details using Contacts AI, select Contracts from the App Launcher and then click Extract Contract Details.  Select a PDF file to extract contract and clause details then click Get Started with Extraction and then click Extract from File. 


Once you’ve completed all steps, you can view the extracted values and modify any values if required.  Select the relevant contract type and make sure all the required fields, such as contract terms, parties involved, and specific clauses, are populated before you create the new contact record.


This powerful Gen AI feature gives users the ability to extract contract details from a file and create a new contact record with the relevant details.  This is certainly helpful in situations where a contract is shared in an unstructured data format like a PDF file.  In addition to this feature to extract contract details and create digital records, Salesforce offers another powerful Gen AI feature for contract lifecycle management.  





Smart Clause Generation


Sometimes an existing contract only needs a new clause rather than a new contract to be created.  This is where Salesforce Contracts AI can help.  When you’re ready to draft a clause with Contracts AI, you’ll select Document Clause Sets from the Lightning App Launcher.  From there, click the Draft with Contacts AI button (Figure 1-15) next to the clause set for which you want to create a clause form.
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Figure 1-15. Document Clause Sets




You’ll have the opportunity to describe your clause in natural language (Figure 1-16) so that Einstein can expertly generate the clause language for you.
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Figure 1-16. Describe Your Clause in Natural Language




After Einstein creates the clause, you’ll click Save to Clause Library to add the clause to the clause library.  You’ll need to activate the new clause, initially saved in a draft state, to use the new clause in contracts. 


A Salesforce user can even leverage Contracts AI to draft and add clauses to documents and document templates saved in Microsoft Word.   A Microsoft 365 Word add-in will need to be set up first.







Summary


In this chapter, we discussed eight distinct categories of Salesforce AI features available for service use cases:



		Einstein  Case Management

		Einstein Knowledge Management

		Einstein for Replies and Conversations

		Agentforce for Service: Out-of-the-box Agents

		Agentforce Builder Tools for Service Use Cases

		Non-Agentforce Builder Tools for Service Use Cases

		Field Service Management AI Solutions

		Service Contract Management AI Solutions




As you can see from the lists of Einstein AI features, there is no shortage of Einstein AI features available specifically for service use cases.  In the next chapter, we’ll explore Einstein AI features available for marketing-specific use cases.


 




 


 





Chapter 2. Marketing AI Solutions


A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 5th chapter of the final book. Please note that the GitHub repo will be made active later on.


If you’d like to be actively involved in reviewing and commenting on this draft, please reach out to the editor at mcronin@oreilly.com.




In Chapter 2, we discussed the customer lifecycle and how marketers undertake activities to attract new prospects.  We also learned that an organization’s desired goal for managing interactions in the customer lifecycle is to ultimately turn customers into loyalists and brand evangelists. 


In addition, we discussed how some Salesforce functionality requires users to log in to different platforms other than Salesforce core and that Salesforce data can be stored in Salesforce core, near-core, or off-core locations.  This is especially relevant for Salesforce Marketing use cases.  Today and for the foreseeable future, Salesforce has three different marketing-specific tech stacks: Marketing Cloud Engagement, Marketing Cloud Account Engagement, and Marketing Cloud on Core.   Among the three platforms there are different editions available for purchase such as Growth and Advanced editions in Marketing Cloud on Core and Professional, Corporate, and Enterprise on Marketing Cloud Engagement.


As we’ll discuss in detail a little later in the chapter, Salesforce is transitioning to a unified marketing platform with more marketing functionality available on the core platform.  In June 2025, Salesforce announced Marketing Next, which is a series of applications purpose-built for agentic marketing.  In this chapter, we’ll explore the AI solutions for each of the four applications: Marketing Cloud, Loyalty Management, Salesforce Personalization, and Marketing Intelligence. 


There are three other features that are currently in preview, but not mentioned at this time: Web Curation, Journey Decisioning, and Lead Management.  They will be incorporated once more details are released.



Getting Started


Let’s discuss some background knowledge and some things you should know to help you get the most out of this chapter.  An overview of all marketing use case features will be provided before we explore the features in more detail.



Background Knowledge


You’ll get the most from this chapter if you have knowledge about Salesforce marketing solution options available to digital marketers.  We’ll discuss an overview of all three platforms, plus the new Salesforce marketing solution Marketing Cloud Next.   


This chapter includes a great deal of background knowledge information and explanations, much more than any other chapter.  This is necessary to build a bridge of understanding needed to help marketers as they transition from Salesforce’s legacy platforms to the Marketing Cloud Next suite of apps.  Consider, for example, that there is overlap in the labeling of marketing tools.  



		Salesforce Personalization is different from Marketing Cloud Personalization

		Marketing Intelligence is different from Marketing Cloud Intelligence

		Einstein Engagement Scoring is different from Engagement Scoring 




Salesforce Personalization and Marketing Intelligence are Customer 360 apps within the Salesforce core platform which extends the Marketing Cloud Next offering.  Marketing Cloud Personalization, formerly known as Interaction Studio, is available on the Marketing Cloud Engagement platform.  Marketing Cloud Intelligence, previously known as Datorama, is a standalone cloud-based marketing analytics platform.  Einstein Engagement Scoring is an Einstein capability used for smart segmentation in Marketing Cloud on Core.  It’s also available on the Marketing Cloud Engagement platform and is referred to as Behavior Scoring on the Marketing Cloud Account Engagement platform.   Engagement Scoring is a rules-based people score that does not use AI capabilities.  These various marketing tools are summarized in Table 2-1.



	Table 2-1. Selected Overlapping Marketing Tools and Capabilities Explained
	
		
				Marketing Tool (Capability)
				Platform
				Details
		

	
	
		
				Salesforce Personalization
				Salesforce Core Platform
				Customer 360 app part of Marketing Cloud Next
		

		
				Marketing Cloud Personalization (Interaction Studio)
				Marketing Cloud Engagement
				Real-time personalization and interaction management solution
		

		
				Marketing Intelligence
				Salesforce Core Platform
				Customer 360 app part of Marketing Cloud Next
		

		
				Marketing Cloud Intelligence (Datorama)
				Standalone Platform
				Cloud-based analytics platform
		

		
				Einstein Engagement Scoring
				Marketing Cloud Engagement, Marketing Cloud Account Engagement, and Salesforce Core Platform
				Einstein AI capability used for smart segmentation
		

		
				Engagement Scoring
				Salesforce Core Platform
				Rules-based people score that does not use AI
		

	



The first step for marketers new to the Salesforce platform is to understand the distinct naming conventions of Salesforce’s three separate marketing-specific offerings: 



		Marketing Cloud Engagement, originally known as ExactTarget

		Marketing Cloud Account Engagement, originally known as Pardot

		Marketing Cloud on Core, part of the Marketing Cloud Next app suite 




In addition, it isn’t always easy to navigate the Salesforce documentation because several AI solutions with the same names, like Einstein Email Guard, exist on all three marketing platforms but with different features, considerations, and limitations.  Thus, it’s critical to have the necessary background knowledge to ensure you’re reviewing the correct Salesforce documentation for your use case. 


For these reasons, we’ll provide more in-depth background knowledge necessary to better understand the AI for CRM marketing-specific solutions available from Salesforce.  



Salesforce Marketing Solution Offerings 


Salesforce offers three distinct Marketing solution platforms: Marketing Cloud Engagement (MCE), Marketing Cloud Account Engagement (MCAE), and Marketing Cloud on Core (Figure 2-1).  Within each of those three marketing platforms, Salesforce offers different levels of capabilities.  For example, users can sign up for the Growth, Plus, Advanced, or Premium edition of MCAE.
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Figure 2-1. Salesforce Marketing Platforms




The MCE platform is frequently used as a B2C solution supporting digital marketing teams with email marketing, mobile marketing, and digital advertising.  Its comprised of many Studio and Builder tools, including Journey Builder, to orchestrate multi-channel engagement throughout the customer lifecycle. 


In contrast, MCAE operates typically as a B2B solution working alongside the Sales Cloud.  MCE is used primarily for B2C customers with whom personalized cross-channel customer journeys are created for high-volume, low-consideration transaction purchases. 


Market segments using MCE include retail, CPG, Communication, and media and entertainment industries.  In contrast, MCAE is used primarily for B2B industries with a longer sales cycle where multiple decision-makers are involved.  Examples include distribution, industrial, professional services, and commercial banking industries.  


MCE and MCAE were applications previously acquired by Salesforce.  More recently, Salesforce launched Marketing Cloud on Core in 2024.  Marketing Cloud on core, built on top of Salesforce core and Data Cloud, includes two editions - Marketing Cloud Growth and Marketing Cloud Advanced.  


Unlike MCE and MCAE which rely on external or third-party infrastructure, Marketing Cloud on Core means no middleware is needed to perform segmentation, create content and reporting, or execute campaigns.  No more sync errors or disconnected reporting because everything is done directly inside Salesforce core.


Salesforce Marketing Cloud on Core takes advantage of native CRM objects like Leads, Contacts, and Campaigns.  It can also leverage consent management tools.  Marketing Cloud on Core uses Salesforce Flow for automations.  Real-time segmentation is done using Salesforce Data Cloud and content creation and recommendations are powered by Agentforce.  Advanced features include A/B testing in flow paths via path Experiment and Einstein Engagement Frequency predictive scoring.


Note

Many of the AI capabilities within Marketing Cloud on Core rely on Data Cloud.  Because Data Cloud is billed based on consumption pricing, you’ll need to factor in this cost when considering the ROI for Marketing Cloud on Core AI solution features.




In addition to Marketing Cloud on Core, there is now Loyalty Management Cloud (Loyalty Cloud) available on Salesforce core platform.  Loyalty Cloud is technically part of the Salesforce Industry Cloud offerings but we’re including Loyalty Cloud in this chapter because of its importance to marketing and the customer lifecycle.  In addition, it is included as part of the Marketing Cloud Next application suite.


We learned about the customer lifecycle () in Chapter 2 when we discussed AI for Salesforce CRM use cases.  As part of that lifecycle, a marketer’s goal is to expand opportunities by turning customers into loyalists and advocates.  Salesforce’s Loyalty Cloud helps marketers foster relationships and create loyalty with personalized rewards powered by behavioral data.  Loyalty promotions and segmentation in the Loyalty Cloud leverage unified data found in Salesforce Data Cloud.





Marketing Cloud Next 


In June 2025, at the Salesforce Connections event in Chicago, Salesforce announced Marketing Cloud Next, a series of applications purpose-built for agentic marketing.  Marketing Cloud Next is designed to accomplish its purpose by leveraging actionable data and cross-departmental workflows in addition to autonomous AI agents embedded across the full customer journey.  


In addition to the standard Marketing Cloud on Core capabilities, Marketing Cloud Next also includes Loyalty Management, Salesforce Personalization and Marketing Intelligence capabilities (Figure 2-2).  Unlike MCE Personalization and MCE Marketing Intelligence features that exist on an external platform, these Marketing Cloud Next personalization and intelligence capabilities are built on top of the Salesforce core platform.
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Figure 2-2. Marketing Cloud Next




Marketing Cloud Next is the next evolution for Salesforce as the company continues to build a unified marketing offering on the core Salesforce platform, catering to both B2C and B2B enterprises.  Salesforce intends to support their customers who’ve already made investments on the MCE and MCAE platforms while creating connections that allow a convergence toward the Salesforce core platform.  For example, it’s possible to connect MCE Journey Builder to the Salesforce Flow engine rather than having to recreate MCE journeys in flows on the core platform.


Marketing Cloud Next is built on the Salesforce Platform which means the autonomous AI agents can fully operate across Sales, Service, and Marketing while orchestrating 1:1 customer engagement across the entire customer life cycle.  Thus, Marketing Cloud Next can put an end to the traditional do-not-reply marketing approach often associated with email and messaging campaigns.  Using agents, an actual conversation occurs instead of individuals simply receiving a one-way communication via email or text.


This conversational messaging between the customer and the agent blurs the lines between marketing and sales or between marketing and service.  For example, a customer can ask an agent for recommendations of what’s new from their favorite fashion designer on a retail site while also letting the agent know their clothing size has changed since their last order.   







What You Should Know


This chapter focuses on exploring the AI capabilities for Marketing Cloud Next, including all the AI solutions needed for conversational messaging between humans and agents.  However, it’s important to understand the differences between the AI solutions available for all three Salesforce marketing  platforms.  Which specific licenses or packages must be purchased, the permission sets required, and whether your specific Salesforce or Marketing Cloud org type can support the specific features mentioned are not covered in this chapter.  These are topics you’ll want to discuss with your Salesforce Account Executive (AE).



Salesforce Marketing AI Solutions Summarized


Some Einstein solutions, like Engagement Scoring, Email Engagement Frequency, Metrics Guard, and Send Time Optimization, are available within all three Salesforce Marketing platforms.  However, there are many AI features specific to tools within each of the three different marketing platforms.  Let’s review the AI solutions available across all three Salesforce Marketing platforms and then highlight features different across the three platforms.


There are certain Einstein AI features available in all three Salesforce marketing platforms - MCE, MCAE, and Marketing Cloud on Core.  Those include the following:



		Metrics Guard

		Send Time Optimization for Email

		Engagement [Behavior] Scoring for Email and Mobile

		Engagement Frequency




The Agentforce Campaign agent is available for MCAE and Marketing Cloud on Core but not MCE.  That’s logical because MCAE and Marketing Cloud on Core use the same standard objects and metadata.  MCE is different, though.  And even though Agentforce is not available on MCE, there are some Gen AI and traditional AI solutions available only on MCE in lieu of the Agentforce Campaign agent.  Those include the following features:



	
		
				Body Copy Generation
				Content Selection
				Messaging Insight
		

		
				Subject Line Generation
				Content Tagging
				Copy Insights
		

		
				Subject Line Tester
				Content Testing
				 
		

	



In addition, there are some solutions only available on MCE in lieu of the Personalization and Marketing Intelligence capabilities offered on the Salesforce core platform.  Those are:



		Recommendations for Audience Builder

		Predictive Intelligence for Audience Builder




The following are available only on MCAE, in lieu of the Marketing Intelligence capabilities offered on the Salesforce core platform:



		Campaign Insights

		Key Accounts Identification

		Attribution, aka Campaign Influence




Marketing Cloud on Core has an Opportunity Influence feature similar to the MCAE Campaign Influence feature.  In addition, Marketing Cloud on Core leverages the powerful segment capabilities available in Data Cloud which includes AI-assisted segment creation.


In addition, AI solution features are available for Marketing Cloud Next applications for Loyalty Management, Salesforce Personalization, and Marketing Intelligence.  Builder tools are also available for use on Marketing Cloud on Core.  Builder tools, in general, will be explored in future chapters.  However, in this chapter, we’ll briefly discuss several Agentforce topics which can be added to a default agent.  We’ll also explore the Agentforce Campaign agent.  


One of the important differences between Marketing Cloud on Core AI solutions and AI solutions on MCE and MCAE is that Data Cloud is required for Marketing Cloud on Core.  It’s not just required for marketing AI solutions.  Data Cloud must be set up before even the most basic Marketing Cloud functionality will work. 





Data Cloud is Required for Marketing Cloud on Core


Data Cloud is required for Marketing Cloud to work.  For example, here are required basic steps that need to be completed for Marketing Cloud on Core set up.  You’ll notice that four of the seven required settings relate to Data Cloud: 



		Enable Data Cloud

		Create a Salesforce CRM Connector in Data Cloud

		Add a Default Email Channel

		Add Data Protection Details to Records

		Enable Marketing Cloud

		Install the following Data Kits for Data Cloud: Sales, Marketing Setup Objects, Consent Objects, Flows Integration, Email Channel, SMS Channel, and WhatsApp Channel 

		Set Up Identity Resolution in Data Cloud




In addition to setting up Data Cloud for basic Marketing Cloud functionality, data graphs are needed for Einstein capabilities.  For example, you’ll need to create a data graph in Data Cloud if you intend on using Einstein Engagement Scoring, Einstein Engagement Frequency, and Einstein Send Time Optimization features since a data graph is required for these features.  If needed, you can get an in-depth coverage of Data Cloud in the O’Reilly Hands-On Salesforce Data Cloud book.   





How We’ll Refer to Humans in this Chapter


As we describe AI for CRM marketing use cases throughout this chapter, we’ll be referring often to the impact on the humans receiving the marketing messages.  How we actually label humans in the context of Salesforce CRM is influenced by the Salesforce marketing tools used.  There are many different labels we can use when referring to a person in the context of Salesforce CRM:



	
		
				Lead
				Prospect
				Subscriber
				Individual
		

		
				Contact
				Customer
				 
				Unified Individual
		

		
				Person Account
				 
				 
				 
		

	



Lead and Contact are standard Salesforce objects used in the Sales Cloud as well as in the lead conversion process on the core platform.  A lead is a person who has expressed an interest in an organization’s product or service.  Contacts are people who’ve progressed further in the sales cycle and have a relationship with a business account and opportunities which are deals in progress.  A person account in Salesforce is a person who is both a contact and an account, such as a sole proprietor.


The terms prospect and customer are frequently used in Salesforce Marketing Cloud Account Engagement.  Keep in mind that a customer doesn’t necessarily have to be interested in purchasing a product or service.  They could, for example, be a donor who contributes to a non-profit.  


A subscriber is a person who has signed up to receive messages from an organization, such as email messages or SMS messages.  In Marketing Cloud Engagement, Subscriber is also an object.  


Individual and Unified Individual are Data Model Objects (DMOs) used in Salesforce Data Cloud.  A Unified Individual record is one that provides a Customer 360 view, known as a unified profile, of a person who could actually have multiple Individual records.     


Throughout this chapter, we’ll frequently use the term individual as a generic term to refer to a person so an individual isn’t necessarily synonymous with a record from the Individual DMO in Data Cloud.  We’ll also use the term subscriber to refer to an individual who gave consent  to receive marketing messages so the term subscriber won’t refer to an individual record in the MCE platform. 


This chapter will focus on describing in details those marketing-specific use cases for Marketing Cloud Next applications.  We’ll begin our discussion with the Salesforce AI solutions available on Marketing Cloud on Core.  









Marketing Cloud on Core


Marketing Cloud on Core is built on standard Salesforce objects like Account, Contact, Opportunity, and Campaigns.  It leverages Data Cloud for basic functionality as well as for all AI solutions.  In this section, we’ll discuss these seven Marketing on Cloud Salesforce AI solutions:



		Einstein Engagement Scoring

		Einstein Engagement Frequency

		Einstein Send Time Optimization

		Agentforce Agent Topic: Marketing Campaigns

		Agentforce Agent Topic: Campaign Designer

		Einstein Metrics Guard

		Einstien Opportunity Influence




We’ll discuss these Marketing Cloud on Core AI solutions by dividing them into four main categories: Smart Segmentation, Smart Orchestration, Smart Content Creation, and Smart Measurement.



Smart Segmentation With Einstein Decision Element Models


Marketers can access either of two Einstein models for smart segmentation purposes: Einstein Engagement Scoring and Einstein Engagement  Frequency.  Either of these models can be selected using the Einstein Decision element (Figure 2-3).   The Einstein Decision element is used within a segment-triggered flow as part of a campaign flow created by marketers from within Marketing Cloud on Core.
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Figure 2-3. Einstein Decision Element in a Segment-Triggered Flow




We’ll discuss Einstein Engagement Scoring and Einstein Engagement Frequency in detail.  However, first we’ll want to understand a little about People and Account Scoring in Marketing Cloud to help us differentiate between a Marketing Engagement Score and an Einstein Engagement Score.  Engagement Scoring, a type of People Score, employs a rules-based approach for scoring whereas Einstein Engagement Scoring uses a predictive AI model.



People and Account Scoring


Leads, contacts, and accounts are scored within Data Cloud using a rules-based approach that leverages the unified individual or unified account object.  People scoring can be enabled after the required basic settings have been completed.  However, Account Scoring cannot be enabled until a data graph has been established in Data Cloud.


Default or custom rules are used to calculate two scores for people - marketing engagement and marketing fit.  Each individual’s engagement and fit scores are a simple summation of points.  Engagement points can be awarded for various activities such as viewing pages, submitting forms, clicking links, or subscribing to a newsletter(Figure 2-4).
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Figure 2-4. Engagement Points Assigned for Rule-based People Scoring 




After points are totaled for engagement and fit, an overall marketing score is normalized to provide a number from 0 to 100.  The overall marketing score considers a weighted average of marketing engagement and marketing fit scores.  Similarly, scores for accounts are rules-based rather than based on a predictive model. 


All People scores are stored as a Calculated Insight within Data Cloud.  Engagement Score is stored as an aggregatable measure with Data Cloud API name of Marketing_Engagement_Score__cio.  Fit Score is stored as an aggregatable measure with Data Cloud api name of Marketing_Fit_Score__cio.  Overall Marketing Score stored as a nonaggregatable measure with Data Cloud api name of Marketing_Overall_Score__cio


Just as with any other Calculated Insight, each of the three people scores can be used for segmentation within Data Cloud, as previously mentioned.  In addition, each of these three scores can be displayed on the lead or contact page within Salesforce core setting up the Data Cloud Profile Insights component.


The important takeaway is to know that the engagement score that appears on a lead or contact page is not an Einstein Engagement Score derived using a predictive model.  Instead, it is just the summation of points assigned through a rule-based model.  Now that we better understand the difference between the two type of engagement scores, let’s explore Einstein Engagement Scoring.   





Einstein Engagement Scoring for Email and MobilePush Messaging


Einstein Engagement Scoring assigns an engagement score to predict the likelihood a lead or contact will interact with the marketing message, through opens and clicks.  It also predicts the likelihood that the lead or contact will stay subscribed.  The scoring model uses a predictive AI machine learning model that assigns a score indicating each individual’s likelihood to engage with emails or interact with push notifications.  An individual can actually be assigned two different Einstein engagement scores, one for email and one for mobile messaging. 


The predictive model considers a variety of data.  For example, the model could create an engagement score for email based on frequency and recency of email opens and of clicks to view a file, form, video, or other content.  Unsubscribes and resubscribes, as well as any spam complaints, are also factors that influence the score.  To avoid bias and other ethical risks, the Einstein Engagement Scoring model doesn’t include demographic data.


An individual’s Einstein engagement score could change for two main reasons. 



		Changes in the individual’s engagement with the channel messages, either email or mobile

		Changes in the predictive model 




As individuals engage with the channel messages, their Einstein engagement score could change.  If the person opens an message multiple times and clicks on the links, their Einstein engagement score will likely go up.  If the individual deletes several unread messages and then unsubscribes, their Einstein engagement score decreases.  


Even if the individual doesn’t change their engagement activity, the score could still change because of updates to the predictive model.  The Einstein Engagement Scoring model is updated approximately weekly.  Thus, an individual’s actual engagement score could vary slightly from week to week.  


In addition to the actual score generated from the Einstein Engagement scoring model, the Einstein Engagement Scoring feature also generates specific scores.  For example, the following scores are generated for email engagement:



		Email open score

		Email click score

		Email subscribe score




The model also provides the following metrics:



		Email open likelihood

		Email click likelihood

		Email subscribe (retention) likelihood




For each of the three likelihood metrics, there are four possible categories: Most Likely, More Likely, Less Likely, and Least Likely.  In addition, the scoring model uses a blended score to bucket subscribers into persona-based groups (Table 2-2).  An individual’s persona is stored in the Email Engagement DMO Persona field.



	Table 2-2. Einstein Engagement Persona-based Groups
	
		
				Subscriber Persona
				Open Engagement
				Click Engagement
		

	
	
		
				Loyalist
				High
				High
		

		
				Window Shopper
				High
				Low
		

		
				Selective Subscriber
				Low
				High
		

		
				Winback / Dormant
				Low
				Low
		

	



For each of these subscriber personas, there are recommended strategies for marketers to consider (Table 2-3)



	Table 2-3. Subscriber Persona Recommendations
	
		
				Subscriber Persona
				Recommendation
		

	
	
		
				Loyalist
				Increase email frequency, create lookalike audiences, or send exclusive offers
		

		
				Window Shopper
				Include recommendations, test the call to actions and incentives
		

		
				Selective Subscriber
				Optimize subject lines, personalize content based on past purchases
		

		
				Winback / Dormant
				User surveys, alternative channels, or win-back campaigns
		

	



Individual Einstein engagement scores can be used in a variety of ways.  For example, Einstein engagement scores can now be used within a decision element in Flow Builder.  The Einstein Decision element feature, introduced in the Salesforce Summer ’25 release, allows users to create branches using Einstein Engagement Scoring and Einstein Engagement Frequency.  We’ll discuss Einstein Engagement Frequency in a later section in this chapter.


A decision flow element provides Flow Builder users with the ability to create evaluation criteria for a set of conditions and route people through the flow based on the outcomes of those decisions.  This element type functions as an if-then statement for users to easily create branches within a flow based on an individual’s Einstein engagement score or engagement frequency.  The Einstein Decision element is frequently used in a Segment-Triggered Flow or an Automation Event-Triggered Flow.


In the configuration pane of the Einstein Decision element, you’ll select any of the available data graph fields as the Resource in a condition. For Einstein Engagement Scoring, the following fields can be selected as a Resource:



		Email Open Likelihood

		Email Click Likelihood

		Email Engagement Persona




There are required steps before the Einstein engagement score can be used in a flow.  For one thing, the Einstein Decision element in a flow requires configuration of a Data Cloud data graph.  You’ll also need to verify the identity resolution ruleset upon which the data graph is built uses Individual, rather than Account, as the primary data model object (DMO).  In addition, you must enable the Einstein Engagement Scoring feature from the Setup menu.


It usually takes 24 to 48 hours before the initial scores are generated but it could take longer if there is insufficient historical data.  Once Einstein Engagement Scoring is enabled in an org, you’re able to navigate to the Data Cloud app and view the Email Engagement Score DMO.


In addition to using the Einstein Likelihood scores and the Email Engagement Persona in the Einstein Decision Element of a Flow, the Engagement Score DMO fields can be used as a criteria when creating segments in Data Cloud (Figure 2-5).
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Figure 2-5. Using Einstein Engagement Score When Creating Segments in Data Cloud




In addition to using Einstein Engagement Scoring for smart segmentation purposes, there’s also the Einstein Engagement Frequency feature available to marketers. 





Einstein Engagement Frequency


Einstein Engagement Frequency (EEF) assists marketers in determining the right number of emails to send to individuals.  Within Salesforce core, EEF can be accessed using Marketing Cloud Advanced edition or with Salesforce Personalization on the core platform. 


EEF uses a predictive model to determine how frequently marketing messages should be sent to individuals.  The model analyzes up to 90 days of individual subscribers’ historical engagement patterns over time.  The engagement history considers factors such as email bounces and engagement events including opens, clicks, unsubscribes and spam complaints.  To avoid bias and other ethical risk, the EEF model doesn’t consider demographic data.  The model also doesn’t consider the actual message content, which could vary significantly from message to message.


An individual’s EEF score can be used to power the Frequency split activity in Expression Builder.  The frequency split is an important feature because it considers the optimal number of emails to send to an individual contact across all campaigns.  Individuals can be bucketed into one of the following categories (Table 2-4).  Individuals with insufficient data for the EEF model to make a determination will be routed through a default path.



	Table 2-4. Einstein Engagement Frequency Classifications
	
		
				Classification
				Explanation
				Recommendation
		

	
	
		
				Saturated
				Receiving too many messages
				Reduce frequency to avoid stress
		

		
				Almost saturated
				Close to saturation
				Adjustments needed
		

		
				On target
				Ideal frequency
				Maintain consistency
		

		
				Undersaturated
				Receiving too few emails
				Increase frequency to maximize engagement
		

	



Another use for the EEF is as an option within the Einstein Decision flow element.  In the configuration pane of the Einstein Decision element, you’ll select the Email Engagement Classification field as the metric for Email Engagement Frequency.


There are a few steps needed before EEF can be used in a flow or an expression.  As with Einstein Engagement Scoring, you’ll also need to ensure that you’ve created the appropriate Data Cloud data graph the identity resolution ruleset upon which the data graph is built uses Individual, rather than Account, as the primary DMO.  In addition, you must enable Einstein Engagement Frequency from the Setup menu.


When you search in the setup for Einstein Engagement Frequency, be sure to click on the one underneath Einstein for Marketing rather than the one under Einstein Account Engagement (Figure 2-6).
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Figure 2-6. Select Einstein for Marketing to Enable Einstein Engagement Frequency




The goal of the EEF model is to optimize the frequency with which customers engage with marketing content.  Salesforce uses data of other users with similar patterns to adjust the scoring of the messaging frequency for an individual.  Salesforce trains each org’s model using only that org’s user data and, as such, there are requirements that must be met before EEF is available:



		A minimum of 10 subscribers is required for the model to generate an engagement frequency

		A minimum  of five frequencies is required to model for engagement frequency, meaning the audience must receive at least five variants of the sender’s promotional messaging over a 28-day period.  Transaction emails don’t count.  




The EEF model and scores are updated approximately once a week.



Einstein Engagement Scoring vs Einstein Engagement Frequency


Einstein Engagement Scoring, a type of behavior scoring, is a core aspect of marketing automation.  Assigning an engagement score to a prospect or customer helps differentiate between prospects who are less engaged as opposed to those who are highly engaged.  As a result, it’s easier for marketers to send the most appropriate message to the individual.  An engagement score is a number 0-100 assigned to an individual and an individual can be assigned more than one engagement score because a separate engagement score is assigned for each channel.  For example, an individual can have an engagement score for email engagement and mobile SMS engagement.


Whereas Einstein Engagement Scoring influences the actual message to be sent, Einstein Engagement Frequency (EEF) is a feature that assists marketers in determining the right number of emails to send to individual subscribers.  EEF predicts the optimal number of emails to send an individual which, hopefully, results in maximum engagement.  The EEF tool available on the core platform can be accessed with either the Marketing Cloud Advanced edition or separately from Marketing Personalization on the core platform.  Both EEF and Einstein Engagement Scoring are AI features available in the Marketing Cloud Next application suite that are most often utilized in flows for segmentation purposes.  




 







Smart Orchestration with Einstein Send Time Optimization


Einstein STO improves customer engagement by personalizing each individual’s experience so that subscribers receive a marketing message on the days and times when they’re most likely to open and interact with them.  Einstein achieves this 1-to-1 customization by evaluating historical email engagement behavior data from which it can then predict an ideal send time. 


There are some important considerations for STO.



		Einstein STO is available only for Lightning emails and is not available for Salesforce classic emails.

		Einstein STO requires 90 days of email engagement metrics for each subscriber.  Specifically, an individual must have at least one engagement activity in the past 90 days.

		A randomized send time recommendation is selected for new subscribers or individuals who haven’t engaged with the organization at least once in the last 90 days.

		Neither demographic data nor actual email content is considered when determining the optimal send time.  In addition, data purchased or collected from third parties is not considered.




To enable STO, first verify you’ve established an identity resolution ruleset that uses Individual as the primary DMO.  Next, from Setup, in the Quick Find box, enter Send Time and select Einstein Send Time Optimization (STO) from beneath Einstein  for Marketing listing. 


Note

You must opt in to the global data model to use STO if your Salesforce org uses Marketing Cloud Growth Edition.  However, you have the option to use either data model option if your org uses Marketing Cloud Advanced Edition.




You’ll select the data option that uses a global model, with pooled data, or the option to enable with your org-specific data (Figure 2-7).  We discussed global models in detail in Chapter 2.
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Figure 2-7. Select Data Option When Enabling Einstein Send Time Optimization




Once STO is enabled, it takes up to 72 hours before results appear.  Afterward, the model updates STO details once a week.  If the STO feature is later disabled in the Salesforce org, new messages can’t use the feature but existing email sends still include optimized send times.


After enabling Einstein STO, a new Data Cloud DMO is automatically created.  Make note of the Hourly Scores By Week field in the DMO because it will be important when creating a data graph.



Creating a Data Cloud data graph


Creating a Data Cloud data graph is required so that STO can be used within Marketing Cloud flows.  Users can create a data graph by navigating to the Data Cloud app and following these steps.



		Navigate to the Data Graphs tab in Data Cloud.  Click on the New button to start the process of creating a new data graph.

		Select Start from Scratch and click on Next.

		Select Real-Time Data Graph and click on Next.

		Provide a Data Graph Name.  Note that the Data Graph API Name will be automatically generated.  Select Unified Individual as the primary data model object.  Click Next. 

		Accept the real-time consumption limits default settings by clicking Next.

		Add the Email Send Time Optimization attribute to the data graph hierarchy as follows (Figure 2-8).
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	Figure 2-8. Data Cloud Data Graph Attributes in Graph Hierarchy

	

	

		Select the Hourly Scores by Week field from the Email Send Time Optimization DMO fields, located just to the right of the Data Model Objects hierarchy.

		Click the Save and Build button at the top right of the screen.






With STO enabled and a data graph created, it’s possible to use Einstein STO in a Segment-Triggered Flow (Figure 2-9).
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Figure 2-9. Einstein Send Time Optimization Used Within Segment-Triggered Flow




You’ll notice it’s possible to toggle on and off the Einstein Send Time Optimization feature for a specific email message.  When toggling on the feature for the email message, the time frame interval must be selected.  The selected time frame must be at least two hours but no longer than 168 hours, the equivalent of one week.


Tip

Emails sent based on the STO interval are sent exclusively at the top of the hour.  Keep this in mind when determining the time frame value.




For example, you’ll want to select a six hour time frame if you need emails to arrive after 10:20 am and no later than 4:50 pm.  Emails will be sent at the top of the hour to subscribers at 11 am, noon, 1 pm, 2 pm, 3 pm, and 4 pm based on the individual’s send time optimization value.  It’s pretty straightforward to determine the time frame when sending only one message.  It gets more difficult when establishing a waiting period in between two email messages (Figure 2-10).
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Figure 2-10. Adding Waiting Period In Between Two Email Messages in Flow




Let’s continue with the example of selecting a six hour time frame for the first email that will be sent sometime between 11 am to 4 pm, at the top of the hour.  We’ll assume recipients receive the email one minute after it’s sent.  Assume you want to wait three days and then send a second email.  You again select the six hour time frame.  However, it won’t likely achieve the results you desired.  People who received an email at 4:01 pm will have a time frame of 5 pm to 10 pm for their second email message (Table 2-5) which won’t meet the requirement.



	Table 2-5. Email 2 Message Send Times After 3 Day Wait
	
		
				Email 1 STO Send Time
				Email 1 Received
				Email 2 Send Time Frame
		

	
	
		
				11:00 am
				11:01 am
				12 pm - 5 pm
		

		
				12:00 pm
				12:01 pm
				1 pm - 6 pm
		

		
				1:00 pm
				1:01 pm
				2 pm - 7 pm
		

		
				2:00 pm
				2:01 pm
				3 pm - 8 pm
		

		
				3:00 pm
				3:01 pm
				4 pm - 9 pm
		

		
				4:00 pm
				4:01 pm
				5 pm - 10 pm
		

	



Fortunately, there’s a way to prevent time shifts.  Within the Wait for Amount of Time element, use the option to resume at a specific time of day (Figure 2-11).  In our example, instead of waiting three days, we’d wait two days and resume specifically at 10:30 am to achieve our desired results.
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Figure 2-11. Option to Resume at a Specific Time of Day




Start time, resume times, and send time windows can be adjusted in your flows.  It’s helpful to review analytics reports within Data Cloud, built on DMO data, that provide a weekly chart showing when your customers typically engage with your messages.  In additions to reports and dashboards, Salesforce provides many ways marketers can accurately measure results.  We’ll see a great example of this in the next section when we learn about Einstein Metrics Guard.





Smart Content Creation


Marketing Cloud on Core has two Gen AI solutions available for creating content: Marketing Campaigns agent topic and Campaign Designer agent topic.  These agent topics can be added to a pre-existing agent.  Alternatively, the the Agentforce Campaign Creation Agent is an out-of-the-box agent that includes relevant agent topics including the Marketing Campaigns agent topic.


The Agentforce Campaign Creation agent co-creates with marketers.  The agent drafts a campaign brief based on the marketer’s stated goals and segment target audiences.  The agent also drafts content and constructs customer journey flows.  In addition, the Campaign Creation agent can generate KPIs to track and suggest campaign components to add.



Agentforce Agent Topic: Marketing Campaigns


For Marketing Cloud Growth users, the Marketing Campaigns agent topic is available from within the Marketing app by clicking on the Agentforce logo at the top of the page.  Marketers describe their campaign and then the marketing agent generates a draft of the campaign brief that includes a preview of the subject line, preheader, and paragraph copy for your email.


Warning

Do not remove the brief from a campaign because a brief is required to use Agentforce agents with campaigns.  If you remove a brief from a campaign, the related segments and content remain but the agent can’t help you with that campaign.




The output from the marketing campaigns topic can be used in the content builder on the marketing page.  When a user clicks the sparkle button, the agent drafts or revises text for an email, landing  page, or SMS message that is grounded in the campaign brief, the assigned brand, and the existing content on the canvas.


The marketing agent can also provide a campaign summary.  In addition, the agent tells you the number of opens, the clickthrough rate, and the message delivery stats.


The Marketing Campaigns topic can also be added to any pre-existing agent, such as the default agent, by selecting to add the topic from the Asset Library.  Here are the details for the Marketing Campaigns agent topic:



		Classification Description: Users who want to generate, make, create, summarize, or bootstrap their marketing campaigns or briefs should use this topic.

		Scope: Assist users in generating, making, creating, summarize, or bootstrapping their Salesforce Marketing Campaign and/or Brief objects.




Alternatively, you can create a new Agentforce agent from the Campaign Creation template within Agentforce Builder.  The Campaign Creation agent includes the Marketing Campaigns agent topic.  Agents and agent topics will be discussed in more detail in Chapter 11.





Agentforce Agent Topic: Campaign Designer (Beta)


The Campaign Designer agent topic is used to create multichannel, customized campaigns.  This feature is currently in beta and more information will be included in this section later.







Smart Measurement


Within Marketing Cloud on Core, there are two distinct types of smart measurement AI solutions: Einstein Metrics Guard and Einstein Opportunity Influence.  Einstein Metrics Guard is the same functionality for Marketing Cloud on Core as MCE and MCAE.  However, Metrics Guard needs to be enabled first for Marketing Cloud on Core.  Einstein Opportunity Influence is similar to the Einstein Campaign Influence on the MCAE platform.



Einstein Metrics Guard


Einstein Metrics Guard (Metrics Guard) identifies bursts of open and click activity likely caused by email scanners and bots.  Email privacy protection solutions implemented by some client providers have the ability to automatically scan and analyze content for the purpose of identifying potential security threats such as phishing and malware.  In doing so, however, these actions can artificially inflate subscriber engagement metrics.   


Metrics Guard works behind the scenes as an AI-powered filter to analyze email clicks and opens to determine whether it’s likely a human performed those actions.  A confidence score, ranging from 0-100%, is assigned and a determination is made based on a specified threshold level.


The goal of Metrics Guard is to help marketers gain insights that provide a more realistic view of subscriber engagement levels which can be used to create better segmentation on future campaigns.  For example, Metrics Guard might predict low engagement for a certain segment.  Thus, a marketer could decide not to send the marketing message to that particular segment.


There are a few important things to note.  First, Metrics Guard is also available in MCE and MCAE as well as in Marketing Cloud on Core.  However, Metrics Guard functionality is automatically built into MCE and MCAE but needs to be enabled for Salesforce Marketing Cloud on Core.  To enable it, complete these steps:



		From Setup, in the Quick Find box, search for Unified Messaging

		Select Email Feature Settings

		Enable Einstein Metrics Guard.




Note that if you disable the Metrics Guard feature, your engagement metrics are more likely to include bot activity.


Note

Metrics Guard can’t be disabled in MCE or MCAE.  In contrast, Metrics Guard is disabled by default in Marketing Cloud on Core and needs to be enabled.




Second, Metrics Guard uses predictive AI capabilities to analyze an individual’s historical engagement events and patterns to create a confidence score.  Engagement history evaluated includes these values: email sends, bounces, and engagement events including opens, clicks, unsubscribes, spam complaints, and associated time stamps.  Importantly, Metrics Guard excludes demographic data in the evaluation which helps to avoid ethical risks and biased results. 


The AI model used for Metrics Guard scoring is discriminative rather than generative in nature.  Thus, a customized Metrics Guard model needs to be trained on large amounts of data from a Salesforce org.  However, it’s unlikely any one Salesforce org has sufficient data for training.  Therefore, Salesforce uses a global model of in-house data and outsourced data, with optimized sample weights customized for each Salesforce org.  See Chapter 2 for more information about Salesforce global models. 





Einstein Opportunity Influence


Understanding which specific campaigns impact opportunities is important.  The  Einstein Opportunity Influence feature uses marketing engagement data to associate opportunity revenue with a specific marketing campaign effort.  An opportunity with a status of Closed / Won is considered and email and SMS click engagement activity from related to a specific campaign is evaluated 30 days prior status change.  No activity data from external sites is considered.  


The engagement activity is considered for those people who have engaged with the campaign content and have a contact role on the Closed / Won opportunity.  The resulting attribution data allows marketers to accurately report on ROI, adjust strategies for current campaigns, and make informed decisions about future campaigns.   


Warning

The standard Opportunity object and the standard Close Data and Amount fields are used for Einstein Opportunity Influence.  It’s not possible to substitute a custom Opportunity object or custom fields for Close Data and Amount.




There are some important considerations before enabling Opportunity Influence.



		Opportunity Influence can’t be enabled in Salesforce orgs where the multiple currencies feature is enabled.

		Opportunity Influence revenue data doesn’t reflect campaign hierarchies.

		Unified profile data is NOT used for Opportunity Influence.  Instead, revenue is attributed based on engagement data related to Individual DMO records.

		Confirm Campaign Influence hasn’t been enabled previously in your Salesforce org before enabling Opportunity Influence.  If so, you’ll need to disable Campaign Influence or Customizable Campaign Influence from your campaign page layout.




Einstein Opportunity Influence can be enabled selecting Opportunity Influence in from the Quick Find box in Setup.  Be sure to review the Readiness Check section and complete any remaining tasks.  Afterward, click Enable and then turn on the desired attribution models.  First-touch attribute gives credit to the first campaign an opportunity engaged with whereas a last-touch attribution gives credit to the last campaign a person engaged with prior to the opportunity closing. 


Generating attribution data occurs within an hour after Einstein Opportunity Influence is enabled.  Afterward, all opportunity records and related engagement data are assessed hourly.  Attribution records are generated for opportunities created in the past 30 days based on engagements that happened in the last 60 days.  After enabling this Einstein feature, the Opportunity Influence related list appears on campaign records.  The related list, labelled as Performance, displays up to 1,000 opportunity records in order of revenue.







Marketing AI Solutions On Core Using Builder Tools


As mentioned in the introduction, there are many pre-built AI solutions for marketers.  In those rare instances when it’s necessary for marketers to build their own Marketing AI solutions within Salesforce core, they can access Builder tools such as Prompt Builder, Agent Builder, Model Builder and more.  These builder tools can be used for the other apps in the Marketing Cloud Next suite, including Loyalty Management.







Loyalty Management 


The Loyalty Management app gives marketers the tools to delegate promotion creation and configuration to Agentforce, thereby reducing the time it takes to deliver the right promotion to the right audience at the right time.  This is important because one of the most time-consuming tasks for marketers managing customer loyalty programs is developing and optimizing loyalty promotions.


Loyalty Cloud is built on the Salesforce core platform and leverages Data Cloud data. This makes it easy for marketers to leverage Agentforce capabilities to help with loyalty management tasks and responsibilities.  Prebuilt templates and topics are Agentforce features that can be leveraged by Salesforce Loyalty Management cloud users (Table 2-6).



	Table 2-6. Agentforce for Loyalty Management
	
		
				Agentforce Feature
				Feature Label
		

	
	
		
				Prompt Template
				Summarize Loyalty Program
		

		
				Prompt Template
				Summarize Loyalty Promotion
		

		
				Agent Topic
				Promotion with Loyalty Accrual Rule
		

		
				Agent Topic
				Promotion with Spend X Rule
		

	



Let’s briefly review the prompt templates and agent topics available for loyalty management use cases.



Loyalty Management Prompt Templates


Two Agentforce prompt templates are available to marketers who want to use the Einstein Summary component generative AI features to obtain a summary of a loyalty program or loyalty promotions from data that resides across multiple objects.  Once Einstein for Loyalty Management is enabled in a Salesforce org, certain changes happen immediately (Table 2-7) to give marketers the tools they need.



	Table 2-7. Automatic Org Changes After Enabling Einstein for Loyalty Management
	
		
				Org Change
				Purpose
		

	
	
		
				The Einstein Summary component is added to these two record pages: Loyalty Program and Promotion
				The component enables users to generate summaries for loyalty programs and promotions
		

		
				These prompt templates are added: Summarize Loyalty Program and Summarize Loyalty Promotion
				The prompt templates work behind the scenes to generate summaries displayed on the Einstein Summary component
		

		
				These context definitions are added: Loyalty Program Summary and Loyalty Promotion Summary
				The context definitions act as a bridge that securely provides the data required by the prompt templates to generate summaries
		

	



Using the Summary component, users can securely generate summaries for their loyalty programs and loyalty promotions.  Marketers can also take advantage of two Loyalty agent topics.





Loyalty Management Agent Topics


Either, or both, of the Loyalty agent topics can be added to any pre-existing agent, such as the default agent.  Simply select to add the topic from the Asset Library.


The Promotion with Loyalty Accrual Rule agent topic gives marketers the ability to create and update promotions that reward loyalty program members for completing eligible accrual activities.  The agent can also be used by marketers to draft loyalty promotion emails.


The Promotion with Spend X Rule agent topic gives marketers the ability to update promotions that reward customers for placing orders worth a specific amount.


The Promotion with Loyalty Accrual Rule and the Promotion with Spend X Rule are two important ways marketers can use Agentforce to efficiently create and update promotions with ease.  Agents and agent topics will be discussed in more detail in Chapter 11.







Salesforce Personalization 


In addition to the Loyalty Management app, the functionality of Marketing Cloud can be extended with Salesforce Personalization. Personalization is a Customer 360 application powered by Data Cloud to provide personalized experiences across several Salesforce clouds, including the Marketing Cloud.  In this section, we’ll discuss three Salesforce Personalization AI features:



		 Einstein Personalized Recommender

		Agentforce Agent Topic: Personalized Recommendations

		Attribution Intelligence




Personalization uses product recommendations and either goal-based or rule-based content targeting to deliver personalized recommendations to users.  In addition, there is an Attribution Intelligence feature available via Salesforce Personalization that addresses an ecommerce use case for tracking key metrics.  


Warning

Salesforce Personalization is an Customer 360 app within the Salesforce core platform and is part of the Marketing Next suite of apps.  Personalization extends the Marketing Cloud on Core offering and is different from from Marketing Cloud Personalization.  Marketing Cloud Personalization, formerly known as Interaction Studio, is available on the MCE platform.




Personalization on the core platform can be used for creating dynamically varied content for marketing email communications and other marketing channels.  In addition, Personalization on the core platform allows path experimentation for segment-triggered flows to help determine the best outcome for a path.  Personalization requires an active Data Cloud license to function.


When used alongside Marketing Cloud Next, Personalization is accessible as an application within Salesforce core (Figure 2-12).  Alternatively, Personalization features can be accessed via Personalization as a Service using Data Cloud to provide real-time personalization functionality across many channels.  This means Personalization can be used for many different use cases beyond single-channel marketing.


[image: ]
Figure 2-12. Home Page for Salesforce Personalization App on Core Platform




Personalized recommenders use digital and offline behavior, as well as business context data, to provide multichannel, focused, individualized recommendations.  To create these personalized recommendations, a recommender needs to be configured and trained using pre-selected Data Cloud data graphs.  Data Cloud is also where the Salesforce Personalization DMOs are stored.  Refer to the Salesforce documentation for more details about the DMOs.



Salesforce Personalization Terminology



	Personalization point

	Represents a point in an experience that’s eligible for a personalization decision.  This point has a type and response template.



	
Personalization type


	 Identifies the kind of personalized content you want to present.  A recommendation is an example of a personalization type.



	Personalization response template

	 Defines the configuration options available to marketers when building a personalization decision.



	Personalization decision

	 Determines who’s eligible to receive a personalization response using optional targeting rules.  Decisions also determine what content to return. A personalization point can contain multiple personalization decisions targeted at different sets of individuals.


	Targeting rule

	
 Determines who’s eligible to view personalized content provided by a decision based on specific data points such as attributes, related attributes, calculated insights, or segment memberships.


	Personalizer

	Calls an additional service at run time to retrieve the information necessary for a complete decision response.


	Recommender

	A type of personalizer that provides targeted product or item recommendations.  A recommendation is based on machine learning strategies or calculated insights and is usable across channels.







To begin the setup process for Personalization, navigate to Personalization Setup Home page from within the Quick Find menu of Setup.  You’ll need to deploy foundational data, containing objects and preconfigured insights, by clicking the Deploy button. It will take a few minutes for the Personalization Data Kit to be deployed and you’ll receive a notification message when the process is complete. 


Next, set up the Personalization Pipeline Intelligence Dashboard which provides insights into the health and performance of your personalization pipeline.  Installing the dashboard requires Daily Personalization Requests and Daily Personalization Uniques calculated insights be deployed.  It’s important to note these insights aren’t scheduled when installed so you’ll need to configure the scheduling.  Selecting a schedule controls when Data Cloud processes a calculated insight.  


Enabling CRM Analytics is required to view the intelligence dashboard.  In addition, you’ll need to select a data space where the pipeline intelligence dashboard will be installed.  After selecting the desired data space, click the Install button.  There are several considerations and limitations for Salesforce Personalization.   Refer to the Salesforce documentation for more details. 



Einstein Personalized Recommender


Within the Personalization app, it’s possible to create a new recommender by selecting the data space and then choosing the profile data graph and the item data graph.  The profile data graph has all the people details.  The item data graph can be used to recommend any kind of content as long as it’s in a DMO with an item data graph built on it.  Keep in mind that having those real-time data graphs unlocks many new ways to interact with customers because you can get the right content to them in the moment.


The next choice is to decide between creating an objective-based recommendation or a rule-based recommendation (Figure 2-13).  The objective-based recommendation uses a machine learning model to analyze each user’s unique historical behavior in order to make a recommendation that aligns to a specific objective you define.  In contrast, rule-based recommendations use business logic to mathematically determine a list of recommendations based on Data Cloud calculated insights.  We’ll focus on objective-based recommendations because they are an AI solution.


[image: ]
Figure 2-13. Choose Between Personalization Objective-Based or Rule-Based Recommendations




When selecting object-based recommendations option, the user is prompted to select an existing objective or create a new objective.  Maximize revenue or maximize clicks are two examples of an object-based objective.  Creating new objectives requires the selection of the recommender’s purpose, either maximize or minimize, and requires creation of engagement signal metrics which measure the business outcomes that personalization aims to achieve.  


The final step in creating objective-based recommendations is to define the desired filters.  This is an additional layer that you can use to either include or exclude items based on specific criteria.  For example, you could create a filter to only show articles published within the last 30 days.  Perhaps you want to only show articles relevant for the customer’s specific industry or you can match the customer’s loyalty tier to only recommend products for which the customer is qualified.  Creating filters is a powerful option to employ but it’s not required.  


Note

Data Cloud is critical to Personalization functionality.  To generate and present unique content experiences, Personalization uses Data Cloud profile and item data graphs, calculated insights, segments, and real-time behavioral data.




Some considerations when configuring a recommender include:



		Two Data Cloud data graphs are needed for recommenders - a profile data graph to identify who is eligible to receive personalized content and another item- or catalog-specific data graph to identify which content is available to recommend

		A calculated insight must be configured in advance for rule-based recommendations 

		A recommender returns up to 12 recommendations at a time for each personalization point

		Only one item is selected for display from a list of duplicates if a recommender receives duplicate items for recommendation  




These recommenders will be used within personalization decisions for a variety of purposes because recommenders make it possible to provide individualized, dynamically varied content for many different use cases.  For example, an individual will be provided with very specific personalized credit card offer, rather than an offer for and details about a home loan, if the person is asking credit card related questions of an agent on a banking website. 


Organizations want to excel at anticipating customer’s needs and delivering 1:1 experiences but capturing and keeping an individual’s attention often requires a lot of time and money.    Further, scaling these 1:1 experiences is impossible with humans alone.  Recommenders make many things possible including seemingly simple but very effective personalized conversations between a human and an agent.  





Agentforce Agent Topic: Personalized Recommendations


The Personalized Recommendations topic can be added to any pre-existing agent, such as the default agent or a Service agent, by selecting to add the topic from the Asset Library.  Here are details for the Personalized Recommendations agent topic:  



		Classification Description: Handles requests for personalized recommendations or suggestions

		Scope: Trigger the Get Recommendations action and display personalized recommendations, based on user engagement




Agents and agent topics will be discussed in more detail in Chapter 11.





Attribution Intelligence


In addition to the recommendations provided by Personalization that are applicable across many Salesforce Clouds, there is a unique Personalization AI feature addressing a very specific ecommerce use case.  Attribution Intelligence, a Personalization feature, tracks effectiveness against three key metrics: Add to carts, Orders, and Revenue. 


It’s possible to deploy Attribution Intelligence in any Data Cloud data space running the Personalization app.  Begin the deployment process by selecting a data space, an identity resolution ruleset, and then launching the deployment process.  When completing the setup steps, the system automatically checks whether you’ve already deployed attribution data to the selected data space.   


Attribution Intelligence requires a specific set of engagement DMOs: Product Browse Equipment, Shopping Cart Engagement, and Product Order Engagement.  You’ll need to map behavioral event data fields to those DMOs before Attribution Intelligence setup can be completed. 


Once attribution objects are installed, you’re able to view attribution analysis in Tableau or other business intelligence tools.  Tableau is a powerful business intelligence tool owned by Salesforce.  Tableau currently extends into several Salesforce products through the Tableau Next offering.  One such example is Marketing Intelligence which leverages Tableau Next pre-built dashboards for analytics.







Marketing Intelligence 


In addition to enabling Tableau Next for Marketing Intelligence, it’s also necessary to enable and set up Data Cloud.  Data Cloud connects and unifies data for analysis in Marketing Intelligence and Tableau Next powers the visual analytics in Marketing Intelligence, providing access to pre-built dashboards and insights.


To deploy the Marketing Intelligence within Salesforce core, you’ll need to install pre-built dashboards and turn on Marketing Intelligence.  



		Install a Tableau Next Workspace

		Select a Data Space to Deploy

		Enable Marketing Intelligence




A Data Cloud Data Space needs to be specified because Tableau Next pre-built dashboards automatically deploy based on the data space.  


Warning

Marketing Intelligence is a Customer 360 app within the Salesforce core platform and is part of the Marketing Next suite of apps.  Marketing Intelligence extends the Marketing Cloud on Core offering and is different from Marketing Cloud Intelligence.  Marketing Cloud Intelligence, formerly known as Datorama, is a standalone application.  




Marketing Intelligence represents a new unified analytics platform for marketers in the agentic age.  Vast improvements were made in the past, allowing sales teams to gain better visibility over the sales pipeline but, until now, it’s been difficult for markets to get clarity over end-to-end attribution and return-on-marketing investment (ROMI).  Marketing Intelligence was built to help marketers achieve those goals.  Because Marketing Intelligence is built on the Salesforce core platform, it removes friction and makes cross-functional collaboration much easier.  Within Marketing Intelligence, there are three steps marketers take to connect data, enrich data, and then act on data (Figure 2-14).


[image: ]
Figure 2-14. Marketing Intelligence AI Solutions for Connecting, Enriching, and Acting on Data




Each of these steps is associated with a Salesforce AI feature: TotalConnect, a universal AI connector, Einstein Data Enrichment, and a Paid Media Optimization agent topic.  Let’s review each of these now.



Universal AI Connector (TotalConnect)


Marketing Intelligence relies on the functionality of the Data Cloud platform.  However, Data Cloud data and Marketing Intelligence data each have a different data viewpoint.  Data Cloud focuses on the individual customer whereas Marketing Intelligence centers instead around the campaign.  Thus, new types of third-party data need to be ingested into Data Cloud in order for marketers to have a 360-degree view of marketing campaigns. 


Fortunately, Marketing Intelligence comes with a streamlined approach, known as Data Pipelines, that makes ingesting third-party marketing campaign data easy.  Data Pipelines includes out-of-the-box connectors for major advertising platforms like Meta and Google Ads that not only ingests data into Data Cloud but also automatically maps the data to the Marketing Intelligence data model. 


For data sources without a native connector, Marketing Intelligence offers a template that can automatically map metrics and dimensions based on data type.  Marketers upload data files such as CSV files or Excel files and then TotalConnect, a universal AI connector, maps the source fields to corresponding Marketing Cloud Intelligence fields.





Einstein Data Enrichment


Whether you ingest data using a native connector or TotalConnect, the data sources may not include all the needed attributes.  That’s where Einstein Data Enrichment becomes important.  This Einstein feature, accessible from the Data Management tab (Figure 2-15) in the Marketing Intelligence app, uses Gen AI to fill in blanks and add new dimensions to your Data Cloud data streams.


[image: ]
Figure 2-15. Einstein Data Enrichment in Marketing Intelligence App on Core




To create a new enrichment, here are the steps you’d take within Marketing Intelligence.



		Under the Data Management tab, click Data Enrichment, New Enrichment, then Enrich with Einstein.

		Name your enrichment.

		Select a dimension to enrich.  As an example, you could select Campaign Name.  Click Next.

		Select your enrichment objective.  Your options are Data Normalization, Data Extension, or Data Grouping.  The data extension option extends values with additional attributes and the data grouping option groups related values into categories.  Make a selection and then click the Next button.

		Refine using the prompt.  In the Provide instructions to Einstein box, input the necessary information.  For example “Group by product type”.

		Click the Refine button to view.

		Verify the results are as expected.  Click New Enrichment.




After connecting and enriching your marketing data, marketers will have the necessary data to act on themselves or to leverage an agent to get help optimizing campaigns and managing budgets.





Agentforce Agent Topic: Paid Media Optimization


The Paid Media Optimization agent topic is currently in beta and more detail will be provided when that information becomes available.  What do we know now?  Paid Media Optimization agent topic is designed to help marketers optimize campaigns and manage budgets without manually tracking and switching between reports or dashboards.  The agent will be available to marketers who need to review underperforming ads, receive recommendations on which ads to pause, and pause ads directly from Marketing Intelligence in supported channels.  







Summary


In this chapter we focused on marketing-specific AI solutions for Marketing Cloud Next including Marketing Cloud on Core, Loyalty Management, Salesforce Personalization, and Marketing Intelligence.  We discussed the following AI in CRM marketing use cases:



		Marketing Cloud on Core
	
			Einstein Engagement Scoring

			Einstein Engagement Frequency

			Einstein Send Time Optimization

			Agentforce Agent Topic: Marketing Campaigns

			Agentforce Agent Topic: Campaign Designer

			Einstein Metrics Guard

			Einstein Opportunity Influence

	

	

		Loyalty Management
	
			Prompt Template: Summarize Loyalty Program

			Prompt Template: Summarize Loyalty Promotion

			Agentforce Agent Topic: Promotion with Loyalty Accrual Rule

			Agentforce Agent Topic: Promotion with Spend X Rule

	

	

		Salesforce Personalization
	
			Einstein Personalized Recommender

			Agentforce Agent Topic: Personalized Recommendations

			Attribution Intelligence

	

	

		Marketing Intelligence
	
			TotalConnect universal AI connector

			Einstein Data Enrichment

			Agentforce Agent Topic: Paid Media Optimization

	

	




In the next chapter we’ll go beyond traditional Salesforce CRM use cases and dive into the topic of responsible AI.  Within that chapter, we’ll discuss governance, ethics, and trust.







About the Author


Joyce Kay Avila has more than 25 years experience as a business and technology leader. She has bachelor’s and master’s degrees in the fields of computer science and accounting business administration, and completed her PhD coursework in accounting information systems. Joyce holds 20 Salesforce certifications and accreditations, including the Salesforce AI Associate and Salesforce AI Specialist certifications. She is also a Salesforce All Star Ranger, a Salesforce Einstein Champion alumni, and a Snowflake Data Superhero. For the Salesforce and Snowflake communities, Joyce produces a running series of how-to-videos on her YouTube channel. She is also the author of two O’Reilly books: Snowflake: The Definitive Guide and Hands-on Salesforce Data Cloud.




OEBPS/assets/ch04_image05.PNG
5 Einstein Bot is updated from Conversation Mining report

3 Conversation Mining extracts insights

1 - Create new case via manual or automated manner






OEBPS/assets/ch04_image06.PNG
My Bots

8ot Templates  Bot Blocks

Smart Features

You can 2dd bite-sized functions to an existing bot using blocks. Use 2 block to save development time, and customize the block for your business.

=

Description v

Bot Type

L) felie] o | o [eeE

a
a

‘Add Case Comment Block

‘Add Case Comment Block

Agent Transfer Block

Agent Transfer Block

Check Case Status Block

Check Case Status Block

Check Order Status Block

Check Order Status Block

Close Case Block

Close Case Block

Create Case Block

Create Case Block

CSAT Survey Block

CSAT Survey Block

Collects a case comment and adds it to an existing case.

Collects a case comment and adds it to an existing case.

Transfers a conversation to an agent o lets the user know no agen...

Transfers a conversation to an agent o lets the user know no agen...

Collects a case number and email address from the user and retur..

Collects a case number and email address from the user and retur..

Collects an order number from the user and returns the order amo...

Collects an order number from the user and returns the order amo.

Closes a matched case,

Closes a matched case,

Checks a variable for existing cases and creates a case for a new iss.

Checks a variable for existing cases and creates a case for a new iss.

Collects a user's rating of their satisfaction with the conversational .

Collects a user's rating of their satisfaction with the conversational .

Standard

Enhanced

Enhanced

Standard

Enhanced

Standard

Enhanced

Standard

Standard

Enhanced

Standard

Enhanced

Enhanced

Standard





OEBPS/assets/ch04_image07.PNG
Configure Article Answers

Article Answers uses knowledge articles to deliver responses. Select mappings for each field type. Only published articles with
values in all these fields are included.

Select which field trains the bot to find answers
The bot compares text in this field to the customer request.

*Question Field

[ setect. -]

Select which field the bot uses to deliver answers
‘The bot sends the content of this ield as a response.

= Answer Field

[ setect. -]

Select which field represents the article title
‘The bot displays this field when there are multiple results.
“Title Field

Select... v

It can take a few hours to finish the build. Check the Bots Setup Page for progress updates. When its ready, configure Article
Answers for each bot on the Bot Overview page.






OEBPS/assets/ch04_image08.PNG
Select a type of bot

You can create either  standard or enhanced bot. Standard and enhanced bots have some differences in routing
and functionality.

> >
o e o e
L J L J
Standard Bot Enhanced Bot
Standard bots use connections for Enhanced bots use flows for more.
routing. feible routing.






OEBPS/assets/ch04_image09.PNG
Personalize

How will your bot greet your customers?

‘We recommend introducing the bot as a bot.

How will your bot greet your customers?

*Welcome message

Hi, I'm Bamey, 2 digital assistant.
hat s 2947 00

Hi, I'm Bamey, a igital

0 = What are the top actions your customers want to take?
S Each action is made into a Dialog where you can further customize the task. These
i dialogs are added to the Main Menu automatically.

Connect with the biling

P Menu ltem 1
‘Connect with the billing department
Check the status of my
senvice order
Menu ltem 2
Report an outage.

Check the status of my service order

“

Menu ltem 3

Report an outage






OEBPS/UbuntuMono-BoldItalic.otf


OEBPS/UbuntuMono-Italic.otf


OEBPS/UbuntuMono-Regular.otf


OEBPS/assets/ch05_image15.png
© Data Envchment

(@ seg ® Evenmen suce

4 Envich with Ensten (Beta) | «—






OEBPS/css_assets/titlepage_footer_ebook.png
OREILLY®





OEBPS/assets/ch05_image14.PNG
Enrich Data Act on Data

o« @

Universal Al connector Einstein Data Paid Media Optimization
(TotalConnect) Enrichment Agentforce Agent Topic






OEBPS/assets/ch04_image11.PNG
Flow Definitions

All Flows ~ [¥]

57 items - Sorted by Flow Label  Filtered by Allflow definitions - Updated 3 minutes a

Flow Label T | Process Type v
Intro Bot - Add Case Comment Autolaunched Flow
Intro 8ot - Create Case Autolaunched Flow
Intro 8ot - Create Lead Autolaunched Flow
Intro 8ot - Lookup Case Autolaunched Flow

Intro Bot - Lookup Order Autolaunched Flow





OEBPS/assets/ch04_image10.PNG
. PR

Step Properties
Enable Dialog Intent

Connect ..
10 ttems
Dialog Details
Connect with billing department &3]
Check the status of my service order  [v)
Report an outage ]
f Welcome 3] °
= Main Menu B] Add Component
— @
End Chat 3] Messages ° |
Confused © File
2o Noagent ® [ wessage
@ erorHandier = Questions °
Dynamic
static
Messaging Components O
3 Nextstep

Wait for customer input





OEBPS/assets/ch04_image13.PNG
Support customers in the field

Resolve your customers' issues in the field in less time. With
Field Service, you get the tools that you need to manage
work orders, scheduling, and your mobile workforce.

Get Started with Field Service

Set Up the Basics

Welcome to
Field Service

>

o get ready to schedule service appointments, tum on Field Service and set up your service territories and workforce,

Discover Feature Sets

b Welcome to Field Senvice:

Complete “Set Up the Basics” to unlock Field Service feature sets.

w’
Boost Mobile Worker Efficiency

Feature Set

Empower mobile workers to focus on
the job and reduce overhead with the
Field Service mobile 2pp.

Optimize Asset Performance

7 Features

Trac

ck and enhance asset efficiency with
proactive maintenance, predictive
analytics, and real-time performance.

o’

Improve Productivity with Al

re Set |

Use generative Al and Agentforce to
dispatcher and mobile worker
productiviy.






OEBPS/assets/ch04_image12.PNG
Create Al Agents From Bots

Quickly build an Agentforce Service Agent from an Einstein bot. ©

1 setwp 2 Createan agent 3 customize and activate the agent in

Einstein generative from a bot version. Agent Builder.
A,






OEBPS/toc01.html
		Brief Table of Contents (Not Yet Final)

		1. Service AI Solutions


























		Getting Started




		Background Knowledge



		What You Should Know








		Case Management AI Features




		Einstein Case Classification, Routing, and Wrap-up



		Einstein Reply Recommendations








		Knowledge Management AI Features






		Einstein Knowledge Creation



		Einstein Article Recommendations








		Einstein for Replies and Conversations




		Einstein Service Replies



		Einstein Conversation Insights



		Einstein Conversation Mining








		Agentforce for Service: Out-of-the-Box Agents




		Service Assistant



		HR Service Agent








		Agentforce Builder Tools for Service Use Cases



		Non-Agentforce Builder Tools for Service Use Cases




		Einstein Prediction and Recommendation Builders for Service Use Cases



		Einstein Discovery



		Einstein Bots for Service Use Cases








		Field Service Management AI Features












		Field Service AI Features for Scheduling and Dispatching



		AI Features for Pre-Work Briefs and Post-Work Summaries








		Service Contract Management AI Features








		Contracts AI Capabilities



		Extract Contract Details and Create Digital Records



		Smart Clause Generation








		Summary










		2. Marketing AI Solutions












		Getting Started




		Background Knowledge



		What You Should Know








		Marketing Cloud on Core








		Smart Segmentation With Einstein Decision Element Models



		Smart Orchestration with Einstein Send Time Optimization



		Smart Content Creation



		Smart Measurement



		Marketing AI Solutions On Core Using Builder Tools








		Loyalty Management 










		Loyalty Management Prompt Templates



		Loyalty Management Agent Topics








		Salesforce Personalization 


























		Einstein Personalized Recommender



		Agentforce Agent Topic: Personalized Recommendations



		Attribution Intelligence








		Marketing Intelligence 


















		Universal AI Connector (TotalConnect)



		Einstein Data Enrichment



		Agentforce Agent Topic: Paid Media Optimization








		Summary






		About the Author







OEBPS/assets/ch04_image15.PNG
:‘ﬁ“"‘“"‘ Clause Sets Q search Clause Set.. H Create Clause Set H Clause Review Requests ‘ +: Draft with Contracts Al

S Et Dt Gty e i g€ [ s ce B






OEBPS/assets/ch04_image14.png





OEBPS/assets/ch05_image01.png
Mostly Used for Shorter Sales Cycles

Profssonsl
Corponte.
Enterprise

‘Supports Longer Sales Cycles





OEBPS/assets/ch04_image16.png
Draft Document Clauses with
Contracts Al

U conent spciic cause serch tms for

acaurateesuts.For example. sk Contacts

Ao dst an sitation ause for  erice
agrsement i the hesthcre industy:

recommended acions | 555t More

Descrb yourcse

A, g e >





OEBPS/assets/ch04_image01.PNG
Service Cloud

e Service Add-ons

« Service Cloud Voice

« Visual Remote Assistant

« Self-Service Portal

« Digital Engagement (Channels)
* HR Service

« Field Service Management

« Service Contract Management

Starter Suite
Pro Suite
Enterprise
Unlimited






OEBPS/assets/ch05_image03.PNG





OEBPS/DejaVuSans-Bold.otf


OEBPS/assets/ch04_image02.png





OEBPS/assets/ch05_image02.PNG
Marketing-Specific ) .
Platform Apps Marketing Loyalty Salesforce Marketing

Cloud Management Personalization Intelligence

Automation itz
&AlTools Journey

Builder

Connected

Flow Builder Al Builders*

Business &

Customer Data Data Cloud built on Hyperforce

Salesforce Metadata Platform

*Al Builder Platform Automation Tools include Agent Builder, Prompt Builder, Model Builder, Bot Builder and more





OEBPS/DejaVuSerif.otf


OEBPS/assets/ch04_image03.png
04

Implement Al
Features and Bots.

03

Set Up Salesforce






OEBPS/UbuntuMono-Bold.otf


OEBPS/assets/ch04_image04.PNG
Service Console Cases

[5] Anlopen Cases ~

e e o) <

[ searnhistit.

[] CaseNumber 7 °
00001002 StellsPavc

[ Seeking guidance on elctrical wiring instaltionfor GCS0)

0 oot Edna Frank.
Maintenance guidelines for generator unclear  New
[ oovotoze Lauren Boyle
Design issue with mechanical rotor New
[y oovotozs Edward Stamos
Cannot track our order New
0 oovore Howard Jones
Biling status New
[ ooz Leanne Tomlin
Biling status New
[ oovotozs Edward Stamos
Shipment on hold update request New
[ oooot00
New
[ oooot03t
New
[ oooot0s2
N

© History

[ seorn.

00001002 | Case v x

00001026 | Case

) case Details

Case Number

00001026

Case Owner

Boee ¢

Avila

v x

o =k
Cannot track our order

Status Priority

l@me202 0

j [ Milestones

No millestones to show.

New 4 Medium ¢

Subject
Cannot track our order g

Description

Customer ran a trace with Fedex ¢

Post | Poll

Share an update..

but can't track most recent
order. Fedex tracking #
39908008430933434.

Most Recent Activity v

All Updates  Call Logs

Text Posts

Status Changes

B contact Details

Neme
Mr. Edward Stamos s
Tite Account Name
President ¢ Acme 4
and CEO

Email Phone
edward2@a ¢ (212)169-
cme.com 1475

[ casesforParent ... @) [~]

conoi0zs ®
Subject:

Cannot track our order

0 Joyce Avila
v () Case status updated

Status:New to Working

& Comment

0 Joyce Avila
> () Case status updated

N 0 Joyce Avila
O case created

April 26,2025 at 7:13 PM (]

April 26,2025 at 7:13 PM (]

April 26,2025 at 7:13 PM (]

Attachments (0)

&, Upload Files

Or drop files

Activity History (0)
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