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      Chapter 1. What is Apache Hudi?

      A Note for Early Release Readers

        With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.

        
        This will be the 1st chapter of the final book.

        
        If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at gobrien@oreilly.com.

        

      No one opens a book on platform engineering because they’re having an easy week at work.

      That’s because platform engineering is not for the faint of heart; it’s often a matter of custom development and experimentation, requiring constant research into the rapidly evolving open source landscape, and painstaking architectural tuning over periods of months or even years. We don’t embark on such journeys casually. 

      Interestingly, most people are blissfully unaware of the platform at their organization. They only start discussing it when something has gone very wrong. 

      Our assumption is that you are reading this book because something has gone wrong at your organization (or, if you’re lucky, you’re looking to improve the status quo). Perhaps customers have begun complaining about seeing stale or inconsistent data. Or the legacy database that served you for a decade is buckling under the analytical load of new machine learning features. Maybe your data warehouse has simply become too expensive to scale as data-driven workloads keep spiking.

      If any of these scenarios sound familiar, this book may be just what you need. In fact, if the above description resonates, it is probably because your organization needs a data lakehouse.

      The lakehouse architecture is the current state-of-the-art for orchestrating the efficient storage, processing, and analysis of large volumes of data. Apache Hudi stands as an open-source technology that empowers platform engineering teams to implement and maintain this architectural paradigm with ease.

      In this opening chapter, we’ll prepare you for your lakehouse odyssey by reviewing the evolution of data management architectures, including Hudi’s own evolution at Uber. We’ll outline Hudi’s key features, dive into the architectural stack, and explore its real-world applications, giving you a solid mooring for the concepts covered in the rest of this book. 

      
        The Evolution of Data Management Architectures

        From humble beginnings with spreadsheets and rudimentary file formats to massively distributed systems, the journey to the lakehouse is a tale of technological evolution in an age of explosive growth in data volume, variety, and velocity. 

        Traditional relational databases offered the first solution, providing strong consistency and structured storage optimized for transactions. However, their row-oriented architecture ultimately proved inadequate for large-scale analytical queries, failing to deliver the necessary performance at scale. To address this, data warehouses were introduced, providing structured query and reporting features ideal for business intelligence and analytics, but offering limited support for unstructured and semi-structured data, and becoming costly at scale.

        The data lake architecture emerged to handle those problems, allowing organizations to leverage cost-effective distributed file systems like the Hadoop Distributed File System (HDFS) to store large volumes of raw, heterogeneous data without immediate structuring or processing. This flexibility lays the groundwork for advanced analytics (e.g. real-time models) and machine learning applications (e.g. generative AI) that thrive on large, diverse datasets. Data lakes allow you to capture all the data for your organization, not just what you already know you need today.

        But even if you incorporate a data lake into your platform, you may still have problems. For instance:

        
          	Lack of schema and structure 

          	
            Unlike your data warehouse, where users can easily inspect table schema to get hints at how to construct their analytical queries, the unstructured nature of data lakes often results in “data swamps” that downstream users perceive as inconvenient or inscrutable.

          

          	Insufficient transactional support 

          	
            Without transactional capabilities and ACID guarantees (Atomicity, Consistency, Isolation, Durability), data is harder to trust. It’s difficult to manage concurrent operations (for instance, a bursty ETL job could clobber a complex analytical process). You may fail to restore the correct state of the data in the case of system failures.

          

          	Data governance 

          	
            Data lakes are not designed to provide data governance and provenance measures out-of-the-box, which means it’s your problem to implement granular access controls to prevent data breaches and so that you do not jeopardize regulatory compliance.

          

          	Data latency issues 

          	
            Synchronizing data between a lake and its upstream sources is a pain, especially if the synchronization needs to support real-time analysis. Data lakes conceive data as fundamentally immutable (i.e. not subject to transactions or upserts), and as such are designed to be updated in batches, not in real time. That latency often leads to stale analytics.

          

        

        
          The Rise of Data Lakehouses

          The lakehouse architecture emerged to address the limitations of data lakes and traditional data warehouses by combining the core features of each into a unified platform.1 By utilizing the scalability and flexibility of data lakes, while integrating the performance, reliability, and governance capabilities of data warehouses, the lakehouse offers a more comprehensive approach to data management (Figure 1-1).

          
            
            Figure 1-1. Lakehouses combining the best of data warehouses and data lakes

          

          The lakehouse architecture (shown in Figure 1-2) is built upon a distributed file system (e.g. HDFS) or a cloud storage system (e.g. Amazon S3). This foundation serves as the primary storage layer, accommodating large volumes of data in its raw form, whether structured, semi-structured, or unstructured.

          Atop this storage layer, the lakehouse implements a transaction layer, which is crucial for enhancing data management capabilities. This layer typically defines the table format, facilitates running table services, supports transactions, and so on. This transaction layer is key to transforming a traditional data lake into a lakehouse. It enables advanced features such as ACID transactions, Time-travel queries, and Data versioning.

          
            
            Figure 1-2. Lakehouse architecture

          

          These capabilities are fundamental for ensuring data reliability and consistency within the system, while also enabling query engines to access and process data correctly and efficiently.

          While this architecture offered early adopters significant gains, it also introduced more complexity. The story of Apache Hudi’s incubation at Uber, told in the next section, is a story about managing this complexity in real time, and harnessing the power of a highly tailored distributed data system, built from the ground up.

        

        
          Uber’s Lakehouse Problem

          In early 2016, amidst a period of hyper-growth, Uber embarked on a transition from a warehouse architecture to a lakehouse. This shift, necessitated by the growing scale and complexity of Uber’s operations, presented challenges that demanded innovation, particularly in ensuring transactional guarantees atop immutable storage. At that time, the lakehouse concept was brand new and no production-ready tools existed. So Uber’s engineers designed and built their own solution. They started by establishing a data lake. 

          Central to Uber’s operations is the “trips” data, which, while captured live in online databases, required extensive offline analytical processing for any meaningful analysis—analysis that underpins much of Uber’s decision-making. The limitations of the initial data lake of “trips” became evident quickly in the face of its sheer magnitude — about 120 TB a day!

          As shown in Figure 1-3, it was starting to get quite complex to manage and process data at that scale. Changelogs from upstream databases were ingested into raw tables formatted in Parquet. Every 8 hours, the lake re-ingested the entire 120 TB, though the actual changes constituted less than 500 GB. This inefficiency extended downstream, where pipelines built on the raw layer also recomputed the entire dataset every 8 hours, resulting in end-to-end data freshness of around 24 hours. This lag was particularly problematic given that the average ride is over in just 20 minutes.

          
            
            Figure 1-3. Uber’s old data lake architecture and its challenges

          

          Not only was the platform throttling analysis and decision-making, there was no effective control over failure recovery scenarios. A single ingestion job failure could cascade into widespread pipeline disruptions, necessitating extensive clean-up and retries.

          The engineering team came together to discuss how to approach the problem. 

          They wondered:

          
            	
              Can we consume only the changes instead of performing a full recompute? If so, it would drastically reduce the amount of data and compute resources required for each ingestion. And can downstream tables do the same?

            

            	
              Can we also devise a method to absorb these changes more quickly into the tables? The complexity doesn’t end with the initial raw table; downstream derived tables face similar challenges.

            

            	
              Throughout this process, can readers consistently query snapshots of the table without being exposed to partial or corrupted data?

            

          

          These considerations became the guiding principles and laid the foundation for Hudi’s core primitives and capabilities:

          
            	Incremental processing

            	
              Identify and update only records that have changed since the last refresh. The happy path should no longer require full recomputes.

            

            	Efficient upserts

            	
              Absorb upstream changes to records and process them faster in place.

            

            	Snapshot isolation

            	
              Always read the latest committed state. Never expose inflight or corrupt data.

            

          

          
            
            Figure 1-4. Uber’s new Hudi based data architecture

          

          With these capabilities in place, along with background table services to maintain and optimize the tables, Hudi evolved into a serverless transaction layer with database-like abstractions for DFS-compatible storage. This new architecture led to significant operational gains, with upserts capturing only 500 GB of data in less than 10 minutes and reducing end-to-end latency from 24 hours to just 1 hour. These improvements fueled a growing number of internal use cases at Uber, driving rapid evolution of the Hudi project. By the end of 2016, Hudi was in production at Uber, with the initial version already encompassing essential features such as upserts, indexing, and change streams.

          Recognizing Hudi’s broader potential beyond Uber, the company decided to open-source the project in 2017. This move allowed Hudi to gain wider adoption, garner support from various query engines, and expand its cloud compatibility. In 2019, Uber donated Hudi to the Apache Software Foundation (ASF), making it freely available under the Apache License 2.0. This decision aimed to foster innovation, collaboration, and establish Hudi as a standard framework for managing data in large-scale distributed environments. The project graduated to a top-level Apache project in 2020.

          Since its inclusion in the ASF, Apache Hudi has experienced rapid adoption and development. The open-source community has embraced the project, with contributions from engineers and data scientists across a variety of industries. The first official release of Apache Hudi under the ASF occurred in January 2019, and since then, the project has maintained a consistent release cadence, introducing new features, enhancements, and bug fixes. Hudi’s landmark 1.0 release advances our vision of a comprehensive Data Lakehouse Management System (DLMS). Building on our foundation of open-source data lake software, we’ve enhanced the architecture to deliver more sophisticated database-like capabilities while maintaining the flexibility and scale of a lakehouse. This architectural evolution brings us closer to providing users with a fully-managed lakehouse environment that can handle diverse workloads with the robustness of traditional databases. See the release notes here.

          Apache Hudi continues to thrive as an active open-source project, with a rapidly growing community of contributors and strong momentum on GitHub. The project has garnered widespread adoption across the industry, with technology giants like Uber, Alibaba, Amazon, and ByteDance using Hudi to manage their large-scale data lakehouses.

        

        
          What is Apache Hudi?

          Apache Hudi is a data lakehouse platform that addresses a wide range of data management challenges across various industries. Uber’s lessons about analyzing high throughput heterogenous data in near-real time are encoded into Hudi’s multi-layered architecture, which includes a data lake as well as database and data warehouse functionalities. 

          This design allows it to go beyond being just a table format, offering a robust solution for workloads involving frequent changes, such as updates or deletions. Its indexing and file layout strategies streamline data operations, making it particularly beneficial for change-data-capture (CDC) scenarios and enabling data freshness within minutes. This capability effectively unifies both batch and streaming use cases on the same data, providing an efficient alternative to real-time datamarts for a wide range of data applications.

          Hudi is designed to be highly compatible with other open source and commercial data libraries, tools, and systems. As shown in Figure 1-5, Hudi can incorporate data files across various data storage systems, including HDFS and cloud stores like AWS S3, Google Cloud Storage, and Azure Blob Storage. Hudi supports various file formats like Parquet, ORC, and Avro, ensuring compatibility with event-streaming tools like Kafka, as well as popular OLAP engines and data warehouses. 

          
            
            Figure 1-5. Apache Hudi in the big data ecosystem

          

          
            Key Features

            Hudi enables platform engineers to conveniently implement critical features and application semantics into their lakehouse architectures, such as ACID transactions, efficient indexing, and advanced table maintenance services. Its key features include:

            
              	ACID Transactions

              	
                Hudi ensures data consistency and integrity through ACID (Atomicity, Consistency, Isolation, Durability) transactions, preventing issues like partial updates or data corruption, which are common in traditional data lakes. For the applications developers, this means they can rely on the integrity of lakehouse data, which often simplifies both the development and debugging processes. 

              

              	Data Lake Mutability

              	
                Hudi supports fast upserts and deletes with an extensible indexing mechanism, with a wide range of ready-to-use indexes, accommodating various workloads including streaming use cases, bursty traffic, out-of-order events, and deduplication scenarios. This support allows you to use your lakehouse more like you would expect to use an OLTP system.

              

              	Rich Indexing

              	
                Hudi maintains rich, extendable indexes about the data it manages, enabling faster writes and optimized queries, especially for large and wide tables. Data can be partitioned hierarchically, for instance first by datetime range, and then by columnar feature sets.

              

              	Incremental Processing

              	
                By capturing and processing only data changes, Hudi significantly reduces processing time and resource consumption compared to traditional batch processing methods.

              

              	Time-Travel Queries

              	
                Hudi allows users to query historical data and roll back to specific versions, crucial for auditing, debugging, and compliance purposes.

              

              	Efficient Storage Management

              	
                Hudi optimizes storage through techniques like data clustering, cleaning, file sizing, and compaction, reducing costs and improving query performance.

              

              	Rich Platform for Lakehouse Construction 

              	
                Hudi provides built-in tools for auto-ingestion from services like Debezium and Kafka, and auto-sync to catalogs for easy data discoverability.

              

              	Multi-Cloud Support and Wide Integration

              	
                Pre-installed in major cloud providers, Hudi integrates smoothly with popular big data engines like Spark, Flink, Hive, Presto, Trino, etc. Native Python and Rust libraries are also available for a wider ecosystem integration.

              

            

          

        

      

      
        The Hudi Stack

        Hudi achieves the data lakehouse architecture by adding core warehouse and database functionality directly to a data lake, transforming it from a simple collection of files into a system of well-managed tables. The Hudi Stack consists of five component groups that work in tandem, as illustrated in the blue boxes in Figure 1-6:

        
          	
            High Performance Table Format

          

          	
            Storage Engine

          

          	
            Programming API

          

          	
            User Access

          

          	
            Shared Platform Components

          

        

        We will briefly go through these groups in the remainder of this section.

        
          
          Figure 1-6. Apache Hudi Stack

        

        
          High-performance Table Format

          The Hudi table format refers to the way data is stored and organized in Hudi tables (i.e. the file storage mechanism and layout). Hudi’s table format is responsible for tracking table schema, partitions, files, and table-level statistics; it has three main components:

          
            	File Groups and File Slices

            	
              Hudi organizes data files into logical units called file groups, each identified by a unique file ID. File groups are further divided into file slices, which can be thought of as versions. Each file slice may contain a base file and a list of log files, representing the state of all records in that file group at a specific point in time.

            

            	Timeline

            	
              The timeline serves as an event log, providing an ordered list of actions performed on the table over time. Stored under the .hoodie folder in the table base path, the timeline allows for efficient tracking and management of table changes.

            

            	Metadata Table

            	
              Located at .hoodie/metadata, this internal table enhances write and read performance by centralizing metadata operations. It uses a merge-on-read configuration to ensure low write amplification and supports various metadata types, including file listings, column stats, bloom filters, record index, and functional indexes.

            

          

          Chapter 2 will explore these concepts in greater detail.

        

        
          Storage Engine

          The storage engine component group brings the “database experience” (i.e. ACID transactions, efficient upserts and deletes, query optimizations) to your data lake.

          
            Indexes

            Hudi implements an extensible indexing layer to facilitate faster upserts and deletes. Various index types are available out-of-the-box:

            
              	
                Simple Index

              

              	
                Bloom Index

              

              	
                HBase Index

              

              	
                Hash Index

              

              	
                Record-level Index

              

              	
                Expression Index

              

              	
                Secondary Index

              

            

            These index types cater to diverse data patterns and traffic scenarios. Selecting the appropriate index type is crucial for optimizing both write and read operations. Chapter 5 will offer a more detailed analysis on indexing and how to achieve efficiency by selecting the right index types for different workloads.

          

          
            Lake Cache (Currently in Development)

            The lake cache component provides a multi-tenant caching tier that optimizes the tradeoff between write speed and query performance in data lakes. It stores pre-merged File Slices and leverages Hudi’s timeline for cache policy management. Unlike traditional query engine caches, this integrated caching layer is shared across engines and supports transactional operations like updates and deletions, effectively serving as a unified buffer pool for data lakes.

          

          
            Concurrency Control

            Hudi ensures atomic writes and provides snapshot isolation across writer processes, table services, and readers. It employs three main concurrency control mechanisms:

            
              	Optimistic Concurrency Control (OCC)

              	
                Used between writers with a locking mechanism to resolve conflicts during commits.

              

              	Multi-Version Concurrency Control (MVCC)

              	
                Implemented in a lock-free, non-blocking manner between writers and table services, and between different table services.

              

              	Non-Blocking Concurrency Control (NBCC)

              	
                Enables multiple writers to operate on the table simultaneously with non-blocking conflict resolution.

              

            

            Chapter 7 will unpack Hudi’s concurrency model in more detail.

          

          
            Table Services

            Hudi includes built-in table services that perform maintenance and administrative tasks to ensure smooth and efficient operation. These services can run in inline, asynchronous, or offline modes. Key table services include:

            
              	Cleaning

              	
                Removes file slices older than the desired retention period for incremental queries.

              

              	Compaction

              	
                Merges Base Files with changelogs to create updated Base Files, allowing concurrent writes to the same file group.

              

              	Clustering

              	
                Groups and colocates similar data in lake storage, improving query performance through data locality and larger file sizes.

              

              	Indexing

              	
                Builds and maintains different types of indexes to speed up queries and updates by reducing the amount of data scanned from storage.

              

            

            Chapter 6 will provide an in-depth look into maintaining and optimizing Hudi tables using these table services.

            Working together, indexes, lake cache, concurrency control, and table services serve as a robust, efficient, and flexible storage engine in the Hudi stack, enabling advanced data management capabilities in a lakehouse environment. 

          

        

        
          Programming API

          The Programming API component group provides developers with direct access to Hudi’s core functionalities through well-defined interfaces. This lower-level integration point offers the flexibility to handle complex data scenarios, implement custom logic, and fine-tune both write and read operations. This will enable advanced users to extend Hudi’s capabilities beyond the standard offerings, supporting diverse use cases from batch processing to real-time analytics.

          
            Writers

            Hudi tables offer advanced capabilities beyond simple Parquet/Avro sinks, supporting both incremental (insert, upsert, delete) and batch operations (insert_overwrite, insert_overwrite_table, delete_partition, bulk_insert) via Spark/Flink applications. Key features include:

            
              	Operation-Based Optimizations

              	
                For those managing large-scale datasets, especially quickly evolving and frequently updated data, features like incremental operations, deduplication, automatic record merging, index lookups unlock more advanced optimizations. These capabilities will help you make your data processing more efficient, more consistent, and more scalable. 

              

              	MVCC-based Batch Writes

              	
                If data integrity and write conflicts are currently a problem at your organization, Hudi’s Multi-Version Concurrency Control (MVCC) is the solution, allowing concurrent batch writes without conflicts. You won’t have to worry about partial or inconsistent updates. This will allow you to feel confident that your operations are safe and atomic, and that the results of any analytics are reliable and consistent, even in high-throughput environments. 

              

              	Key-Centric Approach for Data Quality

              	
                Hudi’s key-centric approach will help you ensure that all of your records are uniquely identified and efficiently updated, even across large and partitioned datasets. This means you can avoid data duplication and maintain consistency across partitions, making your incremental data ingestion and updates smoother and more reliable. It simplifies the management of evolving data while keeping it accurate and up-to-date.

              

              	Extensible Key Generators

              	
                Hudi gives you the flexibility to manage unique record identifiers with built-in and customizable key generators, using the _hoodie_record_key meta column. This means you can control exactly how records are identified and merged, ensuring better data consistency and preventing conflicts during updates. 

              

              	RecordMerger Interface

              	
                The RecordMerger interface allows you to define custom merge conditions, so you can fine-tune partial updates and resolve conflicts based on your specific logic. This helps you optimize performance and ensures data accuracy, even when working with large datasets that change frequently or have complex update requirements.

              

              	Metadata Tracking for Commit Times and Sequence Numbers

              	
                Hudi tracks metadata like commit times and sequence numbers, giving you detailed insights into how your data changes over time. This makes it easier for you to capture changes efficiently, track events based on time, and build reliable change streams. It simplifies analyzing your data as it evolves, helping you stay on top of real-time updates and transformations.

              

            

            Chapter 3 will walk through the write capabilities in depth.

          

          
            Readers

            Hudi provides snapshot isolation between writers and readers, meaning that it ensures consistent, reliable views even as the underlying data is changing. It tracks record-level event and arrival times and supports time travel and change data capture.

            Hudi’s design also enables robust incremental querying, which can help data scientists, analysts and business users focus on relevant, up-to-date data without unnecessary overhead, especially in real-time analytics, streaming pipelines, and data lakes where data is constantly evolving. 

            The primary reader-oriented features of the programming API include:

            
              	Broad Query Engine Compatibility

              	
                Hudi integrates with major query engines like Spark, Hive, Presto, Trino, and Flink, making it versatile for a wide range of data processing and analytics workflows.

              

              	Optimized Read Performance with Vectorized Operations

              	
                Hudi leverages native vectorized reading for faster, more efficient read-only operations on columnar data, improving performance for large-scale analytics.

              

              	Efficient Merging of Updates and Deletes

              	
                Hudi optimizes the merging process for updates and deletes by utilizing positional information and partial payload updates, reducing the computational cost and improving performance during data modifications.

              

            

            Chapter 4 will explore the read capabilities in detail.

          

        

        
          User Access

          The User Access component group in the Hudi stack serves as the bridge between Hudi’s sophisticated data management capabilities and its end users’ varied needs, enabling them to harness Hudi’s data lakehouse features while working with their preferred tools and languages.

          
            SQL Engines

            Hudi’s versatility extends to its support for a wide range of SQL engines, enabling flexible data processing for both batch and streaming workloads. 

            Most teams use Apache Spark for batch processing with Hudi, leveraging its distributed ETL capabilities, and Hudi also integrates seamlessly with Apache Flink and Spark’s Structured Streaming for real-time, incremental data processing. In fact, one of Hudi’s key features is its ability to handle incremental queries, allowing users to efficiently process only the changes (inserts or updates) since the last run.

            Hudi’s query interface abstracts the complexities of underlying data storage formats (e.g., Parquet) and provides a unified access layer. This allows users to query Hudi datasets seamlessly without needing to understand the low-level data layout.

            As such, Hudi is designed to meet your queries where they already are; all the modern query engines such as Trino and Presto are supported, enabling fast, interactive SQL-like querying of Hudi datasets. No need to learn a whole new query language.

            Finally, Hudi’s support for high-performance analytical databases like ClickHouse and StarRocks enables fast querying of large-scale data. With built-in support for ACID transactions, schema evolution, and optimized query performance through indexing and partitioning, Hudi provides both consistency and scalability, making it an ideal choice for analytical workloads in dynamic environments.

          

        

        
          Code Frameworks

          Hudi’s integration with Code Frameworks complements the SQL capabilities, recognizing that while SQL remains the dominant tool for data engineering, developers and data scientists often need to analyze data using sophisticated algorithms with full expressiveness of programming languages like Java, Scala, Python, and R. Apache Hudi addresses this need by supporting several widely-used data processing frameworks that give users the flexibility to work in their preferred languages. Beyond its core support for distributed frameworks like Apache Spark and Apache Flink, Hudi extends its reach to Python-based distributed systems including Daft and Ray, while also offering native Rust bindings for seamless integration with C/C++-based engines.

        

        
          Shared Platform Components

          Shared platform components provide essential data pipeline and catalog services that enhance Hudi’s platform features. These include specialized streaming services like Hudi Streamer for handling Kafka integration and data synchronization, tools for table management and migration, and broad support for metadata catalogs such as Hive Metastore and AWS Glue. For system administration, Hudi offers a comprehensive CLI, metrics integration for monitoring, and a timeline metaserver that efficiently manages table metadata through remote API calls, reducing dependency on cloud storage operations. These components work together to enable seamless data operations while providing the tools needed for production-grade management and monitoring. 

        

        
          Hudi in the Real World

          As more and more businesses find themselves drowning in data and driven to develop more robust, scalable, and versatile solutions, many are turning to Apache Hudi to solve their data management challenges. Below are a few use cases across industry verticals.

          
            	Large-Scale Data Analytics and Data Lake Modernization

            	
              Telecom providers use Hudi to manage billions of call detail records daily, optimizing storage through data clustering and cleaning while improving query performance. Ad-tech companies process large volumes of user interaction data for targeted advertising, using Hudi’s deduplication features to reduce storage costs and enhance analytics.

            

            	Incremental Processing and Change Data Capture (CDC)

            	
              In supply chain management, global retailers use Hudi to maintain real-time inventory views across stores during high-volume sales events. Hudi’s incremental processing capabilities significantly reduce processing time and resource consumption, enabling efficient propagation of changes from source systems to the lakehouse platform.

            

            	Compliance, Auditing, and Data Governance

            	
              Banks use Hudi to maintain auditable transaction trails, allowing state views at any point in time for investigations and regulatory compliance. For GDPR compliance, organizations leverage Hudi’s indexing capabilities to efficiently locate and delete specific user data across large datasets. Hudi’s ACID transactions and time travel features further support comprehensive data governance practices.

            

            	Near Real-Time Analytics and Stream Processing

            	
              E-commerce platforms use Hudi to process clickstream data, updating product recommendations instantly. Energy companies analyze smart meter data with Hudi, enabling low-latency monitoring of energy consumption and quick anomaly detection. Hudi’s lakehouse mutability feature handles bursty traffic and out-of-order events efficiently in these dynamic environments.

            

            	Data-Driven Personalization and Fraud Detection

            	
              Content platforms use Hudi to aggregate and analyze user behavior dynamically, facilitating near real-time personalization. Financial services companies use Hudi for fraud detection, quickly identifying suspicious activities through near real-time processing of large transaction volumes.

            

            	Machine Learning, AI, and Data-Intensive Research

            	
              Autonomous vehicle companies use Hudi to manage massive datasets for AI model training, enabling faster iterations and more accurate near real-time decision-making. In genomics and climate science, researchers use Hudi to process petabyte-scale datasets efficiently, reducing analysis time and enabling more frequent model updates.

            

          

          The key to supporting this broad spectrum of use cases lies in Hudi’s sophisticated architecture, composed of several essential component groups. We’ll explore more real-world examples in Chapters 8, 9, and 10 that illustrate how Hudi’s novel features translate directly into platform capabilities.

        

      

      
        Summary

        In this chapter, we rehashed the journey to the lakehouse, including Uber’s own complex adventure from data warehouse to data lake, and eventually to lakehouse (and namely, to Hudi).

        We learned about what we mean when we say that Apache Hudi is a lakehouse (it extends a data lake with database and data warehouse capabilities). We took a short tour through Hudi’s key features, including large-scale data processing capabilities, ACID transaction support, and efficient upsert and delete operations, and learned about use cases for Hudi across several different industries including e-commerce, supply chain, financial services, and of course, rideshare apps.

        We introduced Hudi’s multi-layered architecture, including its transactional database layer, programming API layer, and user interface layer, and learned that Hudi is designed to be highly compatible with all of your favorite platform services and your data scientists’ favorite query engines.

        With this foundation, let’s dive deeper into Hudi’s capabilities and implementation strategies.

      

    1 The term lakeshouse was first coined by Michael Ambrust et al. in Lakehouse: A New Generation of Open Platforms that Unify Data Warehousing and Advanced Analytics. In CIDR, www.cidrdb.org, 2021.









      Chapter 2. Getting Started with Hudi

      A Note for Early Release Readers

        With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.

        
        This will be the 2nd chapter of the final book.

        
        If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at gobrien@oreilly.com.

        

      In the last chapter we introduced Hudi as a tool for implementing the lakehouse architecture. We explored its key features, including transactional support, a developer API, and an administrative user interface. Now it’s time to roll up your sleeves.

      This chapter is designed to help you learn how Hudi works by doing. We will walk through an example of creating a purchase table for an e-commerce store. This minimal example will allow us to create, insert, update, and query a table using Hudi. As we progress through the code snippets, you will also build your intuition around Hudi’s inner workings. This will give you a foundation for the more advanced techniques and configuration options covered in the remainder of the book.

      
        Under the Hudi

        To make strategic, scalable, performance-oriented decisions with data, we sometimes have to remember about the serialized byte arrays and block storage systems at work under the hood. Of course, aside from a few rogue electrical engineers among us, this sort of thing is outside most of our comfort zones. We want to know how to do Action ABC with Service SRV, not how SRC replicates data or what an Action actually is. Fair enough.

        As we walk through the steps of our end-to-end example, we’ll provide an incremental introduction to Hudi’s inner file and metadata structures, in the interest of empowering you to make more strategic, scalable, performance-oriented decisions with your data.

        As we create our first table, we’ll see what a Hudi table is under the hood (basically, a nested directory on disk with some very special metadata files). This will allow us to see how data and metadata files are laid out when a Hudi table is either partitioned or flat.

        As we write data into our table, and start to query that data, we’ll also learn how Hudi delivers a transactional database experience by maintaining a log of all updates to a table over time referred to as a timeline. The timeline ensures data consistency during updates, inserts, and deletes, which allows for granular querying of the changelog and convenient historic snapshots on demand. We’ll also see how Hudi’s metadata capture enables query acceleration, regardless of the query engine you use to connect to it.

        After we finish our tour of Hudi, we’ll reflect on Hudi’s two table types, and learn how platform engineers can make strategic, proactive choices when creating tables to better anticipate read and write pressure. Knowing which table type to use can significantly impact performance.

      

      
        Getting Started

        We’re going to build a purchase table, which will store information about individual purchases made by customers. Each record will represent a single purchase (which will have a unique identifier), as well as the customer’s identifier, the total purchase amount, the purchase date, payment method, shipping address city, status, and the last updated time as shown in Table 2-1.

        
          Table 2-1. We will use this schema for our purchase table.
          
            
              	Column Name
              	Data Type
              	Description
            

          
          
            
              	
                
                  purchase_id
                

              
              	
                BIGINT (PK)

              
              	
                Unique ID for the purchase (Primary Key).

              
            

            
              	
                
                  customer_id
                

              
              	
                BIGINT

              
              	
                Identifies the customer who made the purchase. This would be the unique ID in a Customers table. 

              
            

            
              	
                
                  purchase_date
                

              
              	
                STRING

              
              	
                The date string when the purchase was made.

              
            

            
              	
                
                  total_amount
                

              
              	
                DOUBLE

              
              	
                The total amount paid for the purchase.

              
            

            
              	
                
                  payment_method
                

              
              	
                STRING

              
              	
                Payment method used (e.g., Credit Card, PayPal).

              
            

            
              	
                
                  shipping_address_city
                

              
              	
                STRING

              
              	
                City where the product needs to be shipped.

              
            

            
              	
                
                  status
                

              
              	
                STRING

              
              	
                Purchase status (e.g., Completed, Pending, Shipped).

              
            

            
              	
                
                  updated_at
                

              
              	
                BIGINT

              
              	
                Last modification time of entry in the Purchase table represented using epoch time.

              
            

          
        

        Hudi will serve as the storage layer for these purchases, leveraging an external processing engine for computation. This separation of concerns allows Hudi to focus on efficient data management (e.g., handling schema evolution, data versioning, and incremental processing) without being tied to a specific execution engine. With Hudi, you can query and process data with your engine of choice (e.g., Spark, Hive, Presto) without altering the storage layer. For simplicity and ease of setup, we will use Hudi with Spark SQL on our local machines in this chapter. 

        
          Initialize Spark-SQL session

          You can download and install Spark 3.5.x using the instructions provided at https://spark.apache.org/downloads to get started. Use the following code snippet to initialize a Spark SQL session with configurations for Kryo serialization and Hudi Spark session extensions to work with Hudi version 0.15.0.

          export SPARK_VERSION=3.5
spark-sql --packages org.apache.hudi:hudi-spark$SPARK_VERSION-bundle_2.12:0.15.0 \
--conf 'spark.serializer=org.apache.spark.serializer.KryoSerializer' \
--conf 'spark.sql.extensions=org.apache.spark.sql.hudi.HoodieSparkSessionExtension' \
--conf 'spark.sql.catalog.spark_catalog=org.apache.spark.sql.hudi.catalog.HoodieCatalog' \
--conf 'spark.kryo.registrator=org.apache.spark.HoodieSparkKryoRegistrar'

        

        
          Designing a Hudi table

          In the next section, we’ll run a code snippet in our Spark session to create the purchase table. First, let’s design our table by considering how Hudi organizes data on disk. This will underline the importance of choosing a good partitioning strategy.

          Hudi organizes data within a directory structure rooted at the base path, which serves as the root directory for the Hudi table. Figure 2-1 illustrates the layout we want for our purchase table where the base path is s3://my-quickstart-bucket/data/purchase/. 

          
            
            Figure 2-1. Layout of a Hudi table

          

          A reserved .hoodie directory under the base path will store transaction logs (referred to as the timeline) and metadata. We will discuss the timeline and metadata in more depth in the Time Travel Query and Incremental Query sections. Additionally, a special file, hoodie.properties, will store table-level configurations shared by both writers and readers. Any configuration that does not have a default value must be specified at the time of table creation.

          
            Partitioning

            Notice that our partitions in Figure 2-1 have been organized by the purchase date. Partitioning is not required by Hudi; a Hudi directory can be entirely flat, with all data files stored directly under the base path. Unlike Hive, Hudi does not remove partition columns from the data files; partitioning in Hudi merely organizes the data files.

            Partitioning is a key storage optimization that organizes table data into folders based on a column, enabling efficient query performance by skipping irrelevant partitions and thus reducing the amount of data or metadata involved. For an e-commerce store like our case, as purchases grow over time, partitioning by purchase date ensures queries scan only the necessary data, improving efficiency. In the next section, we’ll see the syntax for indicating a data field (like purchase_date) to be used for partitioning.

            Tip

              For partitioned tables, you can choose to set the folder layout in the format <partition_column_name>=<partition_column_value> or keep it as values only. By default, the names of partition folders only contain partition values like shown in Figure 2-1. Use this configuration to change the partitioning style to match hive-style partitioning.

            

          

        

        
          Creating the table

          Now that we know our partitioning strategy, let’s create the purchase table using the schema we defined in Table 2-1. 

          CREATE TABLE purchase (
    purchase_id BIGINT,
    customer_id BIGINT,
    total_amount DOUBLE,
    payment_method STRING,
    shipping_address_city STRING,
    status STRING,
    updated_at BIGINT,
    purchase_date STRING
) USING HUDI TBLPROPERTIES (primaryKey = 'purchase_id', preCombineField = 'updated_at')
PARTITIONED BY (purchase_date);

          For the most part, the CREATE TABLE syntax will look familiar, so let’s focus on the less familiar parts. 

          First, we specify a few key table properties. We set the purchase_id field as the primary key for this table to guarantee that no two records will have the same value. We also set a preCombineField, which Hudi will use to order and resolve conflicts between multiple versions of the same record. This will enable Hudi to gracefully and systematically handle duplicate or out-of-order updates to the purchase table, using for eg. the latest (largest) updated_at value to resolve conflicts (i.e. latest writer wins). We will discuss more ways, including custom logic, to deduplicate data in detail in Chapter 3. 

          Finally, as discussed in the previous section, we specify our partitioning strategy with the purchase_date field.

          After running the CREATE TABLE snippet, you will notice a directory named spark-warehouse created under the current directory with a sub directory named purchase. This will be the base path of our Hudi table. Figure 2-2 shows the purchase table structure immediately after the table creation. Note that the table only has metadata directories and no data files yet; we’ll add some data in the next section. 

          
            
            Figure 2-2. Purchase table structure after table creation.

          

          Tip

            For the sake of quickly visualizing the directory structure of the Hudi table we are using the tree command here. Users can use ls or another directory listing command instead. 

            We are using the default configurations and default settings in the getting started examples. So we see the Hudi table created under spark-warehouse dir. Later chapters will showcase how to change these to desired locations instead. 

          

        

        
          Adding data to our table

          Let’s insert data into the purchase table using the INSERT INTO statement in Spark SQL. 

          INSERT INTO purchase
VALUES
(10011,345,250.5,'Credit Card','San Francisco','Completed',1728778599,'2024-10-12'),
(10012,383,300.0,'PayPal','San Jose','Pending',1728824749,'2024-10-13'),
(10013,729,480.5,'Credit Card','San Francisco','Shipped',1728885398,'2024-10-12'),
(10014,428,199.0,'Debit Card','San Francisco','Pending',1728951399,'2024-10-12'),
(10015,551,540.0,'PayPal','San Jose','Completed',1728865299,'2024-10-13'),
(10016,268,712.0,'Credit Card','Palo Alto','Shipped',1728779129,'2024-10-15'),
(10017,179,639.5,'PayPal','San Jose','Shipped',1729037898,'2024-10-14'),
(10018,612,815.0,'Credit Card','Palo Alto','Completed',1729047898,'2024-10-15');

          Now let’s take a look at how the underlying directory for our Hudi table has changed (shown in Figure 2-3).

          
            
            Figure 2-3. Purchase table structure after first commit.

          

          As Figure 2-3 illustrates, Hudi has created our partitions based on the purchase_date column values ranging from 2024-10-12 to 2024-10-15. Each partition folder should have a *.parquet data file and a corresponding checksum file. The file should be named according to the following convention:

          [File Id]_[File Write Token]_[Transaction Timestamp].[File Extension]

          For example, the base file under partition 2024-10-12 is e1927e88-6d7f-4429-b7af-0687775ada21-0_0-23-73_20241023120337413.parquet where:

          
            	
              E1927e88-6d7f-4429-b7af-0687775ada21-0 indicates the unique file id that identifies a file group in this partition.

            

            	
              0-23-73 is the file write token. This is used to protect from partial write and failures.

            

            	
              20241023120337413 is the transaction timestamp (which is the same as the commit instant timestamp).

            

          

          
            How Hudi Organizes Your Writes 

            When writing to a table, Hudi organizes data similarly to a key-value store, where each record is uniquely identified by a record key, such that a record can be looked up based on the record key and updated easily. The records are organized through a directory hierarchy. Within each partition the records are organized into logical file groups and file slices. 

            
              File Groups and File Slices

              Hudi organizes data into file groups, each identified by a unique file id within a partition. A record always belongs to a single file group at any point in time, ensuring a 1:1 mapping between a record and its file group. Multiple records can share the same file group, and each partition consists of multiple file groups. These file groups are further divided into file slices, representing different versions over time (e.g., a batch of inserts/updates).

              
                
                Figure 2-4. Logical view of file groups and file slices in a Hudi table partition.

              

              The file slices are uniquely identified by the commit’s timestamp that created the slice. Each slice contains two types of data files: a base file and a set of log files. 

            

            
              Base Files and Log Files

              Base files contain the actual data -- structured either as columnar files (Apache Parquet, Apache ORC) or indexed formatted files (Apache HBase HFile). We already saw an example of a base file and its naming convention in an earlier section. Here, we are going to recap the same and understand the naming convention further.

              [File Id]_[File Write Token]_[Transaction Timestamp].[File Extension]

              
                	
                  The file id uniquely identifies a base file within the table. Base files from the same file group share the same file id.

                

                	
                  The file write token is a monotonically increasing token for every attempt to write the base file (this helps Hudi handle failures and retries).

                

                	
                  The commit timestamp indicates the commit instant in the timeline that created this base file.

                

                	
                  The file extension denotes the open source file format (.parquet, .orc, etc.).

                

              

              Log files are native Hudi formatted files and contain inserts, updates, deletes issued against a base file, encoded as a series of blocks. The actual bytes are serialized into Avro, Parquet or HFile depending on your configuration (Avro is the default). Log files are named using the following convention:

              [File Id]_[Base Transaction Timestamp].[Log File Extension].[Log File Version]_[File Write Token]

              
                	
                  The file id indicates the corresponding base file in the slice.

                

                	
                  The base transaction timestamp is the commit timestamp on the base file for which the log file is updating the deletes/updates for.

                

                	
                  The log file extension defines the format used for the log file.

                

                	
                  The log file version encodes the current version of the log file format.

                

                	
                  The file write token is a monotonically increasing token for every attempt to write the log file (to handle failures and retries).

                

              

              Tip

                You will also notice .crc files for every data and metadata files throughout Hudi. These checksum files are standard software practices to ensure files are not altered once they are created and ensure and integrity of the data.

              

            

          

        

        
          Querying our table

          Now that we’ve inserted our first batch of data and built a mental model for how Hudi is logically grouping our data files on disk, let’s query our table.

          For instance, we can request all purchases that happened on a specific date:

          SELECT purchase_id, customer_id, total_amount, payment_method, shipping_address_city, status, updated_at, purchase_date from purchase where 
purchase_date = '2024-10-12';
10014  428  199.0  Debit Card   San Francisco  Pending   1728951399 2024-10-12
10013  729  480.5  Credit Card  San Francisco  Shipped   1728885398 2024-10-12
10011  345  250.5  Credit Card  San Francisco  Completed 1728778599 2024-10-12

          We can also sum using the total_amount field to project our total revenue for that day:

          SELECT sum(total_amount) as projected_total_revenue from purchase where 
purchase_date = '2024-10-12';
930.0

          We will use the same set of queries as we walk through more write operations such as updates and deletes to see how the table data changes.

        

        
          Upserting a record

          We can upsert into our purchase table using the standard UPDATE statement in Spark SQL. The following snippet shows how we can update the status and updated_At timestamp for a specific purchase record by its purchase_id.

          UPDATE purchase SET status = 'Completed', updated_At = 1728972007  WHERE 
purchase_id = 10013;

          Note

            In this walkthrough, we’re updating a single record at a time to more clearly illustrate how Hudi works. In the real world, it’s much more effective to commit a batch of many updates, for instance applying a 3% discount to all records in a file group by adjusting the total_amount column.

          

          Using the same queries from the last section, we should expect to see the status of purchase_id changed from ‘shipped’ to ‘completed’. 

          SELECT purchase_id, customer_id, total_amount, payment_method, 
shipping_address_city, status, updated_at, purchase_date from purchase where 
purchase_date = '2024-10-12';
10014	428	199.0	Debit Card	San Francisco		Pending	1728951399	2024-10-12
10013	729	480.5	Credit Card	San Francisco 	Completed	1728972007	2024-10-12
10011	345	250.5	Credit Card	San Francisco		Completed	1728778599	2024-10-12

          The sum(total_amount) should remain the same since there was no update to the purchase amount column.

          SELECT sum(total_amount) as projected_total_revenue from purchase where 
purchase_date = '2024-10-12';930.0

          Let’s peek into the changes in the purchase table directory structure to see how the commits are processed. Figure 2-5 shows the timeline and data partitions of the purchase table. For brevity, we have removed all other details in the directory listing. 

          
            
            Figure 2-5. New file slice added, and action logged in the timeline after second commit.

          

          We can see that the new commit has created a new commit in the timeline and a new file slice in the file group e1927e88-6d7f-4429-b7af-0687775ada21-0 in the partition purchase_date=2024-10-12.

          
            Understanding the Timeline

            In Hudi, all actions performed on a table are recorded in a log of actions called the timeline. Each transaction creates a new entry (referred to as an instant) in the timeline. All actions are recorded in the timeline using an atomic write of a special metafile in the .hoodie directory. The structure of the metafile will follow the naming convention below:

            [action timestamp].[action type].[action state]

            
              	
                The action timestamp is a monotonically increasing value that represents when the action was scheduled to run, which Hudi uses to support strict ordering of events in the timeline.

              

              	
                The action type represents what changes were made in the table. Hudi actions ensure data integrity and efficient table management. Commit and deltacommit actions enable atomic writes, making changes fully visible or not at all. Rollback action removes partial writes from failed commits. Savepoint and restore actions aid in disaster recovery by reverting to marked commits. Clean, compaction, replacecommit, and indexing optimize table performance—cleaning old files, batching updates, clustering data, and asynchronously updating indexes—without modifying records.

              

              	
                The action state indicates whether an event is completed, inflight, or requested

              

            

            The state of a Hudi table can be re-created as of any instant time by reconciling all the actions in the timeline up to that instant.​ Figure 2-6 represents an example of deltacommit action on the Hudi timeline. As we can see the deltacommit actions flow through all three states. The timestamp `20241022111827336` denotes when the deltacommit was scheduled.

            
              
              Figure 2-6. Sample deltacommit action in Hudi timeline

            

            Note

              Unlike requested and inflight, for the completed state there is no explicit suffix like [action timestamp].[action type].completed

            

          

        

        
          Deleting a purchase

          The delete operation removes the specified records from the Hudi table. For example, the following snippet deletes the record for a particular purchase_id (specified by its primary key).

          DELETE FROM purchase WHERE purchase_id = 10014;

          When we repeat our query from the previous section, we should see only two records instead of three for the purchase_date = 2024-10-12:

          SELECT purchase_id, customer_id, total_amount, payment_method, 
shipping_address_city, status, updated_at, purchase_date from purchase where 
purchase_date = '2024-10-12';
10013	729	480.5	Credit Card	San Francisco		Completed	1728972007	2024-10-12
10011	345	250.5	Credit Card	San Francisco		Completed	1728778599	2024-10-12

          Similarly, the sum(total_amount) should reflect a lower revenue total for the specified date:

          SELECT sum(total_amount) as projected_total_revenue from purchase where 
purchase_date = '2024-10-12';
731.0

          If we check the timeline and the data partitions after this delete operation (shown in Figure 2-7), we should expect to see a new commit in the timeline and a new file slice added to the same file group under the partition corresponding to purchase_date = 2024-10-12. 

          
            
            Figure 2-7. New file slice added, and action logged in the timeline after our third commit.

          

          The timeline tracks the history of changes and is crucial for features like incremental processing and time travel queries (described in the next sections of the walkthrough). Understanding how to read the timeline will help you debug data issues, understand the impact of changes, and perform data audits.

        

        
          Fetching historic snapshots

          Hudi supports time travel queries, meaning that you can query the purchase table as of any point-in-time in history, as defined by the table’s timeline. Time traveling is a powerful construct in Hudi to audit and inspect the table to monitor the changes especially for debugging purposes.

          For example, the following code snippet produces a snapshot of our purchase table as of time ‘2024-10-24 00:00:00.000’ which captures all commits that happened before this time in the Hudi timeline. Note that here the timestamp should not be confused with the purchase_date column in our table. 

          SELECT  purchase_id, customer_id, total_amount, payment_method, 
shipping_address_city, status, updated_at, purchase_date FROM purchase 
TIMESTAMP AS OF '2024-10-24' WHERE  purchase_date = '2024-10-12';
10014	428	199.0	Debit Card	San Francisco		Pending	1728951399	2024-10-12
10013	729	480.5	Credit Card	San Francisco		Shipped	1728885398	2024-10-12
10011	345	250.5	Credit Card	San Francisco		Completed	1728778599	2024-10-12

          Using this time travel query, you should be able to retrieve the deleted purchase since that particular record with purchase_id = 10014 had not yet been deleted at the timestamp we specified in our query.

          Three timestamp formats are supported for the TIMESTAMP AS OF parameter. In the above query we only explored the date level granularity. We will look into more examples in Chapter 4 to understand time travel queries in detail.

        

        
          Getting granular changes over time

          Hudi also supports incremental queries, meaning the retrieval of a set of records that changed between a given begin and end commit time. This is the easiest way to get the “latest state” for each record in the set as of the end commit time. 

          In the following snippet, we fetch all changes since the earliest point in the timeline. If not specified, the end will default to the latest commit; specify both begin and end times to narrow your results:

          SELECT purchase_id, customer_id, total_amount, payment_method, 
shipping_address_city, status, updated_at, purchase_date  FROM 
hudi_table_changes('purchase', 'latest_state', 'earliest');
10013	729	480.5	Credit Card	San Francisco		Completed	1728972007	2024-10-12
10011	345	250.5	Credit Card	San Francisco		Completed	1728778599	2024-10-12
10016	268	712.0	Credit Card	Palo Alto		Shipped	1728779129	2024-10-15
10018	612	815.0	Credit Card	Palo Alto		Completed	1729047898	2024-10-15
10015	551	540.0	PayPal		San Jose		Completed	1728865299	2024-10-13
10012	383	300.0	PayPal		San Jose		Pending	1728824749	2024-10-13
10017	179	639.5	PayPal		San Jose		Shipped	1729037898	2024-10-14

          In Chapter 4 we’ll dive deeper into incremental queries, covering how to specify begin and end times with practical examples. We’ll also explore Change Data Capture (CDC), a type of incremental query that tracks all changes within a commit time range, including before/after images of records, instead of just the latest state. 

          By default, Hudi tables are configured to support very granular queries, which are possible thanks to the magic of metadata.

          
            The Magic of Hudi Metadata

            Every time you write to a table, Hudi automatically gathers physical data statistics and saves it as metadata alongside your data. This metadata is central to Hudi’s core functionalities and database-like features, including efficient query execution, consistency across updates, incremental queries and rollback. 

            For a given Hudi table, the metadata is itself a Hudi table, organized in the Hudi Merge-on-Read (explained later in this chapter) storage format. It tracks and organizes your table’s metadata under the base path .hoodie/metadata. Each record stored in the metadata table is a Hudi record and thus includes a partitioning key and a record key. The Hudi platform uses the HFile format to store metadata and indexes for high performance, although different implementations can choose their own format. 

            In Figure 2-8, we can see how Hudi has stored different indices as partitions under its metadata table. 

            
              
              Figure 2-8. Indices as partitions of the Hudi internal metadata table.

            

            The files index, stored as a files partition, contains information about each partition’s files, including the file name, size, and active state. This helps improve the performance of listing files by avoiding direct file system calls such as exists, listStatus, and listFiles on the data table.

            The bloom filter index, stored as a bloom_filter partition, maps each data file to the stats and the corresponding bloom filter. It helps speed up checks to confirm if a record exists in the data file. This is used during merging, hash-based joins, point-lookup queries, and more. The index uses range-based pruning on the minimum and maximum values of the record keys and uses bloom-filter-based lookups to identify incoming records.

            The column stats index, stored as a column_stats partition, contains statistics for the interested columns, such as minimum and maximum values, total values, null counts, size, etc., for all data files. These statistics are used to speed up queries by orders of magnitude, along with data skipping, when serving queries with predicates matching interested columns.

            Finally, the record index, stored as a record_index partition, maps every record key to the data file location directly. The record index is a global index that ensures each key is unique across all partitions in the table. This setup greatly improves update performance by providing file locations for updated records and enables precise file filtering for query conditions such as in filtering and in joins.

            Note

              Disclaimer: You will notice that metadata is a somewhat overloaded term. In the context of this book, we will use the word in two ways. Firstly, in general data systems, any ancillary information on the actual data is referred to as metadata. In that sense, all the information under the .hoodie folder is metadata. Secondly, in Hudi there is an internal architectural component called the metadata table. The metadata table refers specifically to a set of precomputed stats and indices stored under the .hoodie/metadata folder, designed to support rapid aggregate analytics. We will refer to this second idea as the metadata table for the rest of this book to reduce ambiguity.

            

          

        

      

      
        Everything Else is Optimization

        Congratulations! You have now created your first Hudi table. You have learned how to insert, update, and delete records, and you have started writing queries. Everything else is optimization, most of which is done via configuration. Chapters 3 and 4 will go into greater detail about the various write and read options available in Hudi.

        However, before moving on, it will be helpful to take a brief look into Hudi’s two table types: Copy-on-Write and Merge-on-Read, which will illustrate the tradeoffs between optimizing Hudi for ingestion speed vs. query performance. It’s helpful to consider these table types early on in the platform design phase to ensure you can achieve your performance goals given other constraints such as budget, SLAs/XLAs, and team expertise.

        Serving near real-time data to a platform often requires some creativity. In Hudi, this includes having the option to dump event logs directly to the lakehouse before the data can be processed in columnar form (which is very useful for write-intensive applications). This means that depending on the Hudi table type you chose, your data files will be stored differently:

        
          	
            A Copy-on-Write table stores data exclusively using base files that are columnar file formats (e.g parquet). In this table type, updates simply create a new version & rewrite the files by performing a synchronous merge during write. 

          

          	
            A Merge-on-Read table stores data using a combination of base files (columnar) and log files (row-based). Here updates are logged to log files & later compacted to produce new versions of base files synchronously or asynchronously.

          

        

        
          Optimizing Reads for Slowly Changing Data

          In a Copy-On-Write table, file slices include only columnar files (aka the “base files”). Each commit produces new versions of relevant base files. The entire file is re-written as a new file with the updated records, irrespective of the amount of updates in a file. 

          This design absorbs the heavy lifting on the write side and ensures zero read amplification for delivering columnar read performance when querying the table. This is often desirable for analytical workloads that are predominantly read-heavy. The tradeoff is higher write amplification (the number of bytes written for 1 byte of incoming data). 

          
            
            Figure 2-9. Illustration to show how Hudi Copy-on-Write tables work.

          

          Figure 2-9 illustrates how this works conceptually when data is written into a Copy-on-Write table. As data gets written, updates to existing file groups produce a new slice for that File group stamped with the commit instant time, while inserts allocate a new file group and write its first slice for that file group. In Figure 2-9, we can see data from commit T3 creates File slices in three File groups - 1, 2, and 4. File Slices created in File Group 1 and 2 are due to updates and a new File Slice created in File Group 4 is due to inserts. Queries issued at different times, first check the Hudi timeline for the latest completed commits and filter all but the latest file slices of each file group. Commits that are in flight or in requested states are filtered out and hence queries are immune to any write failures/partial writes and only run on committed data. In subsequent chapters, we will understand different query types in detail and how they work within different table types.

          The Copy-on-Write table supports enhanced table management by atomically updating data at the file level, rather than rewriting entire tables or partitions. It allows for the incremental consumption of changes, avoiding the need for wasteful scans or reliance on heuristics. Additionally, it offers tight control of file sizes to ensure excellent query performance, as larger files can significantly hinder query performance.

        

        
          Optimizing Writes for Rapidly Changing Data

          Merge-on-read tables support both types of data files. Base files that are columnar contain groups of records. Incoming upserts for each file group are appended onto row based log files to avoid the rewrite cost and hence reduce the write amplification factor. Queries understand the different types of data files and on-the-fly apply the changes from the log files to the base file to get the latest snapshot of the table. A periodic compaction process, which is a critical component in merge-on-read tables, merges the log files and base files to produce a new File Slice with a compacted base file. The compaction process aims to keep query performance in check (large log files would incur longer merge times on the query side when computed on-the-fly). Thus, the merge-on-read table type balances read and write amplification intelligently to provide near real-time data.

          
            
            Figure 2-10. Illustration to show how Hudi Merge-on-Read tables work.

          

          Figure 2-10 illustrates how the merge-on-read table works, and shows some queries running. Here are some interesting observations that are possible in the merge-on-read table approach.

          
            	
              Frequent commits are possible enabling near real-time data workloads. As we can note in Figure 2-10, we have commits every 1 minute or so, something that is challenging to achieve in copy-on-write tables.

            

            	
              Each file group has corresponding log files that hold incoming updates to records in the base columnar files. For instance, in file group 2 the log files hold all the data from 10:05 to 10:10. The base columnar files are still versioned with the commit, as before.

            

            	
              A periodic compaction process reconciles these changes from the delta log and produces a new version of the base file, just like what happened at 10:05 in the example.

            

          

          Merge-on-read tables support near real-time processing of data directly on top of cloud stores and DFS, instead of having to copy all that data out to specialized systems. Merge-on-read tables greatly reduce write amplification by avoiding the need to synchronously merge the updates on every write. In Chapter 4, we will dive into different query types and how they work on merge-on-read tables. In Chapter 6, we will explore different compaction strategies that are suitable for different workloads.

          Before moving on, here is a high-level recap of how to look at the two table types.

          
            
              
                	Table Type
                	Trade-off
              

            
            
              
                	
                  Copy-on-Write (CoW)

                
                	
                  Data is stored entirely in base files that are columnar formatted, optimized for read performance and ideal for slow changing datasets

                
              

              
                	
                  Merge-on-read (MoR)

                
                	
                  Data is stored in a combination of base (columnar formatted) and log files (row formatted), optimized to balance the write and read performance and ideal for frequently changing datasets

                
              

            
          

        

      

      
        Summary

        In this chapter, we have stepped through all the basic functionalities of Hudi and explained how to create Hudi tables, insert and modify data, and write queries using Spark SQL. What’s more, you have a preliminary mental model for how Hudi works under the hood. 

        We learned how Hudi organizes data on disk, how files are arranged within the directory structure that defines a Hudi table, and how to configure partitions in a Hudi table. You saw how commits to a Hudi table were encoded both in Hudi’s timeline (aka event log) and in its metadata (in both senses of the word). You queried the table and observed how to use Hudi to time travel, or to conveniently slice data based on when it entered the lakehouse ( this is helpful for diagnostics and recovery). You learned that Hudi tables can be configured in advance to prepare for very write-intensive processes; by selecting the Merge-on-Read table option you can add new data to the lakehouse as soon as it becomes available, even before it has been fully processed, storing it as raw event logs to be periodically compacted (covered in Chapter 3) into structured columnar files. By contrast, Copy-on-Write is best for read-intensive processes; it indicates that all data will be pre-processed into columnar files while being written to the lakehouse.

        While this low-level understanding is not strictly necessary to get started with Hudi, it will help you as we progress into more advanced techniques that enable you to achieve your performance goals for the platform you are currently building, refactoring, or maintaining. In the next chapter, we will present Hudi as an interface to your platform, introducing you to the different write configuration options offered by Hudi. 

      

    







      Chapter 3. Write to Hudi

      A Note for Early Release Readers

        With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.

        
        This will be the 3rd chapter of the final book.

        
        If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at gobrien@oreilly.com.

        

      Platform engineering is still relatively new, and many organizations are just beginning their journey to design a custom platform that is specifically attuned to the particular data consistency and availability needs of their business. A mistake many of us have made in the past is looking outward, picking tools and hosted services we have observed other technology teams using with success. 

      “If <<Tool X>> was good enough for <<Insert Tech Unicorn Here>>, it’s good enough for us!”

      Tempting as this might be, experience teaches us that it’s better to make tooling selections informed by internal pain points and data. We learn to turn a curious eye inward, to reflect on how that data is being written and accessed. How read-heavy are the workloads for Application A? How write-intensive do we expect Feature F to be? Will those writes be bursty or arrive as a steady, continuous stream?

      For those teams interested in adopting a reflective approach to platform engineering, Hudi exposes a unique interface to these kinds of tunable architectural features (e.g. how tolerant a table must be to frequent reads vs frequent writes, how to avoid stale reads for downstream analytics, how to reduce write amplification to improve storage efficiency). In this chapter, we will explore this interface by learning how to create, configure, and modify Hudi tables, and how different Hudi options can be combined to achieve highly customized views tailored to the unique requirements of a range of downstream applications.

      
        How Data is Structured in a Hudi Table

        Hudi organizes data as a partitioned directory structure (Figure 1-1). Similar to object stores like S3, file paths contain prefixes that encode the hierarchical structure, such as:

        hdfs:///router-prod/user/hudi/hudi_tdg/2024/08/14/851b8f41-4483-4b67-b125-4de60fcd7102-part-1-20240724486230965.parquet

        This sample path can be broken down as follows:

        
          	
            `hdfs:///router-prod` is the URI of the underlying file system.

          

          	
            `/user/hudi` is the base directory where the Hudi tables are stored

          

          	
            `hudi_tdg` is the Hudi table name

          

          	
            `2024/08/14` represents one of the data partitions, which indicates that files are being partitioned by year, month, and day.

          

          	
            `851b8f41-4483-4b67-b125-4de60fcd7102-part-1-20240724486230965.parquet` is the specific parquet file, which often includes a globally unique identifier (GUID) and a timestamp

          

        

        
          
          

        

        Hudi uses these paths to arrange the data efficiently. Partitions can be created based on timestamp, or based on the values of one or more columns in the dataset. Knowledge of how data is partitioned allows Hudi to identify which sunset of partitions are relevant to a given query and limit the specific files which are loaded to serve the query. 

        The partitioning scheme is among some of the configuration choices (explored more in the next section) that must be made up-front when creating a Hudi table, and which cannot be changed later. Therefore, it is essential to understand first the different options available when creating a Hudi table and how they enable various use cases.

        
          The Chicken-or-Egg Problem

          The first step of the journey into exploring Apache Hudi is to create a Hudi table and to write data into it. As we will see in this chapter, table creation will require us to make configuration choices that will have real impacts on the read and write performance of downstream applications. 

          Unfortunately, many platform engineers have to make such choices without enough data to make an informed decision. This can feel intimidating, but knowledge is power. HUDI provides reasonable defaults for its configurations which are only required to be changed when tuning the table for specific needs. The goal is not necessarily to choose the correct configuration on the first try, but to be able to reason about how the configuration options we select are related to downstream performance issues, and find a path to improvement (i.e. increasing data freshness or reducing cloud storage costs).

          In this chapter, we will step through the journey of a fictional company, DataCentral Inc., which collects sensor data from millions of devices globally and provides its customers with a platform for data search and analysis. Through this example, we’ll be able to explore some of these configuration choices. We’ll see how the choices made during the creation of the table will have a significant impact on every part of the data lifecycle, including the writing speed, query performance, overall resource consumption, future scalability, and the ease of maintenance. 

          
            Declaring Data Formats

            One key choice is about which file format will be used to store data. Hudi supports columnar formats like Apache Parquet, Apache ORC and indexed formats like Apache HBase HFile for storing the data files. The choice must be made at the time of table creation.

            Like the fictional DataCentral organization, most organizations have a variety of data sources like (non) relational databases, flat files in CSV, JSON, and Parquet format, and require different types of tables to organize and search the data. Hudi provides a wide range of options to ingest data from these sources into Hudi tables matching the requirements. The data can be ingested using Spark SQL, the Spark DataFrame API supported for Scala, Python, and Java. The Spark SQL API is the most commonly used API for ingesting data into Hudi tables as it provides a familiar SQL interface for loading data. 

            
                Table 3-1. Hudi table configurations to choose during table creation
              
                
                  	Config
                  	Description
                  	Default Value
                

              
              
                
                  	
                    hoodie.table.type

                  
                  	
                    The table type 

                  
                  	
                    COW

                  
                

                
                  	
                    hoodie.datasource.write.keygenerator.type 

                  
                  	
                    The class to use as a Key Generator. This class also provides the partitioning. 

                  
                  	
                    None. 

                    If no key generator is specified, Hudi will auto generate the keys and the table will not be partitioned into different folders.

                  
                

                
                  	
                    hoodie.table.precombine.field 

                  
                  	
                    The field whose value is used to deduplicate data.

                  
                  	
                    ts

                  
                

                
                  	
                    hoodie.table.base.file.format

                  
                  	
                    Base file format to use -

                    Parquet / ORC

                  
                  	
                    Parquet

                  
                

              
            

          

          
            Leveraging Uniqueness Constraints

            An important consideration when building any lakehouse is how to uniquely identify objects and deal with duplicates (e.g. if updates are applied to objects over time, resulting in duplicate references to the same identifier). Fortunately, Hudi makes this easy. 

            A primary key uniquely identifies every record in Hudi. A key generator defines how the unique record key would be generated for a record. Hudi provides a few built-in key generators, such as SimpleKeyGenerator which derives the keys from one column of the record, ComplexKeyGenerator which derives the keys from combinations of values in various columns of the record. Use cases where data already has columns with unique values can use the existing key generators to derive unique record keys. For use cases where the data does not have a unique column, a custom key generator can be implemented. Hudi can also auto-generate the record keys in an efficient compressible format if a key generator is not specified.

            The precombine field is used to resolve conflicts when multiple records have the same record key. The record with the highest value of the precombine field is chosen as the winner. The precombine field is another configuration choice that must be specified during the creation of the table when data deduplication is desired.

          

          
            Copy on Write vs Merge on Read

            One of the most useful knobs you can tune in a lakehouse architecture is the data freshness factor. In Hudi, we do this by selecting a Hudi table type: either Copy on Write (COW) or Merge on Read (MOR). These types subtly change how data is structured in the file system, how new records and updates are written, and how the queries are executed. 

            Copy on Write (COW) tables store data directly in columnar format files (e.g. Parquet) and create a new version of the file for every update operation. Use cases which infrequently or never update any records, or require fast reads but can tolerate slower writes, are suited to COW tables. 

            Merge on read (MOR) tables differ in that the updates are written to Avro files which are periodically merged to create a new version of the columnar format files. Use cases that require fast updates and can tolerate slower reads are more suited to the MOR tables. MOR tables further allow tuning the read versus write performance by adjusting the frequency of the compaction operation. 

          

        

      

      
        Welcome to DataCentral

        DataCentral is an up-and-coming data provider that empowers businesses, researchers, and governments to make data-driven decisions that enhance efficiency, optimize resources, and foster innovation. The company specializes in the collection and analysis of sensor data from millions of IoT devices worldwide. The backend, shown in Figure 3-1, ingests raw data (GPS, weather, emissions, etc.), performs stream as well as batch processing, and stores the resulting data into a lakehouse supporting a customer-facing API gateway.

        
          
          Figure 3-1. A high level overview of the data flows at DataCentral, Inc.

        

        To power the API gateway, DataCentral needs to store the vast amount of historical data, keep it updated with the latest data and generate various derived datasets optimized for specific customer use-cases. The sheer scale of the data, with thousands of sensors and billions of values, and the need for large-scale operations make a Hudi based data lakehouse the perfect choice for DataCentral. We will see how to create a Hudi table and how to write data into the table using various write operations. We will also look at the various configuration options available for HudiI tables and how they can be used to tune the performance of the write operations.

        
          Creating a Hudi table

          DataCentral customers request data through a variety of APIs. The company has a payments microservice that charges customers based on their API usage, calculates charges by request frequency and payload size, and generates invoices as appropriate. The API request logs are stored in a Hudi table, which is then used to generate end-of-month billing statements. Storing these details enables DataCentral to offer flexible billing options for customers. In addition, the company hopes to identify historical patterns in API usage to train machine learning models that can help manage usage and prevent abuse, ensure server availability guarantees, and inform auto scaling of DataCentral clusters.

          
            
            Figure 3-2. The Payments microservice at DataCentral enables flexible billing options for customer API usage by logging and storing fine-grained API request details in the lakehouse.

          

          
            Optimizing Read Performance

            To store the raw sensor data, DataCentral needs to create a Hudi table which is optimized for storing and searching huge amounts of data and is not updated frequently. The following example shows how to create this Hudi table using the Spark SQL API:

            CREATE TABLE sensor_rawdata (
   ts BIGINT,
   sensor_id STRING,
   location STRING,
   type STRING,
   value DOUBLE
) USING HUDI
PARTITIONED BY (location)
LOCATION 'file:///user/datacentral/'
TBLPROPERTIES (
   'hoodie.table.type' = 'COPY_ON_WRITE',
   'hoodie.table.recordkey.fields' = 'sensor_id,type,ts',
   'hoodie.table.base.file.format' = 'PARQUET'
);

            The above statement creates a Hudi COW table (hoodie.table.type = ‘COPY_ON_WRITE’) partitioned by the location column which saves data in parquet files (hoodie.table.base.file.format = ‘PARQUET’). We have chosen the COW format since there are few updates expected on the raw data. Partitioning by location will help in efficient querying of the data based on the location of the sensor or nearby sensor which is the most commonly expected query pattern. Each sensor will provide a single measurement of a given type at a time. Hence, the combination of ts, sensor_id and type fields (hoodie.table.recordkey.fields = ‘sensor_id,type,ts) can be used as a unique key for each record. The ordering is important too as the prefix of sensor_id and type being constant can reduce storage requirements due to prefix compression. Using a unique record key is essential for updates, joins and deletes to work correctly across all the derived datasets. The TBLPROPERTIES clause can specify other configurations for the table in addition to the required table properties.

            Note

              When using the Spark DataFrame API, explicit creation of the Hudi table is not required. The Hudi table would automatically be created when data is written into it for the first time using a schema derived from the data being written and table properties determined from the options provided in the write operation. We will provide examples of the Scala and Python APIs later in this chapter. 

            

            To save the details of each API request made by customers, DataCentral needs to create a Hudi table which is optimized for storing huge amounts of data, does not update to existing data and should be optimized to be searchable for each customer. The following example shows how to create the customer requests table:

            CREATE TABLE customer_api_requests (
   ts BIGINT,
   customer_id STRING,
   request_parameters STRING,
   runtime DOUBLE,
   cost DOUBLE,
) USING HUDI
PARTITIONED BY (customer_id)
LOCATION 'file:///user/datacentral/';

            This statement creates a Hudi table partitioned explicitly by the customer_id column. Since we have not explicitly provided any table properties, Hudi will choose the default values for the table properties resulting in the COW format used for the table and data saved in parquet files. As we have not provided any columns for generating the record key, Hudi will auto-generate an optimal unique record key for each record. We are partitioning the data by the customer_id column so that data for each customer is written separately in different folders to help efficiently query the data based on the customer who made the request.

          

          
            Maximizing Data Freshness

            However, DataCentral has other data tables that are updated much more frequently. In fact, one of the company’s most popular features is Bluebird, an API for tracking of objects (e.g. consumer packages, freight ships, airplanes) as they traverse international waters. The Bluebird application ingests and aggregates data from GPS devices, RFID tags, and transponders installed on container ships and aircraft, preprocesses the data and serves near-real-time location and status information via an API (Figure 3-3).

            
              
              Figure 3-3. Bluebird’s architecture supports extremely frequent writes, as tracked objects move through physical space.

            

            The tables that store updates about these migratory objects are updated in a steady stream during the duration of their trip, making them an excellent use case for Hudi’s MOR table type.

          

        

      

      
        Write Flow and Operations

        The process of writing data into a Hudi table involves various stages, many of which can be customized to suit the specific requirements of the use case. The following is an inside look at the Hudi write flow and the sequence of execution steps (Figure 3-4).

        
          
          Figure 3-4. Hudi write flow overview

        

        
          Start commit

          At this step, a write client always checks if there are any failed actions remaining on the table’s Timeline and performs a rollback accordingly before initiating the write operation by creating a “requested” commit action on the Timeline.

        

        
          Prepare records

          The incoming records may optionally undergo deduplication and indexing based on user configurations and the operation type. If de-duplication is necessary, records with the same key will be merged into one. If indexing is required, a record that represents an update or delete will be marked with its current residing File Group id. We often refer to this as “tagging” a record.

          The topic of indexing logic with various index types is crucial and we will elaborate that in Chapter 5. For the purpose of understanding write flows, we just need to remember that an index is responsible for locating physical files for the given records.

        

        
          Partition records

          This is an essential pre-write step that determines which record goes into which File Group and, ultimately, which physical file. Incoming records will be assigned to update buckets and insert buckets, implying different strategies for subsequent file writing. Each bucket represents one RDD partition for distributed processing, as is the case with Spark.

        

        
          Write to storage

          This is when the actual I/O operations occur. Physical data files are either created or appended to using file writing handles. Before that, marker files may also be created in the .hoodie/.temp/ directory to indicate the type of write operation that will be performed for the corresponding data files. This is valuable for efficient rollback and conflict resolution scenarios.

          After data is written to disk, there may be a need to immediately update the index data to ensure read/write correctness. This applies specifically to index types that are not synchronously updated during writing, such as the HBase index hosted in an HBase server.

        

        
          Commit changes

          In this final step, the write client will undertake multiple tasks to correctly conclude the transactional write. It may run pre-commit validation if configured, or check for conflicts with concurrent writers when applicable. Eventually it will save commit metadata to the Timeline to indicate the write commit as completed.

        

        
          Types of Write Operations

          There are multiple methods for writing data into a Hudi table, each differing in how the data is written and the performance characteristics of the write operation. The main types of write operations in Hudi are insert, upsert, delete and overwrite.

        

        
          Inserting Data

          The insert operation adds new records to the table. The indexing step is skipped for the insert operation. The insert operation performs various heuristics to ensure records are correctly partitioned and packed into files. If a maximum file size configuration is provided during the write operation, Hudi will limit the size of individual files created to prevent very large files which are difficult to manage. The bulk insert operation is a variant of the insert operation which is used to insert a large amount of data into the table in a single operation. Bulk insert provides the same semantics as insert while implementing a sort-based data writing algorithm, which can scale very well for several hundred TBs of an initial load. However, this just does a best-effort job at sizing files vs guaranteeing file sizes like inserts do.

          Now that we have created our Hudi table, let us write some data into it. Assume the historical sensor data is available in CSV files which can be imported into our sensor_rawdata table using Spark SQL:

          --- load csv data into a temporary table
create table if not exists csv_data
using csv
OPTIONS (header "true", inferSchema "true", path "/data/sensors/historical.csv");
--- insert data into the HUDI table from the temporary table
insert into sensor_rawdata
select * from csv_data;

          After the very first write operation, the contents of the Hudi table directory are initialized. The metadata of the newly created Hudi table is stored in the .hoodie folder inside the table location. This folder contains a hoodie.properties file, which has the configuration of the created table, and also contains information on the hudi timeline. 

          --- contents of /tmp/hudi_table/.hoodie/hoodie.properties
#Date=Sat Jun 08 12:16:28 UTC 2024, ts=1717848988483, host=mkataruka-dev.devpod.devpod.svc.cluster.local,
#properties=13, 
hudi_version=0.10.98-spark3
#Sat Jun 08 12:16:28 UTC 2024
hoodie.table.partition.fields=location
hoodie.table.type=COPY_ON_WRITE
hoodie.timeline.layout.version=1
hoodie.table.version=6
hoodie.table.recordkey.fields=
hoodie.table.base.file.format=PARQUET
hoodie.table.name=sensor_rawdata
hoodie.datasource.write.hive_style_partitioning=true

          The timeline stores the details of all the operations that have been performed on the table, such as inserts, updates, deletes, compactions, merges, rollbacks, snapshots, commits, etc.

          --- file listing of the .hoodie folder
drwxrwx--x+  - users users          0 2024-01-17 10:51 /tmp/hudi_table/.hoodie/.aux
drwxrwx--x+  - users users          0 2024-07-09 02:55 /tmp/hudi_table/.hoodie/.heartbeat
drwxrwx--x+  - users users          0 2024-07-09 02:52 /tmp/hudi_table/.hoodie/.temp
-rwxrwx--x+  3 users users        733 2024-01-17 10:53 /tmp/hudi_table/.hoodie/hoodie.properties
-rwxrwx--x+  3 users users       1523 2024-01-17 10:53 /tmp/hudi_table/.hoodie/20240709145107.commit
-rwxrwx--x+  3 users users       1523 2024-01-17 10:53 /tmp/hudi_table/.hoodie/20240709145107.inflight
-rwxrwx--x+  3 users users          0 2024-01-17 10:53 /tmp/hudi_table/.hoodie/20240709145107.commit.requested

          The data files are stored in the partitioned directory structure based on the location column.

          --- file listing of the table folder
drwxrwx--x+  - users users          0 2024-01-17 10:51 /tmp/hudi_table/.hoodie
drwxrwx--x+  - users users          0 2024-01-17 10:51 /tmp/hudi_table/location=sfo
drwxrwx--x+  - users users          0 2024-01-17 10:51 /tmp/hudi_table/location=oak
drwxrwx--x+  - users users          0 2024-01-17 10:51 /tmp/hudi_table/location=sjc
...
...


-- file listing of the location=sfo folder
-rwxrwx--x+  3 users users         96 2024-01-17 10:53 /tmp/hudi_table/location=sfo/.hoodie_partition_metadata
-rwxrwx--x+  3 users users  377361234 2024-01-17 10:53 /tmp/hudi_table/location=sfo/03af0e31-3115-4b4a-b3b4-81d3db999ce7-0_34-44-3514_20240709145107.parquet
...
...

          Data can also be inserted into the sensor_rawdata table by using the SQL Insert statement. This can be useful for inserting a small amount of data into the table or for fixing missing data.

          INSERT INTO sensor_rawdata
VALUES
(1720517526,sensor_123,'sfo','temp',72.5),
(1720517526,sensor_123,'sfo','humidity',0.45),
(1720517526,sensor_125,'oak','temp',74.5),
(1720517526,sensor_125,'oak','humidity',0.55),
(1720517526,sensor_130,'sjc','temp',72.5),
(1720517526,sensor_130,'sjc','humidity',0.45);

          Hudi chooses the appropriate write operation based on the SQL statement used. By default, INSERT INTO uses the insert operation. We can change this using the hoodie.spark.sql.insert.into.operation config. This config is applicable only when using the INSERT INTO statement, and the valid options for this config are: bulk_insert, insert, and upsert. 

          -- use bulk_insert instead of the default insert operation
SET hoodie.spark.sql.insert.into.operation = 'bulk_insert'


INSERT INTO sensor_rawdata
VALUES
(1720517526,sensor_123,'sfo','temp',72.5),
(1720517526,sensor_123,'sfo','humidity',0.45),
(1720517526,sensor_125,'oak','temp',74.5),
(1720517526,sensor_125,'oak','humidity',0.55),
(1720517526,sensor_130,'sjc','temp',72.5),
(1720517526,sensor_130,'sjc','humidity',0.45);

          When loading a large amount of data into a Hudi table, the create and load operations can also be done together using the CTAS (Create Table As Select) statement which is optimized for bulk loading of data into a table.

          --- load csv data into a temporary table
create table if not exists csv_data
using csv
OPTIONS (header "true", inferSchema "true", path "/data/sensors/historical.csv");


--- create a HUDI table and load data into it using CTAS
CREATE TABLE sensor_rawdata (
   ts BIGINT,
   sensor_id STRING,
   location STRING,
   type STRING,
   value DOUBLE
) USING HUDI
PARTITIONED BY (location)
LOCATION 'file:///user/datacentral/'
TBLPROPERTIES (
   'hoodie.table.type' = 'COPY_ON_WRITE',
   'hoodie.table.recordkey.fields' = 'ts,sensor_id,type',
   'hoodie.table.base.file.format' = 'PARQUET'
)
AS SELECT * FROM csv_data;

        

        
          Updating Data

          Hudi supports updating existing data using the upsert operation. The input records are first tagged by looking up the index to determine the existing partitions and files where the records exist. The records are then written to new versions of their existing files. The upsert operation is slower than the insert operation as it involves an index lookup step. If the batch of data contains both updates as well as new records to be added, the data does not need to be divided into separate insert operation and upsert operation. When using upsert operation, Hudi can smartly distinguish the records which do not exist in the table and perform an insert operation internally for those records while using the upsert operation for records which already exist. But even though upsert operation can handle new records, the insert operation is faster for adding new records as the indexing step is skipped for the insert operation. 

          The SQL UPDATE operation maps to the Hudi upsert operation. The following example shows how to update the temperature value of a sensor in location ’sfo’:

          UPDATE sensor_rawdata SET temp = 73.5 WHERE location = 'sfo' AND 
sensor_id = 'sensor_123'AND type = 'temp';

          Upsert statements can also be used to update multiple records in a single operation. Suppose we detected the sensor in location ’sfo’ was not calibrated corrected and has been over-reporting the temperatures by 5F. We can correct the data for this sensor by using the UPDATE statement which maps to an upsert operation:

          UPDATE sensor_rawdata SET temp = temp - 5 WHERE location = 'sfo';

        

        
          Overwriting Data

          Hudi also supports overwrite operations which are optimized for the use-cases where the data for an entire partition or the entire table needs to be replaced with new data. The INSERT OVERWRITE statement is used to replace the data in one or more partitions with new data. The INSERT OVERWRITE TABLE operation is used to replace the entire table with new data. Replacing the data is faster than updating the data record by record as Hudi does not need to perform the index lookup and re-writing of the data files. Hudi simply deletes the existing files in partitions or the entire table and writes new data to new files in the file system.

          Suppose data quality checks detected that the wrong csv file was used to load the sensor data for location ‘oak’. We can replace the data for this location with the correct data using the INSERT OVERWRITE statement as follows:

          --- load the correct sensor data for location 'oak' into a temporary table
create table if not exists oak_csv_data
using csv
OPTIONS (header "true", inferSchema "true", path "/data/sensor_data_oak_corrected.csv");

INSERT OVERWRITE sensor_rawdata
SELECT * FROM oak_csv_data;

          If the sensor data for the entire sensor_rawdata table needs to be replaced with new data, the INSERT OVERWRITE TABLE statement can be used:

          --- load new sensor data for all locations into a temporary table
create table if not exists csv_data
using csv
OPTIONS (header "true", inferSchema "true", path "/data/sensor_data_historical_corrected.csv");


INSERT OVERWRITE TABLE sensor_rawdata
SELECT * FROM csv_data;

        

        
          De-duplicating Data

          Data being written into a Hudi table may contain duplicate records and depending on the use-case it may be necessary to remove duplicates. If future updates are required to records, then Hudi requires no duplicates to be present otherwise it will not be possible to determine which copy of existing record to update. The deduplication step is therefore optional. 

          Duplicates may be present within the same batch or across different batches of records written into the table. For example, the same sensor may send the same data multiple times due to network issues, hardware issues, misconfiguration of sensor ids or software bugs. Duplicates can also be caused when the source of data can only guarantee at-least once delivery of the data. 

          For deduplicating within a batch, Hudi uses the precombine table property to resolve conflicts when multiple records have the same record key. The record with the highest value of the precombine field is chosen as the winner. The precombine field is specified during the creation of the table and is specified using the config hoodie.datasource.write.precombine.field. The default value of this field is ts which does not work for the sensor_rawdata table since this field is part of the record key. We can use the value field as the precombine field to resolve conflicts which would prefer the records with the highest values. The precombine field can be changed by using the ALTER TABLE statement.

          --- set the precombine field to value
ALTER TABLE sensor_rawdata SET TBLPROPERTIES ('hoodie.datasource.write.precombine.field' = 'value');


--- insert data with duplicates into the sensor_rawdata table
INSERT INTO sensor_rawdata
VALUES
(1720517526,sensor_123,'sfo','temp',72.5),
(1720517526,sensor_123,'sfo','temp',73.0), -- duplicate record (inserted as it has higher value in the precombine field)
(1720517526,sensor_125,'oak','temp',74.0),
(1720517526,sensor_125,'oak','temp',72.0); -- duplicate record (dropped as it has lower value in the precombine field)

          The above INSERT INTO statement inserts four records for two sensors with the same timestamp and type but different values. For the sensor_123, the second record would be chosen since it has the higher value of 73. For the sensor_125, the third record would be chosen as it has the higher value of 74.0. The above INSERT INTO statement would in effect insert only two records into the sensor_rawdata table.

          When duplicate data exists across different batches of records, we no longer use the pre-combine field but can instead use the record keys which should be unique in a table. In this case, the Hudi index is used to look up the record keys in the Hudi index. The index lookup step is performed during the upsert operation which is used to update existing records in the table. The upsert operation is slower than the insert operation but it is essential in this case to prevent duplicate data from being inserted. By default, the upsert operation would prefer the later record in case of duplicates. 

          By providing a custom implementation of the payload class, the user can implement custom logic to resolve conflicts when multiple records have the same record key. The payload class implementation receives a copy of both the older and newer records during the upsert operation and will return the record that Hudi should write to the dataset. This can be the older record or newer record or a record derived by the combination of both records. This design allows great flexibility for each use case to decide how to resolve conflicts and deduplicate data.

          Hudi code base provides various implementations of payload. The payload class can be specified using the hoodie.datasource.write.payload.class config. Refer to Table 3-2 for some of the popular payload classes and their descriptions.

          
            Table 3-2. Common payload classes that Hudi provides.
            
              
                	Config
                	Description
              

            
            
              
                	
                  OverwriteWithLatestAvroPayload

                
                	
                  Overwrites the existing record with the latest record. 
This is the default payload class used by Hudi.

                
              

              
                	
                  DefaultHoodieRecordPayload

                
                	
                  Picks the record based on the larger value of precombine field

                
              

              
                	
                  PartialUpdateAvroPayload

                
                	
                  Updates the fields of the existing record with the non-null fields of the new record

                
              

            
          

        

        
          Deleting data

          The delete operation is used to delete records or column values from the table. Hudi supports implementing two types of deletes. Soft deletes retain the record key column and null out the values for all the other fields. Hard deletes completely remove the record from the table. Hudi also supports a delete partition operation that deletes an entire partition from the table. This is faster than deleting records based on the partition field as it simply saves metadata to mark all the files in the partition as deleted and does not need to actually re-write any data files. Deleting a partition is hard delete as all the records in that partition are removed from the table.

          Suppose sensor_123 has malfunctioned and sent bad data. The following example shows how to delete all the data from this sensor by specifying the sensor’s location and sensor_id.

          DELETE FROM sensor_rawdata WHERE location = 'sfo' AND sensor_id = 'sensor_123';

          Due to the lack of demand for sensor data from location LVK (Livermore), Datacentral decided to drop support for this location. Since the sensor_rawdata table is partitioned by location, it is faster to delete the entire partition instead of deleting all records matching the location query as above. This is a hard delete operation and all records in the partition will be removed completely.

          --- Drop sensor data for location 'sfo' partition
ALTER TABLE sensor_rawdata DROP PARTITION (location='lvk);

        

      

      
        Handling the small file problem

        Big data tables are characterized by having a large number of records which may be stored in either a small number of very large files or a large number of small files. Very large files are difficult to manage, backup, update and search. Small files lead to inefficient use of storage, increased metadata overhead, and increased latency in reading data. Similarly, having a very large number of files makes it harder to achieve good query performance, due to query engines having to open/read/close a large number of files while planning and executing queries. So for best query performance we need to ensure all the data files have optimal size.

        In a batch processing system, data is written to the file system in variable sized batches. Smaller-sized batches would result in small-sized files whose count can over time grow to a large number and impact the performance of the read operations. In stream processing systems, inherently ingests are going to end up having a smaller volume of records, which might also result in a lot of small-sized files. Both these systems may end up creating a large number of smaller or variable sized files which will not be optimal for query performance.

        Hudi has the ability to maintain a configured target file size when performing insert and upsert operations. Before writing the records, Hudi identifies eligible small-sized files in the target partitions and overwrites them by adding enough records to bring them closer to the configured maximum size limit. The remaining records are then written to new files. This ensures that the small files eventually grow to be close to the target file size limit, mitigating the effects of the small file problem.

        The file sizing configuration can be set using the hoodie.parquet.max.file.size config. The default value of this config is 120MB which implies that Hudi will try to size all files around the 120MB limit. 

        File sizing during insert and upsert adds a small overhead to the write process as existing files need to be listed and a plan needs to be generated for appropriate packing of records. But once the size config is set, Hudi automatically maintains the appropriate sizing and no additional steps are required to manage the table. 

        In cases where the fastest write performance is desired, you can use Hudi’s Clustering Service to manage file sizing by running a separate pipeline asynchronously without affecting the writing of data. In this separate pipeline, Hudi Clustering can be used to stitch small files together into larger sized files to mitigate the small file problem. This achieves the same benefit as automatic file sizing during the write but has the advantages that it does not affect the writing process and can be done on demand whenever required. This is also a better solution if after experimentation you may need to change the file size limit to achieve the best search performance. We will cover the Clustering Service in more detail, along with all other table services, in Chapter 6.

      

      
        Bootstrapping data

        Hudi maintains various metadata as part of the various operations to enable its functionality. Hudi also adds a few fields to each record before writing it to the data files. The metadata and the additional fields are used to manage the data lifecycle, track the changes made to the data, and enable efficient querying of the data. Due to these requirements, existing columnar data files cannot be directly used as input to a Hudi table. In order to use Hudi to manage the data the existing data needs to be bootstrapped into a Hudi table. Most organizations already have a large amount of data stored in columnar formats. To enable these organizations to quickly start using Hudi for managing their data, Hudi provides a bootstrapping mechanism to import the existing data into a Hudi table.

        DataCentral, Inc. has been collecting sensor data for several years and this data is stored in CSV and Parquet files. We have already seen how to import the data from CSV files into the sensor_rawdata table. Up until this point DataCentral has been experimenting with a limited set of data using CSV files. Suppose DataCentral, Inc. decides to switch to Hudi for managing the entire sensor data and would like to use the Parquet files directly. There are three ways to achieve this: only using Hudi for new partitions, converting existing tables to Hudi, and converting data on the go.

        
          Use Hudi for new partitions alone

          When there is already a Hive based table with data in it, you can use Hudi for newer partitions only. In this approach, no data needs to be re-written since the historical partitions would not be managed by Hudi and is the fastest way to start using Hudi on existing data. The limitation of this approach is that one cannot perform upserts or incremental pulls on older partitions not managed by the Hudi table. This is well-suited for the customer_requests table at Datacentral which is an append only table and no updates are expected on the historical data.

        

        
          Convert existing table to Hudi

          Existing data can be converted to a Hudi table by reading the data from the existing table and writing it to a new Hudi table. Since all the data needs to be re-written, this approach is slower than the previous approach but provides the additional benefits of automatically sizing the files while writing and correctly sorting and partitioning the data that may not have been present in the original table. This approach is suited for the sensor_rawdata table at Datacentral which sometimes requires updates to the historical data.

          Using the Spark DataFrame API the conversion can be performed by looping over the partitions of the existing dataset, reading the data from the source table and writing it to the target Hudi table. This API provides great flexibility in customizing the bootstrapping process to suit the specific requirements of the use case. For example, when there are large sized partitions, bootstrapping can be performed one partition at a time to avoid running out of memory or compute resources. 

          for partition in [list of partitions in source table] {
        val inputDF = spark.read.format("any_input_format").load("partition_path")
        inputDF.write.format("hudi").option()....save("basePath")
}

          Data can also be transformed during the bootstrapping process to drop unwanted columns, change the data types, or to filter the data based on certain conditions using the relevant bootstrap configs. Table 3-3 shows the configurations applicable to the bootstrap process.

          
            Table 3-3. Hudi bootstrapping configurations
            
              
                	Config
                	Description
              

            
            
              
                	
                  hoodie.bootstrap.base.path

                
                	
                  Base path of the dataset that needs to be bootstrapped as a Hudi table

                
              

              
                	
                  hoodie.bootstrap.mode.selector

                
                	
                  The mode to use for bootstrapping the data. The available modes are:

                   METADATA_ONLY In this mode, record level metadata alone is generated for each source record and stored in the new hudi table.

                   FULL_RECORD In this mode, the full record is read from the source and written to the new bootstrap location.

                
              

              
                	
                  hoodie.bootstrap.keygen.type

                
                	
                  The key generator to use for generating the record key from the existing data.

                
              

              
                	
                  hoodie.bootstrap.partitionpath.translator.class

                
                	
                  The class to use for translating the partition path of the source data to the partition path of the target Hudi table. The default implementation is IdentityPartitionPathTranslator which does not change the partition path.

                
              

              
                	
                  hoodie.bootstrap.mode.selector.regex

                
                	
                  A regex to filter the source data files to be bootstrapped. Only the files matching the regex will be bootstrapped. The default value is .* which matches all files.

                
              

            
          

          Hudi provides a utility called HoodieStreamer which can be used to bootstrap the data from an existing table into a Hudi table. The following example shows how to bootstrap the data from the existing existing_sensor_rawdata table into the new Hudi table sensor_rawdata_hudi using the HoodieStreamer utility:

          spark-submit --master local \
--conf 'spark.serializer=org.apache.spark.serializer.KryoSerializer' \
--class org.apache.hudi.utilities.streamer.HoodieStreamer `ls packaging/hudi-utilities-bundle/target/hudi-utilities-bundle-*.jar` \
--run-bootstrap \
--target-base-path file://tmp/datacentral/sensor_rawdata \
--target-table sensor_rawdata_hudi \
--table-type COPY_ON_WRITE \
--hoodie-conf hoodie.bootstrap.base.path=file:///tmp/datacentral/existing_sensor_rawdata \
--hoodie-conf hoodie.datasource.write.recordkey.field=${KEY_FIELD} \
--hoodie-conf hoodie.datasource.write.partitionpath.field=${PARTITION_FIELD} \
--hoodie-conf hoodie.datasource.write.precombine.field=${PRECOMBINE_FILED} \
--hoodie-conf hoodie.bootstrap.keygen.class=org.apache.hudi.keygen.SimpleKeyGenerator \
--hoodie-conf hoodie.bootstrap.mode.selector=org.apache.hudi.client.bootstrap.selector.BootstrapRegexModeSelector \
--hoodie-conf hoodie.bootstrap.mode.selector.regex='.*' \
--hoodie-conf hoodie.bootstrap.mode.selector.regex.mode=FULL_RECORD \
--hoodie-conf hoodie.datasource.write.hive_style_partitioning=true

          For simplicity, Hudi also provides bootstrapping via the SQL API. The following example shows how to bootstrap the data from the existing existing_sensor_rawdata table into the new Hudi table sensor_rawdata_hudi using the SQL API:

          call run_bootstrap(table => 'sensor_rawdata_hudi', table_type => 'COPY_ON_WRITE', bootstrap_path => 'file://tmp/datacentral/existing_sensor_rawdata', base_path => 'file://tmp/datacentral/sensor_rawdata_hudi', rowKey_field => 'id', partition_path_field => 'dt', bootstrap_overwrite => true);

        

        
          Convert data on the go

          Converting all the data at once can be time-consuming and resource-intensive and may not work for very large datasets. For such cases, Hudi supports a two-step, hybrid approach where the existing data files are converted as and when required. Initially, Hudi will list all existing files from the non-Hudi table and write corresponding skeleton files containing only the Hudi metadata fields but no actual data. The skeleton files contain a reference to the original data files which are read for the data during the query process. The original data files should not be modified after this step. In the second step, when an existing non-Hudi file is to be modified during an upsert, a new version of this file is written with the Hudi fields added and the corresponding skeleton file is removed. Hence, the actual data is converted only when it is modified and the entire overhead of bootstrapping the data is spread over time requiring fewer initial resources and utilizing the resources efficiently.

          This approach is preferred for the sensor_rawdata table at DataCentral as it is a very large dataset and updates are infrequent.

          spark-submit --master local \
--conf 'spark.serializer=org.apache.spark.serializer.KryoSerializer' \
--class org.apache.hudi.utilities.streamer.HoodieStreamer `ls packaging/hudi-utilities-bundle/target/hudi-utilities-bundle-*.jar` \
--run-bootstrap \
--target-base-path file://tmp/datacentral/sensor_rawdata \
--target-table sensor_rawdata_hudi \
--table-type COPY_ON_WRITE \
--hoodie-conf hoodie.bootstrap.base.path=file:///tmp/datacentral/existing_sensor_rawdata \
--hoodie-conf hoodie.datasource.write.recordkey.field=${KEY_FIELD} \
--hoodie-conf hoodie.datasource.write.partitionpath.field=${PARTITION_FIELD} \
--hoodie-conf hoodie.datasource.write.precombine.field=${PRECOMBINE_FILED} \
--hoodie-conf hoodie.bootstrap.keygen.class=org.apache.hudi.keygen.SimpleKeyGenerator \
--hoodie-conf hoodie.bootstrap.mode.selector=org.apache.hudi.client.bootstrap.selector.BootstrapRegexModeSelector \
--hoodie-conf hoodie.bootstrap.mode.selector.regex='.*' \
--hoodie-conf hoodie.bootstrap.mode.selector.regex.mode=METADATA_ONLY \
--hoodie-conf hoodie.datasource.write.hive_style_partitioning=true

        

      

      
        Configuration

        Hudi provides a wide range of configuration options which can be used to define the characteristics of the created table and to tune the performance of the various operations on that table. The configuration options can be set at the table level, which then apply to all operations on the table, or at the session level which apply to all the operations within that session.

        The configurations which are defined at the time of creation of a Hudi table and never change during the lifetime of the table are called the table properties. These table properties are stored in the hoodie.properties file in the .hoodie folder of the table location. The table properties are set using the CREATE TABLE statement. The following example creates the same sensor_rawdata table as before but with the table properties set to specify the COPY_ON_WRITE table type, the location column as the partitioning column, the concatenated value of sensor_id and ts columns as the unique record key and the base file format as PARQUET.

        CREATE TABLE sensor_rawdata (
   ts BIGINT,
   sensor_id STRING,
   location STRING,
   type STRING,
   value DOUBLE
) USING HUDI
LOCATION 'file:///tmp/hudi_table/'
TBLPROPERTIES (
   'hoodie.table.type' = 'COPY_ON_WRITE',
   'hoodie.table.partition.fields' = 'location',
   'hoodie.table.recordkey.fields' = 'sensor_id,ts',
   'hoodie.table.base.file.format' = 'PARQUET'
);

        Table 3-4 lists important table properties and their default values applicable to writing data into Hudi tables.

        Note

          The configs may sometimes differ from one engine to another. It’s best to confirm the correct settings when switching between engines. For simplicity we are listing the configs for the Spark Engine here.

        

        
          
            
              	Config
              	Description
              	Default value
            

          
          
            
              	
                hoodie.bulkinsert.sort.mode

              
              	Decides how to sort records during bulk insert. Options include:
	GLOBAL_SORT: Sort records globally before partitioning. This ensures best file sizes, with lowest memory overhead at cost of sorting.
	PARTITION_SORT: Sort records after partitioning.


 
              	
                None (no sorting)

              
            

            
              	
                hoodie.combine.before.insert

              
              	
                When inserted records share the same key, controls whether they should be first combined (i.e. de-duplicated) before writing to storage.

              
              	
                False 

              
            

            
              	
                hoodie.datasource.insert.dup.policy

              
              	
                This policy will be employed when records being ingested already exist in storage. Options include:

                 Drop - Matching records from incoming will be dropped and the rest will be ingested. 

                 Fail - Fail the write operation when the same records are re-ingested.

              
              	
                None

              
            

          
        

        Table Configuration can be modified using the ALTER TABLE statement. The following example changes the name of the table sensor_rawdata :

        ALTER TABLE sensor_rawdata SET TBLPROPERTIES (table_property = 'property_value');
ALTER TABLE sensor_rawdata UNSET TBLPROPERTIES (table_property = 'property_value');

        For Spark the configuration can be set using the Spark SQL SET command and are applicable to all the operations on the table within the session.

        SET hoodie.bulkinsert.sort.mode='GLOBAL_SORT';
SET hoodie.bulkinsert.user.defined.partitioner.sort.columns='ts';
SET hoodie.spark.sql.insert.into.operation = 'bulk_insert'

        For Scala and Python APIs, the table properties can be set using the HoodieWriteConfig object.

        Instead of directly passing configuration settings to every Hudi job, you can also centrally set them in a configuration file hudi-default.conf. By default, Hudi would load the configuration file under the /etc/hudi/conf directory. You can specify a different configuration directory location by setting the HUDI_CONF_DIR environment variable. This can be useful for uniformly enforcing repeated configs (like Hive sync or write/index tuning), across your entire data lake. It helps to have a central configuration file for your common cross job configurations/tunings, so all the jobs on your cluster can utilize it. It also works with Spark SQL DML/DDL, and helps avoid having to pass configs inside the SQL statements.

        hoodie.datasource.hive_sync.mode               jdbc
hoodie.datasource.hive_sync.jdbcurl            jdbc:hive2://localhost:10000
hoodie.datasource.hive_sync.support_timestamp  false

      

      
        Summary

        In this chapter, we explored the fundamentals of writing data to Apache Hudi and the decisions that shape an efficient Hudi table. Using the example of DataCentral Inc., we illustrated the importance of tailoring platform engineering to an organization’s unique requirements and understanding how configurations like partitioning, file formats, and table types can influence downstream performance.

        We delved into Hudi’s two primary table types—Copy-on-Write (COW) and Merge-on-Read (MOR)—and examined their suitability for different workloads. Along the way, we learned how Hudi ensures data integrity and efficiency through features like uniqueness constraints, de-duplication, and strategies for mitigating the small file problem. We also took a guided journey through the write lifecycle, covering critical operations such as inserting, upserting, overwriting, and bootstrapping existing data.

        Armed with these concepts and best practices, we’re now prepared to explore more advanced aspects of Apache Hudi, optimizing its capabilities to address a variety of real-world data challenges.

      

    







      Chapter 4. Read from Hudi 

      A Note for Early Release Readers

        With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.

        
        This will be the 4th chapter of the final book.

        
        If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at gobrien@oreilly.com.

        

        As engineers and architects we’ve learned (oftentimes the hard way) that databases are all about tradeoffs. One of the most difficult parts of choosing a database is knowing that no single database can do everything, and no matter which one you pick, it will make implementing certain features much more difficult. 

      When writing to a traditional relational database (Oracle, PostgreSQL, MySQL, SQLite, etc.) we prepare ourselves for more up-front data engineering work. In return, we expect straightforward queries and transactional guarantees. We know document databases (Mongo, Solr, CouchDB, etc) and key-value stores (e.g. Cassandra, HBase, Redis, RocksDB) will make writes a breeze, and scale horizontally but will eventually lead to headaches when it comes to tighter transactional guarantees and need for higher data consistency between multiple tables.

      So we make architectural decisions in support of one business interest at the expense of others. For instance, when the underlying objects are subject to transactions, data scientists may struggle to seek back to the specific state of the database for a given model. Yet not many of us would be willing to build, say, an e-commerce tool or a financial application without a database that provided transactional guarantees, even if we know AI/ML is on the roadmap. 

      Organizations that grow quickly usually end up orchestrating a multiplicity of databases that support a multiplicity of business interests. As applications become increasingly mobile, geographically distributed, and “smart”, more and more organizations will end up with data lakes of highly concurrent, high throughput transactions and log segments of interactions between microservices. Synchronizing the lakehouse from a rapidly-changing and heterogeneous primary object store is complex, slow, and expensive. The data platform layer can then become a limiting factor for innovation, straining to provide data fresh enough for analytics, and slowing down use cases of machine learning and AI. 

      Herein lies a key advantage of using Hudi to empower analytics for this next generation of data-intensive applications. Hudi is designed to provide native support for near real-time analytics as well as time travel, and this is most evident in the different ways in which data can be read from Hudi. In the previous chapter, we saw how to create and write to Hudi tables, focusing on key concepts related to data modeling and configuration. In this chapter, you will see how different table layouts (results of config options described in the previous chapter), offer different query capabilities that support a variety of analytic and AI/ML use cases, and see examples of each. In the following section, you’ll learn how query engines integrate into a Hudi table so that you can feel confident about architecting a performant lakehouse tuned to the unique consistency requirements of your downstream applications. Let’s dive in!

      
        Enabling Distributed Queries

        In Chapter 3, we saw that under the hood, a Hudi table is organized as a structured directory of files where the root contains metadata files, and sub-directories contain data files. When sliced or filtered by time, these files represent immutable snapshots of your lakehouse at that moment in time. This means that when reading data from Hudi tables, you are actually reading data from time-stamped, versioned files in your storage layer.

        It’s important to keep in mind that Hudi by itself is not a query engine; instead, Hudi integrates with query engines - supplying libraries to help query engines understand the Hudi table format - to efficiently extract your data on storage. Hudi supports a wide range of query engines, such as Spark, Hive, Presto, Trino, while in this chapter, we will showcase querying Hudi tables via Spark SQL.

        
          Query Lifecycle in Distributed Query Engines 

          Earlier, we suggested that Hudi “integrates” with the query engine. What does that mean exactly?

          Query engines already do a lot of heavy lifting -- from query parsing to optimization, execution, and resource management. To understand how exactly Hudi is involved, consider the full life cycle of a query in a distributed query engine, shown in Figure 4-1. 

          
            
            Figure 4-1. Different phases of a query in a distributed query engine.

          

          When we query a Hudi table, Hudi is primarily assisting the query engine with optimization and execution planning. Query engines are fundamentally translators that transform input (e.g. SQL) into a structured set of operations that can be performed at the storage layer. The query engine first consults the Hudi-specific integration layer, which uses Hudi APIs to retrieve information from the metadata, timeline, filenames, and directory structure described in Chapter 3 to rapidly seek the subset of files that are relevant to that query (i.e certain columns or attributes, snapshots from an earlier point in time). Then the file paths of those specific files, as well as relevant metadata, are provided to query engines to reduce the scanning space of the planned queries.

          Note

            While the overall lifecycle of a query is similar in all query engines, the actual phases and their responsibilities may differ from one query engine to another. It is key to understand that query engines implement engine-specific optimizations to improve performance, guarantee transactional semantics, or reduce associated costs. 

          

        

        
          Understanding Catalogs

          As organizations increasingly rely on data lakehouses for their analytics and machine learning use cases, robust data catalogs become indispensable.

          Data catalogs have a dual purpose: they enable technical users to efficiently locate datasets, while supporting business users in governance, security, and other data management tasks. Many organizations maintain multiple data catalogs, which may include both technical catalogs, such as Hive Metastore, AWS Glue Data Catalog, Unity, and Polaris, and metadata or governance catalogs, such as DataHub, Alatain, Atlan, and Hitachi Pentaho. These tools provide features like schema evolution management (as introduced in Chapter 3) and data quality profiling (will be discussed more fully in Chapter 9), to facilitate data governance and ensure data reliability and consistency across diverse data sources. 

          Hudi is not a data catalog, but it can be configured to push updates to your organization’s existing data catalogs to keep them up-to-date. Hudi can integrate with multiple catalogs to synchronize metadata, either during the write process or separately through periodic table metadata synchronization. In Chapter 9, we will explore the synchronization mechanism in greater detail.

          For the rest of this chapter we will assume the Hudi tables are already in sync with such a catalog, and your favorite query engines can already access these catalogs to get table metadata on Hudi tables. Let’s start reading from Hudi tables! 

        

      

      
        Hudi Query Types 

        Imagine we work for a ridesharing company with an app called LetsMotor. The initial premise of LetsMotor was to allow city dwellers to hire drivers for short-to-mid distance travel, but as you can imagine, as the app gains in popularity and competitors enter the market, new features and use cases are emerging, ranging from rider safety to targeted marketing and fraud detection. 

        Many of these use cases depend on the same underlying data; a very big table of customer trip data. The underlying data is stored as a Merge-on-Read Hudi table, with attributes such as the unique identifier of the trip, timestamps of the trip, fares, rider and driver details, the city where the ride was initiated, trip duration, and more. However, the different departments at LetsMotor think about trip data differently. Figure 4-2 illustrates various use cases at LetsMotor. For instance, the Fraud team relies on the trip data to detect fraudulent behavior in real time, whereas the Finance team is more interested in looking back at historical data snapshots. Understanding these use cases helps determine the most effective and performant Hudi query type to employ. 

        
          
          Figure 4-2. Use cases for the trips dataset at LetsMotor. 

        

        Hudi will allow us to serve many different use cases from the same trips table. As we will see in the remainder of this chapter, Hudi provides query syntaxes that enable users from different departments to specify particular views of the trips table that best suit their needs.

        
          Snapshot Queries

          Snapshot queries are the default query type when reading from Hudi tables. As the name suggests, these queries are designed to return an immutable snapshot of the latest state of the table(s) at the time of querying. Users can choose to snapshot the entire table, or apply filters and transformations on the data that is being fetched as part of the snapshot query. Let’s say the Marketing team is interested in customers who spent over 20 USD on their rides. Here’s an example of how to do a snapshot query on the trips table using Spark SQL, which should return 6 columns of the table, and every row where the fare amount exceeds 20 USD:

          SELECT trip_start_ts, fare, rider, driver, city 
FROM trips WHERE fare > 20.0;
+-------------------+--------+----------+--------+--------------+
|      trip_start_ts|    fare|     rider|  driver|          city|
+-------------------+--------+----------+--------+--------------+
       1695091554788    27.7    rider-C  driver-M  san_francisco
       1695046462179    33.9    rider-D  driver-L  san_francisco
       1695332066204    93.5    rider-E  driver-O  san_francisco
       1695516137016    34.15   rider-F  driver-P  sao_paulo
       1695376420876    43.4    rider-G  driver-Q  sao_paulo
       1695173887231    41.06   rider-I  driver-S  chennai

          The same can be achieved via Spark DataFrame API (shown in Scala for this example):

          val basePath = "<table path location>"
val tripsDF = spark.read.format("hudi").load(basePath)
ridesDF.createOrReplaceTempView("trips_table")
spark.sql("""
  SELECT fare, trip_start_ts, rider, driver, city 
  FROM trips_table WHERE fare > 20.0""").show()
+-----+-------------+-------+--------+-------------+
| fare|trip_start_ts|  rider|  driver|         city|
+-----+-------------+-------+--------+-------------+
| 27.7|1695091554788|rider-C|driver-M|san_francisco|
| 33.9|1695046462179|rider-D|driver-L|san_francisco|
| 93.5|1695332066204|rider-E|driver-O|san_francisco|
|34.15|1695516137016|rider-F|driver-P|    sao_paulo|
| 43.4|1695376420876|rider-G|driver-Q|    sao_paulo|
|41.06|1695173887231|rider-I|driver-S|      chennai|
+-----+-------------+-------+--------+-------------+

          As we can see, this Scala query returns a result that is effectively identical to Spark SQL. Now let’s look more closely at how snapshot queries work with respect to different table types in Hudi along with LetsMotor’s use cases.

          
            Copy-on-Write: Faster Querying for Non-Bursty Data

            LetsMotor’s Marketing team incentivizes first-time riders to take more trips. To target these promotions they need to analyze the first rides of all riders. This is one of the downstream views of the original trips table. 

            LetsMotor’s Marketing team refreshes its customer segmentation model once every few hours, to target first time riders based on the latest snapshot of the first_rides table.

            
              
              Figure 4-3. The Marketing team’s customer segmentation model is rebuilt from the ridership data every few hours, and used to create targeted promotions for the first-time riders.

            

            Why is first_rides a good use case for the Copy-on-Write table type? LetsMotor has an average of 2 million riders everyday. Although there’s a steady stream of new trips throughout the day, all the trips and the stream of updates are not necessarily applicable to the Marketing team’s use case. They only need the completed trip and rider details for a rider’s first trip and rarely require updates like rider profile changes or adjustments in trip location caused by moving pins. It means that for this use case, when we create the Hudi table for the first_rides data, we will likely create a Copy-on-Write table. As explained in Chapter 3, this will ensure the best read performance possible, and be a cost-effective way to provide a latest view of the data.

            The Marketing team can use the following snapshot query using Spark SQL on the first_rides table to get all riders who took their first trips in the last two hours in a specific city. They should see the same query performance as querying any non-Hudi columnar table. 

            SELECT trip_start_ts, fare, rider, driver, city 
FROM first_rides 
WHERE city = 'san_francisco' 
AND to_timestamp(trip_start_ts/1000) > current_timestamp() - INTERVAL 2 HOURS;
+-------------------+--------+----------+--------+-------------+
|      trip_start_ts|    fare|     rider|  driver|         city|
+-------------------+--------+----------+--------+-------------+
|      1725100651857|    19.1|   rider-A|driver-K|san_francisco|
|      1725096313000|    93.5|   rider-E|driver-O|san_francisco|
+-------------------+--------+----------+--------+-------------+

            The same results and query latencies can be achieved via Spark DataFrame API (shown in Scala for this example):

            val basePath = "<table path location>"
val firstRidesDF = spark.read.format("hudi").load(basePath)
firstRidesDF.createOrReplaceTempView("first_rides_table")
spark.sql("""
  SELECT fare, trip_start_ts, rider, driver, city 
  FROM first_rides_table 
  WHERE city = 'san_francisco' 
  AND to_timestamp(trip_start_ts/1000) 
    > current_timestamp() - INTERVAL 2 HOURS""").show()
+-----+-------------+-------+--------+-------------+
| fare|trip_start_ts|  rider|  driver|         city|
+-----+-------------+-------+--------+-------------+
| 19.1|1725100651857|rider-A|driver-K|san_francisco|
| 93.5|1725096313000|rider-E|driver-O|san_francisco|
+-----+-------------+-------+--------+-------------+

            Let’s consider the same snapshot query issued at two different times on the same table. The results would vary based on the state of the table at that time. Figure 4-4 illustrates this scenario on a Copy-on-Write table. We can see two snapshot queries at two different times - one just before commit T3 was added, and one just after commit T3. 

            
              	
                The first query will return the snapshot as of Commit T2 (version T2 from file groups 1 - 3). In the first_rides example described earlier, this query issued at 09:50 am will return all first rides that happened between 07:50 am and 09:00 am in San Francisco (NOT 09:50 am, because the latest commit T2 happened at 09:00am). 

              

              	
                The second query will return the snapshot as of Commit T3 (Version T3 data from file groups 1, 2 & 4 and Version T2 from file group 3). For the same example from first_rides, this snapshot query issued at 10:10 am will return all first rides that happened between 08:10 am and 10:00 am in San Francisco (NOT 10:50 am, because the latest commit T3 happened at 10:00am).

              

            

            
              
              Figure 4-4. Illustration to show how Hudi Copy-on-Write tables work.

            

          

          
            Merge-on-Read: Better Querying for Bursty Data

            The Fraud department is another of the main consumers of the trips data at LetsMotor. They use trip data to detect, flag, and remediate fraud attempts in near real time by freezing accounts and sending security messages. In this case, a batch refresh of the data every few hours is not sufficient at all.

            
              
              Figure 4-5. A near real-time fraud detection model operates over snapshots of the trips table, requiring a near-constantly refreshed view to effectively intervene in fraudulent behaviors.

            

            Detecting behaviors like fare evasion, fake rides, and fare manipulation in near real-time means that the Fraud department expects the underlying data store to have all of the latest trip updates from the last few minutes. Ideally, the underlying trips table is Merge-on-Read (rather than Copy-on-Write).

            Why would a Merge-on-Read Hudi table be better in this scenario? In Chapter 3, we learned that a Hudi table is actually a hierarchical directory of data and metadata files. We saw that Copy-on-Write tables operate on data that is stored in columnar files (i.e. real-time event streams that have already been preprocessed and schematized). Copy-on-Write tables are optimized for the best query performance, and take all the costs on the ingestion side. This does not favor real-time use cases that constantly need to update the existing records. On the other hand, Merge-on-Read tables can operate on data in both its processed, columnar form (e.g. Parquet) and in raw event form (e.g. Avro). This allows for the rapidly changing table data to be ingested as quickly and queryably as possible. The Fraud team can thus leverage the underlying trips table to detect such anomalous activities in near real-time.

            When we do a snapshot query on a Merge-on-Read table, any new raw events (in the row-formatted log files) that have not yet been processed and schematized into columnar form (base files) will be processed on-the-fly. These new updates are then applied to the state of the data as represented by the columnar files, ensuring the snapshot returned includes all updates from the latest file slices across all file groups. This merging happens on the fly at the query layer and is not cascaded back to storage. Nonetheless, as you might expect, this on-the-fly processing at query time can result in some additional query latency, with the tradeoff of consistently providing fresher data. Optimization techniques like compaction on the storage layer help improve performance in these scenarios making snapshot queries faster for Merge-on-Read tables. More details on compaction are discussed in Chapter 6.

            Getting back to our fraud detection use case, here is a sample snapshot query the team can use via Spark SQL on the trips table to get all trips in a specific city whose duration was less than 3 minutes in the last 15 mins. They should see the latest data to detect suspicious trip activities in the last fifteen minutes.

            SELECT trip_start_ts, rider, driver, trip_duration_seconds 
FROM trips 
WHERE city = 'san_francisco' 
AND trip_duration_seconds < 180 
AND to_timestamp(trip_start_ts/1000) > current_timestamp() - INTERVAL 15 MINS;
+---------------+----------+--------+----------------------+
|  trip_start_ts|     rider|  driver| trip_duration_seconds|
+---------------+----------+--------+----------------------+
   1725100651857    rider-A driver-K                    139

            The same results can be achieved via Spark DataFrame API (shown in Scala for this example):

            val basePath = "<table path location>"
val tripsDF = spark.read.format("hudi").load(basePath)
tripsDF.createOrReplaceTempView("trips_table")
spark.sql("""
  SELECT trip_start_ts, rider, driver, trip_duration_seconds 
  FROM trips_table 
  WHERE city = 'san_francisco' 
  AND trip_duration_seconds < 180 
  AND to_timestamp(trip_start_ts/1000) 
    > current_timestamp() - INTERVAL 15 MINS""").show()
+-------------+-------+--------+-----------------------+
|trip_start_ts|  rider|  driver|  trip_duration_seconds|
+-------------+-------+--------+-----------------------+
|1725100651857|rider-A|driver-K|                    139|
+-------------+-------+--------+-----------------------+

            Figure 4-6 illustrates how different queries work in a Merge-on-Read Hudi table. Let’s just take snapshot queries for now and discuss other query types in later sections. We can see that a snapshot query that runs just after commit time T10 will merge the data from the base file and the append logs for file groups 1 & 2 on-the-fly. For file group 3, only the base file data will be returned. For file group 4, only merged data from the append logs will be returned (since there is no base file). The periodic compaction process on the write side (discussed in Chapter 6) reconciles these changes to produce a new version of the base file that has the latest updates to keep the query performances in check. In Figure 4-6, the periodic compaction process happened at commit time T5 to produce version T5 base file in all relevant file groups. 

            
              
              Figure 4-6. Illustration to show how Hudi Merge-on-Read tables work.

            

            For the Fraud detection team’s use case described previously, the snapshot query issued at 10:47 am should return all the latest trips that are less than 3 mins in duration and happened in San Francisco city between 10:32 am and 10:47 am. This query would, on-the-fly, merge the updates from log files onto base files as needed from the relevant file groups.

          

        

        
          Time Travel Queries

          The Finance team is also interested in training models. However, the financial forecasting models they want to use have slightly different requirements -- their data scientists need slices of data from different points in time to explore historical patterns (e.g. seasonal surges). Great Scott, it’s time for time travel!

          While snapshot queries let you query the latest state of the table at the time of query, time travel queries let you query historical snapshots of a Hudi table. 

          
            
            Figure 4-7. The Finance team can use time travel queries to obtain successive snapshots from previous points in time for historical analysis and financial forecasting.

          

          Here’s an example of how to time travel a Hudi table (using Spark SQL):

          # time travel based on commit time, 
# for eg: `20240815000000000` (refers to 2024-08-15 00:00:00.000) 
# to count total number of trips in San Francisco 
# where trips happened on August 14, 2024 
# when there was a SF Giants game at Oracle park
SELECT count(*) FROM trips 
TIMESTAMP AS OF '20240815000000000' 
WHERE city = 'san_francisco' 
AND to_date(to_timestamp(trip_start_ts/1000)) >= date('2024-08-14');

          By providing a timestamp along with the query, users can go back in history to query the snapshot of a table as of that timestamp. File slices in each filegroup are associated with a commit time and can therefore be filtered using timestamps. 

          You can provide any timestamp, and Hudi will identify the files from the file group that correspond to the commits made closest to that timestamp, specifically, the commits made on or before the timestamp. If the timestamp provided is earlier than the first commit, the time travel query will return no results. If the timestamp requested is later than the last commit, the latest snapshot of the data will be returned.

          During time travel queries, one of the metadata table indices, called the Files Index (discussed in Chapter 5), that has all files related information, is leveraged to narrow down the exact file slices from each filegroup that are at (or just before) the provided timestamp. The timestamp format in the examples follows the Hudi Timeline’s format yyyyMMddHHmmssSSS. It can also be formatted as yyyy-MM-dd or yyyy-MM-dd HH:mm:ss.SSS:

          -- time travel (yyyy-MM-dd)
SELECT * FROM hudi_table 
TIMESTAMP AS OF '2022-03-07 09:16:28.100' 
WHERE uuid = 'e96c4396-3fad-413a-a942-4cb36106d721';
-- time travel (yyyy-MM-dd HH:mm:ss.SSS)
SELECT * FROM hudi_table 
TIMESTAMP AS OF '2022-03-08' 
WHERE uuid = 'e96c4396-3fad-413a-a942-4cb36106d721';

          Note

            The use of TIMESTAMP AS OF keyword in Spark SQL or as.of.instant option in Spark DataFrame API triggers the time travel queries. No other parameters are required. 

          

          Time travel queries are useful for many downstream analytics use cases like compliance audits, as well as for internal data debugging and troubleshooting.

        

        
          Incremental Query: Latest-State Mode

          The Platform team at LetsMotor originally adopted Hudi in order to implement the medallion architecture and to model how trips data moves from a raw state to a processed or normalized state. 

          Before adopting Hudi, the team had to reprocess all trips data as it was migrated and ETL’ed first into the bronze, and then silver, and finally gold tables. This full reprocessing was necessary because there was no way for the team to know how much of the data in the underlying file system had changed between migrations. 

          Hudi allows the team to process only the data that changed since the last table update using incremental queries, thereby speeding up the downstream pipelines considerably. 

          Incremental queries are an extremely powerful construct for observing changes to source data over fixed periods of time. Given a start and end time, Hudi incremental queries can provide the latest changes as of the end time for those records that changed within that specified time window. 

          Hudi treats record-level change streams as a first-order design goal. This is one of the unique features supported in Hudi since its inception in 2016, and allows Hudi to encode very granular changes such as commit times in filenames, log blocks, and records, as discussed more fully in Chapter 3. These granular changes allow Hudi to expose some unique and useful semantics, which will be explored in the next section. 

          Here’s the basic template of an incremental query that the Platform team can use to figure out which updates need to be applied to downstream views of the data:

          SELECT * FROM 
hudi_table_changes(table or path, queryType, beginTime [, endTime]);

          These four SQL parameters (presented in Table 4-1), provide very fine-grained access to slices of updates over time.

          
            Table 4-1. Spark SQL Parameters for Incremental Queries
            
              
                	Parameter Name
                	Description
                	Possible values & examples
              

            
            
              	table or path
              	table identifier if the table is registered with a metastore.
              	db.tableName, tableName
            

            
              	Path for your table. In this case, table need not exist in the metastore.
              	“s3://bucket_name/path/for/s3_hudi_table”,
 “file:///path/for/local_hudi_table”
            

            
              	queryType
              	incremental query mode
              	Possible values:‘latest_state’, ‘cdc’
 Default is ‘latest_state’. For ‘cdc’ query, first enable cdc for your table by setting ‘cdc.enabled=true’
            

            
              	beginTime
              	instantTime to begin query from. This is exclusive. The results retrieved are greater than this beginTime. 
              	Possible values: ‘earliest’,’<timestamp>’
 ‘earliest’ denotes earliest available commit from the timeline.
<timestamp> can be for ex. ‘202305150000’
            

            
              	endTime
              	optional instantTime to end query at. This is an inclusive endpoint. The results retrieved include records that match this endTime. When not specified assumes the latest commit in the timeline.
              	<timestamp> for ex. ‘202305150000’
            

          

          Let’s look at some examples to better understand the different parameters. 

          Let’s say we have some concerns about the last batch of updates, and we want to seek back to the version of the data before those updates were applied. The following query will retrieve the latest updates of all records since the earliest known commit up to the latest commit in the timeline. 

          SELECT * FROM hudi_table_changes('db.table', 'latest_state', 'earliest');

          Note: The results for the above query are the same as they would be for a snapshot query at that time.

          Perhaps we have detected a problem with a batch of updates that was applied over the weekend of May 19th, 2024, and now we want to rewind back to the state of the data before those commits. The following query retrieves changes between (‘earliest’, ’202405190000’]. 

          -- start from earliest, end at `May 19 2024 00:00`.
SELECT * FROM 
hudi_table_changes('table', 'latest_state', 'earliest', '202405190000');

          If we only want to see the changes that happened between Saturday (May 18th, 2024 00:00) and Sunday (May 19th, 2024 00:00), the following query retrieves records after commit ‘202405180000’ and on or before commit time ‘202405190000’ (ie. (‘202405180000’, ‘202405190000’]):

          -- start from `May 18 2024 00:00`, end at `May 19 2024 00:00`.
SELECT * FROM 
hudi_table_changes('table', 'latest_state', '202405180000', '202405190000');

          If you’re using Spark DataFrame APIs rather than Spark SQL, Table 4-2 shows the corresponding read options to perform incremental querying.

          
            Table 4-2. Spark DataFrame API Read Options for Incremental Queries
            
              
                	Option
                	Description
                	Possible values & examples
              

            
            
              	‘hoodie.datasource.query.type’
              	Whether data needs to be read, in incremental mode (new data since an instantTime) (or) read_optimized mode (obtain latest view, based on base files) (or) snapshot mode (obtain latest view, by merging base and (if any) log files)
 Config Param: QUERY_TYPE
              	Default: ‘snapshot’
 Possible values: ‘incremental’, ’read_optimized’, ‘snapshot’
            

            
              	‘hoodie.datasource.query.incremental.format’
              	This config is used only when ‘hoodie.datasource.query.type’ is set to ‘incremental’ .Defines the incremental query mode. When set to ‘latest_state', it returns the latest records’ values.When set to ‘cdc', it returns the cdc data.
              	Possible values: 
‘latest_state’, ‘cdc’
 Default is ‘latest_state’. For ‘cdc’ query, first enable cdc for your table by setting ‘hoodie.table.cdc.enabled=true’
            

            
              	‘hoodie.datasource.read.begin.instanttime’
              	Required when hoodie.datasource.query.type is set to incremental. Represents the instant time to start incrementally pulling data from. The instanttime here need not necessarily correspond to an instant on the timeline. New data written with an instant_time > BEGIN_INSTANTTIME are fetched out. For e.g: ‘20170901080000’ will get all new data written after Sep 1, 2017 08:00AM.
 Config Param: BEGIN_INSTANTTIME
              	‘20170901080000’
            

            
              	‘hoodie.datasource.read.end.instanttime’
              	Used when hoodie.datasource.query.type is set to incremental. Represents the instant time to limit incrementally fetched data to. When not specified latest commit time from timeline is assumed by default. When specified, new data written with an instant_time <= END_INSTANTTIME are fetched out. Point in time type queries make more sense with begin and end instant times specified

Config Param: END_INSTANTTIME
              	‘20170901080000’
            

          

          If using Spark DataFrame APIs, the syntax is a bit different. Start by creating a temporary view (this can be skipped if the table is already registered with a catalog):

          // create a temporary view
spark.read.format("hudi").load(basePath).createOrReplaceTempView("trips_table")

          Next, compose the query using options to specify the desired incremental query parameters like shown below. This example will retrieve the same “bad batch” of commits from the weekend - from Saturday (May 18th, 2024 00:00) to Sunday (May 19th, 2024 00:00), as shown above in Spark SQL.

          -- start from `May 18 2024 00:00` and end at `May 19 2024 00:00`.
// incrementally query data
val tripsIncrementalDF = spark.read.format("hudi").
  option("hoodie.datasource.query.type", "incremental").
  option("hoodie.datasource.read.begin.instanttime", 202405180000).
  option("hoodie.datasource.read.end.instanttime", 202405190000).
  load(basePath)
tripsIncrementalDF.createOrReplaceTempView("trips_incremental")
spark.sql("SELECT * FROM trips_incremental").show()

          Tip

            Please check out https://hudi.apache.org/docs/next/sql_queries#support-matrix to understand support for incremental queries in different query engines and more examples.

          

          Chapter 10 revisits incremental processing and its applications in depth. 

        

        
          Incremental Query: Change-Data-Capture Mode

          Let’sMotor’s Operations team aims to create a real-time leaderboard to celebrate and reward top drivers by tracking rider satisfaction for each trip. Although a trip may have been completed some time ago, riders can review, rate, or tip their driver at any point in the future, and these inputs can change too! 

          In the previous section, we used incremental queries in the latest-state mode to retrieve the most recent versions of records that changed within a specified interval. To build a leaderboard for drivers in each city, every change must be quickly captured and processed by downstream tables to ensure the leaderboard remains up-to-date in real time. For example, a downstream table may listen to these changes to aggregate tips received by a driver across all their trips in a day. This scenario is a perfect use case for change-data-capture.

          Change-data-capture (CDC) is a data management technique used to identify and track changes in a database or dataset, such as inserts, updates, and deletes. CDC can be used to update data warehouses and ensure downstream processes reflect the most recent data state. At LetsMotor, the team can use CDC to synchronize data across different systems.

          Since release 0.13.0, Hudi supports change-data-capture to enable these types of use cases. With CDC mode (described more fully in the following section), you can get a more comprehensive understanding of each of the record changes, including operation types that caused the change: insert, update, delete, and additionally before and after images of the record for each such change.

          Figure 4-8 illustrates a typical cdc scenario. The two tables in the figure represent the snapshots of the Hudi table at times t1 and t2. At time t2 one record is updated, one record is deleted and one record is inserted. The cdc query after t2 returns these changes with corresponding operation types - i for insert, u for update, and d for delete, the timestamp of when the changes happened, and the before and after images for the changes. 

          
            
            Figure 4-8. Typical CDC scenario. 

          

          Note

            For simplicity, Figure 4-8 ignores all the Hudi metadata columns like _hoodie_commit_time in the before and after columns.

          

          
            Turning on Change-Data-Capture

            To allow the Operations team to use CDC querying, you will first need to enable cdc mode on the writer side using the following config:

            hoodie.table.cdc.enabled=true

            This ensures the writers understand the need for CDC querying and start producing CDC log files alongside the base files in every filegroup. Since these are tracked within the filegroups, table services can extend easily to manage data files and CDC log files coherently.

            To control the volume of CDC data logged, use the table-level config `hoodie.table.cdc.supplemental.logging.mode` on the write side, depending on your specific use case. 

            Table 4-3 shows the possible options for detailed event log configuration.

            
              Table 4-3. Supplemental Logging Mode Options for Change-Data-Capture Logging
              
                
                  	CDC Supplemental Logging Mode
                  	Description
                

              
              
                	OP_KEY_ONLY
                	The supplemental logs only keep record keys, so the reader must figure out the update before-and-after images.
              

              
                	DATA_BEFORE
                	The supplemental logs keep the before images, so the reader needs to figure out the update after images.
              

              
                	DATA_BEFORE_AFTER
                	The supplemental logs keep the before and after images, so the reader can generate the details directly from the logs.
 This is the default value if not specified.
              

            

            Warning

              Keep in mind that turning detailed change-data-capture on can result in a spike in data storage. 

              Here are some additional caveats to be aware of when using CDC mode:

              
                	
                  Currently, CDC is supported only for Copy-on-Write tables. 

                

                	
                  The configs `hoodie.table.cdc.enabled` and `hoodie.table.cdc.supplemental.logging.mode` are table-level configs. Once they are enabled, you cannot change/disable them.

                

              

            

          

          
            Reading from CDC Streams

            Once you have configured your Hudi table to capture change data, your downstream users can use the same SQL parameters and Spark Datasource options as they would with incremental queries in latest-state mode, by specifying ‘cdc’ as the query type. 

            Depending on how much information is logged in the cdc log files, downstream readers might have to pull the cdc log files or do on-the-fly processing to construct the desired results. For instance, if both before and after images are logged, the reader would need to extract the results from the cdc log files. However, if only the before image is logged in the write side, the reader might have to do extra processing to compute the after images of the changes. This is essentially a trade-off between saving on storage space and ensuring the efficacy of CDC queries.

            Let’s quickly dive in through the same examples from the previous section with cdc-style querying. The following query will retrieve all the changes since the earliest known commit up to the latest commit in the timeline. 

            SELECT * FROM hudi_table_changes('db.table', 'cdc', 'earliest'); 

            The following Spark SQL query retrieves all changes from the first commit to the one that occurred on or before May 16, 2024. 

            -- start from earliest, end at 202405160000. 
SELECT * FROM hudi_table_changes('table', 'cdc', 'earliest', '202405160000');

            Similarly, the following query retrieves all changes after May 15, 2024, and on or before May 16, 2024, this time using Spark DataFrame API:

            -- start from `May 15, 2024 00:00` , end at `May 16, 2024 00:00`. 
-- assume writer side has enabled cdc using "hoodie.table.cdc.enabled" as "true"
spark.read.format("hudi").
  option("hoodie.datasource.query.type", "incremental").
  option("hoodie.datasource.query.incremental.format", "cdc").
  option("hoodie.datasource.read.begin.instanttime", 202405150000).
  option("hoodie.datasource.read.end.instanttime", 202405160000).
  load(basePath).show(false)

            In Chapter 10 we will discuss change-data-capture in depth. 

          

        

      

      
        Summary

        The following table reviews each of the query types that can be used on Hudi tables, what data will be returned, configuration notes (if any), and a few potential use cases we hope will get your wheels turning!

        
          
            
              	Query
              	What it Returns
              	Configuration Notes
              	Use Cases
            

          
          
            	Snapshot
            	The latest snapshot of the table, as of a given commit or compaction.
            	Copy-on-Write (COW) optimizes for query performance 
            	Those that prioritize read performance and a cost-effective way to provide a “fresh enough” view of the data (eg daily refreshes).
          

          
            	Merge-on-Read (MOR) optimizes for data freshness and reduced write amplification
            	Those that prioritize data freshness over read performance. Analytics that might degrade with stale data.
          

          
            	Time Travel
            	The snapshot of the table, as of a given timestamp in the timeline.
            	
            	Historic analysis, financial modeling, and time series analytics
          

          
            	Incremental
 (latest-state mode)
            	The latest state of all data written to the table in a given time range. 
            	The default for incremental queries. The time ranges need not match exactly with commit times. Corresponding commits are inferred from the timeline.
            	Change streams to enable incremental data pipelines and platform automations. 
          

          
            	Incremental 
 (cdc mode)
            	All changes to the data since in a given time range.
            	CDC mode must first be set on the writer side and can’t be disabled once set. The time ranges need not match exactly with commit times. Corresponding commits are inferred from the timeline.
            	Change-data-capture, “diffs”; real-time analytics; online machine learning models
          

        

        Now that we have an end-to-end understanding of writing and reading Hudi tables, the next chapter will explore how to optimize your data lakehouse depending on your unique and changing requirements regarding throughput, speed, consistency, and storage costs. A foundational design component of Hudi is the ability to rapidly access table records using mechanisms much similar to databases, such as indexing. In Hudi, both data and metadata are indexed. As we walk through the indexing layers and implementations available in Hudi, we’ll explore more use cases to see how indexing can help turbocharge your writes and reads. 

      

    







      Chapter 5. Building a Lakehouse using Hudi Streamer 

      A Note for Early Release Readers

        With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.

        
        This will be the 8th chapter of the final book.

        
        If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at gobrien@oreilly.com.

        

      In modern organizations, data silos are a pervasive challenge, resulting in fragmented data spread across disparate systems with inconsistent formats, standards, and velocities. This lack of easy data integration hinders efficient analysis and decision-making. To overcome this, centralizing data access becomes imperative. However, data centralization introduces latency, adding time for things like ingestion, data processing, and data synchronization. Oftentimes, the result of this ETL latency is stale data, and thus, less fresh analytics. The difficult question that most organizations must eventually answer is “how do we prioritize the speed of analytics while ensuring that the underlying data is up-to-date?”

      By consolidating data from various sources, both data warehouses and data lakes can empower organizations with a comprehensive view of their operations, facilitating deeper insights, and making it easier to streamline analytics, reporting, and business intelligence. Data warehouses are optimized for read-heavy operations and complex queries on large structured datasets. Data lakes are a complementary solution, providing scalable and cost-effective storage for unstructured data (including text, images, and videos) from heterogeneous sources. For example, an organization might use a data warehouse to provide analytical support across relational tables (fact tables are essentially pre-transformed instance arrays), while using a data lake to provide unstructured data hosting for natural language processing and computer vision applications.

      However, while both data warehouses and data lakes cater to analytical needs, neither is well-suited for use as transactional data stores. Warehouses offer a unified repository for structured, schema-based data, but they are not designed to efficiently handle frequent, large-scale updates (e.g. customer orders, inventory updates, etc.). And while data lakes handle large volumes of data in its native format, they do not inherently support the high-speed, high-frequency updates typical in transactional systems (i.e. upserts).

      These limitations have given rise to the lakehouse architecture, which combines the structured query capabilities of data warehouses with the scalability and flexibility of data lakes and the ACID transactions of relational databases. Lakehouse frameworks like Delta Lake, Apache Iceberg, and of course Apache Hudi can help centralize data while balancing data consistency and reliability on the one hand, and data availability and freshness on the other. 

      Hudi is a particularly good choice for building custom lakehouses. If your organization is not only suffering from silos, but also has not yet converged on a single data storage solution, Hudi offers more flexibility than the alternatives. Not only does Hudi permit different parts of an organization to maintain some sovereignty with respect to their data stacks and architectures, it offers a specialized ingestion tool named Hudi Streamer that can connect to a wide array of upstream sources, and streamline the building of a data lakehouse.

      In this chapter, we’ll first meet “Alcubierre”, a fictional airline company grappling with common data silo challenges and struggling to find the right solution to centralize their data given a variety of upstream write conditions and downstream read requirements. Next, we’ll introduce the ingestion utility Hudi Streamer. Imagining ourselves as part of the team spearheading Alcubierre’s data unification effort, we’ll explore how Hudi Streamer can be used to ingest data from the company’s diverse sources. We’ll then walk through an end-to-end Alcubierre application example, sharing our favorite lakehouse ingestion tips and tricks along the way. Lastly, we’ll deepen our understanding of Hudi Streamer by exploring its various options to support different facets of building a lakehouse platform.

      
        Alcubierre’s Data Silo Woes

        Established roughly ten years ago, Alcubierre is still a relatively young airline. It quickly gained market traction by offering novel perks and loyalty programs, but is starting to develop a reputation for poor customer experience. The company’s fragmented data systems often cause maintenance-related flight delays, and the siloed data makes it difficult to estimate disruptions or implement predictive maintenance. Complaints are difficult to investigate and are often exacerbated by the data silos that have emerged from Alcubierre’s various departments (Customer Service, Operations, Maintenance, etc).

        Over the last decade, each Alcubierre department has been permitted to develop mostly independently, establishing their own technology stack and architecture. This independence, which once enabled Alcubierre to rapidly bootstrap a successful global business, has gradually produced data silos that are now hindering the business from developing a holistic understanding of customer needs and organizational inefficiencies. In the next sections we’ll learn a bit more about these silos, some of which will probably sound familiar!

        
          Data Quality Assurance and Deduplication

          The Customer Service department’s mission is to ensure a positive travel experience for Alcubierre passengers by providing efficient assistance in a friendly, personalized manner. This department employs a multi-tiered helpdesk to triage customer issues and provide resolutions as quickly as possible. They use specialized Customer Relationship Management (CRM) software to store records of all calls to the helpdesk, together with a lot of metadata about the customer’s issue and the final resolution. Records are bulk exported from the CRM system as CSV files and uploaded to object storage on AWS S3 nightly. 

          
            
            Figure 5-1. Data organization within Alcubierre’s customer service department

          

          Unfortunately, the multi-tiered structure of the helpdesk sometimes leads to duplicate records. This can happen in cases where the same customer contacts the helpdesk multiple times, or when helpdesk operators make data entry errors, such as entering the wrong customer ID or ticket number. Alcubierre has developed some effective deduplication techniques, but they can only be applied to the data after it has been exported to S3 and can be compared to the primary customer database, which is managed by the Finance team. Whenever the CRM export fails or is delayed, the object storage in S3 no longer reflects the most current state of customer interactions, which delays data cleaning and deduplication jobs.

        

        
          Heterogeneous Data and Schema Evolution

          Alcubierre’s Safety & Security Department ensures the highest standards of safety for passengers, crew, and aircraft by implementing safety protocols, doing risk management and emergency preparedness, maintaining regulatory compliance, and investigating incidents. They have recently adopted a microservice architecture to coordinate the multiple services using streaming data. These services manage safety auditing, risk assessment, compliance tracking, and incident reporting, and they share information via Kafka streams. Eventually, incident records are persisted to a relational database for long term storage (e.g. for compliance audits).

          
            
            Figure 5-2. Data organization within Alcubierre’s safety & security department

          

          Each microservice emits data in different formats and generates different types of metadata. For instance, the incident reporting service records timestamps in UTC, while the compliance tracking service is localized (compliance varies by region) and records in local time. This can lead to confusion when correlating events or incidents across services. There have already been several incidents where API changes were not effectively socialized; the schema in the risk assessment service was updated but not synchronized with the incident reporting service, which led to a mismatch that resulted in breaking changes downstream. 

        

        
          Data Management, Localization, and Consistency

          The Aircraft Maintenance crews at all ten of Alcubierre’s hubs across the world use a common software application to track maintenance, repairs, and operations (often referred to as the “MRO” system). This software enables the Maintenance Chief to keep track of the engineers’ maintenance schedules, aircraft maintenance logs, and the parts inventory. These and other engineering records are persisted to a PostgreSQL database.

          
            
            Figure 5-3. Data organization within Alcubierre’s aircraft maintenance department

          

          Discrepancies occur when parts are tracked differently at various Alcubierre hubs. These parts are sometimes logged with different terminologies depending on local conventions, and inconsistent localization practices lead to errors in interpreting maintenance logs or parts descriptions. Because of limitations of the MRO software, inventory counts do not always sync correctly across locations, leading to overstocking and stockouts. 

        

        
          Problem Recap

          Alcubierre must identify an architectural solution to resolve the challenges in their data silos:

          
            	
              A centralized data repository is needed to host datasets and enable business analytics across multiple departments, despite varying source data storage and formats, such as CSV files in S3 buckets, messages in Kafka topics, and records in Postgres databases.

            

            	
              The solution should support common data processing tasks, including deduplication and record format conversions, such as timestamp normalization.

            

            	
              Additionally, the solution must enforce schema management and support schema evolution to accommodate changes from upstream data sources.

            

          

        

        
          Lakehouse Architecture to the Rescue

          Alcubierre has been advised to build a lakehouse to enable near real-time insights and proactive decision-making. As an initial roll out, Alcubierre decides to build the lakehouse with source data from three departments: Aircraft Maintenance, Customer Service, and Safety & Security. 

          This “dream” lakehouse, shown in Figure 5-4, aims to enhance the flow of information between the departments, improving their individual functionality while also uncovering new initiatives across the board that could drive significant operational efficiencies and increase profitability.

          
            
            Figure 5-4. Alcubierre’s planned lakehouse design will use Hudi Streamer as an ingestion layer for various upstream data sources to support better customer experiences and faster incident response. 

          

          Luckily for Alcubierre, we can use Hudi to build a comprehensive lakehouse platform, leveraging Hudi Streamer as a unified framework. In the following sections, we’ll learn more about what Hudi Streamer is and how we can use it to build a lakehouse tailored to Alcubierre’s existing infrastructure.

          
            What is Hudi Streamer?

            Hudi Streamer is a utility tool that runs as an Apache Spark application. It comprises a set of Java classes packaged in the Hudi bundle jars, which are publicly available for download via the Maven repository. Running Hudi Streamer is much like running any standard Spark application, with the added requirement of including specific bundle jars in the classpath, such as the hudi-utilities-slim and hudi-spark bundles.

            From a code hierarchy perspective, Hudi Streamer implements the Hudi Writer interface, which internally wraps the HoodieWriteClient to handle write operations. As depicted in Figure 5-5, the client write layer, which includes the Hudi core models, is responsible for executing transactional writes in accordance with the Hudi table format. The Hudi Streamer layer defines and implements capabilities to interact with various lakehouse components, including ingesting diverse data source formats, plugging into schema registries, and synchronizing with data catalogs.

            
              
              Figure 5-5. Dissecting the Hudi Streamer code hierarchy

            

            Hudi Streamer is designed to simplify the often complex process of data ingestion into lakehouses. Acting as a bridge between upstream data sources and Hudi tables, it offers configurable and customizable interfaces for managing the various components shown in the figure.

            By adjusting a few configurations, each department can tailor Hudi Streamer jobs to different data sources, while the underlying infrastructure—such as the job scheduler, monitoring service, and other components—remains use-case agnostic and highly reusable.

            In the next section, we will delve into the relevant options offered by Hudi Streamer, and explain how its adoption helped Alcubierre overcome the data silo challenges outlined earlier.

          

        

      

      
        Getting Started with Hudi Streamer

        Hudi Streamer offers a variety of customizable interfaces, as illustrated in Figure 5-5, along with a comprehensive set of configuration options. This section will explore the specific interfaces and options that are pertinent to addressing Alcubierre’s problems previously discussed. By the end of this section, you will have a glimpse of Hudi Streamer’s capabilities and how it can help address challenges in real-world scenarios.

        
          Ingesting Data from S3

          Alcubierre’s Customer Service department stores nightly call records in S3 buckets. Daily, CSV files are deposited into an S3 path with a prefix in the format yyyy/MM/dd. When configuring their Hudi Streamer application, the Customer Service department’s first step is to select the appropriate Source class. 

          The Source is an abstraction provided by Hudi Streamer for delivering upstream source data. Its main responsibility is to fetch data from the source system in input batches for processing and writing. By extending the Source abstract class and supplying the implementation to Hudi Streamer, users can seamlessly integrate Hudi Streamer jobs with a wide range of data systems.

          The Customer Service department should set the --source-class option to org.apache.hudi.utilities.sources.CsvDFSSource, an implementation offered out-of-the-box by hudi-utilities-bundle jar. This class is specifically designed to load CSV files from a storage system path. When these daily Hudi Streamer jobs commence, the Source reads records in a distributed manner from files located at the path specified by the --target-base-path option.

          
            Removing duplicates

            The CSV files produced daily by the Customer Service department often contain duplicate records. To address this, the department should enable the --filter-dupes option, a boolean flag in Hudi Streamer. This option removes duplicates from the loaded records, significantly enhancing the quality of downstream analysis results.

          

        

        
          Ingesting Data from Kafka

          Kafka is a widely used event streaming platform known for its high throughput and low latency. Kafka producers send data to specific topics within the Kafka platform, where the data are maintained as ordered logs, ensuring data integrity. Applications downstream, known as Kafka consumers, subscribe to these topics and process the data in real-time.

          To enable the storage of Kafka data in the lakehouse for Alcubierre’s Safety & Security department, the team should configure two critical options for their Hudi Streamer applications. Each application will consume data from a Kafka topic and write it to a corresponding Hudi table. 

          The hoodie.streamer.source.kafka.topic option was set to define the specific Kafka topic that Hudi Streamer would consume from.

          The --source-class option was configured as org.apache.hudi.utilities.sources.AvroKafkaSource, designating it as the Kafka consumer group responsible for pulling messages from the target Kafka topic.

          
            Handling schema evolution

            The Safety & Security department should also set up a schema registry, a service that centrally manages the schemas of all Kafka topics. By leveraging this, they can enforce a backward-compatible policy for schema evolution. This policy will ensure that schema changes are limited to adding new nullable columns and widening existing column types (e.g., promoting an int column to long). This approach will help ensure that Kafka consumers don’t break in the event of schema changes.

            To integrate Hudi Streamer with the schema registry, the Safety & Security department should configure the following options:

            
              	
                hoodie.streamer.schemaprovider.registry.url should be set to point to the schema registry URL.

              

              	
                --schemaprovider-class should be set to org.apache.hudi.utilities.schema.SchemaRegistryProvider, indicating that the source data adheres to the schema provided by the target registry.

              

            

          

          
            Normalizing timestamps

            The Safety & Security department wants to address discrepancies in timestamp formats across different Kafka topics. Some topics store timestamps as Unix timestamps in long format, while others use human-readable formats in various timezones. To resolve this, the team can leverage the Transformer interface provided by Hudi Streamer.

            Upon retrieving incoming data from the Source, the Transformer performs lightweight transformations, such as adding or dropping specific columns or flattening the schema. The Transformer processes a Spark dataset and outputs the transformed dataset, enabling seamless data manipulation to meet the requirements of the ingestion pipeline. The --transformer-class option accepts one or multiple class names of Transformer implementations. When multiple transformers are given, they are applied sequentially, meaning the output of one transformer serves as the input for the next. This chained approach provides flexibility and simplifies code maintenance.

            The Safety & Security department can develop a Transformer implementation to convert designated timestamp columns to ISO-8061 format in UTC. By supplying this implementation via the --transformer-class option, the Hudi Streamer jobs will apply common conversion logic and write normalized timestamp values to the Hudi tables. This standardization will improve data quality and reduce errors and interpretation overhead during further processing.

          

        

        
          Ingesting Data from Postgres

          The Aircraft Maintenance department stores its application data in Postgres databases. To store this data in a lakehouse, we need to extract it first so that we can replicate it from Postgres to the lakehouse storage. Since SQL queries usually retrieve only the latest record states, and performing periodic full dumps of the tables would be impractical, an incremental extraction technique called Change-Data-Capture (CDC) is the preferred approach for this scenario.

          Postgres, like many other OLTP databases, records all transactional changes—such as inserts, updates, and deletes—in its write-ahead log (WAL). CDC is a process that reads and replays these changes, allowing the CDC application to restore the exact states of the database tables. More importantly, as new changes are continuously applied to the original tables, the CDC application can efficiently process these changes and keep the replicated data up-to-date.

          Debezium is a software designed to implement CDC processes for various databases, including Postgres. It operates as a Postgres plugin that reads the database’s WAL and functions as a Kafka producer, sending the extracted data to Kafka topics for flexible downstream consumption.

          Hudi Streamer supports processing Debezium CDC data out-of-the-box. The Aircraft Maintenance department can install Debezium on their Postgres database and use the Kafka platform managed by the Safety & Security department to store the Debezium output data in Kafka topics. The team should configure the --source-class option as org.apache.hudi.utilities.sources.debezium.PostgresDebeziumSource, enabling Hudi Streamer to process the Debezium data format in Kafka.

          Similar to the Safety & Security department’s Kafka Source setup, the Aircraft Maintenance department should specify the Kafka topics to read from and use a schema registry to govern the schemas. Additionally, the team can implement custom Transformers in some Hudi Streamer jobs to standardize naming conventions.

          By properly configuring Hudi Streamer, the Aircraft Maintenance department can successfully onboard to Alcubierre’s lakehouse platform so they too can benefit from improved data quality, gain broader insights, and enhance their maintenance management processes.

        

      

      
        Hudi Streamer in Action

        Building on our exploration of Hudi Streamer’s capabilities in the previous section, we now turn to a practical, end-to-end example to showcase its real-world application. We’ll demonstrate the process of ingesting data into a lakehouse using Hudi Streamer, focusing on a sample dataset from Alcubierre’s Aircraft Maintenance department. This example will illustrate how to configure each component of the data pipeline to ensure complete and timely data ingestion.

        
          
          Figure 5-6. Bring changed data from Postgres to a data lakehouse using Hudi Streamer, perform SQL queries using Presto, and build a dashboard using Superset; arrows indicate actions.

        

        Figure 5-6 illustrates our example application. It begins by generating sample data, which is stored in a Postgres database. We have designed a maintenance_schedule table based on Alcubierre’s Aircraft Maintenance department and generated sample records for insert, update, and delete operations. The table schema is as follows:

        
          
            
              	Column name
              	Data type
              	Remark
            

          
          
            	schedule_id
            	INT
            	The primary key to the table
          

          
            	aircraft_id
            	VARCHAR(255)
            	The aircraft for maintenance
          

          
            	due_date
            	DATE
            	Maintenance task due date
          

          
            	technician_ids
            	INT[]
            	List of assigned technicians for the maintenance task
          

        

        As explained in the “Ingest Data from Postgres” section, the Aircraft Maintenance department uses Debezium and Kafka to extract and store Postgres data via a CDC process. The lakehouse ingestion component is implemented using Hudi Streamer, which is configured to consume data from Kafka, integrate with the schema registry, and write to Hudi tables in the lakehouse storage. The demo example replicates this setup to mimic the real-world configuration.

        Additionally, the demo synchronizes the Hudi table with Hive Metastore, a data catalog service that integrates with Presto, a popular query engine, and Apache Superset, a data visualization platform. By reviewing the configuration details in this example shown throughout the remainder of this section, you will gain a deeper understanding of how Hudi Streamer operates and what a lakehouse platform looks like in practice.

        Warning

          The following sections outline a local development setup for the end-to-end application, providing a reference for readers. Please note that when running pipelines in production, you should revisit these configurations and adjust or add more as needed, based on your specific environment and setup.

        

        
          Preparing the Upstream Source

          The upstream source consists of Postgres with Debezium installed, and Kafka with schema registry connected. We use Debezium’s official Docker image for Postgres, which has the Debezium plugin pre-installed and configured. In the docker-compose.yml, we add this entry to run Postgres and Debezium as a service named postgres:

          postgres:
  image: debezium/postgres:16-alpine
  hostname: postgres
  container_name: postgres
  ports:
    - 5432:5432
  environment:
    POSTGRES_USER: myuser
    POSTGRES_PASSWORD: mypassword
    POSTGRES_DB: postgres

          
            Creating the First Batch of Data

            Once the service is up and running, we need to prepare sample data in Postgres as the source data. Login into postgres to access the Postgres console by running:

            docker compose exec -it postgres psql -U myuser -d postgres

            From the Postgres console, we execute SQL statements to create the table and insert the first batch of records.

            CREATE TABLE debezium_signal
(
    id   VARCHAR(100) PRIMARY KEY,
    type VARCHAR(100) NOT NULL,
    data VARCHAR(2048) NULL
);
CREATE TABLE maintenance_schedule
(
    schedule_id      INT PRIMARY KEY,
    aircraft_id      VARCHAR(255) NOT NULL,
    due_date         DATE         NOT NULL,
    maintenance_type VARCHAR(255) NOT NULL,
    technician_ids   INT[]        NOT NULL
);
INSERT INTO maintenance_schedule
    (schedule_id, aircraft_id, due_date, maintenance_type, technician_ids)
VALUES (1, 'AC001', '2024-08-15', 'corrective', ARRAY[101, 102, 103]),
       (2, 'AC002', '2024-09-01', 'routine', ARRAY[104, 105]),
       (3, 'AC003', '2024-07-30', 'routine', ARRAY[106]),
       (4, 'AC001', '2024-10-05', 'routine', ARRAY[107, 108]);

          

          
            Setting Up the Kafka Stack

            Now we prepare the Kafka stack, which consists of a few services including schema registry, Kafka broker and Kafka Connect. Kafka brokers serve as bridges between producers and consumers by routing their write and read requests to the underlying servers and storage. Kafka Connect is the pluggable, declarative data integration framework for Kafka. It supports running configurable source and sink connectors for various Kafka producers and consumers respectively. Debezium in fact is implemented as a type of source connectors that are executed by Kafka Connect.

            In our demo example, we use Confluent-maintained Docker images for the Kafka stack. We define that Kafka broker to run as a service named broker, and the connected schema registry as another service called schema-registry that handles schema-fetching requests at port 8081.

            broker:
  image: confluentinc/cp-kafka:7.6.1
  hostname: broker
  container_name: broker
  ports:
    - "9092:9092"
  environment:
    KAFKA_ADVERTISED_LISTENERS: 'PLAINTEXT://broker:29092,PLAINTEXT_HOST://localhost:9092'
schema-registry:
  image: confluentinc/cp-schema-registry:7.6.1
  hostname: schema-registry
  container_name: schema-registry
  depends_on:
    - broker
  ports:
    - "8081:8081"
  environment:
    SCHEMA_REGISTRY_HOST_NAME: schema-registry
    SCHEMA_REGISTRY_KAFKASTORE_BOOTSTRAP_SERVERS: 'broker:29092'
    SCHEMA_REGISTRY_LISTENERS: http://0.0.0.0:8081

            Then we define Kafka Connect as a service named connect running at port 8083. Note that connect needs to depend on the Kafka broker and schema registry services. To make Debezium functional, we specify commands in the command section to install the Debezium connector in connect for the Kafka source tasks (extracting CDC data and sending them to Kafka) to be created upon request. The Debezium-extracted data are in Avro format for high compression ratio, therefore, we set the Kafka’s value converter to io.confluent.connect.avro.AvroConverter for decoding the payload.

            connect:
  image: confluentinc/cp-kafka-connect-base:7.6.1
  hostname: connect
  container_name: connect
  depends_on:
    - broker
    - schema-registry
  ports:
    - "8083:8083"
  environment:
    CONNECT_BOOTSTRAP_SERVERS: 'broker:29092'
    CONNECT_REST_ADVERTISED_HOST_NAME: connect
    CONNECT_VALUE_CONVERTER: io.confluent.connect.avro.AvroConverter
    CONNECT_VALUE_CONVERTER_SCHEMA_REGISTRY_URL: http://schema-registry:8081
    CONNECT_PLUGIN_PATH: "/usr/share/java,/usr/share/confluent-hub-components"
  command:
    - bash
    - -c
    - |
      echo "Installing Connector"
      confluent-hub install --no-prompt \
        debezium/debezium-connector-postgresql:2.5.4
      #
      echo "Launching Kafka Connect worker"
      /etc/confluent/docker/run &
      #
      sleep infinity

          

          
            Starting the Debezium connector tasks

            Now the infrastructure for running the example application is ready, but no data has been produced to Kafka yet, because the Debezium connector tasks have not been started by Kafka Connect. To start those tasks, we need to tell Kafka Connect what type of connector to run and how to set the needed configurations. The connect service offers REST API endpoints at port 8083, where we can send registration requests to supply the needed information. We define the configurations in register-postgres.json as the payload for the REST API request.

            {
  "name": "pg-debezium-connector",
  "config": {
    "connector.class": "io.debezium.connector.postgresql.PostgresConnector",
    "tasks.max": "1",
    "database.hostname": "postgres",
    "database.port": "5432",
    "database.user": "myuser",
    "database.password": "mypassword",
    "database.dbname": "postgres",
    "topic.prefix": "hudi_tdg",
    "time.precision.mode": "connect",
    "tombstones.on.delete": false,
    "table.include.list": "public.maintenance_schedule",
    "signal.data.collection": "public.debezium_signal",
    "signal.enabled.channels": "source,kafka",
    "signal.kafka.topic": "signal-topic",
    "signal.kafka.bootstrap.servers": "broker:29092"
  }
}

            In this example, we set io.debezium.connector.postgresql.PostgresConnector as the type of Kafka Connect tasks, which need to connect to postgres via its opened port 5432 and using the database named postgres. The Debezium connector implements a signaling mechanism, configured by the settings prefixed with signal, to trigger actions on databases and manage the bookkeeping of them. This is necessary for cases like running the CDC data extraction job, which initially requires taking a snapshot action of the target table. To store the actual data in Kafka, we will end up using a topic named hudi_tdg.public.maintenance_schedule as specified by topic.prefix and table.include.list.

            To create the Kafka Connect tasks, we send the configurations defined in the register-postgres.json to Kafka Connect’s REST API using this command:

            curl -i -X POST -H "Content-Type:application/json" \
  http://localhost:8083/connectors/ \
  -d @kafka-connect/register-postgres.json

            Now, the Debezium connector tasks are started, scanning the Postgres WAL, and sending the CDC data to the topic hudi_tdg.public.maintenance_schedule. When more data is being written to the Postgres table, the connector tasks will produce the corresponding change data to the topic in real-time.

            Up until this step, we have completed the configuration for the upstream source that can simulate the infrastructure used by the Aircraft Maintenance department, and provide sample source data for the maintenance_schedule table.

          

        

        
          Setting Up Hudi Streamer

          As introduced earlier, running a Hudi Streamer job is similar to running any standard Spark application. This typically involves using the spark-submit command, specifying the main class, and including the necessary jar files in the classpath. In this demo example, the main class is set to org.apache.hudi.utilities.streamer.HoodieStreamer, and the required jar files—hudi-spark-bundle and hudi-utilities-slim-bundle—are added to the classpath.

          /opt/spark/bin/spark-submit \
  --name hudi_tdg_ch08_hudi_streamer \
  --class org.apache.hudi.utilities.streamer.HoodieStreamer\
  --jars /opt/hudi/jars/hudi-spark3.4-bundle_2.12-1.0.0.jar \
  /opt/hudi/jars/hudi-utilities-slim-bundle_2.12-1.0.0.jar \
  ...
  --op UPSERT \
  --continuous

          Here are two key options in the code snippet to highlight:

          
            	
              --op (write operation): Since we’re processing data extracted from a Postgres database, which includes inserts, updates, and deletes, this option is set to UPSERT. This ensures that updates and deletes are correctly applied to the corresponding records, replicating the Postgres table in the lakehouse.

            

            	
              --continuous: Since we want to emulate a real-world scenario where new data continuously flows into the Postgres database, this flag is added to run Hudi Streamer as a continuous process. Without this flag, the Hudi Streamer application would run once, process a single batch of upstream data, and then exit.

            

          

          To make the application fully functional, we will now configure the Source for reading from Kafka, the writer related options, and make the Hudi table in-sync with the data catalog realized using Hive Metastore in the example.

          
            Configuring the Source

            Hudi Streamer provides many pluggable interfaces, like the Source class. At the same time, Hudi offers many out-of-the-box implementations for common use cases, and extracting Debezium data is one of those. We set the --source-class as org.apache.hudi.utilities.sources.debezium.PostgresDebeziumSource to consume the Kafka topic that contains the Debezium-extracted CDC data. To connect to the Kafka broker and the schema registry, we also supply a few other options, as follows. These options primarily specify the addresses of the Kafka broker and the schema registry, enabling the Hudi Streamer to connect as a Kafka consumer and continuously fetch new messages.

            --source-class org.apache.hudi.utilities.sources.debezium.PostgresDebeziumSource
--hoodie-conf hoodie.streamer.source.kafka.topic=hudi_tdg.public.maintenance_schedule
--hoodie-conf hoodie.streamer.schemaprovider.registry.url=\
  http://schema-registry:8081/subjects/hudi_tdg.public.maintenance_schedule-value/
  versions/latest
--hoodie-conf schema.registry.url=http://schema-registry:8081
--hoodie-conf bootstrap.servers=broker:29092

            The extracted CDC data flowing through Kafka follows a Debezium-specific schema. For example, the original Postgres table’s schema is nested under the before and/or after fields, which represent the record’s state before and after a change. To replicate the original Postgres schema, PostgresDebeziumSource implements logic to flatten and extract the relevant fields from these before and after fields in the Kafka messages. 

            This is a key advantage of using Hudi Streamer: users don’t need to implement this common transformation logic themselves. Hudi Streamer’s out-of-the-box support for such scenarios reduces engineering efforts.

          

          
            Configuring the Hudi writer

            We set --target-base-path to specify where the target Hudi table should be written to in the lakehouse storage system. In order to properly replicate the update and delete operations, we need to set the target Hudi table’s record key fields through hoodie.datasource.write.recordkey.field such that the fields correspond to primary key fields in the Postgres table. In addition, we configure the hoodie.datasource.write.keygenerator.type as non-partitioned, and the hoodie.datasource.write.precombine.field to an ordering field provided by Postgres named _event_lsn, for the desired non-partitioned table layout and the correct merging behavior respectively.

            --target-base-path /opt/external_tables/maintenance_schedule
--hoodie-conf hoodie.datasource.write.recordkey.field=schedule_id
--hoodie-conf hoodie.datasource.write.keygenerator.type=NON_PARTITION
--hoodie-conf hoodie.datasource.write.precombine.field=_event_lsn

          

          
            Working with data catalogs

            As introduced in Chapter 4, data catalogs play a critical role in data platform architecture, serving as contact points for query engines, and centralized repositories for managing tables. Synchronizing with data catalogs is a fundamental requirement for ingestion jobs. Hudi Streamer has been designed to support this requirement from day one. When the --enable-sync flag is set, Hudi Streamer will perform the “sync” operation on the target table in sequence using Hudi’s sync tools specified by --sync-tool-classes. Typically, a sync tool will extract metadata from the target table, like table properties, schema, and partition values if applicable, and invoke the catalog service’s API to upload the information.

            
              
              Figure 5-7. Hudi Streamer’s data catalog sync flows

            

            Multiple sync tools can be set by giving the fully-qualified class name to connect with different catalogs. Hudi offers these sync tool classes out-of-the-box:

            
              
                	AWS Glue Data Catalog
                	org.apache.hudi.aws.sync.AwsGlueCatalgSyncTool
              

              
                	Google BigQuery
                	org.apache.hudi.gcp.bigquery.BigQuerySyncTool
              

              
                	Hive Metastore
                	org.apache.hudi.hive.HiveSyncTool
              

              
                	DataHub
                	org.apache.hudi.sync.datahub.DataHubSyncTool
              

            

            In addition to specifying the class names, we need to configure a few additional options to ensure proper connection to the catalog service. These options will be shown in the next section.

          

          
            Configuring the data catalog sync

            In this demo example, we selected Hive Metastore (HMS) as the data catalog service. HMS requires a backend database to store the metadata of all the tables registered with the catalog. For this demonstration, we used Apache Derby, a lightweight, in-process relational database, as the backend store for HMS. However, it’s important to note that in a production environment, Derby is not recommended due to its limited scalability. Instead, users typically deploy more scalable databases, such as Postgres, as the backend store for HMS.

            To connect with the HMS, we configure the following options:

            --enable-sync
--sync-tool-classes org.apache.hudi.hive.HiveSyncTool
--hoodie-conf hoodie.datasource.hive_sync.mode=hms
--hoodie-conf hoodie.datasource.hive_sync.metastore.uris=\
  thrift://hive-metastore:9083
--hoodie-conf hoodie.datasource.hive_sync.database=hudi_tdg

            During the sync process, the Hudi table’s metadata is extracted and passed to a Hive Metastore client, which invokes APIs to send the metadata to the server. The catalog sync step is executed synchronously after the Hudi Streamer successfully commits the write, in other words, it runs “inline” with the write process, hence adding extra latency for each write.

            Tip

              Although catalog sync can usually finish within a minute, this could add a small delay to start the Hudi Streamer next batch. Users who prefer to minimize the write latency can set up a dedicated process to run the needed sync tool classes separately.

            

          

          
            Triggering Change-Data-Capture

            With the Debezium connector extracting change data from Postgres and sending it to Kafka, and Hudi Streamer running in continuous mode to consume the Kafka topic, the end-to-end CDC pipeline is now fully operational. We can run SQL commands to insert new data, update, and delete existing records in the Postgres table, while Hudi Streamer performs the corresponding upsert operations to capture these changes in the lakehouse.

            INSERT INTO maintenance_schedule
    (schedule_id, aircraft_id, due_date, maintenance_type, technician_ids)
VALUES (5, 'AC002', '2024-11-15', 'routine', ARRAY[105, 106, 109]);
UPDATE maintenance_schedule
SET due_date = '2024-08-20'
WHERE schedule_id = 1;
UPDATE maintenance_schedule
SET technician_ids = array_append(technician_ids, 109)
WHERE schedule_id = 3;
DELETE
FROM maintenance_schedule
WHERE schedule_id = 4;

          

        

        
          Unlocking the Power of Analytics

          Congratulations! By this point, you’ve successfully built a lakehouse ingestion pipeline for the Aircraft Maintenance department. With the Hudi table continuously receiving new writes and staying synchronized with its entry in the data catalog, you can now leverage powerful query engines and build analytics dashboards. This enables flexible SQL-based analysis and visual insights into the datasets, unlocking the full potential of your data.

          
            Verifying the data using SQL

            We chose Presto, a popular SQL engine, to query the Hudi table via the HMS data catalog. We execute this command to first access the Presto CLI console in our Docker-based stack:

            docker compose -f ../compose.yaml exec -i presto \
  presto-cli --catalog hudi --schema hudi_tdg

            From the console, execute a SQL to list all the schedules and the associated information in the table:

            SELECT schedule_id, due_date, maintenance_type, technician_ids
FROM maintenance_schedule
ORDER BY schedule_id;

            The SQL command returns a total of four rows. Referring to the SQLs shown in the “Create the first batch of data” section and the “Trigger Change-Data-Capture” section, we can verify that 

            The schedule with id 1 has the updated due date as 2024-08-20.

            The technician with id 109 has been added to schedule 3.

            The schedule with id 4 was deleted.

             schedule_id |  due_date  | maintenance_type | technician_ids
-------------+------------+------------------+-----------------
           1 | 2024-08-20 | corrective       | [101, 102, 103]
           2 | 2024-09-01 | routine          | [104, 105]
           3 | 2024-07-30 | routine          | [106, 109]
           5 | 2024-11-15 | routine          | [105, 106, 109]
(4 rows)

            This demonstrates that changes made to the Postgres table have successfully propagated to the end user, with all pipeline components functioning properly. By building similar pipelines for other datasets across departments, analysts can perform more complex analytical queries by joining diverse datasets, enabling deeper insights and more tailored solutions to meet business needs.

          

          
            Visualizing the data using dashboards

            Visualization through dashboards is a powerful way to engage stakeholders with business insights. For this demonstration, we use Superset, a data visualization platform, to build a simple chart on a dashboard. This allows us to showcase the insights derived from the data in a clear and interactive manner.

            Superset supports connecting to a variety of data sources, including Presto. Once configured to connect to the Presto instance running in our example Docker stack, Superset can access the Hudi tables registered in the HMS catalog. In this case, the maintenance_schedule table is available as a source for creating a Superset dataset, allowing for building charts in a Superset dashboard.

            
              
              Figure 5-8. A sample analytics dashboard showing maintenance type distribution.

            

            Figure 5-8 illustrates a simple example dashboard for the Aircraft Maintenance department. The pie chart, titled “Maintenance types,” is configured to count the occurrences of different schedule types and display their distribution in a clear and visual format. The dashboard can be set to refresh at regular intervals, ensuring that as new data is processed by Hudi Streamer, users continue to see the most up-to-date information in the chart.

          

        

      

      
        Exploring the Hudi Streamer Options

        The teams at Alcubierre quickly noticed the benefits of a simplified workflow, using Hudi Streamer as a standardized ingestion framework. Subsequently, Alcubierre decided to establish a dedicated Infra team to manage the infrastructure for running Hudi Streamer applications and overseeing the configuration sets used by various departments leveraging the lakehouse. This Infra team started serving as the tier-1 support for Hudi Streamer jobs across departments, creating templates to allow departments to tailor their configuration sets according to specific business requirements, ensuring smooth operations, and addressing any issues as they arose. This Infra team went through Hudi’s documentation and examples deeply, and discovered many useful Hudi Streamer options, which we will explore in this section.

        Hudi Streamer’s wide range of features, while powerful, can present a daunting array of options for new users. To streamline understanding and utilization, we’ve categorized all of the options based on their functionality. The following table presents eight distinct categories and their associated options.

        
          
            
              	Category
              	Description
              	Options
            

          
          
            	General
            	Apply to general functionalities such as printing help text and passing Hudi configurations
            	--help
 --hoodie-conf
 --props
          

          
            	Writer
            	Control the behavior of the writer used by Hudi Streamer
            	--target-base-path
 --target-table
 --table-type
 --op
 --filter-dupes
 --base-file-format
 –-payload-class
 --commit-on-errors
          

          
            	Bootstrap
            	Control the bootstrapping operation for the target Hudi table
            	--run-bootstrap
 --bootstrap-overwrite
 --bootstrap-index-class
          

          
            	Source
            	Define the upstream data source and control the consumption behaviors
            	--source-class
 --source-ordering-field
 --source-limit
 --schemaprovider-class
 --transformer-class
          

          
            	Checkpoint
            	Control the checkpointing behaviors
            	--checkpoint
 --initial-checkpoint-provider
 --ignore-checkpoint
 --allow-commit-on-no-checkpoint-change
          

          
            	Catalog sync
            	Control the synchronization behaviors w.r.t. data catalogs
            	--enable-sync
 --force-empty-sync
 --sync-tool-classes
          

          
            	Table service
            	Manage the scheduling of table services such as compaction and clustering
            	--retry-last-pending-inline-clustering
 --retry-last-pending-inline-compaction
 --max-pending-compactions
 --max-pending-clustering
 --compact-scheduling-weight
 --compact-scheduling-minshare
 --cluster-scheduling-weight
 --cluster-scheduling-minshare
 --disable-compaction
          

          
            	Operational
            	Control the runtime and operational behaviors of the Hudi Streamer job
            	--continuous
 --min-sync-interval-seconds
 --delta-sync-scheduling-weight
 --delta-sync-scheduling-minshare
 --retry-on-source-failures
 --retry-interval-seconds
 --max-retry-count
 --post-write-termination-strategy-class
 --ingestion-metrics-class
 --config-hot-update-strategy-class
 --spark-master
          

        

        In most cases, Hudi Streamer ingestion jobs will only need a small subset of available options for specific use cases. In the remainder of this section, we will explore additional details about the options categorized as general, source, and operational, providing extended knowledge beyond what was covered in the previous section. For a comprehensive introduction to all available options, please refer to Hudi’s documentation page.

        
          General Options

          This category includes general-purpose options. A key use case involves passing arbitrary Hudi configurations or properties as key-value pairs to the Hudi Streamer job, allowing the lower-level Hudi write client to honor these settings. The repeatable --hoodie-conf option accepts Hudi configurations in the form of key-value pairs, delimited by an equal sign. Alternatively, users can provide a file path to a .properties or .conf file using the --props option, which loads a set of key-value configuration pairs from the file. 

          An example usage looks like this:

          --hoodie-conf hoodie.upsert.shuffle.parallelism=100
--hoodie-conf hoodie.delete.shuffle.parallelism=100
--props file:///etc/conf/hudi.dev.properties

          Note that the --hoodie-conf option has the highest precedence among all configurations passed to Hudi Streamer, including those provided via --props and other overlapping command-line options. In contrast, configurations specified with --props have the lowest precedence.

          Tip

            A .properties file can include configurations from other .properties files by adding include=<other properties file> on the first line. Properties defined later in the file will overwrite those from the included file if applicable. This pattern is commonly used to define base properties for most Hudi Streamer jobs on a lakehouse platform, which are then included in domain-specific properties files. This approach avoids redundant configurations and simplifies management.

          

        

        
          Source Options

          We have covered the Source abstraction provided via --source-class in the “Getting Started with Hudi Streamer” section and configured it for the demo application in the “Hudi Streamer in Action” section. We now have a clear understanding of the diverse support for ingesting data from various sources. To further extend this information, we will briefly introduce additional Source implementations available.

          The ParquetDFSSource is to read plain Parquet files from file storage systems, which can be local file system, Hadoop file system, or cloud object stores like Amazon S3, Google Cloud Storage, and Azure Blob Storage.

          The HoodieIncrSource is used to read a Hudi table as the Source through incremental queries. This is particularly useful when data in tables needs further processing, such as joining with other tables. This Source implementation uses checkpointed timestamps as incremental query parameters to fetch only the changed data (new or updated) from the source Hudi table. This approach reduces redundant data processing and enhances the overall efficiency of the pipeline.

          Some other notable Source implementations are:

          
            	
              MysqlDebeziumSource: similar to the PostgresDebeziumSource but consumes the CDC data extracted from MySQL databases.

            

            	
              ProtoKafkaSource: consume from Kafka topics that contain protobuf-encoded messages.

            

            	
              PulsarSource: consume data from Apache Pulsar.

            

          

          The --schemaprovider-class option defines how Hudi Streamer retrieves the schema of the Source data. In the “Getting Started with Hudi Streamer” section, we saw that Alcubierre’s Safety & Security department used SchemaRegistryProvider to handle schema evolution scenarios. Another commonly used schema provider is FileBasedSchemaProvider, which points to an Avro schema file that will be read to serve the schema. Note that not all Sources require a schema provider; for example, ParquetDFSSource can self-provide the schema information.

          The --source-ordering-field option indicates a field in the Source schema that determines the ordering between records. This is equivalent to hoodie.datasource.write.precombine.field, which allows incoming records to be merged before persisting to storage to save compute costs.

          The --source-limit option sets an upper limit on the data amount to read during each data fetching from the Source, enhancing control over the ingestion process. The limit can be in terms of data bytes or number of messages, depending on the Source class.

        

        
          Operational Options

          Hudi Streamer includes various features to ease operational efforts, offering options to specify the running mode, control retry behavior, and fine-tune scheduling priority.

          
            Operation modes

            Hudi Streamer operates in two modes:

            
              	
                “run-once” (default): This mode is designed for one-time batch ingestion. The Hudi Streamer job terminates automatically after processing the fetched source data. It’s ideal for periodic batch processing, typically requiring external scheduling tools to initiate the job.

              

              	
                “continuous”: Enabled by adding the --continuous option (as previously discussed in the “Setup Hudi Streamer” section). In this mode, Hudi Streamer runs in a loop, continuously fetching source data up to the specified limit (set by --source-limit) and writing to storage. This mode is suitable for handling unbounded streaming data or self-processing a sequence of input batches.

              

            

          

          
            Minimum sync interval

            The --min-sync-interval-seconds option functions in conjunction with the “continuous” mode, defining the minimum allowable interval in seconds between ingestion cycles. For example:

            
              	
                If an ingestion operation takes 40 seconds and the min-sync-interval is set to 60 seconds, Hudi Streamer will pause for 20 seconds before starting the next cycle.

              

              	
                If an ingestion takes 70 seconds, the application will immediately begin the next cycle without any pause.

              

            

            This feature serves to ensure that adequate data accumulates at the upstream source for processing, thus reducing the likelihood of generating small files that can negatively impact performance.

          

          
            Graceful termination

            To gracefully shut down a continuously running Hudi Streamer, users can implement a custom --post-write-termination-strategy-class to define the conditions for job termination. An example is the org.apache.hudi.utilities.streamer.NoNewDataTerminationStrategy, which ends the ingestion loop after a specified number of data-pulling rounds.

            This approach is particularly useful when processing large volumes of data that would typically require substantial resources. Instead, the data can be divided into batches, allowing Hudi Streamer to run continuously on a smaller-scale cluster. The cluster can then self-terminate once ingestion is complete, optimizing resource utilization.

          

          
            Other operational options

            The options --retry-on-source-failures, --retry-interval-seconds, and --max-retry-count define how the Hudi Streamer job should behave upon running into errors. The options --delta-sync-scheduling-weight and --delta-sync-scheduling-minshare hint Spark scheduler on how much priority should be given to the ingestion work, compared to table service jobs that run by the same application. Detailed explanation of the scheduling prioritization can be found at this Spark documentation page.

          

        

      

      
        Summary

        We have embarked on a detailed journey in this chapter to build a data lakehouse platform. We began by reviewing the challenges faced by Alcubierre, a fictional airline grappling with data silos across its departments. Each department had adopted its own data storage system, making it difficult to gain insights across the organization and enhance overall business processes. We concluded that a lakehouse architecture could significantly address these issues.

        To build a comprehensive lakehouse platform, we introduced Hudi Streamer as the core component of the ingestion layer, explaining how its versatile features and options could resolve Alcubierre’s problems. We then focused on a specific department’s use case, constructing an end-to-end application to demonstrate the working configurations and services necessary for the lakehouse platform, and highlighted the benefits through the simulated real-world example.

        Finally, we expanded our understanding of Hudi Streamer by exploring additional notable options and their practical applications, providing valuable insights for building lakehouses in practice.

        In the next chapter, we will delve into more aspects and use cases encountered in production environments and explore how Hudi’s capabilities can address critical business challenges.
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