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Chapter 1. Quantifying Efficiency of Deep Learning



A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 3rd chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at lmine@oreilly.com.




Recent advancements in ML/AI methods have enabled remarkable progress in multiple application domains such as computer vision, natural language processing, drug discovery and entertainment. In particular, these advancements are due to the accelerated progress in Deep Learning (DL) which, in turn, has coincided with the access to big data and large scale compute. In this chapter, we will formalise redundancies in DL pipelines at algorithmic and behavioural levels using the concept of AI-waste, distinguish compute-energy-carbon efficiency of DL and present tools to quantify the resource efficiency of DL pipelines.








AI-waste


Machine Learning (ML) in its simplest formulation is the process of learning from data. Modern DL methods take this to another level, in terms of the volume of data and the size of models used to learn from data.1 The data-driven approach necessitates training of overparameterised models on large datasets using some variation of the stochastic gradient descent algorithm (see [Link to Come] for more details). The combination of overparameterised models, large datasets and iterative optimisation, result in large-scale computations during the development and deployment of DL models. While most of these computations are necessary, there are redundant computations we can identify in DL models that do not significantly influence the downstream performance. We will refer to such redundant computations in the development and deployment of AI models as AI-waste.


At a high-level, any DL model lifecycle consists of several steps: dataset curation, model selection, model training and finally model deployment, as illustrated in [Link to Come]. We can identify AI-waste in each of these steps if we look at them closer. For instance, using large datasets that are not sufficiently curated can deteriorate the learning efficiency of DL models (see Chapter 2 for recommendations on dataset efficiency). Further, exploring the space of hyperparameters to obtain a DL model in an unsystematic manner can also amount to AI-waste (see Chapter 3 for recommendations on efficient model selection). In the remainder of the book, we will explore methods and tools to measure and improve the resource efficiency of DL, at both the algorithmic and behavioural levels.










Resource Consumption of Deep Learning


Measuring the resource consumption of DL is the first step towards improving its overall efficiency. In [Link to Come] we motivate that energy consumption and carbon footprint are more relevant measures than only focusing on algorithmic efficiency when talking about the sustainability of AI. This is not to say that algorithmic efficiency is inconsequential but having a sole focus on improving algorithmic efficiency alone is not enough.2


Developing efficient algorithms is certainly not a new topic of research. Charles Babbage and Ada Lovelace grappled with the notions of “correctness in the results, united with economy of time” as early as in 1842.3 Basic algorithmic research has continued to focus on reducing the space-time complexity of the computational solutions. Popular measures of such algorithmic efficiency include memory consumed (space) and latency (time) when running algorithms.


The efficiency of DL models or rather their complexity is measured by reporting the number of trainable parameters, memory required, and the number of computations required. These measures of DL model complexity continues to be the predominant method of measuring the resource efficiency of AI methods.


From a sustainable AI perspective, a more holistic view of the resource efficiency of DL should include energy consumption and carbon footprint. As discussed in [Link to Come], the energy consumption and carbon footprint of AI methods are growing considerably and will continue to do so in the coming years. Including energy consumption and carbon footprint as additional resources will provide a more comprehensive view of resource consumption. Therefore, in this book, we introduce the notion of the Resource Pyramid, or which illustrates how different resources relate to the sustainability of AI, as shown in Figure 1-1.



[image: resource-pyramid]
Figure 1-1. The Resource Pyramid. Visualization of the granularity that is followed in increasing order of informativeness from a resource consumption perspective. The most commonly reported measure is the number of trainable parameters. This is followed by the more informative computation time which is also reported as the number of GPU hours. Energy consumption is more encompassing, which is followed by the carbon footprint.




At the base of this Resource Pyramid is the concept of model complexity, which includes the standard metrics such as the number of parameters, memory required, and the number of computations needed. Above model complexity is the computation time for DL models, which accounts for data processing and optimization, providing a more complete picture than model-specific measures alone. To advance sustainable AI, this book argues that, in addition to model complexity and computation time, the energy consumption of DL model development should also be measured.


Energy consumption due to CPU, GPU, and memory power usage, along with any overhead from cooling or distribution costs, should be measured and reported. When comparing different AI methods, model complexity and computation time may not sufficiently represent their overall resource requirements.


Ultimately, the most informative resource for improving the environmental sustainability of AI is the carbon footprint, which occupies the topmost level in the Pyramid of Resource Consumption. While the energy consumption for a given model will remain fixed, the corresponding carbon footprint can be optimized by adjusting the temporal and spatial aspects of when and where the computation is performed. Additionally, the carbon footprint can account for the environmental costs of the material infrastructure.










Resource Efficiency and Climate Awareness


Most work on improving the efficiency of AI methods has focused on model complexity and computation time. The efficiency gains made by improving these aspects might not always have a positive climate impact, however. Improving the resource efficiency of DL can inadvertently lead to a negative climate impact due to the rebound effect.4


For example, suppose a new algorithm reduces the energy required to train a deep learning model by 50%. This efficiency improvement makes it cheaper and faster to train models, encouraging more frequent and larger-scale deployments. As a result, while each individual training session consumes less energy, the aggregate energy consumption may rise significantly due to the increased number of training sessions. This higher total usage can lead to a greater energy consumption, counteracting the benefits of the initial efficiency improvements.


And, energy production continues to be the largest source of anthropogenic green house gas (GHG) emissions, estimated at about 35% of total GHG emissions.5 The carbon footprint of the information and communication (ICT) sector is estimated to be somewhere between 2.1-3.9% of total GHG emissions, making it larger than that of the global aviation sector.6


The methods discussed in this book strive to improve the overall resource efficiency of AI methods, with an explicit focus on energy consumption and the corresponding carbon footprint of AI methods.

Actual Carbon footprint of AI

The data center industry and ICT sector as a whole have massive electricity demands. In several data center friendly countries (Denmark7, Ireland8), it is estimated more than 15% of national electricity consumption. This has a proportional impact on the carbon footprint of these sectors. It is unclear, however, what portion of these data center energy and carbon consumption is due to AI model development and deployment. The general trends in AI point to incessant growth, but the precise numbers for AI as a field are currently difficult to estimate.




Resource Efficiency and Sustainable AI

Sustainability is a multi-faceted concept.9 This book is mainly concerned with the environmental sustainability of AI models. Even this focus on environmental sustainability is limited to the reduction of carbon footprint of AI models due to their energy consumption. The methods and practices in this book can advance towards Sustainable AI only in this specific context. This being said, focusing on reducing the carbon footprint of AI models is important and will play an important role in reducing their negative climate impact given their ever increasing energy consumption. A more comprehensive outlook about Sustainable AI is also presented in [Link to Come].












Quantifying Resource Consumption of AI


The Resource Pyramid in Figure 1-1 can be a useful framework to assess and improve the resource efficiency of AI methods. As the common idiom goes, "You can’t improve what you don’t measure,”10 in this section we will present a variety of tools that can be used to measure different quantities corresponding to each of the levels in the Resource Pyramid. In this section we will present an overview, and tools to quantify, of the bottom three levels corresponding to model complexity, computation time and energy consumption. The top most level on carbon footprint will be discussed in more detail in “Carbon Footprint of AI Models”.










Model Complexity


The model complexity aims to measure the hardware resources required to perform a certain computation. The number of CPU cores, CPU utilisation, number of GPUs, GPU utilisation, and memory consumption are all some aspects of the model complexity and are often reported. These measures, however, are device specific and can be difficult to compare across devices. We next present two measures of model complexity that are striving towards more standardisation for meaningful comparisons across devices.












Number of parameters


For any DL model, 
  
    f θ 
    
      (
      ·
      )
    
    :
    𝒳
    →
    𝒴
  
, as described in [Link to Come], the number of parameters are simply estimated by counting the number of trainable model weights, i.e. 
  
    |
    θ
    |
  
.


Consider a simple multi-layered perceptron (MLP) with a single hidden layer and that operates on vector of size 8, and predicts two classes as output. The MLP is usually implemented using fully connected layers. The number of trainable weights in this simple MLP without the bias units will be: 
  
    8
    ×
    4
    +
    4
    ×
    2
    =
    40
  
, as illustrated in [Link to Come]. If each of the neurons also includes a bias parameter then an additional 4+2 parameters, one per neuron, are included resulting in a total of 40+6=46 parameters.


Estimating the number of parameters for even slightly more complicated MLPs or CNNs can be cumbersome, more so, when using specialised operations such as Dropout or Layer Normalisation. Several open-source tools exist that can be used to count the number of trainable parameters. When using Pytorch this can be obtained as shown in Example 1-1.


Example 1-1. Obtaining the number of trainable parameters for a model defined in Pytorch


# For any trainable neural network defined in the variable "model" in Pytorch:
num_param = sum(p.numel() for p in model.parameters() if p.requires_grad)















Multiply-Accumulate (MAC)


Multiply-accumulate (MAC) are basic operations underlying many common computations such as convolution and dot products. MAC is a simple arithmetic operation involving element-wise multiplications followed by summations:


accumulator = accumulator + (multiplicand x multiplier).


The use of MAC as a measure of model complexity arises mainly from embedded devices because most processors have multiplication and addition implemented in hardware.


In DL models, MAC operations are prevalent in neural network operations such as fully connected layers, convolutional layers, pooling and normalisations. Counting the number of MAC operations in these operations is also a common practice to compare the complexity of different models. For the simple MLP in [Link to Come], the number of MAC operations is the same as the number of edges, since each edge corresponds to one MAC operation, resulting in MAC=40. For more complex models we resort to other utilities. Frameworks like Pytorch do not have inbuilt methods to estimate the MAC operations for a given neural network.
One such external package and its usage, along with sample output, is shown in Example 1-2.


Example 1-2. Obtaining MACs for a model defined in Pytorch using THOP: PyTorch-OpCounter. This tool can be tried for different models in the Jupyter notebooks for this chapter. Other packages like Pytorch model summary can also be used to obtain the number of parameters and MACs.


# Import the profile function from THOP
from thop import profile

# If the input size for the model is 3x32x32 (something like CIFAR10)
# MAC for the model can be retrieved using
input = torch.randn(1, 3, 32, 32)

macs_dn, params_dn = profile(densenet_model, inputs=(input, ))
macs_vt, params_vt = profile(vit_model, inputs=(input, ))

print('MAC for DenseNet  =%.2f'%(macs_dn/1e6))
print('MAC for ViT model =%.2f'%(macs_vt/1e6))


It should print the following output for the DenseNet and ViT provided


MAC for DenseNet  =74.39 M
MAC for ViT model = 7.34 M















Floating Point Operations (FLOP)


In general, all the computations in DL are performed on real numbers which are stored on computers by quantizing them into floating point data up to a certain numerical precision. The most common quantization is the FP32 where real numbers are stored as floating points using 32 bits. Furthermore, all the computations are composed of the same basic arithmetic operations (
  
    +
    ,
    -
    ,
    ×
    ,
    /
  
). These factors are combined to arrive at a notion of computational complexity measured as the number of floating point operations or FLOP.


FLOP, as the name suggests, estimates the number of floating point operations required to train or deploy a DL model and is a measure of the quantity of computations. In Example 1-3, FLOP count for basic operations are shown.




Example 1-3. FLOP Count for Basic Operations



	
Vector operations: For any two vectors of length N:  
  
    𝐱
    ,
    𝐲
    ∈
    ℝ N 
  




	
Addition 
  
    𝐱
    +
    𝐲
  
 has a FLOP count of N for the N element-wise additions.



	
Multiplication 
  
    𝐱
    ·
    𝐲
  
 has a FLOP count of N for the N element-wise multiplications



	
Inner product 
  
    𝐱 T 
    𝐲
  
 has a FLOP count of 2N-1 for the N element-wise multiplications and N-1 additions







	
Matrix operations: For any square matrices of order M: 
  
    𝐗
    ,
    𝐘
    ∈
    ℝ M×M 
  




	
Matrix Trace 
  
    T
    r
    (
    𝐗
    )
  
: has a FLOP count of M, as computing the trace requires M additions as the main diagonal has the same number of elements as the matrix order.



	
Matrix product 
  
    𝐗
    𝐘
  
: Each element of the resulting matrix is computed by performing M multiplications and M-1 additions (same as the inner product from above). Since there are 
  
    M
    ×
    M
  
 elements in the resulting matrix, the total FLOP count is 
  
    M
    ×
    M
    ×
    (
    2
    M
    -
    1
    )
  
, indicating a complexity of 
  
    O
    (
    M 3 
    )
  
.













By definition both FLOP and MAC are related to each other. Remember that a MAC is composed of a multiply and accumulate (or add) operation. This implies that 
  
    F
    L
    O
    P
    =
    2
    ×
    M
    A
    C
  
.


As with estimating MAC, even for simple arithmetic operations involving vectors or matrices, obtaining the exact FLOP count can be cumbersome, and even more so for DL algorithms. There are tools that can be used to obtain the FLOP count, as demonstrated in  Example 1-4.


Example 1-4. Obtaining FLOP count for a model defined in Pytorch using fvcore maintained by the computer vision team at META AI Research. This tool can be tried out for different models in the Jupyter notebooks for this chapter. Other tools like flopth, pthflops can also be used to estimate the FLOP counts.


# Import the FlopCountAnalysis function from fvcore
from fvcore.nn import FlopCountAnalysis

# If the input size for the model is 3x32x32 (something like CIFAR10)
# FLOPs for the model can be retrieved using
input = torch.randn(1, 3, 32, 32)

flop_dn = FlopCountAnalysis(densenet_model, input)
flop_vt = FlopCountAnalysis(vit_model, input)

print('FLOP count for DenseNet  =%.2f'%(macs_dn.total()/1e6))
print('FLOP count for ViT model =%.2f'%(macs_vt.total()/1e6))


It should print the following output for the DenseNet and ViT provided


FLOP count for DenseNet  = 77.42 M
FLOP count for ViT model =  9.08 M


FLOP, FLOPs, FLOP/s

Several variations of the term related to floating point operations are used in practice, which can be confusing in many instances. Be warned that FLOP is a quantity that measures the number of floating point operations. While some would write FLOPs to indicate a plural form of FLOP this can be confused with the number of floating point operations per second, which is a measure of performance of a processor. This is more precisely denoted FLOP/s. In this book we will adhere to FLOP when talking about the quantity of computations and FLOP/s when describing performance with respect to time.
11



Efficient Matrix Multiplications

For large matrices there exist efficient matrix multiplication algorithms which can reduce the FLOP count considerably. Notably when using algorithms such as the Strassen algorithm12 which has an asymptotic complexity of 
  
    O
    (
    M log 2 (7) 
    )
  
 instead of 
  
    O
    (
    M 3 
    )
  
 with the naive algorithm. Research into faster matrix multiplication algorithms are ongoing with some advancements reported using reinforcement learning.13


Further, square matrices of orders 
  
    M
    =
    2 N 
  
 have properties that are better exploited for efficiency. This is one of the reasons, input image sizes, neural network weights and embeddings in transformers are commonly represented in factors of 2 i.e. 
  
    [
    2
    ,
    4
    ,
    8
    ,
    16
    ,
    ⋯
  
].
















Computation Time


Time complexity of algorithms, conventionally, has been measured using the growth rate of its runtime as the input size increases. This is usually expressed as the upper bound on the growth rate using the Big O notation. This would involve enumerating different classes of operations within the algorithm.
The AI community has moved away from these theoretical bounds to more practical measures such as runtime and latency, and reporting aggregate computational time as GPU hours.












Runtime and Latency


For a given hardware device and a computational task, the most common measure of time complexity is the runtime, which is the wall clock time elapsed between the start and finish of the task. For more granular reporting, in *nix systems, the runtime can further be partitioned into user and system time. User time is the time spent by the CPU/GPU performing the computations for the user in user space, whereas system time is the time spent on operating system tasks. For DL models, the runtime is the most useful notion of time complexity which takes the CPU, GPU and other overheads into account.


In some time-critical applications, the total runtime at inference from initiation of a request to execution can be interpreted as latency. In addition to the runtime, latency also accounts for the network delays.


latency = runtime+transport_delay


This can be important when AI models are served from cloud services. Both runtime and latency are measured in units of time such as seconds (s) or milliseconds (ms).


The simplest way of measuring the runtime or latency of AI methods is by wrapping the code between the Python time module, as shown in Example 1-5.


Example 1-5. Runtime and latency can be measured by wrapping the inbuilt time module in Python.


# Import the time module
import time

latency_start_time = time.time() # Get the time at the start of code

# Initial code that is used to setup data, models

runtime_start_time = time.time() # Get time at start of model computations

# Prediction code on new data

runtime_end_time = time.time() # Get time at end of model computations
runtime = runtime_end_time - runtime_start_time

# Postprocessing, visualisation, garbage collection

latency_end_time = time.time() # Get time (almost) at end of code
latency = latency_start_time - latency_end_time

print('Runtime = %.4f s'%(runtime))
print('Latency = %.4f s'%(latency))















GPU Hours


The concept of GPU hours has emerged as a common metric for quantifying the computational resources required for training models and running experiments. This offers a practical and intuitive measure of resource utilization, reflecting the actual time a GPU is actively engaged in processing tasks.


A GPU hour is defined as the usage of one GPU for one hour. For instance, if a model is trained for ten hours using a single GPU, it consumes ten GPU hours. Alternatively, if another model is trained for five hours but utilizes two GPUs simultaneously, it also accumulates ten GPU hours. Despite the differences in training duration and the number of GPUs used, both models in this example require the same total computational effort in terms of GPU resources.


However, it is important to recognize the limitations of using GPU hours as a measure. The performance of GPUs can vary significantly depending on their type and capabilities. For example, a GPU hour on a high-end model like the NVIDIA A100 is not directly comparable to a GPU hour on a mid-range GPU like the NVIDIA GTX 1080. Furthermore, GPU hours do not account for other factors such as CPU usage, memory bandwidth, or input/output operations, all of which can influence overall performance and efficiency.

Computation Time for Llama-3 Models in GPU Hours

It was reported that the total compute used to train the Llama-3 family of models was about 7.7M GPU hours using H100-80GB GPUs.14 This number will be different if the hardware used were different.




Role of Efficiency in Democratization of AI

The discussions on resource efficiency in this book are primarily focused on the environmental sustainability of AI. However, these resource efficiency methods can also influence  the social sustainability of AI methods. Access to large-scale resources that are expensive is evolving to become a barrier for ML practitioners. By improving the resource efficiency, these methods can be democratized to some extent. The question of improving equitable AI by improving access is something researchers are grappling with.15
















Energy Consumption


Model complexity and computation time depicted as the bottom two levels in the Pyramid of Resource Consumption in Figure 1-1 have been used to assess the complexity of algorithms. Energy consumption as the third level is crucial for the AI era. In this section, we will look at what the energy consumption of AI entails, tools to measure it and the larger implications of focusing on energy consumption in AI.












Energy Consumption of AI


The design, development and deployment of AI models are energy intensive processes due to their reliance on large datasets, exploration of massive hypothesis spaces, and long training regimes. These processes can be accelerated by parallel computations on hardware accelerators such as GPUs, tensor processing units (TPUs), intelligence processing units (IPUs) or other AI-specific hardware. In addition to these devices, the base CPU, memory usage, networking and cooling costs amount to the increasing energy consumption of AI models (see [Link to Come] for additional statistics on the growing energy consumption of AI). Although, TPUs and IPUs are being used to develop DL models, bulk of the development is carried out on GPUs. In the remainder of this book, the discussions will be focused on GPUs but can be easily extended to other AI hardware accelerators.


Estimating the individual contributions of the various components tied to the energy consumption of AI models is not straightforward. One important factor being the nature of the hardware used: a standalone workstation with dedicated GPU and supporting infrastructure would have different contributions than a cloud instance with shared resources. For a single GPU cloud instance or workstation, it is estimated that GPUs account for about 74%, CPUs for 13% and DRAM the remaining 13% costs of the total dynamic power consumed.16  Although not exact, similar estimations could also be made for cloud instances with multiple GPUs. Furthermore, the energy consumption due to idling of devices, networking/distribution and cooling of infrastructure should also be accounted for but are much harder to estimate.














Estimating Energy Consumption


The total energy consumption of AI models consists of measuring the average power consumption of different devices over a certain period of time. The power consumption itself consists two components: dynamic and static. Dynamic power consumption is due to the active computations performed on behalf of the AI models, whereas static power consumption is mainly due to the idling costs of the devices independent of the computations.


Energy is measured in joules (J), however, electrical energy is more commonly measured using kilo watt-hour (kWh), and 1kWh = 3600 kJ. A workstation rated to consume 500 W, if operated for 2 hours would consume 
  
    500
    ×
    2
    =
    1000
    W
    h
  
 or 1kWh of energy.


Total electrical energy consumed, E, in time, T, is measured in watt-hour (Wh) and obtained as:



  
    E
    =
    P
    U
    E
    ×
    
      (
      P dynamic 
      +
      P static 
      )
    
    ×
    T
    
    
      (
      W
      h
      )
    
  



where 
  P dynamic 
 considers the set of all measured devices D, most common of which are CPUs, GPUs and dynamic random access memory (DRAM):



  
    P dynamic 
    =
    ∑ d∈D 
    P d 
    
    
      (
      W
      )
    
  



Finally, the additional power consumption due to infrastructure involved in dissipation, cooling, and networking, for example, is accounted using an overhead factor known as power usage effectiveness (PUE). It is defined as the ratio of the total energy used in a data center  to the energy used by the devices for compute, storage and networking:



  
    P
    U
    E
    =
    TotalFacilityEnergy ITEquipmentEnergy
  



For a data center to have a PUE=2.0 indicates that for every watt spent on compute, another watt is spent as overhead. Ideally, PUE should be 1.0 which is mostly unattainable. The annual average data center PUE has steadily improved over the years, and was at 1.55 in 2022, as shown in Figure 1-2. Some cloud service providers, however, claim better values with even a PUE=1.1.17



[image: pue]
Figure 1-2. Average annual power usage effectiveness (PUE) for data centers. Sourced from Uptime Institute Global Data Center Survey Results 2022




Measuring the power consumption of CPUs, GPUs and DRAM relies on the tools provided by the hardware manufacturers. Most existing tools primarily support measuring the power consumption of Intel CPUs and Nvidia GPUs running Linux-based operating systems, due to their widespread usage. Nvidia GPUs, for instance, have dominated the AI market with estimations to be more than 70 in 2018%18. In Example 1-6, a simple Python tool to measure these energy consumption are demonstrated.


Example 1-6. Obtaining the total energy consumption due to CPU, GPU and DRAM costs for training a model defined in Pytorch using PyJoules. This tool can be experimented with for different models in the Jupyter notebooks for this chapter.


# Import the relevant functions from pyJoules
from pyJoules.energy_meter import measure_energy
from pyJoules.handler.pandas_handler import PandasHandler

# Instantiate output handler to be Pandas dataframe
pandas_handler = PandasHandler()

@measure_energy(handler=pandas_handler) # decorate main() with energy meter
def main():
    # Main function code goes here...

if __name__ == "__main__":
    main()
    df = pandas_handler.get_dataframe() # Get the measured energy as a dataframe

    print('Total time elapsed: %.4f s'%(df['duration'].values[0]))
    for c in df.columns[4:]: # Loop over detected devices
        print('Energy consumption of '+c+' : %.4f J'%(df[c].values[0]/1e6))


Depending on the devices detected and the task run, it should print an output similar to this:


Total time elapsed: 40.8244 s
Energy consumption of dram_0 : 60.1534 J
Energy consumption of core_0 : 1068.9771 J
Energy consumption of nvidia_gpu_0 : 5.0297 J


Converting between joule and kWh

Tools like pyJoules estimates the energy consumption in micro joule 
  
    (
    i
    .
    e
    .
    10 -6 
    J
    )
  
. Energy estimations in joule can be converted to kWh using the following conversion: 
  
    1
    J
    =
    10 -6  3.6
    k
    W
    h
  
.



Root Privileges to Read CPU Power Consumption

Most software energy measurement tools, such as pyJoules, rely on the intel-rapl library for querying the instantaneous power consumption of Intel CPUs and DRAM. In Linux machines, as a security measure reading these values requires root privileges. See possible solutions here.




Energy Efficiency, Sustainable AI and Jevons’ Paradox

The current discourse on the sustainable AI has primarily focused on the energy consumption related to their development and deployment.19 Improving energy efficiency, by improving model complexity or computation time, cannot help us advance towards making AI more sustainable. Historically, energy efficiency has always been at odds with environmental sustainability which is a key topic of debate using the framework of Jevons’ Paradox that argues that improving energy efficiency can increase overall consumption and have a net negative effect on sustainability.20 To achieve sustainable AI, the focus has to be beyond only the energy consumption and must take the associated carbon footprint into consideration. This is the fourth level in the Resource Pyramid in Figure 1-1 that is the most encompassing of resources when talking AI and sustainability.
















Carbon Footprint of AI Models


Estimating the energy consumption of AI models provides a meaningful way to compare between classes of models that are trained on different hardware. The bottom three levels of the Resource Pyramid (model complexity, computation time, energy consumption), however, do not immediately translate into assessing the climate impact of developing and deploying AI models. In this section we will take a look at the carbon emissions resulting from the electricity production of the energy consumed during the development and deployment of AI models. Assessing the carbon footprint of AI is the top level of the Resource Pyramid in Figure 1-1 as it also allows the inclusion of additional environmental impacts such as those due to the manufacturing of hardware.










GHG Emissions and Carbon Footprint


Carbon footprint is an umbrella term that refers to the total amount of greenhouse gases (GHGs) released into the atmosphere as a result of human activities. The key contributors are consumption of fossil fuels for transportation (28%), energy production (24%), and various industrial processes (12%).21


Carbon dioxide (CO2) is the primary GHG, whereas other GHGs such as methane, nitrous oxide,  hydroflourocarbons, perflourocarbons, sulfur hexaflouride, and nitrogen triflouride are also considered to be GHGs contributing to climate change. To facilitate comparisons and calculations, the global warming potential (GWP) of various GHGs relative to CO2 are expressed as CO2e, which stands for carbon dioxide equivalent, usually measured in kilogram (kg). For instance, the  GWP for methane is 28 meaning it is 28 times more efficient than CO2 at trapping radiation in the atmosphere over a 100-year period. In terms of CO2e, emitting 1kg of methane into the atmosphere is equal to 28kg CO2e.22



[image: electricity-maps]
Figure 1-3. Carbon intensity variations across the globe for a subset of the countries where the information is available. Greener regions have lower carbon intensity than regions coloured in shades of brown. Visualisation from electricitymaps.com.




As energy production is a key contributor of  GHGs worldwide, the amount of GHGs (CO2e) produced per unit of electricity generated is measured using the concept of carbon intensity of electricity production. The carbon intensity of electricity is measured in grams of CO2e emitted per kWh, in units of gCO2e/kWh. Lower carbon intensity indicates cleaner and more environmentally friendly electricity production with a smaller fraction of fossil fuel sources, and more contribution by  renewable energy sources such as solar and wind. Figure 1-3 shows the carbon intensity variations across the globe for countries where the data are available. Within the European Union (EU), where data is more consistently available, the carbon intensity fluctuates quite drastically between the 27 member states. In 2021, Sweden had the lowest annual average carbon intensity (9 gCO2e/kWh), compared with Poland, which had the highest (721 gCO2/kWh).23. An overview of the carbon intensity for different regions in the world, where the data is available, is shown in Figure 1-3; greener regions have lower carbon intensity compared to the dark brown regions.


The units to quantify power usage, energy consumption, and carbon footprint are specific and have been standardized by now. A summary of these are presented in Table 1-1 for quick access in this book.


Table 1-1. Summary of different energy and carbon footprint related quantities along with their commonly used measurement units.


	Quantity
	Unit
	Notation





	Power (P)

	watt

	W




	Energy (E)

	joule or kilo watt-hour

	J or kWh




	CO2 emissions

	kilogram

	kg




	Carbon Footprint (CO2e)

	kilogram

	kgCO2e




	Carbon Intensity

	gram CO2e per kWh

	gCO2e/kWh

















Relating Carbon Footprint to Energy Consumption


A linear relationship exists between energy consumption and carbon footprint, which is simply the product of the energy consumed and the average carbon intensity for that duration of energy production:



  
    Carbon
    
    Footprint
    =
    Energy
    
    Consumption
    ×
    Carbon
    
    Intensity
  
.


For a given DL model that is run on the same hardware, the energy consumed is the same irrespective of the location. However, the carbon footprint corresponding to this energy consumption could vary depending on the location. This is due to the difference in carbon intensities for different countries, and even regions within the same country, as shown in Figure 1-3.


Further, the carbon intensity of the power grid fluctuates during the course of a day and across days of the week. Depending on the availability of renewable energy, or the demand on the power grid, the mixture of fossil fuel and renewable energy can vary. The instantaneous carbon intensity can increase as much as 10 times during the day, and a similar fluctuation can be noticed between weekdays and weekends. As with the variations in the carbon footprint due to location, there can also be fluctuations in the estimated carbon footprint when using real-time data. Such fluctuations in instantaneous carbon intensity for UK and Denmark are shown in Figure 1-4.



[image: carbon_intensity]
Figure 1-4. Carbon intensity fluctuations for Denmark (DK) and Great Britain (GB) over a period of one year, shown as daily averages. Data:  Source for DK, Source for GB




Carbon Intensity Variations and Green Scheduling

The spatial variations (Figure 1-3) and temporal fluctuations (Figure 1-4) in the carbon intensity of electricity production can be used to reduce the carbon footprint of computations. By scheduling computations in regions with lower carbon intensity or during periods of low carbon intensity large reductions in carbon footprint of computations are achievable. This is commonly known as Green Scheduling and is an active area of research.24 Green scheduling specific to AI is discussed in more detail in [Link to Come].














Estimating the Carbon Footprint of AI models


Measuring energy consumption helps provide a more holistic view of the resource consumption and efficiency of a given DL model. However, energy consumption does not directly capture the climate impact of AI models. Relating the energy costs to their underlying GHG emissions and estimating the carbon footprint is a useful way of assessing the environmental sustainability of AI models due to their growing electricity consumption. To act on reducing the carbon footprint of AI models, systematic measurement and standardized reporting are essential. In the remainder of this section we will take a look at the landscape of carbon footprint reporting methods and tools that have evolved in the recent years with a particular focus on AI models.


Carbon footprint is generally measured and reported in kgCO2e, which can be somewhat abstract as it is not a common unit used in our daily jargon. Within the ML community, several attempts have been made to present the carbon footprint estimation using other quantities that are perhaps easier to parse. For example, the carbon footprint of training:



	
BERT model on GPU was estimated to be roughly equivalent to a trans-Atlantic flight25



	
GPT-3 model on GPU was estimated to be roughly equivalent to travelling 703,808 km by a newly registered car in EU26






With the increasing awareness and interest in the estimation of the carbon footprint of AI models, several methods have been recently developed. Most of these methods focus on the estimating the carbon footprint due to the energy consumption during the development/deployment of AI models. These tools are built on software energy measurement tools, and use the carbon intensity information of the power grid to estimate the carbon footprint. The limited availability of software tools implies that the energy costs due to the electricity consumption of CPUs, DRAM, GPUs and the overhead accounted in PUEs are the main factors considered. The energy/carbon costs due to the manufacture of devices, for instance, is not accounted for with these tools.


A high-level overview of some of the tools currently available to track the carbon footprint of AI models is presented in Table 1-2.27 In Example 1-7, use of one of the tools for tracking the carbon footprint of model training is demonstrated.


Table 1-2. High-level comparison of different tools available for tracking the carbon footprint of deep learning methods.


	Tool
	Track
	Predict
	Report
	Plot
	Pip
	API
	CPU
	DRAM
	GPU
	Comments





	MLECa

	✗

	✗

	✓

	✗

	✗

	✗

	✗

	✗

	✓

	Online calculator where users can self-report. Does not take data center PUE into account.




	EITb

	✓

	✗

	✓

	✗

	✓

	✗

	✓

	✓

	✓

	First Python tool published with a focus on tracking the carbon footprint of DL models. Not actively maintained.




	Carbontrackerc

	✓

	✓

	✓

	✗

	✓

	✗

	✓

	✓

	✓

	Predicts energy consumption based on a single epoch. Using data from Electricity Maps supports real-time carbon intensity for several global regions.




	CodeCarbond

	✓

	✗

	✓

	✓

	✓

	✓

	✓

	✓

	✓

	Actively maintained tool with growing user base. Similar to EIT, Carbontracker. No real-time carbon intensity.




	Eco2AIe

	✓

	✗

	✓

	✗

	✓

	✗

	✓

	✓

	✓

	Most recent among the tools. Similar to EIT, Carbontracker. No real-time carbon intensity.




	a  ML Emissions Calculator
b  experiment-impact-tracker
c  Carbontracker
d  CodeCarbon
e  Eco2AI




Example 1-7. Obtaining the carbon footprint due to the energy consumption of CPU, GPU and DRAM when training a model defined in Pytorch using Carbontracker. This tool can be tried out for different scenarios (training,inference) in the Jupyter notebooks for this chapter.


from carbontracker.tracker
import Carbontracker

tracker = Carbontracker(epochs=<your epochs>)

for epoch in range(<your epochs>):
    tracker.epoch_start()

    # Your model training.

    tracker.epoch_end()

tracker.stop()


Sample output from Carbontracker depending on the hardware detected could look like this:


CarbonTracker: The following components were found:
GPU with device(s) NVIDIA GeForce RTX 3090.
CPU with device(s) cpu:0.
YYYY-MM-DD 15:42:49 - CarbonTracker:
Predicted consumption for 50 epoch(s):
        Time:   0:24:12
        Energy: 0.125254 kWh
        CO2eq:  33.213131 g
        This is equivalent to:
        0.275857 km travelled by car
YYYY-MM-DD 16:02:35 - CarbonTracker:
Actual consumption for 50 epoch(s):
        Time:   0:20:15
        Energy: 0.124411 kWh
        CO2eq:  33.528735 g
        This is equivalent to:
        0.278478 km travelled by car
YYYY-MM-DD 16:02:35 - CarbonTracker: Finished monitoring.


Carbontracker also supports a command-line interface which can be useful to measure the carbon footprint of jobs in an non-intrusive way in any shell environments.


carbontracker python train_model.py --log_dir=./carbontracker-logs


It will print the same output as above and log the output into the carbontracker-logs directory.



Operational Carbon Emissions and Sustainable AI

The tools presented here and the discussions about the carbon footprint are quite specific to the carbon emissions due to the energy production for the electricity consumed when developing/deploying AI models. These carbon emissions are commonly known as operational emissions. This should not be conflated with the overall carbon emissions which also include embodied emissions and take into account the carbon emissions due to the hardware manufacturing, transportation, electronic waste, and other factors. Focusing on the operational emissions and improving resource efficiency should be viewed as a starting point for ML/AI practitioners in their journey towards greener AI.














Efficiency Quantified: What Comes Next?


The classical view of algorithmic complexity using space-time analysis is limited when analysing the efficiency of DL models. This book introduced the more holistic view on resource consumption of AI models using the Resource Pyramid (Figure 1-1). The carbon footprint of AI models sits on the top level of this pyramid and is the most important resource when it comes to improving the sustainability of AI. Now that we have the methods, metrics and tools to quantify the overall resource efficiency of AI models, a few questions can help guide us through the remainder of this book, and in our pursuit of Sustainable AI.












What to do with the resource measurements?


First, measure; then, improve.


Measuring the various resources consumed by AI models is the first step towards improving them. The exorbitant resource costs of DL models is not always reported. Improving the awareness within the community about these large resource costs can spawn actions that can help tackle these issues. Systematic reporting of the space-time-energy complexity along with the carbon footprint is an essential step towards reducing the climate impact of AI models.


From a technical standpoint, these measures can be integrated into the optimisation criteria when designing or deploying AI models to obtain models that are less resource intensive. In the remaining chapters, practical ways of using these measurements to improve some aspect of resource efficiency of AI models to reduce the climate impact will be presented.














Why focus on resource efficiency?


Because technology cannot be decoupled from its resource consumption.


The widespread adoption of AI models in our daily lives is already in progress. Any small improvements in their efficiency can percolate system wide and yield large benefits. Another obvious benefit that is directly correlated with efficiency is monetary savings. In Figure 1-4, the fluctuations in carbon intensity during the course of day were demonstrated. High carbon intensity times are representative of high demand regimes. Some electricity markets regulate demand by modulating price with demand (higher price during high demand times). As a result, reducing the carbon footprint by optimising for low demand times can also yield direct monetary gains.


Further, and more importantly, AI models are already being used to help us tackle climate change in many shapes and forms. AI models are highly valuable tools in tasks such as large scale remote-sensing, climate modelling, and optimising renewable energy by modulating the energy grids. Given these potential applications that can have positive impact on climate, it would be counter-productive (and ironic) if the AI models themselves are resource hungry and have massive carbon footprints.














Does efficiency come at no cost?


There is always a trade-off. There is still no free lunch.28


The resource consumption metrics and tools presented in this chapter will focus on reducing AI-waste, and hence improve their overall resource efficiency. However, many of the underlying principles driving the current success of AI models are not fully understood (hence the common black box criticisms). As a result these models appear to possess redundancies that can be reduced. In many instances, as we will see in the upcoming chapters, these efficiency gains have to be balanced with small deterioration in performance, or an increase of some other resource. Depending on the tasks these trade-offs can be meaningfully balanced.


Resource Pyramid for a ChatGPT Class AI Model

ChatGPT is a conversational engine based on GPT family of LLMs, with about 175B trainable parameters and trained using 
  
    3
    .
    14
    ×
    10 23 
  
 FLOPs, made available to the public in Nov. 2022. The training energy consumption of GPT-3 was estimated to be 188701.92kWh or 84738.48kgCO2 eq. or about the same carbon footprint as travelling for 703808 km in a newly registered car in the European Union.29


There have been subsequent updates to this model and not all the resources consumed are publicly known. The arguments in this book are to publish the resource costs, following the Resource Pyramid framework. For a similar open-source model, Llama, the data is available and is visualized in the Resource Pyramid in Figure 1-5 based on the calculations below:


In the model card for LLama-3.1 405B it was reported that the total computation time for training was 30.84M GPU hours. The models were trained on the H100-80GB models with a 700W rating. Given these we estimate the total energy consumption according to the method used by Meta.30.



[image: bloom]
Figure 1-5. Resource costs at each level of the Resource Pyramid for Llama-3.1 405B model.31









1 Sevilla et al. “Compute trends across three eras of machine learning.” 2022.
2 Wright et al. “Efficiency is not enough: A critical perspective of environmentally sustainable AI”. 2024.
3 Menabrea. Sketch of the Analytical Engine invented by Charles Babbage.
4 Rebound effect, also known as Jevons Paradox states that “as technological improvements increase the efficiency with which a resource is used, total consumption of that resource may increase rather than decrease”. Definition from Pollimeni et al. “The Myth of Resource Efficiency” (2009).
5 Bruckner et al. Climate Change 2014: Mitigation of Climate Change. 2014
6 Freitag  et al. “The real climate and transformative impact of ICT: A critique of estimates, trends, and regulations.” 2021
7 Source for Denmark estimating to be 15% by 2030
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10 Often attributed to Peter Drucker
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12 Strassen. “Gaussian elimination is not optimal.” (1969)
13 Fawzi et al. “Discovering faster matrix multiplication algorithms with reinforcement learning.” (2022)
14 Source: Model card for Llama-3
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28 In the same spirit as Wolpert et al.. “No Free Lunch Theorems for Optimization.” (1997)
29 Anthony et al. “Carbontracker: Tracking and Predicting the Carbon Footprint of Training Deep Learning Models.” 2020.
30 Based on this paper by Patterson et al. “The Carbon Footprint of Machine Learning Training Will Plateau, Then Shrink”. (2022)
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Chapter 2. Data Parsimony



A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 4th chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at lmine@oreilly.com.




Data is the new oil was a common idiom in the early 2010’s, used in the context of generating value via digital data. This phrase also unintentionally captures the increasing carbon footprint of storing and processing vast amounts of data. It is estimated that the lifecycle emissions for each TB of data on hard drive storage are anywhere between 2-20 kgCO2e per year, as illustrated for a commonly used storage devices.1



[image: ghg-storage]
Figure 2-1. Typical green house gas emissions across the life cycle of storage devices. Data Source: Seagate Sustainability Report




Large-scale computations on massive amounts of data have been essential to the progress in AI model development, with the most recent LLMs being trained on datasets that consist of more than 15 trillion data points (tokens).2 Not all of the data used for training ML models is informative, however. Uninformative or duplicative data can also contribute to the notion of AI-waste that was presented in Chapter 1. Reducing the amount of data used can have a considerable impact in reducing the energy consumption and carbon footprint of selecting and developing AI models.


In this chapter we introduce methods of identifying informative data points and extracting useful information from them. This chapter offers a paradigm of developing DL models while reducing AI-waste from a data perspective which we refer to as data parsimony. It also discusses the trade-off between using data frugally and the impact of using data parsimoniously on performance. The goal of achieving sustainable AI using data parsimoniously will be the key focus of this chapter.








The Cost of Data


[Link to Come] presented some of the fundamentals of DL. The key insight to bear in mind is that ML models  learn from data, and the recent class of DL models learn from even more data.


Consider the task of discerning vegetation from others images in the AerialNIST dataset, visualized in [Link to Come]. A rule-based method to distinguish the two classes could be designed in simple steps. One approach can be to use the fact that images of vegetation have more green content in them. This can be converted into a rule that estimates the average intensities in the Red-Green-Blue channels of the image, and then to apply an appropriate threshold on the green channel. This is a simple enough rule, requiring few MAC operations.


A DL model such as an MLP or CNN would require need to learn such useful features solely from data, necessitating the use of more data processing. The feature designing described in the previous paragraph underlines the implicit knowledge users have about the data — in this case about images consisting of RGB channels, and that average intensity could be useful to discern vegetation from others. Such knowledge or useful assumptions about the data that users bring to the table is related to the notion of inductive bias introduced in [Link to Come]. When DL models are tasked with learning from data, the gap in knowledge due to a lack of inductive bias should be compensated for by learning from the data. This requires additional data when compared to a rule-based method that has relatively more inductive bias encoded in its design rules. The strength in ML models, and more so with DL models, lies in the fact that they can learn arbitrarily complex rules which would be difficult for practitioners to design.










Carbon Footprint of Data Storage


Storage in data centers is energy intensive due to the underlying storage infrastructure, computation, networking, and cooling requirements. Storing 1TB of data for one year can cost about 60 kWh with a carbon footprint of up to 44 kgCO2e (see Example 2-1). The massive amounts of data being generated and stored in data centers which consume about 2% of global electricity.3 The corresponding GHG emissions are also considerable, reaching up to 3.9% of global GHG emissions.4 And in data center friendly countries like Denmark, energy usage of data centers is projected to grow 3% annually and by 2030 will account for around 15% of the country’s electricity use (see [Link to Come]).


These massive energy costs of large scale datasets also influence the efficiency of developing AI models as training DL models requires iterative optimization over large datasets. With growing dataset scale, the computational resources required to train DL models also grow almost linearly.




Example 2-1. Energy Consumption and Carbon Footprint of Storing 1TB data.


Enterprise hard disk drive (HDD) with 1TB capacity has an idle average power consumption of 4.5 W (operational power consumption can be higher, about 6 W).5


The total energy consumption of storing 1TB for data then can be estimated as:



	
4.5W x 24 (h/day) x 365 (d/year) 
  ≈
 40 kWh/year



	
Assuming a PUE (see “Estimating Energy Consumption” for details on PUE) of 1.5, the total energy consumption = 1.5 x 40 = 60 kWh






Therefore, only storing 1TB of data for 1 year can roughly cost about 59 kWh.


Depending on the carbon intensity of energy production in a region, the corresponding carbon footprint can be different. For instance the carbon intensity of energy production for:6



	
Sweden is 12 gCO2e/kWh. This results in 60 x 12 = 0.72 kgCO2e



	
USA is 357.2 gCO2e/kWh. This results in 60 x 357 = 21.42 kgCO2e



	
Estonia is 739 gCO2e/kWh. This results in 59.13 x 739 = 44.34 kgCO2e






Depending on where the data center is located, the carbon footprint of storing 1TB of data can vary anywhere between 0.75 to 44.34 kgCO2e.















Scale of Datasets in AI


Until recently a common rule of thumb when developing ML models was to have at least an order of magnitude more training examples than the number of trainable parameters in the model. This rule was a heuristic to avoid overfitting to the training data (See [Link to Come] for details on overfitting.)


Recent large scale models appear to violate this rule. Models like GPT-3 and LaMDA were trained using about the same amount of training data or tokens (see [Link to Come] for details on Transformers) as the number of trainable parameters in them. Some models like MT-NLG were  even trained with fewer data points than the number of trainable parameters.7 New analyses that could be specific to large scale DL models are being developed within the community for improved utilization of existing data, as useful data is finite. For instance, the approach currently dubbed as the Chinchilla Effect recommends scaling model size and training data equally. Specifically, for every doubling of model size the number of training examples should also double.8 This was put to practice with the Llama-3 class of models where a dataset comprising 15T tokens were used to train models with 7B and 70B parameters.9 A dataset at this scale, such as the FineWeb dataset, would require about 43TB of disk space for storage.10


The last decade has seen several benchmarking datasets that have steered the development of ML/AI models, particularly for image analysis and natural language processing. As shown in Figure 2-2, the scales of these datasets have grown tremendously by about 0.23 orders of magnitudes per year (OOM/y). A similar estimation was carried out for vision datasets, indicating a growth of about 0.09 OOM/y.11



[image: data-trends]
Figure 2-2. Trends in training dataset sizes for language models. Figure Source: Epoch AI














Carbon Footprint of Processing Data


The carbon footprint of storing large datasets is primarily due to the electricity consumed in data centers and the embodied emissions of manufacturing the hardware. The carbon emissions of data storage has been the focus in this chapter this far, as illustrated in Figure 2-1 and Example 2-1.


From the perspective of AI methods, the carbon footprint of data is not only due to the storage but also due to the processing of the data. AI model development at all stages involves processing the data using large models.12


What is 1 watt worth?

How many images can we process with 1 watt on a standard GPU?


Consider one of the commonly used GPUs for developing AI models, which is the A100 GPU. It has a maximum rating of 48.75 GFLOP/watt, which we can round up to 50 GFLOP/watt.13


Let us simplify the processing to the simplest case, of computing the mean over the entire image.


For an image of size 
  
    1000
    ×
    1000
  
, computing the mean incurs a FLOP count of 
  
    999999
    +
    1
    =
    1
    M
  
 where the final 1 is for the division operation. That is, computing the mean over this image has a FLOP count of 1M. Using the rating of 50 GFLOP/watt, then we are able to compute the mean of 50k images.


For more complex operations, such as inference using a model like ResNet-50 which uses about 8 GFLOP, only about 6 such images can be processed with 1 watt of power.














Dataset Curation


Developing DL models for real-world applications involves several processes. The most important of these, which does not always get sufficient attention, is the process of dataset curation. Dataset curation is the process of collecting, preparing, and organizing a dataset so that it is in a form that makes ML feasible.


The principle of garbage in, garbage out sometimes refers to the reliance on the quality of the datasets used to train DL models. Because these models are overparameterised function approximators they have the capacity to learn arbitrarily complex patterns in the data. Sometimes these patterns can be trivial,  irrelevant, or outright problematic. For example, see the cases in Figure 2-3, where the model focuses on features that are not exactly relevant for the corresponding label prediction. In other cases these learned patterns can be problematic and may point to ethical issues such as models not performing as expected on underrepresented groups.14 Carefully curated data can alleviate some of these challenges in ML.



[image: adversarial-examples]
Figure 2-3. Two instances where the model prediction (label in italics) is incorrect compared to the ground truth (label in boldface). In the first case, the colour yellow is the key feature that appears to be used to predict Banana. Figure adapted from  Hendrycks et al. “Natural Adversarial Examples”. (2021)




Some of the key steps involved in dataset curation are:



	
Data collection: Gathering sufficient data from appropriate sources, keeping the downstream tasks in mind. If sensitive data is involved, obtaining adequate permissions for usage is essential.



	
Data cleaning: When large scale data is collected for developing ML models, basic quality control to handle noisy samples, outliers, or missing data that could bias the ML models should be considered.



	
Data preprocessing: Data collected from multiple sources might not be stored in the same format or be in the same numerical ranges. Transforming such diverse data into suitable formats for ML could include normalizing or standardizing features, encoding categorical variables, and performing other transformations to make the data compatible.



	
Domain-specific considerations: Depending on the application, domain-specific knowledge might be needed to properly curate the dataset. For instance, when using data generated in hospitals, encoding information about the equipment (such as scanners used) can be useful.






Effective dataset curation can significantly contribute to the success of ML models by ensuring that the models are trained on accurate, diverse, and representative data. This could lead to better performance on the downstream tasks and alleviate the risks posed by the garbage in, garbage out phenomenon.


Most ML model development happens with already curated datasets that also consist of labels. In real application scenarios this is seldom the case, however, as labelling is often costly. We next look at one of the common ML approaches to efficiently curating a labelled dataset with user interaction and iterative model refinement.



[image: fair]
Figure 2-4. Overview of FAIR principles for data sharing.




As ML practitioners we are also generating lot of data which when shared with others should adhere to the FAIR principles which recommends that data be Findable, Accessible, Interoperable, Reusable.  Processing FAIR data can reduce the overhead in tedious preprocessing or regeneration of already existing data. One way of reducing the amount of copies of existing data is if the data are shared with FAIR principles which can directly impact the overall environmental impact of data storage.15


Curating Datasets Frugally for Global Tree Identification


[image: treecount]





Automatically identifying trees from satellite images can be a useful way to measure the extent of carbon captured in them.16 And doing this over time provides becomes a highly important tool towards climate change adaptation. Further, monitoring deforestation and reforestation could be beneficial in building ecological models to better inform climate action.


To detect trees meaningfully from these images, one must choose high resolution satellite images, where each pixel could be about 
  
    10
    m
    ×
    10
    m
  
. Under these assumptions, and using the standard value of 
  
    5
    .
    2
    ×
    10 14 
    m 2 
  
 as the surface area of Earth, it would result in a dataset comprising about 
  
    5
    .
    2
    M
  
 images of size 
  
    100
    ×
    100
  
 pixels.


Within supervised learning settings, obtaining the labels for a subset of these images is essential.


One way of labelling these data could be to choose a random subset of images. However, this random subset might not be useful, as not all images could contain regions of interest i.e. trees (imagine all the image patches over oceans!).  To choose a representative subset of images that are most informative for the task of tree detection, an interactive process has to be considered. This could involve a simple tree detection model and a domain expert who interactively chooses a subset of data for labelling. This can be formalised using principles of Active learning which are described next.17












Active Learning for Dataset Creation


Supervised ML requires labelled datasets. In cases where no labelled data are available, informed decisions on which of the data should be labelled can reduce the effort required in labelling. Active learning is one such ML approach that involves iteratively selecting the most informative instances from an unlabeled dataset and requesting their labels from an oracle (such as a human annotator). The goal of active learning is to maximize the performance of the ML model while minimizing the number of labeled instances needed for training. It is particularly useful when labeling instances is expensive, time-consuming, or resource-intensive.18



[image: active-learning]
Figure 2-5. Overview of the active learning setting, in which a labelled dataset is curated from an unlabelled dataset based on the interaction between human experts and the ML model.




Figure 2-5 shows how active learning can be used to create a new labeled dataset 
  
    𝔻
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 from an unlabelled dataset 
  
    𝕏
    =
    {
    𝐱 1 
    ,
    ⋯
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    𝐱 N 
    }
  
:


	
Initial Labelled Pool: Start with a small initial labeled dataset. This can be a random subset of the entire dataset, a domain-knowledge-based selection, or even a set of easy-to-label instances. Let 
  
    𝔻
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      )
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 with L instances be the initial labelled dataset labelled by the oracle.



	
Model Training: Train a machine learning model 
  f θ 
 (such as a classifier) using the initial labeled dataset 
  𝔻
. This model serves as the starting point for active learning.



	
Uncertainty Measurement: Apply the trained model 
  f θ 
 to the remaining unlabeled instances 
  
    𝕏 ' 
    
      =
      𝕏
      ∖
      𝔻
    
  
 and calculate a measure of uncertainty for each instance. A common uncertainty measure is entropy H, where 
  
    H
    (
    f θ 
    
      (
      𝐱
      )
    
    )
  
 represents the entropy of the predicted probabilities for the possible labels.



	
Instance Selection: Select the instance with high uncertainty as the candidates for labeling. This is the instance for which the model is uncertain:

  
    𝐱 k 
    =
    argmax 𝐱 i ∈𝕏 '  
    H
    
      (
      f θ 
      
        (
        𝐱 i 
        )
      
      )
    
  




	
Oracle Labelling: Request label 
  𝐲 k 
 for the selected instance 
  𝐱 k 
 from an oracle (human annotator or labeling process). Add the newly labeled instances to the labeled pool: 
  
    𝔻
    =
    𝔻
    ∪
    {
    
      (
      𝐱 k 
      ,
      𝐲 k 
      )
    
    }
  
.



	
Model Update: Retrain the model 
  f θ 
 using the expanded labeled dataset 
  𝔻
. The new model benefits from the additional labeled instances.



	
Iteration: Repeat steps 3 to 6 for a predefined number of iterations or until a stopping criterion is met, such as obtaining a labelled dataset of a predetermined size K. In each iteration, the active learning process selects instances that provide the most informative value for model improvement.







The active learning process aims to optimize the balance between model performance and labeled instances by focusing on instances that provide the most informative value for model improvement. It allows the model to learn more effectively from the data, especially when labeling new instances is costly or resource-intensive.

Active Learning Tools

Creating labelled datasets by harvesting labels for image analysis can be tedious. The process of labelling data with the primary purpose of using them for training ML models is known as annotation. Open source tools like Napari offer utilities that can be used to build annotation pipelines. Other tools, such as Rootpainter for image analysis and DeepLabCut for video analysis, enable the rapid training of DL models.




Active Learning can Reduce AI-waste

Active learning can significantly enhance the resource efficiency of the Global Tree Identification Task.


By targeting the most informative samples, active learning reduces the need to process and train on large volumes of data. For instance, achieving similar model performance might require only 100k strategically selected images instead of 5M. This reduction in data volume translates directly into decreased computational load and substantial energy savings.


Further, the data curated with active learning could also improves the model performance with fewer computational resources as it can be designed to focus on difficult or uncertain samples, such as mixed vegetation types or overlapping canopies. Studies show that active learning can reach comparable accuracy to traditional methods with only 10-20% of the labeled data, which translates into a reduction of the carbon footprint of model training.19


Further, the efficient handling of class imbalance further optimizes resource use. Active learning ensures underrepresented classes, such as rare tree species or trees in arid regions, are adequately sampled, reducing the need for extensive retraining and fine-tuning, which saves computational resources and energy.


Technically, active learning involves training an initial model with a small, randomly selected labeled dataset, predicting labels for a large pool of unlabeled data, and identifying samples with high uncertainty. These samples are then labeled and incorporated into the training set. The model is retrained, and the process of uncertainty sampling and labeling is repeated. Diversity sampling or clustering ensures a broad representation of different tree species and environments. This iterative process ensures the ML pipeline is both efficient and effective in identifying individual trees from satellite images globally, while minimizing computational resources, energy consumption, and carbon emissions.














Learning with Pruned Datasets


It is difficult to quantify the information content of individual data points in a large dataset. As a result, some data points may contain repetitive information. Identifying the most informative data points can reduce the size of the training dataset. In this section we look at two classes of methods - Instance Selection and Coreset Selection - that yield smaller subsets while retaining the overall characteristics of the original dataset.










Instance Selection


Instance selection involves choosing a subset of instances (data points) from a given dataset while aiming to preserve the overall distribution and characteristics of the data. Instance selection methods often involve heuristics, clustering, or other similarity measures to determine which instances to keep. Some common methods for instance selection include random sampling, K-means clustering, and K-center selection.












Random Sampling


Random sampling is the simplest of the instance selection strategies. For a given budget K, it randomly selects a subset of data from the original dataset. It gives equal preference to all the data points in the original dataset.


More formally, given a dataset 
  
    𝕏
    =
    {
    𝐱 (j) 
    }
  
 with N data points, random sampling selects a smaller subset, 
  
    𝕊
    =
    {
    𝐬 1 
    ,
    ⋯
    ,
    𝐬 K 
    }
  
, of a predetermined size K by the following steps:


	
Obtain random indices: Generate K random integers from 
  
    [
    1
    ,
    ⋯
    ,
    N
  
], each representing index of an instance in the original dataset.



	
Select subset: Update 
  𝕊
 with the K instances corresponding to the K random indices from the original dataset 
  𝕏
.







Random Sampling in Practice:
Using random sampling for instance selection comes with trade-offs. The algorithm is particularly useful when dealing with exploratory data analysis, quick prototyping, or when the datasets are too large to fit into memory for further processing. Depending on the budget K it can improve computational efficiency. However, when 
  
    K
    <
    <
    N
  
 (K is very small compared to N), random sampling might lead to information loss or biased samples, and it may pose additional challenges in maintaining class balance. Note that in the setting when 
  
    K
    =
    N
  
, randomly sampled dataset converges to the original dataset.


In its simplest formulation, random sampling does not take the label information into account. This could result in a scenario where the class distribution in 
  𝕊
 could become skewed compared to the original class distribution in 
  𝔻
. This can be overcome by taking the number of classes into consideration. For a labelled dataset 
  𝔻
 with N samples and M classes, random sampling can be performed by distributing the budget of K data points equally between the M classes. This results in an approximate budget of 
  K M
 instances per class.


The code snippet in Example 2-2 demonstrates the use of random sampling with different data budgets for the AerialNIST classification task.


Example 2-2. The trade-off between resource costs and performance for different data budgets is shown as the final output. The code is available in  Jupyter notebook for this chapter.


import numpy as np

# Generate random dataset (replace with your own dataset)
np.random.seed(42)
num_instances = 100
num_features = 10
dataset = AerialNIST()
train_dataset, valid_dataset = random_split(dataset)

# Specify the desired sample sizes
sample_sizes = [1,2,4,16,256,1024]

for sample_size in sample_sizes:
    # Perform random sampling
    indices = np.random.choice(num_instances, size=sample_size, replace=False)
    train_dataset = train_dataset[indices]

    print("Original Dataset Shape:", dataset.shape)
    print("Sampled Dataset Shape:", sampled_dataset.shape)
    val_acc, train_acc, resource_metrics = trainer.fit(model,train_loader,valid_loader)
    print("Validation Performance:",val_acc)
    print("Resource costs:",resource_metrics)


It should output the following:


N=1, E=0.003kWh, val_acc = 0.50
N=2, E=0.005kWh, val_acc = 0.55
N=4, E=0.007kWh, val_acc = 0.59
N=16, E=0.03kWh, val_acc = 0.54
N=256, E=0.08kWh, val_acc = 0.78
N=1024, E=0.23kWh, val_acc = 0.81
N=48000, E=1.02kWh, val_acc = 0.89



Is Random Sampling Sustainable?

Random sampling can also enhance the resource efficiency of the Global Tree Identification Task. Assuming a labeled dataset obtained through active learning, random sampling can be used to further optimize the computational resources, energy consumption, and carbon emissions.


Random sampling maintains model accuracy by ensuring the randomly chosen subset represents the overall dataset, including different geographical regions, tree species, and environmental conditions. Studies show that models can achieve comparable performance with random sampling if the subset is diverse enough.


Scalability is a key advantage, enabling the management of large, diverse datasets with fewer computing resources. This is crucial for applications requiring high precision, such as tracking deforestation or assessing urban tree health globally.



Stratified Sampling

In most applications,  the class distribution is not uniform. That is, the number of data points per class can vary in the original dataset. Uniform random sampling that allocates equal sampling budget to every class can result in over or under representation of instances. To alleviate this problem, stratified sampling can be used.  The main goal of stratified sampling is to ensure that the selected subset retains the same class distribution as the original dataset. This is important to prevent introducing bias and to maintain the representation of rare classes or attributes that might be critical for model training and evaluation.




Figure 2-6 depicts random sampling for the AerialNIST dataset. The overall budget is K=16, which is distributed equally among the M=4 classes, resulting in 4 samples per class.



[image: random-sampling]
Figure 2-6. Random sampling of AerialNIST dataset with M=4 classes with a sampling budget of K=16.




Example 2-3. Simple example illustrating the random-sampling-based instance selection method. Other random sampling methods with different variations for the AerialNIST dataset can be explored in the Jupyter notebooks for this chapter.


import numpy as np

# Generate random dataset (replace with your own dataset)
np.random.seed(42)
num_instances = 100
num_features = 10
dataset = np.random.rand(num_instances, num_features)

# Specify the desired sample size
sample_size = 20

# Perform random sampling
indices = np.random.choice(num_instances, size=sample_size, replace=False)
sampled_dataset = dataset[indices]

print("Original Dataset Shape:", dataset.shape)
print("Sampled Dataset Shape:", sampled_dataset.shape)


It should print the following output


Original dataset shape: (100, 10)
Sampled Dataset Shape: (20, 10)















K-means Clustering


K-means clustering is an unsupervised machine learning algorithm used for partitioning a dataset into a specified number of clusters. The algorithm aims to group similar data points together based on their features. It can also be used to reduce the dataset size, as the cluster centroids can be viewed as representative data points for the members within a cluster.


Given a dataset 
  
    𝕏
    =
    {
    𝐱 1 
    ,
    ⋯
    ,
    𝐱 N 
    }
  
 with N data points, a smaller dataset 
  
    𝕊
    =
    {
    𝐬 1 
    ,
    ⋯
    ,
    𝐬 K 
    }
  
 of predetermined size K can be obtained using K-means clustering by the following steps:


	
Initialize cluster centers: Select K initial cluster centers, 
  
    𝕊
    =
    {
    𝐬 1 
    ,
    ⋯
    ,
    𝐬 K 
    }
  
.



	
Assign points to clusters: Assign each data point, 
  𝐱 i 
, to the nearest cluster center, 
  
    𝐬 𝐣 
    :
    argmin 𝐬 j ∈𝕊 
    
      |
      |
    
    𝐱 i 
    -
    𝐬 j 
    || 2 
  




	
Update cluster centers: Recalculate the cluster centers by taking the mean of the data points assigned to each cluster: 
  
    𝐬 j 
    =
    1 |𝕏 j |
    ∑ 𝐱 i ∈𝕏 j  
    𝐱 i 
  




	
Repeat until convergence: Repeat Steps 2 and 3 until cluster assigns no longer change.







The final output of K-means clustering algorithm is the set of cluster centroids 
  
    𝕊
    =
    {
    𝐬 1 
    ,
    ⋯
    ,
    𝐬 K 
    }
  
.














K-center Selection


The objective of K-center selection method is to select a subset of k points (centers) from a larger set of points in a way that minimizes the maximum distance between any point and its nearest selected center. The selected points represent the “center” of each cluster or region in the data. K-center selection can be seen as a clustering problem where the goal is to choose the most representative points as cluster centers.


Given a dataset 
  
    𝕏
    =
    {
    𝐱 1 
    ,
    ⋯
    ,
    𝐱 N 
    }
  
 with N data points, a predetermined smaller dataset 
  
    𝕊
    =
    {
    𝐱 1 
    ,
    ⋯
    ,
    𝐱 K 
    }
  
 of size K can be obtained using K-center selection by the following steps:


	
Initialize cluster centers: Select K initial cluster centers, 
  
    𝕊
    =
    {
    𝐱 1 
    ,
    ⋯
    ,
    𝐱 K 
    }
  
.



	
Assign points to clusters: Assign each data point, 
  𝐱 i 
 to the nearest cluster center, 
  
    𝐱 𝐣 
    :
    argmin 𝐱 j ∈𝕊 
    
      |
      |
    
    𝐱 i 
    -
    𝐱 j 
    || 2 
  




	
Update cluster centers: Recalculate the cluster centers by selecting the farthest data point from each cluster center:

  
    𝐱 j 
    =
    argmax 𝐱 i ∈𝕏 j  
    
      |
      |
    
    𝐱 i 
    -
    𝐱 j 
    || 2 
  




	
Repeat until convergence: Repeat Steps 2 and 3 until cluster assigns no longer change.







The final output of K-center selection is the subset of K centers  
  
    𝕊
    =
    {
    𝐱 1 
    ,
    ⋯
    ,
    𝐱 K 
    }
  
.



[image: dataset-pruning]
Figure 2-7. Illustration of K-means clustering and K-center selection for instance selection.




K-means Clustering and K-center Selection in Practice:

Instances Obtained from K-means Clustering

The centroids obtained by performing K-means clustering on the original dataset are not guaranteed to yield instances that correspond to the original dataset. The centroids could correspond to points in the data space where no observed data is present. This is illustrated in Figure 2-7 (left) where the centroids obtained using K-means clustering do not coincide with data points in the original dataset.




Random Sampling versus K-Center Selection

Using instance selection methods like K-center methods can offer significant advantages over random sampling, even though they require additional computational resources. K-center methods strategically select a subset of instances that are well-distributed across the dataset, ensuring better representation of diverse data characteristics compared to random sampling. This improved representation can enhance model accuracy and generalization by covering a wider range of data variations, including rare or underrepresented classes.


Although K-center methods involve more computation initially, they often lead to faster model convergence and reduced overall training time. By selecting a high-quality subset, these methods can make training more efficient, potentially offsetting the extra computational cost. Additionally, in large-scale applications where processing the entire labeled dataset is impractical and setting up active learning is not possible, K-center methods provide a scalable approach by reducing the dataset size while maintaining its effectiveness.
















Tokenization and Data Efficiency in Foundational Models


Tokenization is the process of representing data into smaller units (tokens), before obtaining either pre-computed or learnt vector representations. These tokenized data are used specifically in transformer-based that include LLMs and foundational models. In language tasks, tokenization involves breaking down text into tokens like characters, words or sub-words.


Tokenization is also useful in non-language datasets where the data are broken down into smaller tokens which can enhance processing and analysis. In image processing, tokenization involves dividing images into patches to facilitate feature extraction. For time series data, tokens might correspond to segmenting data into time windows to analyze patterns over specific periods. Overall, tokenization is an essential process in how the data is represented and used by transformer-based models. The tokenization schemes can influence the efficiency and effectiveness of processing and analyzing various types of complex data.


Sub-word tokenization scheme are commonly used for language data. For a given text source, 
  T
 is given as follows:


	
Initialize the vocabulary 
  
    V
    =
    {
    c 1 
    ,
    c 2 
    ,
    ...
    ,
    c k 
    }
  
 where 
  c i 
 are the unique characters in 
  T
.



	
While 
  
    |
    V
    |
    <
    desired
    
    vocabulary
    
    size
  
:



	
Find the most frequent pair of tokens 
  
    (
    a
    ,
    b
    )
  

  T
.



	
Merge 
  a
 and 
  b
 into a new token 
  
    a
    b
  
.



	
Update the vocabulary 
  V
 with the new token 
  
    a
    b
  
.







	
Encode 
  T
 using the final vocabulary 
  V
 to obtain tokens 
  S
.



	
Return 
  S
.







In Example 2-4 the effect on the size of the dataset is shown as a function of different tokenization schemes.


Example 2-4. Effect on the number of tokens generated from the FAIRYTALES dataset when using word-level, character-level, and sub-word tokenization schemes. The code is available in  Jupyter notebook for this chapter.


Original text length: 381462 characters

Word Tokenization:
Number of tokens: 83132
Vocabulary size: 6420

Character Tokenization:
Number of tokens: 381462
Vocabulary size: 75

Simple Subword Tokenization:
Number of tokens: 291153
Vocabulary size: 87













Coreset Selection


Coreset selection is a more specific approach that focuses on creating a smaller set of instances (coreset) that approximates the behavior of the entire dataset for a specific task, such as training a machine learning model for a particular downstream task.


The goal of coreset selection is to retain a small set of instances that collectively capture the most important characteristics of the data and result in similar model performance compared to using the entire dataset. Coreset selection aims to minimize the loss in performance when using the coreset for training while significantly reducing the computational and memory requirements.












Herding


Herding refers to a technique used to iteratively select instances from a larger dataset in a way that progressively captures the essential characteristics of the data distribution with respect to a specific task. Herding is a greedy algorithm that adds one sample each time into the coreset that can minimize the distance between the centers of the coreset and the original dataset.


Given a dataset 
  
    𝕏
    =
    {
    𝐱 1 
    ,
    ⋯
    ,
    𝐱 N 
    }
  
 with N data points, a task specific feature extractor20  such as a pretrained neural network 
  
    f
    (
    ·
    )
  
, a smaller dataset 
  
    𝕊
    =
    {
    𝐱 1 
    ,
    ⋯
    ,
    𝐱 K 
    }
  
 of predetermined size K can be obtained using herding by the following steps:


	
Initialize the coreset: Initialize the coreset 
  
    𝕊
    =
    {
    }
  
.



	
Coreset selection: For k from 1 to K:


	
Find the data point 
  𝐱 i 
 that minimizes the squared Euclidean distance to the current coreset in the feature space induced by 
  
    f
    (
    ·
    )
  
:

  
    𝐱 𝐤 
    =
    argmin 𝐱 i ∈𝕏 
    ∑ 𝐱 j ∈𝕊 
    
      |
      |
      f
    
    
      (
      𝐱 i 
      )
    
    -
    f
    
      (
      𝐱 j 
      )
    
    || 2 
  




	
Add the selected data point to the coreset:

  
    𝕊
    =
    𝕊
    ∪
    {
    𝐱 k 
    }
  









	
Convergence: Repeat the selection iterations until the desired coreset size K is reached.



















Importance Based Coreset Selection


The key insight used in importance based coreset selection is that during training of an ML model, the importance of a data point is related to its contribution towards the error or loss. That is, data points with larger magnitude of errors are more important and should be included in the coreset. So samples with the largest importance during training are selected as the coreset.


Several classes of coreset selection methods are obtained based on how the importance of data points is determined. For instance, some methods count the number of times a sample is misclassified during training after having been correctly classified in the previous training epoch. These events are called forgetting events and samples with larger forgetting are deemed to be more important.21 Other classes of methods use the magnitude of the gradient induced by a training data point as an indication of its importance. Furthermore, for methods that provide uncertainty estimates, data points with higher uncertainty can be assumed to be more important to the training of the model and can be included in the coreset.


Given a dataset 
  
    𝔻
    =
    {
    
      (
      𝐱 1 
      ,
      𝐲 1 
      )
    
    ,
    ⋯
    ,
    
      (
      𝐱 N 
      ,
      𝐲 N 
      )
    
    }
  
 with N labelled data points, a trainable neural network 
  
    f θ 
    
      (
      ·
      )
    
  
, a smaller dataset 
  
    𝕊
    =
    {
    𝐱 1 
    ,
    ⋯
    ,
    𝐱 K 
    }
  
 of predetermined size K can be obtained using importance based coreset selection by the following steps:


	
Initialization: Initialize the coreset 
  
    𝕊
    =
    {
    }
  




	
Compute the training loss: Estimate the training loss between the true labels and the model’s predicted output using the neural network’s current parameters: 
  
    ℒ
    (
    𝐲
    ,
    f θ 
    
      (
      𝐱
      )
    
    )
  




	
Importance ranking: Identify the contribution of each data point to the overall loss, 
  
    ℓ i 
    =
    ℒ
    
      (
      𝐲 i 
      ,
      f θ 
      
        (
        𝐱 i 
        )
      
      )
    
  
. Rank the data points based on their loss values from highest to lowest 
  𝔻 ranked 
.



	
Coreset selection: The coreset 
  𝕊
 is constructed by selecting the first K data points from the importance ranked dataset: 
  
    𝕊
    =
    𝔻 ranked 
    
      {
      1
      ⋯
      K
      }
    
  








The selected coreset 
  𝕊
 contains data points that contribute significantly to the overall loss, making it possible to train the model effectively while using a smaller subset of the data. Note that the procedure mentioned above can be adapted to other importance based coreset selection methods by changing the importance estimation in Step 3. Instead of ranking based on loss contributions, ranking can also be made based on gradient or uncertainty.


Example 2-5. Coreset selection methods that yield a smaller dataset 
  𝕊
 with K samples from the original AerialNIST dataset for training an MLP model for classification. Open source implementations of several coreset selection methods from DeepCore package are used.22 This tool can be tried for different models in the Jupyter notebooks for this chapter.


An example run using Herding coreset selection method to obtain 0.1% of the original dataset as the coreset for training an MLP model is given as:


python -u main.py --fraction 0.1 --dataset AerialNIST \
--data_path ./data  --selection  Herding --model MLP --workers 10


Instance Selection Methods for Coreset Selection

The key difference between instance-selection and coreset-selection methods is that the former is agnostic to the downstream task, whereas the latter is tuned for a specific task of interest. Instance-selection methods attempt to capture the original dataset characteristics  with a smaller subset of data points. Coreset-selection methods aim to maintain the same performance on some task (ex: training performance of ML models) with the smaller subset as compared to the original dataset. Instance-selection methods such as K-center selection can also be used for coreset selection if the distance measure is made specific to the downstream task. Instead of computing distances in the data space, performing K-center selection in a feature space that is specific to the task can yield a coreset that is better suited for the task of interest.




Additional Compute for Coreset Selection versus Sustainable AI

The objective of using methods like random sampling or K-center selection is to reduce the amount of data used to develop AI models, which can reduce the overall computational costs and also the corresponding energy consumption and carbon emissions. That the methods like random sampling and K-center are inexpensive makes them attractive methods for reducing the dataset size.


Coreset methods like herding are more computationally intensive than random sampling. Then what is the argument for using these more sophisticated coreset methods?


One argument in favour of using coreset methods is that choosing better coresets can improve the convergence properties of DL models. This can then reduce the overall model development costs, which can justify the initial cost of creating the coreset in the first place. This is all the more evident when a coreset is used to perform hyperparameter tuning or neural architecture search, which are discussed in Chapter 3.
















Learning with Compressed Data


Instance- and coreset- selection methods yield a subset of the original dataset to improve the computational efficiency of training ML models. This can reduce the AI-waste due to the redundancy between data points in a given dataset. Another class of method which focuses on reducing the redundancy within and between data points is data compression. We look at two broad classes of data compression strategies that are used when developing ML models:


	
Compression of  data points: In this approach the total number of data points in a dataset are not reduced, but the size of each data point is reduced while retaining as much information as possible. This class of dimensionality reduction methods is widely used.



	
Compression of datasets: Dataset compression or dataset condensation is akin to coreset selection, in that, a dataset smaller than the original dataset is obtained. However, the key difference is that the new data points are not data points from the original dataset but are synthetic data points attempting to distill the information of the original dataset into fewer samples.















Data Point Compression


Dimensionality reduction is the process of reducing the number of features or dimensions in a dataset while attempting to preserve as much relevant information as possible. For more details on the curse of dimensionality see [Link to Come].


In machine learning, high-dimensional data can present challenges. As the number of features (dimensions) increases, computational complexity often grows, and it becomes more difficult to visualize and analyze the data. Additionally, the curse of dimensionality can lead to overfitting, where models perform well on the training data but generalize poorly to new, unseen data. The class of data point compression methods presented next can also alleviate some of these effects manifested due to the curse of dimensionality.












Random Projection


Random projection refers to the technique used for dimensionality reduction using a specific class of projection matrices known as random projection matrices. A random projection matrix, as the name suggests, is composed of random values. When applied to data points, this matrix transforms the data into a lower-dimensional space where the relative distances between data points are preserved to a certain extent.


Dimensionality reduction via random projection transforms the original dataset with N data points of F dimensional features  
  
    𝐗
    ∈
    ℝ N×F 
  
 to a compressed dataset with K features 
  
    𝐗 ˜
    ∈
    ℝ N×K 
  
 by the following steps:


	
Initialize Random Projection Matrix: Generate a random projection matrix 
  
    ℝ
    ∈
    ℝ F×K 
  
, where K is the reduced dimensionality. The elements of 
  𝐑

are drawn from as suitable distribution, such as the Gaussian distribution or the Rademacher distribution.23



	
Perform Random Projection: Project the original data points into the lower dimensional space using the random projection matrix: 
  
    𝐗 ˜
    =
    𝐗𝐑
  
.







The extent of dimensionality reduction is controlled by K. Aggressive dimensionality reduction using random projection can lead to information loss, while milder reductions may better preserve the relations between the data points.














Principal Component Analysis


Principal component analysis (PCA) is a widely used dimensionality reduction method. PCA aims to find a new set of orthogonal axes (principal components) in the original feature space that captures the most variance in the data. It achieves this by finding the directions along which the data vary the most. While it captures the variance well and provides guarantees in terms of variance explained, it might not always preserve distances optimally. PCA involves the computation of eigenvectors and eigenvalues of the covariance matrix, which can be computationally intensive, especially for large datasets.


PCA-based dimensionality reduction transforms the original dataset with N data points of F dimensional features  
  
    𝐗
    ∈
    ℝ N×F 
  
 to a compressed dataset with K features 
  
    𝐗 ˜
    ∈
    ℝ N×K 
  
 by the following steps:


	
Center the Data: Compute the mean vector 
  𝐱 ¯
 by averaging the rows of 
  𝐗
; i.e., 
  
    𝐗 centered 
    =
    𝐗
    -
    𝐱 ¯
  
.



	
Compute the Covariance Matrix: Compute the covariance matrix 
  
    𝐂
    ∈
    ℝ F×F 
    =
    1 (N-1)
    𝐗 centered 
    𝐗 centered T 
  
.



	
Eigenvalue Decomposition: Perform the eigenvalue decomposition of 
  𝐂
 to find its eigenvectors 
  𝐯 i 
 and corresponding eigenvalues 
  λ i 
. Sort the eigenvectors in decreasing order of their eigenvalues.



	
Select Principal Components: Choose the top K eigenvectors corresponding to the largest K eigenvalues.



	
Projection Matrix: Form a projection matrix, 
  
    𝐏
    ∈
    ℝ F×K 
  
 by concatenating the selected eigenvectors as columns. To project the data into the new low dimensional space: 
  
    𝐗 ˜
    =
    𝐗 centered 
    𝐏
  
.







The matrix 
  𝐗 ˜
 represents the data in the lower-dimensional space, where each row corresponds to the reduced representation of a data point.


Figure 2-8 illustrates the projection of data from 3D to 2D using random projection and PCA. For this simple dataset, both methods are able to capture the key properties of the original 3D data in the 2D space.



[image: dim_red]
Figure 2-8. Visualizing the dimensionality reduction for a toy dataset in 3D to 2D using random projection and PCA.
















Autoencoders


Dimensionality-reduction methods such as PCA scale poorly as the number of data points increases.24. In this section we look at a class of dimensionality-reducing DL models — Autoencoders — that scales better for large-scale data compared to methods like PCA. Specifically, we look at the undercomplete autoencoders.


Undercomplete autoencoders are a class of unsupervised ML models that use an encoder-decoder architecture. The encoder projects the data from high-dimensional to lower-dimensional space, using a bottleneck layer. The decoder learns to reconstruct the original input from the low-dimensional representation. The bottleneck at the end of the encoder forces the autoencoder to focus on the most essential features of the data, which can be useful for decoding back into the data space. Autoencoders are commonly employed to learn meaningful representations of data (see discussions related to Representation Learning in [Link to Come]).


After the encoder-decoder pair has been trained, the encoder part of the autoencoder can be used as a function to reduce dimensionality on new data. Because the encoder and decoder are usually implemented as neural networks comprised of non-linearities, the dimensionality reduction performed by an autoencoder is non-linear compared to linear projections learned by random projection or PCA.


Dimensionality reduction using an autoencoder transforms the original dataset with N data points of F dimensional features  
  
    𝐗
    ∈
    ℝ N×F 
  
 to a compressed dataset with K features 
  
    𝐗 ˜
    ∈
    ℝ N×K 
  
 as depicted in Figure 2-9. This is achieved by the following steps:


	
Autoencoder Architecture:


	
The encoder neural network 
  f θ 
 projects the input data 
  𝐗
 to a low-dimensional space 
  𝐗 ˜
 i.e., 
  
    𝐗 ˜
    =
    f θ 
    
      (
      𝐗
      )
    
    ∈
    ℝ N×K 
  
.



	
The decoder neural network 
  g φ 
 projects the low-dimensional data back into the data space  
  𝐗 ^
 i.e., 
  
    𝐗 ^
    =
    f φ 
    
      (
      𝐗 ˜
      )
    
    ∈
    ℝ N×F 
  
.



	
Weights of the neural networks are randomly initialized.








	
Training of the Autoencoder: The autoencoder is trained to minimize the reconstruction error using an appropriate loss function, such as mean squared error: 
  
    ℒ
    =
    
      |
      |
      𝐗
    
    -
    𝐗 ^
    || 2 
  
. During training, the parameters of the neural network are updated to minimize the loss.



	
Dimensionality Reduction: As the encoder creates a form of information bottleneck (K<F), the encoder learns to capture the most essential features. Once the autoencoder is trained, dimensionality reduction on new data can be performed using the encoder: 
  
    𝐗 ˜
    =
    f θ 
    
      (
      𝐗
      )
    
  
.








[image: autoencoder]
Figure 2-9. High-level overview of the undercomplete autoencoder. After training the encoder-decoder pair jointly, only the encoder is used to obtain the low-dimensional representation.




Example 2-6. Autoencoder of the undercomplete type as seen in Figure 2-9 performs a non-linear projection of the input data into a low-dimensional space. Different extents of dimensionality reduction using autoencoders on the AerialNIST data can be experimented with in the Jupyter notebooks for this chapter.




Global Tree Identification in a Low Dimensional Space

Building on top of the active learning and instance selection methods discussed so far, we might have a well curated, labelled dataset based on the satellite images. Instead of working with 5M images of 1000 x 1000 resolution, we might now be using a fraction, say about 100k images.


If we consider a CNN or a vision transformer (see [Link to Come] for details), processing 100k images that are of 1000 x 1000 resolution can also be computationally expensive. The dimensionality reduction methods presented in the previous section can reduce the feature dimension from 1000x1000 to something much smaller, without losing important information.


Processing in these reduced feature spaces can be efficient making the Global Tree Identification task less resource intensive.
















Dataset Condensation


In the previous section, we looked at methods that reduce the dimensionality of individual data points by projecting them into linear (random projection, PCA) and non-linear (autoencoders) spaces. These methods do not reduce the number of data points in a given dataset but only compress the individual data points. This reduces the training computational costs but has the disadvantage that information lost per sample cannot be compensated (if possible at all) by other data points in the dataset.


We now look at the class of methods focused on distilling the information in large datasets into few, synthetic samples using techniques known as dataset condensation. Dataset condensation methods are similar to the coreset selection methods in that they attempt to distill information contained in a dataset into fewer samples for a specific task. The key difference compared to coreset selection methods, however, is in the fact that the samples obtained using dataset condensation are not necessarily instances in the dataset. Dataset condensation methods are allowed to synthesize new data points that are derived from the training set. This offers additional flexibility as more information could be crammed into fewer samples.


More formally, given a dataset 
  
    𝕏
    =
    {
    𝐱 1 
    ,
    ⋯
    ,
    𝐱 N 
    }
  
 with N data points, the task of obtaining a smaller dataset 
  
    𝕊
    =
    {
    𝐬 1 
    ,
    ⋯
    ,
    𝐬 K 
    }
  
 of predetermined size K can be formulated as:



  
    𝕊
    =
    argmin 𝕋 
    
      
        ℒ
        (
        𝕋
      
      ,
      𝕏
      )
      ,
    
  



where 
  ℒ
 is some objective measure of performance that captures the quality of dataset condensation and 
  𝕋
 is any instance of a synthetic dataset with K samples. Depending on the choice of 
  ℒ
 different dataset condensation methods can be obtained.25 A high-level overview of the process of dataset condensation methods is shown in Figure 2-10.



[image: dataset-condensation]
Figure 2-10. Overview of dataset condensation methods which aim to distil a smaller dataset from a larger, raw dataset with the goals of achieving similar test performance on the downstream task. Figure based on Yu et al. “Dataset Distillation: A Comprehensive Review” (2023).




A general framework for dataset condensation is prescribed by the following steps:


	
Initialize Synthetic Data: Initialize the synthetic dataset 
  𝕊
 with K random, real or coreset data points.



	
Get a Network: Choose a neural network of task specific interest 
  f θ 
 with random or pretrained or intermediate checkpoint weights 
  θ
.



	
Update Network Parameters: Update 
  θ
 via 
  
    𝕏
    or
    
    𝕊
  
 for some steps.



	
Update Synthetic Dataset: Update synthetic data, :
  𝕊
 to minimize the chosen objective measure: 
  
    ℒ
    (
    𝕊
    ,
    𝕏
    )
  
.



	
Iterate until convergence: Repeat Steps 2-4 until some convergence criterion.







The resulting dataset consists of synthetic data that captures representative features in the original dataset. Figure 2-11 illustrates the synthetic data obtained using one of the dataset condensation methods for CIFAR10 dataset.


Dataset condensation methods can be categorized into three main types based on the type of objective measure, 
  ℒ
, used for matching the synthetic dataset with the raw dataset, which are presented next.



[image: dc_samples]
Figure 2-11. Evolution of the synthetic data generated using one of the dataset condensation methods.26 Image adapted from this source.














Dataset Condensation with Performance Matching


Performance matching aims to obtain a new, synthetic dataset that is of reduced size but that performs almost as well as the original dataset.27


Consider a dataset 
  
    𝔻
    =
    {
    
      (
      𝐱 1 
      ,
      𝐲 1 
      )
    
    ,
    ⋯
    ,
    
      (
      𝐱 N 
      ,
      𝐲 N 
      )
    
    }
  
 with N labelled data points. Denote a family of trainable neural networks 
  
    f θ 0  
    
      (
      ·
      )
    
  
 where 
  
    θ 0 
    ∼
    Θ
  
 is the distribution for initialization of network parameters. The downstream supervised loss function to train the neural networks are given as  
  ℒ s 
 with T optimization steps. A smaller dataset 
  
    𝕊
    =
    {
    𝐬 1 
    ,
    ⋯
    ,
    𝐬 K 
    }
  
 of predetermined size K can be obtained using performance matching based dataset condensation by the following steps:


	
Initialize Synthetic Data: Initialize the synthetic dataset 
  𝕊
 with K random data points.



	
Outer Optimization: Perform the outer optimization for T steps



	
Retrieve Batch of Random Neural Networks: Sample a batch of P neural networks with random weights 
  
    θ p 
    ∼
    Θ
  




	
Sample Batch of Original Data: Randomly sample J original data points, 
  𝕏 t 




	
Inner Optimization: Perform the inner optimization P times for each of the sampled neural networks



	
Update Network Parameters: Using loss computed based on synthetic data, 
  
    ℒ s 𝕊 
    
      (
      f θ p  
      
        (
        𝐒
        )
      
      ,
      Y
      )
    
  
 update neural network parameters to 
  θ p ' 
.



	
Evaluate on Real Data: Obtain loss on the real data, 
  
    ℒ s 𝕏 
    
      (
      f θ p '  
      
        (
        𝐗 t 
        )
      
      ,
      𝐘
      )
    
  




	
Update Synthetic Data: Update synthetic data 
  𝕊
 to match the performance on real data 
  ℒ s 𝕏 
















The inner and outer- optimizations in Step 2 of the procedure form the bi-level optimization which is at the core of several dataset condensation methods. In performance-matching-based dataset condensation, few synthetic data samples are optimized to match the performance of several neural networks on the original data. Also note that the dataset condensation budget K is usually shared equally between all the classes; that is, if the original dataset has C classes, then performance matching yields K/C synthetic images per class.

Performance Matching to Parameter Matching

In performance matching the synthetic dataset is optimized to match the downstream task performance of a neural network that is trained on the original dataset. In parameter-matching-based dataset condensation methods, by contrast, the matching objective is modified to focus on parameter updates. The updates to parameters, in turn, are captured by matching the gradients computed with respect to the neural network parameters. The original gradient matching work28 uses an explicit distance between the gradients estimated at each layer when trained using the synthetic data and the original dataset. That is, for an L-layered neural network, the gradient matching objective is given as:



  
    ℒ
    
      (
      𝕊
      ,
      𝕏
      )
    
    =
    D
    
      (
      Δ θ 
      ℒ s 𝕊 
      ,
      Δ θ 
      ℒ s 𝕏 
      )
    
  



where 
  Δ θ 
 is the gradient with respect to the network parameters.
















Dataset Condensation with Distribution Matching


Performance-matching and parameter-matching-based dataset condensation methods match some form of training effects (performance, gradients, parameter updates) for synthetic datasets to those of the real datasets. The distribution-matching-based dataset condensation methods directly aim to approximate the distribution of the real data using fewer synthetic samples in the synthetic dataset, via metrics such as maximum mean discrepancy (MMD). For efficient and expressive distribution matching, most existing methods perform the distribution matching not in the image-space but using some form of an embedding space, such as the intermediate feature maps obtained from neural networks.


Given a dataset 
  
    𝔻
    =
    {
    
      (
      𝐱 1 
      ,
      𝐲 1 
      )
    
    ,
    ⋯
    ,
    
      (
      𝐱 N 
      ,
      𝐲 N 
      )
    
    }
  
 with N labelled data points, a family of embedding functions 
  
    f θ 
    
      (
      ·
      )
    
  
 where 
  
    θ
    ∼
    Θ
  
 is the distribution of embedding functions, a smaller dataset 
  
    𝕊
    =
    {
    𝐬 1 
    ,
    ⋯
    ,
    𝐬 K 
    }
  
 of predetermined size K can be obtained using distribution-matching-based dataset condensation by the following steps:


	
Initialize Synthetic Data: Initialize the synthetic dataset 
  𝕊
 with K random data points.



	
Sample Embedding Functions: Obtain embedding functions, 
  
    f θ i  
    :
    θ ı 
    ∼
    Θ
  




	
Embed Real and Synthetic Data: Obtain embeddings for the real and synthetic data using the family of embedding functions: 
  
    f θ i  
    
      (
      𝐗
      )
    
    ,
    f θ i  
    
      (
      𝐒
      )
    
  




	
Compute Distance between Distributions: Compute distance between embeddings of real and synthetic data, 
  
    ℒ
    
      (
      𝕊
      ,
      𝕏
      )
    
    =
    
      |
      |
    
    1 N
    ∑
    f θ i  
    
      (
      𝐗
      )
    
    -
    1 K
    ∑
    f θ i  
    
      (
      𝐒
      )
    
    || 2 
  




	
Update Synthetic Data: Update synthetic data 
  𝕊
 to minimize the distribution distance measure 
  ℒ







Random Neural Networks as Feature Extractors

Randomly initialized neural networks turn out to be useful feature extractors. They already consist of certain structures at initialization which are also manifested in the trained models. This is most evident in models that have strong inductive biases. For instance, convolutional neural networks (CNNs) operating on images assume local correlations between pixels, which are encoded as shareable kernels across the images. Using such randomly initialized CNNs can extract useful image features.29 This can be seen as a generalization of random projections that are highly non-linear.




Example 2-7. Dataset condensation methods applied to the AerialNIST dataset to distill synthetic data of different budgets K can experimented with in the Jupyter notebooks for this chapter.
















Data and Dataset Compressed: What Comes Next?


We have explored several classes of methods to reduce the size of the training datasets in this chapter. While some methods focused on selecting informative samples (instance/coreset selection), others focused on compressing individual data points (PCA/autoencoders), or even compressing entire datasets (dataset condensation). We next summarize some of the caveats and considerations of using these methods.












Why can we not always use compressed data?


Compression loses information, and some tasks are not tolerant to this loss.


Data compression, as described in this chapter, is lossy. Any gain in efficiency achieved using the compression of data points and datasets comes with some loss of information. While some methods can asymptotically capture all of the information in the original data, there is no guarantee that with reduced budget any of the methods are able to capture all of the information in the dataset. As a consequence, using compressed data in all scenarios is not recommended, as the information lost due to compression could be informative for the downstream tasks. Compressed data can be used to accelerate learning, and in applications that are not critical, one might be able to get-away without any serious performance issues. In all other cases, models should be validated on at least a subset of the original data, and users should be made aware of the performance trade-offs.














Can the loss in information be quantified?


Not always. Only some methods have this feature.


Methods like PCA inherently have ways to quantify the loss in information measured as the ratio of explained variance. Other classes of methods might not have these features. As a general rule, the performance gap on some chosen downstream task should be compared with and without compression using a smaller subset of real data to provide meaningful insight into the trade-off between efficiency and performance.














Does compression come at no cost?


There is always a trade-off. There will never be free lunch.30


Other than the performance trade-off, most of the data compression methods also incur additional computational costs. Sometimes these costs can be small, as in instance selection methods. Sometimes they can be massive, such as in dataset condensation with performance matching that uses a bi-level optimization. These computational costs should be taken into account before advocating for data compression.














Is dataset condensation only for image data?


Mostly yes. But there are ongoing attempts for other modalities.


Current dataset condensation methods are primarily focused on image datasets, but this is poised to change. Efforts toward condensing other types of data are ongoing. For instance, graph data condensation might actually be better suited than condensing image datasets due to the inherent sparsity of graph data.31 Condensing large-scale (tokenized) language datasets within the paradigm of dataset condensation is not yet common.














Compressing data points versus datasets: Is one preferable over the other?


No. These choices should be made after carefully considering the downstream tasks.


The goals of data compression is to reduce redundancy. Redundancy at the data point level due to dependent features or irrelevant features warrants compression of data points. On the other hand, prevalence of similar data points within a dataset lends itself well to compressing datasets. However, this should be known a priori to the users; without this prior knowledge, there is no clear way of choosing one class of methods over the other.














How is data compression related to sustainable AI?


Data/dataset compression alone can’t lead us to sustainable AI. It is only one part of the solution.


Using compressed data can reduce the training computational costs, as using compressed data can lead to faster convergence in some instances. In addition training large-scale AI models on smaller, compressed datasets can substantially reduce the computational costs. These reduction of in computations can result in reduction in the carbon footprint of developing AI models.














Is compression the only way to improve sustainability of AI from a data point of view?


No. It is just one important way.


Data compression provides a set of technical tools to make informed trade-off decisions between performance and efficiency. Another highly important data-related action that can improve the sustainability of AI methods is to endorse Open Data as outlined within the FAIR principles (see Figure 2-4).32 In [Link to Come] we will elaborate more on these behavioral changes that can also be helpful.


Data Parsimony for Global Tree Identification

We have looked at the pros and cons of performing data and dataset compression in this chapter. Returning back to the question of Global Tree Identification from satellite images (“Curating Datasets Frugally for Global Tree Identification”), how can one achieve reasonable results while minimizing AI-waste from the data point of view?



	
Active learning for dataset curation can minimize the labelling effort, and also be used to choose the most informative data points.



	
Coreset selection methods can be used on top of the labelled coreset to sub-sample datasets. This coreset can be used to perform hyperparameter tuning of the neural networks which can be computationally intensive.



	
In choosing the network architectures, one could resort to using models that operate on low dimensional representation of the data. Dimensionality reduction methods like Autoencoders have shown to capture useful features in fewer dimensions compared to the original input dimensions.






Using these methods together can drastically reduce the compute needed to solve an inherently large-scale problem such as the Global Tree Identification.
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Chapter 3. Automating Model Selection



A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 5th chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at lmine@oreilly.com.




The adage pull out all the stops 1 might apply to how models are designed currently in DL. This work involves adjusting multiple configurations of a DL model, somewhat like an organist using a variety of stops to produce different sounds. Obtaining the appropriate class, configuration, and parameters, for a particular downstream task from the massive space of possibilities is known as model selection. This step of model selection is tedious, and requires several orders of magnitude more compute resources than training the final model, as illustrated in Figure 3-1. Further, the process of model selection in DL is known to be as much art as it is science, requiring significant human effort.2



[image: model-training-tip-of-iceberg]
Figure 3-1. The proverbial “tip of the iceberg” captures the seldom addressed costs of performing model selection in DL. The vast hypothesis space increases the model selection costs many folds over compared to the training cost of a single model.




In this chapter, we will understand why model selection is a computationally expensive process, look at some fundamental concepts of model selection, identify the AI-waste involved in this step and try out various tools for model selection. We will look at methods for automated model selection, with the objective of improving the overall efficiency of AI methods while offering tips on how to achieve a reasonable trade-off between performance and efficiency.








Motivation


DL model selection is a difficult task due to the plethora of choices to be made related to the class of models, architectures of chosen model class, activation functions, connectivity patterns, regularization techniques and so on. This range of choice results in a vast, if not infinite, set of possible models known as the hypothesis space. The task of model selection is then to choose the appropriate model for the downstream task from this hypothesis space. The scale and complexity of this space make even a limited exhaustive exploration tedious, cumbersome, and resource-intensive.


In classical ML, comprising non-DL models, rigorous learning theory concepts can inform model selection. For instance, the notion of  VC-dimension (see [Link to Come]) can be used to obtain appropriate classifiers when dealing with small, low-dimensional datasets. However, these concepts from classical learning theory are inadequate when it comes to large-scale DL, and the domain is forced to rely on heuristics or brute-force approaches.3


Consider the space of feed forward CNNs for image classification which consists of models like ResNet.4 Training a single model like ResNet on a benchmark dataset like CIFAR-10 on a standard GPU can take about 5 minutes. However, a comprehensive exploration of the hypothesis space where models like ResNet reside can be prohibitively expensive from a compute point of view. As a simplified example, the space of CNNs could consist of 423k unique architectures according to NAS-Bench-101 dataset.5 The authors of NAS-Bench-101 report that the compute required to train all the models in this space amounted to a staggering 100 TPU years! Standard model selection using exhaustive exploration of the hypothesis space incurs several orders of magnitude more compute than training one model. Training resource costs are only the tip of the iceberg, as bulk of the compute could be used up in model selection (Figure 3-1).


Obtaining appropriate DL models from the vast hypothesis spaces is an important step to achieve satisfactory performance on downstream tasks. However, performing model selection conventionally using exhaustive exploration can be infeasible in most cases and is rife with AI-waste (see Chapter 1). We can reduce the disproportionate resource consumption between model selection and training by restricting the hypothesis spaces, using smarter exploration of the hypothesis space, and avoiding redundant computations.


Novel Materials Discovery Task


[image: molecules]
Figure 3-2. Illustration of different nanomaterial structures. Adapted from  Friis-Jensen et al. (2024).




Automating the discovery of novel molecules with useful properties can be extremely useful. For instance, novel nanomaterials for batteries that do not require rare-Earth minerals, or to discover drugs that are effective and fast to develop, can all benefit from the use of ML/AI models. However, unlike generative AI for text and images, modelling the chemical space where molecules live is highly complex.


The task of generative AI for molecules poses interesting challenges in terms of the types of models to develop and the amount of data to used.


How does one go about choosing a model appropriate for dealing with molecular data? We will use this task as the running example in this chapter.












The Model Selection Hierarchy: 
  
    M
    C 3 
  
-space


Decomposing the hypothesis space into hierarchical levels with the 
  
    M
    C 3 
  
-space concept — model class, configuration, and complements — can make DL model selection more systematic. This approach provides a structured framework for neural network design.


	
Model Class: At the highest level DL practitioners should choose the model class, taking into account the type of task at hand. Depending on the type of input data and the desired output, it is usually straightforward to select the model class. Common DL model classes include: {MLP, RNN, CNN, Transformers, …​} (See [Link to Come] for an introduction to these models.)



	
Model Configuration: After determining the model class, the next step is to decide on the model configuration. A general rule is based on the principle of Occam’s Razor is to begin by designing simpler models. Practitioners can then gradually increase complexity by adjusting design parameters as needed. Common model configuration parameters include: {depth, width, activations, feature channels, number of attention heads, …​}



	
Model Complements: After obtaining  a basic model, practitioners can introduce additional elements to enhance performance. These primarily improve model convergence and/or generalization. Expected or observed overfitting influences the decision to include these components. Among a broad array of potential model complements, we focus on those influencing the optimization or the generalization of the chosen models. Commonly used model complements include: {dropout, batch norm, layer norm, weight initializations, …​}







Figure 3-3 illustrates a high-level overview of the 
  
    M
    C 3 
  
-space concept for model selection. According to the 
  
    M
    C 3 
  
-space concept, each point within the hypothesis space belongs to a particular model class, has a specific model configuration, and has model complements. The task of model selection then is to explore this space to obtain the model that is best in some measure of performance.



[image: 3C-concept]
Figure 3-3. Overview of the 
  
    M
    C 3 
  
-space concept for model selection. We can view the DL hypothesis space using hierarchical concepts of model class, model configuration, and model complements.




Hyperparameters: Beyond the elements in the 
  
    M
    C 3 
  
-space that define the hypothesis space, we can optimize additional parameters related to the model training. Commonly called hyperparameters in the model of DL model selection, these may include the learning rate of the optimizer, batch size of training data, and the optimizer itself. Some of the model complements can take up different values, which can also be optimized as part of the hyperparameter tuning. For instance, the specific value of the dropout rate can be tuned, as the specific value does not change the structure of any given neural network.

Model Selection Parameters, Hyperparameters, and Model Parameters

The distinction between the model selection parameters, the training hyperparameters and the model parameters itself can be unclear sometimes. We will assume all parameters that do not influence the structure of a chosen neural network are the hyperparameters. Once a specific instance of an untrained model is chosen, and the hyperparameters for the training procedure are fixed, the model parameters then correspond to the tunable weights of this model.


As an example, we could choose a 2-layered MLP with 32 hidden units, a dropout layer with dropout rate 0.65, and a total of 400 trainable weights. We could then decide to use stochastic gradient descent algorithm with a batch size of 4 using a learning rate of 0.1. In this instance, {MLP,2-layers, 32 hidden units} are the model selection parameters defined by the 
  
    M
    C 3 
  
-space. The additional parameters that do not alter the network structure, such as {SGD,4 batch size, 0.1 learning rate, dropout rate of 0.65}, are the hyperparameters. The 400 trainable weights are the model parameters.














Model Selection as Optimization


The vastness of the hypothesis space in DL makes exhaustive exploration infeasible. Expressive encoding of the hypothesis space, appropriate goodness-of-fit measures, and efficient algorithms to explore the hypothesis space can be used to automate model selection to a large extent. Automated model selection requires formalizing notions of search space, optimization criteria, and discrete optimization methods, as illustrated in Figure 3-4. Once model selection is automated, strategies to improve them further to reduce AI-waste can also be incorporated.



[image: model-selection]
Figure 3-4. Overview of the three steps in model selection posed as discrete optimization. Choosing the right search space, optimization strategy, and optimization criteria are crucial to automating model selection.




Search Space: Because hyperparameters and neural network architectures consist of values that are not real numbers, direct optimization using existing numerical methods is not feasible. These variables should be mapped to real numbers. Consider, model selection parameters such as activation functions consisting of several candidates: {sigmod,relu,leaky-relu,elu}. We can map these discrete numbers to optimize neural network configurations with these activation functions. One possible mapping could be: {sigmoid:0,relu:1,leaky-relu:2,elu:3}.


Encoding neural networks architectures into meaningful and compact spaces is an open area of research. Currently, the most popular strategy is to use directed acyclic graphs (DAGs) to encode neural network architectures. In these DAGs the nodes can correspond to the individual operators that are part of the neural network architecture and the edges capture the connectivity, as illustrated in Figure 3-9, and detailed in “Neural Architecture Search”.6


Optimization Criteria: The objective of model selection is to obtain neural network architectures or training settings that perform well according to a specific performance measure. The most common optimization criteria for model selection are training the model using a chosen set of parameters, then validating on a validation set. The performance on the validation set is used to alter or retain a subset of parameters until a network of desirable performance is obtained.

Multi-objective Optimization for Model Selection

In addition to validation performance, other objectives that can steer towards reducing AI-waste can also be included. In these multi-objective optimization settings compute or energy consumption can be incorporated as additional criteria.7




Optimization Strategy: The optimization strategy defines the approach to exploring the designed search space. When search spaces are small enough, we can evaluate all possible models and select the best candidate according to the optimization criteria. The search space is typically too large, however, for this approach to be feasible. Most optimization strategies used for model selection attempt to trade-off between exploring new regions in the search space and exploiting existing structures to obtain the best candidate model. The most common optimization strategies are random search, Bayesian optimization, evolutionary methods, reinforcement learning, and gradient-based methods. We will cover some of these methods later in this chapter.


Based on the scope of the search space, we can perform systematic and automated model selection at two levels:


	
Hyperparameter optimization: This step optimizes parameters that do not directly affect the architecture or design of the neural network. Hyperparameter optimization (HPO) is used for tuning the parameters that control the training set-up of a chosen architecture, or some specific values of a model complement. For instance, a network could be designed to comprise a dropout layer, but the specific dropout rate in the range 
  
    [
    0
    ,
    1
  
] can be optimized using HPO. Additional model training parameters such as the learning rate, batch size, and even the optimizers can be treated as hyperparameters and optimized.



	
Neural architecture search: This step involves designing and configuring neural network architectures composed of various elements. The automated design of neural networks from a search space is known as neural architecture search (NAS). While exploring all possible neural network architectures is impractical (due to scaling issues), current NAS methods focus on a specific model class. For example, the NASBench-101 dataset explores the space of feedforward CNNs, and the resulting architecture will be a search space candidate.







We will next look closely into HPO and NAS, as these are two essential model selection steps. Some of the concepts related to the search space, optimization criteria, and optimization strategies for performing HPO and NAS are interchangeable, and in some scenarios can be performed jointly.8


Model Class for the Novel Materials Discovery Task

Molecules present an interesting challenge in how they are represented. While images can be represented in multi-dimensional arrays, and text as a set of tokens, these are not immediately useful to represent molecules. Representing molecules as graphs — where each atom is a node, and pairwise relations as edges — has been the most widely representation.9


If we use graph-based representations for molecules, the choice of model class (the outer most layer of the 
  
    M
    C 3 
  
-space in Figure 3-3) can be narrowed down to the use of GNNs. As discussed in [Link to Come], GNNs are well suited for dealing with graph structured data. Choosing the model class as GNNs immediately reduces the complexity of the 
  
    M
    C 3 
  
-space. The inductive bias here about how molecules are better represented as graphs can reduce the complexity of model selection.














Hyperparameter Optimization


For a given DL model in the 
  
    M
    C 3 
  
-space, performing HPO allows us to optimize the specific values of some of these parameters and the training settings. More formally, if we aim to find the optimal values for a set of hyperparameters 
  φ
 that optimize a specific objective funtion 
  
    ℒ
    (
    φ
    )
  
, the goal of HPO is to find: 
  
    φ * 
    =
    arg
    min φ 
    ℒ
    
      (
      φ
      )
    
  
.


Let’s examine some of the common model selection techniques used for obtaining the best hyperparameter configurations.










Grid Search


Grid search is the simplest model selection method that relies on exhaustive evaluations of all possible parameter configurations provided as a finite grid of points. While grid search is exhaustive within this grid, it is only feasible for optimizing a small number of parameters, as it scales poorly. Further, the resolution of the grid also influences the computational costs of performing grid search. The number of combinations to be evaluated in grid search grows exponentially with the number of hyperparameters. For a search space with M hyperparameters where each parameter can take k unique values, the total number of parameter configurations to be evaluated in grid search is 
  k M 
.


Figure 3-5 shows an increasing number of hyperparameters, where each parameter can take k=5 values; even for reasonable number of hyperparameters (
  
    <
    20
  
), the search space explodes (
  10 14 
).



[image: grid-complexity]
Figure 3-5. Grid search scales exponentially with the number of hyperparameters. This visualization shows the total number of hyperparameter combinations in the vertical axis (in log-scale) plotted against increasing number of hyperparameters. Each hyperparameter in this illustration can take 5 unique values.




Consider a set of M hyperparameters 
  
    φ
    =
    [
    φ 1 
    ,
    φ 2 
    ,
    ...
    ,
    φ M 
  
], where each hyperparameter 
  φ i 
, can take on a set of values 
  
    V i 
    =
    
      {
      v i1 
      ,
      v i2 
      ,
      ...
      ,
      v ik i  
      }
    
  
. If the objective function to be optimized is 
  
    ℒ
    (
    φ
    )
  
, then the optimal hyperparameter configuration 
  φ * 
 can be obtained using grid search by the following steps:


	
Create Parameter Grid: Generate all possible combinations of parameters 
  
    φ
    =
    {
    
      (
      φ 1 
      ,
      φ 2 
      ,
      ...
      ,
      φ M 
      )
    
    ∈
    V 1 
    ×
    V 2 
    ×
    ...
    V M 
    }
  
.



	
Iterate over Hyperparameter Combinations:



	
For each hyperparameter value combination in 
  φ
 train a model on training data.



	
Evaluate the model on the validation set using the objective function: 
  
    ℒ
    (
    φ
    )
  
.







	
Select Best Hyperparameters: Choose the set of hyperparameters that yield the best performance. For a minimization objective, the best configuration is obtained as 
  
    φ * 
    =
    arg
    min φ 
    ℒ
    
      (
      φ
      )
    
  
.



	
Final Model: The optimal set of hyperparameters is given by 
  φ * 
, and the corresponding performance score is 
  
    ℒ
    (
    φ * 
    )
  
.







Although grid search is inefficient, it can be used in small search spaces if obtaining the optimum is important, as illustrated in Figure 3-6. In this toy example, the parameters of a linear regression model are sampled on a finite grid of slope-intercept values, each point is evaluated, and the validation loss is reported. After all points on the grid are evaluated, the parameter combination with the lowest error is used to train the final model.



[image: grid-search]
Figure 3-6. Exploring all possible intercept-slope combinations to solve linear regression using grid search. Each intersection in the 2-D grid evaluates a parameter combination and estimates the mean squared error. Once the grid is completed, the parameters that yield minimum loss are reported as the optimal parameters. Note that the resolution of the grid can have an impact on the quality of the solutions obtained.




On the scale of trade-off between exploration and exploitation, grid search skews heavily towards exploitation. It relies mainly on evaluating hyperparameter configurations predefined by users and does not explore any other parameter regimes. If the chosen grid is coarse, then the optimal parameter configuration may not be reached, yet finer grids (large k) cost more evaluations.












Random Search


When the search space for hyperparameters is massive, grid search is untenable. In such situations random search can be an effective strategy, which explores random combinations of hyperparameters. For a given compute budget (hyperparameter combination evaluations), random search is better than grid search at exploring the search space. On the exploration-exploitation scale, random search skews toward the exploration end, as it cannot exploit any prior information.


Consider a set of M hyperparameters 
  
    φ
    =
    [
    φ 1 
    ,
    φ 2 
    ,
    ...
    ,
    φ M 
  
], where each hyperparameter 
  φ i 
, can take on a set of values 
  
    V i 
    =
    
      {
      v i1 
      ,
      v i2 
      ,
      ...
      ,
      v ik i  
      }
    
  
. If the objective function to be optimized is 
  
    ℒ
    (
    φ
    )
  
, then the optimal hyperparameter configuration 
  φ * 
 can be obtained using random search with a budget of N evaluations by the following steps:


	
Set Number of Random Samples: Define the number of random combinations or iterations N.



	
Generate Random Hyperparameter Combinations: For 
  
    n
    =
    1
    ...
    N
  
, randomly select values for each hyperparameter: 
  
    φ (n) 
    =
    
      (
      φ 1 (n) 
      ,
      φ 2 (n) 
      ,
      ...
      ,
      φ M (n) 
      )
    
  
, where 
  φ i (n) 
 is randomly chosen from 
  V i 
.



	
Iterate over Random Hyperparameter Combinations: For each randomly generated combination 
  φ (n) 
:



	
Train a model with hyperparameters 
  φ (n) 
 on the training data.



	
Evaluate the model on the validation set using the objective function 
  
    ℒ
    (
    φ (n) 
    )
  
.







	
Select Best Hyperparameters: Choose the set of hyperparameters that yield the best performance as:  
  
    φ * 
    =
    arg
    min φ (n)  
    ℒ
    
      (
      φ (n) 
      )
    
  
.



	
Final Model: The optimal set of hyperparameters is given by 
  φ * 
, and the corresponding performance score is 
  
    ℒ
    (
    φ * 
    )
  
.







Random search can be optimal only when the number of iterations are equal to the number of hyperparameter configurations, i.e., 
  
    N
    =
    k M 
  
. While random search can stumble upon good hyperparameter configurations, it is not guaranteed to find the optimal set of hyperparameters when 
  
    N
    <
    k M 
  
. The key advantage of random search over grid search is in the regime of limited computed budget. Random search can explore the space more effectively as shown in Figure 3-7.



[image: grid-random]
Figure 3-7. Effective exploration capacity when using grid search compared to random search. This strategy can be particularly useful when a subset of the hyperparameters have smaller influence on the overall performance. Adapted from Bergstra and Bengio. “Random Search for Hyper-Parameter Optimization”. 2012.




Example 3-1. The difference between grid search and random search for optimizing the hyperparameters of an MLP, using standard libraries in Scikit-Learn. Grid search should take an order of magnitude longer than random search for this simple example. The exercise is also available in the Jupyter notebooks for this chapter.


from sklearn.neural_network import MLPClassifier
from sklearn.model_selection import GridSearchCV, RandomizedSearchCV
from sklearn.datasets import load_iris
from sklearn.model_selection import train_test_split
import time

# Load the Iris dataset
iris = load_iris()
X = iris.data
y = iris.target

# Split the data into training and testing sets
X_train, X_test, y_train, y_test = train_test_split(X, y, test_size=0.2, random_state=42)

# Define the parameter grid for grid search
param_grid = {
    'hidden_layer_sizes': [(50,), (100,), (50, 50), (100, 50, 100)],
    'activation': ['relu', 'tanh'],
    'alpha': [0.0001, 0.001, 0.01],
    'learning_rate': ['constant', 'invscaling', 'adaptive']
}
print("Exploring the following parameter grid:")
print(param_grid)

max_iter = 1000
cv = 5
# Create grid/random search objects for MLPClassifier and fit it to the data
grid_search = GridSearchCV(MLPClassifier(max_iter=max_iter),
                            param_grid=param_grid, cv=cv)
random_search = RandomizedSearchCV(MLPClassifier(max_iter=max_iter),
                            param_distributions=param_grid, n_iter=10, cv=cv)

for search_name, search in zip(['Grid','Random'],[grid_search, random_search]):
    tic = time.time()
    search.fit(X_train,y_train)
    toc = time.time()
    # Print the best hyperparameters found
    print("Best hyperparameters found via "+search_name+" search:")
    print(search.best_params_)
    print("Time to perform search: %.2f s"%(toc-tic))


This should output the following:


Exploring the following parameter grid:
{'hidden_layer_sizes': [(50,), (100,), (50, 50), (100, 50, 100)],
'activation': ['relu', 'tanh'], 'alpha': [0.0001, 0.001, 0.01],
'learning_rate': ['constant', 'invscaling', 'adaptive']}
Best hyperparameters found via Grid search:
{'activation': 'relu', 'alpha': 0.0001,
'hidden_layer_sizes': (50,), 'learning_rate': 'constant'}
Time to perform search: 107.49 s
Best hyperparameters found via Random search:
{'learning_rate': 'invscaling', 'hidden_layer_sizes': (100,),
'alpha': 0.0001, 'activation': 'relu'}
Time to perform search: 13.68 s













Bayesian Optimization


Grid search relies on exploiting a predefined grid of hyperparameters, whereas random search relies on exploration of the search space. Neither of the methods attempt to balance the strengths between exploitation and exploration strategies to limit the search space.


Some of the parameters being optimized might be more feasible within a smaller range than the entire spectrum of possible values, or the specific choice of a subset of the parameters might be inconsequential to the overall optimization. In situations like these, model evaluations on such parameter configurations can be wasteful. This is the motivation for Bayesian optimization, where the optimization relies on choosing hyperparameter combinations by balancing exploration and exploitation using probabilistic models.


Bayesian optimization efficiently navigates complex search spaces to find the best set of parameters by building a model of the space of hyperparameters to efficiently sample configurations that can yield better candidates for evaluations.10 Using a combination of exploration and exploitation strategies, Bayesian optimization iteratively suggests new parameter configurations based on past evaluations to converge towards the optimal solution with fewer function evaluations.


Bayesian optimization11 relies on approximating the objective function using probabilistic models, and it relies on complex acquisition functions to sample the next candidates. These components add additional complexity to the optimization.


Consider a set of M hyperparameters 
  
    φ
    =
    [
    φ 1 
    ,
    φ 2 
    ,
    ...
    ,
    φ M 
  
], where each hyperparameter 
  φ i 
, can take on a set of values 
  
    V i 
    =
    
      {
      v i1 
      ,
      v i2 
      ,
      ...
      ,
      v ik i  
      }
    
  
. If the objective function to be optimized is 
  
    ℒ
    (
    φ
    )
  
, then the optimal hyperparameter configuration 
  φ * 
 can be obtained using Bayesian optimization by the following steps:


	
Initialize Bayesian Optimization: Define the objective function 
  
    ℒ
    (
    φ
    )
  
 and choose initial set of hyperparameters 
  φ 0 
.



	
Initialize Surrogate Model: Initialize a surrogate probabilistic model 
  
    s ψ 
    
      (
      ·
      )
    
  
 to approximate the objective function with parameters 
  ψ
.



	
Update Surrogate Model: Update the surrogate model parameters 
  ψ
 based on observed hyperparameter-performance pairs 
  
    D
    =
    {(φ i ,ℒ(φ i ))} i=1 N 
  
.



	
Select Next Hyperparameters to Evaluate: Use an acquisition function (e.g., expected improvement, upper confidence bound) 
  
    α
    (
    ·
    )
  
 to suggest next the set of hyperparameters to evaluate 
  
    φ next 
    =
    arg
    max φ 
    α
    
      (
      φ
      
      ;
      s ψ 
      
      ,
      D
      )
    
  
.



	
Evaluate Objective Function: Evaluate the objective function for the selected hyperparameters: 
  
    ℒ
    (
    φ next 
    )
  
.



	
Update Surrogate Model with New Observations: Update the surrogate model 
  
    s ψ 
    
      (
      ·
      )
    
  
 with the new observed hyperparameter-performance pair 
  
    (
    φ next 
    ,
    ℒ
    
      (
      φ next 
      )
    
    )
  
.



	
Repeat Steps 4-6: Iterate by selecting new hyperparameters based on the updated surrogate model until a stopping criterion is met (e.g., maximum number of iterations).



	
Select Best Hyperparameters: Choose the set of hyperparameters that yield the best performance as 
  
    φ * 
    =
    arg
    min φ 
    ℒ
    
      (
      φ
      )
    
  
.



	
Final Model: The optimal set of hyperparameters is given by 
  φ * 
, and the corresponding performance score is 
  
    ℒ
    (
    φ * 
    )
  
.







Designing the surrogate models and acquisition functions for Bayesian optimization might not be straightforward. Furthermore, maintaining the surrogate models to approximate the objective function and performing the acquisition function evaluations can incur additional computational overhead when dealing with large datasets.


Example 3-2. Bayesian optimization for optimizing a set of hyperparameters can be performed using packages such as Bayes-Opt. This tool can be experimented with for optimizing the hyperparameters of an MLP and to generate Figure 3-8 in the Jupyter notebooks for this chapter.





[image: bayes-search]
Figure 3-8. A dense space of parameters can be effectively explored using Bayesian optimization. In this example, three parameters used to design an MLP:{Hidden Layer Sizes, Learning Rate, Log Alpha} are optimized using Bayesian optimization. Within a few evaluations the optimal model configuration is achieved.



Surrogate Models and Acquisition Functions in Bayesian Optimization

Surrogate models and acquisition functions are two crucial elements in Bayesian optimization. Surrogate models approximate the objective function based on observed data to guide the selection of next hyperparameters to be evaluated.


Acquisition functions are used in Bayesian optimization to help decide which hyperparameter configurations to be evaluated next based on the surrogate model’s predictions and uncertainty. Expected improvement (EI), one of the most common acquisition functions, measures the expected improvement over the current best observed performance, 
  ℒ best 
. It is given as 
  
    E
    I
    
      (
      φ
      )
    
    =
    𝔼
    [
    max
    
      (
      
        (
        ℒ best 
        -
        ℒ
        
          (
          φ
          )
        
        )
      
      ,
      0
      )
    
  
].


The specific choice of surrogate models and acquisition functions can be important when performing Bayesian optimization. Relying on surrogate models can be restrictive and computationally expensive, and has given rise to a new class of model-free optimization methods.12




HPO and more for the Novel Materials Discovery Task

The specific instantiation of the GNNs to be used for the Novel Materials Discovery task can have a huge impact on its performance. GNNs are more complex than MLPs but less complex than transformers (with respect to the different model configurations).


We could parameterize {GNN layer, depth, width, non-linearity} as the main model configuration parameters and deploy HPO methods like random search to discover the most useful GNN model configuration.


In addition, the hyperparameters such as {optimizer, batch size, learning rate} can be tuned using the same HPO.


Doing the search of model configuration and hyperparameters jointly can reduce the complexity of model selection as we can resort to using the same HPO methods effectively.














Reinforcement Learning


Reinforcement learning (RL) for HPO offers another class of methods that aim to balance exploration and exploitation. In the context of HPO, RL methods treat the process of selecting hyperparameters as a sequential decision-making problem.13 At a high level, the RL agent operates on the state space of hyperparameter configurations, the selection of different values for the hyperparameters are treated as actions, and the reward can be based on the objective function used to evaluate the selected hyperparameter configuration. This view allows the use of the rich classes of RL algorithms for HPO.14


Consider a set of M hyperparameters 
  
    φ
    =
    [
    φ 1 
    ,
    φ 2 
    ,
    ...
    ,
    φ M 
  
], where each hyperparameter 
  φ i 
, can take on a set of values 
  
    V i 
    =
    
      {
      v i1 
      ,
      v i2 
      ,
      ...
      ,
      v ik i  
      }
    
  
. If the objective function to be optimized is 
  
    ℒ
    (
    φ
    )
  
, then the optimal hyperparameter configuration 
  φ * 
 can be obtained using RL by the following steps:


	
Initialize Q-table: Initialize a Q-table, 
  
    Q
    (
    φ
    ,
    a
    )
  
 to estimate the expected cumulative rewards for state-action pairs, where 
  φ
 represents a state (hyperparameter configuration) and a represents an action (selecting a new hyperparameter configuration).



	
Define RL Environment: Define the RL environment with a state space 
  
    𝒮
    =
    {
    
      (
      φ 1 
      ,
      φ 2 
      ,
      ...
      ,
      φ M 
      )
    
    ∈
    V 1 
    ×
    V 2 
    ×
    ...
    V M 
    }
  
, an action space 
  
    𝒜
    =
    {
    select
    φ 1 
    ,
    select
    
    φ 2 
    ,
    ...
    ,
    select
    φ M 
    }
  
, and a reward function, 
  
    R
    (
    φ
    )
    =
    -
    ℒ
    (
    φ
    )
  
.15



	
Initialize Q-learning Parameters: Set learning rate 
  α
, discount factor 
  γ
, and exploration rate 
  ϵ
.



	
Q-learning Iterations: For each iteration t:



	
Choose a hyperparameter configuration 
  φ t 
 based on the current state 
  s t 
 using 
  ϵ
-greedy exploration strategy.



	
Evaluate the objective function: 
  
    ℒ
    (
    φ t 
    )
  
.



	
Receive reward, 
  
    R t 
    =
    -
    ℒ
    
      (
      φ t 
      )
    
  
.



	
Select the next hyperparameter configuration 
  φ t+1 
 based on the current state and Q-values.



	
Update: 
  
    Q
    
      (
      φ t 
      ,
      a t 
      )
    
    ←
    
      (
      1
      -
      α
      )
    
    ·
    Q
    
      (
      φ t 
      ,
      a t 
      )
    
    +
    α
    ·
    
      (
      R t 
      +
      γ
      ·
      max α '  
      Q
      
        (
        φ t+1 
        ,
        a ' 
        )
      
      )
    
  








	
Convergence or Termination: Repeat Q-learning iterations until convergence or a predefined number of iterations.



	
Select Best Hyperparameters: Choose the set of hyperparameters that yield the best performance as:  
  
    φ * 
    =
    arg
    min φ 
    ℒ
    
      (
      φ
      )
    
  
.



	
Final Model: The optimal set of hyperparameters is given by 
  φ * 
, and the corresponding performance score is 
  
    ℒ
    (
    φ * 
    )
  
.







RL offers a flexible approach for HPO that balances exploitation and exploration in  a principled manner. It is less complex than Bayesian optimization in that it does not require complex surrogate models or acquisition functions. RL does have certain disadvantages compared to Bayesian optimization, as it tends to be sample-inefficient. It demands numerous evaluations, rendering it computationally expensive. Additionally, tuning RL-specific hyperparameters adds further complexity. The initial exploration phase might consume time before converging to more promising areas.












Neural Architecture Search


Optimizing the hyperparameters of ML models, in particular those of DL models, can be tedious and computationally expensive. Fortunately, multiple methods offer a trade-off between exploration and exploitation. The second step used along with HPO in automating model selection is neural architecture search (NAS).16 Based on the 
  
    M
    C 3 
  
-space visualized in Figure 3-3, regions of the hypothesis space controlling neural network architectures are spanned primarily by the model class and model configurations, whereas HPO was concerned with model complements.


Consider the model class of MLPs, the main parameters controlling the architectures of these classes of fully connected neural networks are the depth (D) and width (W) parameters. This simple hypothesis space then consists of 
  
    D
    ·
    W
  
 possible architectures to choose from. Inclusion of other model configuration elements like the choice of activation functions, skip connections, and so on, can expand this hypothesis space further. Moving to other model classes like CNNs can make the space more complex. For example, the NAS-Bench-101 dataset comprises a hypothesis space with 423k unique CNN architectures. More recent methods are operating on more complex hypothesis spaces with about 
  
    2
    ×
    10 19 
  
 different neural network architectures!17


Given such large search spaces, obtaining optimal architectures is a challenging task. NAS methods can be used to automatically design neural networks from a space of architectures using discrete optimization where the optimization can be performed over the 
  
    M
    C 3 
  
-space. NAS requires encoding of 
  
    M
    C 3 
  
-space of model selection into a discrete, and navigable space. For a given search space, NAS uses various classes of discrete algorithms to explore and obtain the neural network candidates.


As with HPO, formulating notions of search space, optimization strategy and optimization criteria (depicted in Figure 3-4) are also important for NAS. The key differences are in how the search space for NAS is prescribed, as the HPO space is of relatively lower complexity than that of NAS due to the diversity in model classes and model configurations.


Carbon Cost of NAS

By definition, NAS requires several orders of more compute than training a model once until convergence. While there are no clear estimations of the carbon footprint of NAS, some attempts have been made to obtain some estimations.


Authors in CE-NAS paper, estimate the total compute cost of six popular NAS methods to be about 440 GPU years!18 The corresponding carbon footprint can be about 45,100 kgCO2e.




NAS Search Space


Encoding neural network architectures into a search space that is easy to optimize is not straightforward. This is primarily due to the diversity in the 
  
    M
    C 3 
  
-space pertaining to designing a neural network. Currently, the most widely used search spaces use DAG-based representations, as shown in Figure 3-9, to encode neural networks.19 In these DAGs, nodes represent low-level operators, and the directed edges capture the connectivity. The nodes can also be comprised of more complex blocks of neural network operations, or sometimes even small neural networks. Figure 3-9 visualizes these hierarchical representations of neural networks in a search space consisting of hierarchies of DAGs. At the lowest level, individual operators such as fully connected layers, convolution layers, activation functions, dropout layers, and so on can be encoded. These elements can then be put together into diverse configurations to form cells, which could be MLPs, CNN-blocks, or multi-head attention layers. These cells can be further stacked into complex neural network architectures at the final level.



[image: ecnas]
Figure 3-9. Visualization of NAS search space encoded hierarchically. Neural network architectures are designed by combining individual operations, blocks of operations, or cells, in many configurations resulting in massive search spaces. The lowest operations can be thought of as letters in an alphabet that can be combined into words, or sentences, resulting in expressive prose, or in this case expressive neural network architectures.




In recent literature, newer representations of NAS search spaces are being formulated based on a single large neural network. This super-network then consists of smaller sub-networks which can be accessed as different pathways within the super-network.20


NAS as Optimization


Exploring the NAS search space to obtain the optimal neural network architecture can be formulated as a multi-variable optimization based on the following elements:



	
Discrete Variables (Architectural choices): Representing architectural decisions like layer types, connectivity patterns, and number of layers.



	
Categorical Variables (Specific settings): Encompassing choices like activation functions (e.g., ReLU, sigmoid).



	
Continuous Variables (Hyperparameters): Containing hyperparameters such as learning rates, dropout rates, and so on which can be optimized using HPO.






Many of the techniques used for HPO such as random search and reinforcement learning are also applicable to NAS.


Formally, the goal of NAS is to find the optimal neural network architecture 
  A

21 that optimizes certain performance metric 
  
    P
    (
    A
    )
  
. If the space of architectures 
  𝒜
 consists of M possible architectures i.e. 
  
    𝒜
    =
    {
    A 1 
    ,
    A 2 
    ,
    ⋯
    ,
    A M 
    }
  
 then the goal of NAS is to find, 
  
    A * 
    =
    arg
    max A∈𝒜 
    P
    
      (
      A
      )
    
  
.










NAS using Random Search


Random search-like methods used for HPO can also be used for NAS with few modifications. NAS using random search can be computationally intensive as the search spaces can be massive, and obtaining optimal networks in these spaces only by exploration can be inefficient. For small enough search spaces or with a large number of iterations, random search can still be quite useful for NAS.


Consider a space of neural network architectures, 
  
    𝒜
    =
    {
    A 1 
    ,
    A 2 
    ,
    ...
    ,
    A M 
    }
  
, consisting of M unique architectures. If the objective function to be optimized is 
  
    P
    (
    A
    )
  
, then the optimal architecture, 
  A * 
, can be obtained using N iterations of random search by the following steps:


	
Initialization of Best Architecture and Performance: Set 
  
    A
    *
    =
    
      {
      
      }
    
    ,
    P
    
      (
      A * 
      )
    
    =
    -
    ∞
  
.



	
Perform Random Search: For 
  
    i
    =
    1
    ,
    ...
    ,
    N
  
:



	
Generate a random architecture: 
  
    A i 
    ∈
    𝒜
  
.



	
Evaluate the performance metric: 
  
    P
    (
    A i 
    )
  
.



	
If 
  
    P
    
      (
      A i 
      )
    
    >
    P
    
      (
      A * 
      )
    
  
:



	
Update best performance: 
  
    P
    
      (
      A
      *
      )
    
    ←
    P
    
      (
      A i 
      )
    
  
.



	
Update best architecture: 
  
    A * 
    ←
    A i 
  
.











	
Output: Output the best performing architecture found after N evaluations, 
  A * 
 with performance 
  
    P
    (
    A * 
    )
  
.







The resulting architectures from random search are locally optimal, i.e., the best performing architecture is optimal only within the subset of architectures being evaluated. For larger NAS spaces with diverse architectures, exhaustive exploration to obtain the optimal architectures using random search be infeasible.












NAS Using Evolutionary Algorithms


The design of neural networks requires careful combinations of a multitude of operators. Instead of exploring entire NAS spaces, it could be beneficial to start from a subset of architectures, optimizing some parts of these networks until the desired performance is achieved. This is the core idea in using evolutionary algorithms, which attempt to mimic genetic evolution. They start from a random subpopulation and mutate the discrete operators until a better offspring architecture is obtained, according to some performance criterion.


Consider a space of neural network architectures 
  
    𝒜
    =
    {
    A 1 
    ,
    A 2 
    ,
    ...
    ,
    A M 
    }
  
 consisting of M unique architectures. If the objective function to be optimized is 
  
    P
    (
    A
    )
  
, then the optimal architecture 
  A * 
 can be obtained using evolutionary algorithm using a population size of N, and T generations, by the following steps:


	
Initialization of Population: Generate an initial population of architectures randomly from 
  
    𝒜
    ,
    as
    
    𝒜 0 
    =
    
      {
      A 0,0 
      ,
      A 0,1 
      ,
      ...
      ,
      A 0,N 
      }
    
  
.



	
Evolutionary Loop: For 
  
    t
    =
    1
    ,
    ...
    ,
    T
  
 perform the following:


	
Evaluation Phase: Evaluate performance metric for each architecture in the population 
  𝒜 t-1 
. For 
  
    1
    ,
    ...
    ,
    N
  
:
Compute 
  
    P
    (
    A t-1,i 
    )
  
 for architecture 
  A t-1,i 
.



	
Selection Phase: Select individuals for reproduction based on their performance 
  𝒜 t-1 * 
. This can be done using methods like tournament selection, roulette wheel selection, or others.



	
Genetic Operations and Replacement Phase: Create offspring architectures from selected parents by applying genetic operations (like mutation, crossover, or others), resulting in the new population 
  𝒜 t 
.








	
Output: Output the best performing architecture in the final generation 
  
    A * 
    =
    arg
    max A∈𝒜 T  
    P
    
      (
      A
      )
    
  
.







Evolutionary algorithms are some of the widely used NAS methods as they rely on a more systematic exploration of the NAS spaces. Several variations of the basic evolutionary method seen above are widely used for NAS, as these methods can explore a wide selection of architectures depending on the choice of the genetic operations.


Example 3-3. Exploring diverse NAS search spaces, and algorithms also well integrated frameworks. In this exercise we will look at an existing framework that supports several NAS search spaces, NAS algorithms, and optimizers, implemented in the NASLIB framework.22 This tool can be tried out in the Jupyter notebooks for this chapter.














Efficiency and NAS


NAS is computationally expensive with a large resource footprint, stemming primarily from the massive NAS spaces comprising millions of neural network architectures. Furthermore, evaluating the performance of individual neural network architectures entails full training and validation on a given dataset. Doing these expensive training runs for each candidate architecture to assess their goodness-of-fit adds to the AI-waste (see Chapter 4 for more on training costs).












NAS Benchmarks


While automating model selection with NAS is desirable, large resource costs can be deterrents. In an effort to improve the efficiency of NAS, and to advance development of novel NAS algorithms, without retraining entire search spaces, NAS benchmarks are gaining popularity within the NAS community. The main goal of NAS benchmarks is to provide datasets with performance metrics for each architecture in a NAS search space. These NAS benchmarks usually consist of architecture specification, training accuracy, validation accuracy, and other metrics.


Tabular benchmarks: One of the first tabular benchmark datasets for NAS was published
NAS-Bench-101 dataset.23 The authors of NAS-Bench-101 performed a one-time expensive exploration of a predefined NAS space, collected relevant performance metrics, and published this as a tabular dataset. The hope was that other researchers could use this dataset to develop novel NAS algorithms without having to recompute the entire search space.


The NAS-Bench-101 search space consisted of 423k unique CNN architectures. The one-time cost of making this dataset, however, required more than 100 TPU years of compute, which implies proportional energy and carbon costs. The model classes explored in such tabular benchmarks are limited to a small subset (MLPs/CNNs/transformers) and can become outdated.


Surrogate models: Evaluating a NAS search space even once can be prohibitively expensive. Newer NAS benchmark datasets are increasingly relying on approximating the goodness-of-fit of architectures using surrogate models. These surrogate model-based NAS benchmarks use architectural specifications, learning curves, or a smaller NAS space, to approximate the performance of the larger NAS search spaces.  Surrogate models also allow easy inclusion of newer model classes, as they only require redefining the surrogate models.


Table 3-1 provides a overview of different NAS benchmarks, their sizes, and the reported metrics. These are only a subset of recent benchmarks, and each benchmark dataset has unique features that can useful in specific settings.


Table 3-1. Overview of popular NAS benchmarks.


	Benchmark
	Size
	Type
	Metrics





	NAS-Bench-101

	423k

	Tabular

	Accuracy




	NAS-Bench-201

	6k

	Tabular

	Accuracy & Loss




	NAS-Bench-301

	
  10 18 


	Surrogate

	Accuracy




	NATS-Bench

	32k

	Tabular

	Accuracy & Loss




	HW-NAS-Bench

	
  10 21 


	Tabular

	Latency & Inference Energy




	NAS-Bench-x11

	
  10 18 


	Surrogate

	Accuracy & Loss




	EC-NAS

	423k

	Tabular

	Accuracy, Latency, Training/Inference Energy




	EA-HAS-Bench

	
  
    6
    ×
    10 7 
  


	Surrogate

	Accuracy & Training Energy







Example 3-4. NAS is computationally expensive, requiring thousands of hours of compute time. In this exercise we will use precomputed statistics for a large NAS search space and explore several NAS algorithms implemented in Bag of Baselines using the EC-NAS Benchmark dataset. This tool can be tried out in the Jupyter notebooks for this chapter.




NAS for the Novel Materials Discovery Task

Most existing NAS literature formulates the search space and explores them for a specific downstream task (in most cases, it is classification). In our task of discovering novel materials, we are looking for a generative model.


There are no widely used NAS methods for discovering generative models when using GNNs. NAS for GNNs has also focused primarily on classification.24


So, for this generative task at hand, NAS might not be useful! We should focus on a combination of strong HPO and model configuration optimization to get to the most useful generative model.
















Model Selection in the Era of Foundational Models


The recent class of foundational models that include LLMs expand the 
  
    M
    C 3 
  
 space to an even larger scale. This is because the most useful models can end up having billions of model parameters. Arriving at the final configuration for a model at this scale can pose pose additional challenges simply due to their scale.


As we have seen in this chapter, model selection consisting of HPO and NAS is computationally intensive by design. The methods discussed this far present mitigation strategies that can allow DL practitioners to reduce the AI-waste when selecting models for their downstream tasks. However, for LLMs even these strategies might not be optimal simply due to their scale. Furthermore, many foundational models consist of transformers a key component which has two unique properties:


	
Resilient architecture: The original transformer architecture which is a key component in several LLMs has not undergone drastic improvements since its original release in 2017.25. This appears to be the case with extremely over-parameterized models as they seem to also adapt the implicit architecture during training. This has been speculatively described as the Lottery Ticket Hypothesis (LTH) which posits that within large, randomly initialized networks, there exist smaller, trainable sub-networks (winning tickets).26 The larger the network, the higher the likelihood of containing such winning tickets, simply due to the increased number of possible sub-networks. Thus, as models scale up (which can be easily achieved for transformers) the probability of finding effective sparse sub-networks increases.



	
Parameter Redundancy: Large-scale models often have significant parameter redundancy. The LTH could leverage this redundancy by pruning less important weights and identifying a smaller sub-network that can be trained to achieve comparable performance. In massive models, this redundancy means there are more opportunities to find these smaller sub-networks.







Given this, most emphasis has been placed on HPO for foundational models. Performing HPO for foundational models is also expensive. Techniques inspired from transfer learning (see Chapter 4 for details) have been used to reduce the computational overhead of HPO of large models. For instance, the Maximal Update Parameter (MUP) technique performs HPO for a smaller model and transfers these hyperparameters to the larger models showing robust performance.27

Is HPO > NAS for LLMs?

The question if LLMs do not benefit from NAS and only HPO is debatable. This could simply an artifact of how the DL community has seen more benefits by primarily scaling up the model size and datasets. Performing HPO is relatively cheaper and has garnered more attention than NAS. We cannot definitively say that there are no other better architectures for LLMs or other foundational models.












Model Selection Automated: What Comes Next?


In this chapter, we have seen that model selection has to be automated simply due to the scale of the hypothesis space. Automatic model selection can be performed in two steps: HPO and NAS. Each of these steps is resource intensive and involves AI-waste at different stages. The various classes of methods presented can be used to automatically select models that can achieve certain objectives while being cognizant of the resource footprint of ML/AI model selection. Certain factors should be taken into account when automatically choosing models, as outlined below.












If automatic model selection is computationally expensive, why do it in the first place?


Automatic model selection can reduce individual user biases when designing models.


The massive hypothesis space of ML/AI methods offer diverse models to choose from. Exploring these hypothesis spaces manually can be tedious and in many instances infeasible. When ML practitioners are constrained to perform model selection manually, they can introduce biases into the model selection process. When these biases are easy to quantify — such as when choosing hyperparameters for a simpler models — it might not be a problem. However, when faced with designing neural network architectures that have a plethora of model classes, configurations, and complements to choose from, subjective choices can take over. Automatic model selection offers systematic procedures to design these complex models that can be reproduced by others. Scale of the hypothesis space and systematizing model selection are the key benefits of performing expensive automatic model selection.














Isn’t exploitation better than crude exploration during model selection?


Depends on the knowledge that is present to be exploited.


Based on the HPO and NAS methods described in this chapter, one could argue that brute force exploration methods are always inferior to methods that rely on knowledge exploitation. This can be true in majority of the cases; however, in other instances, exploitation can be problematic, as the knowledge or the user bias need not always be informative. If there is a substantial amount of high-quality, relevant information available, exploiting that knowledge might lead to better results without the need for extensive exploration. However, if the available knowledge is limited, outdated, or insufficient, then exploration might be necessary to uncover new insights, data patterns, or model improvements that could potentially lead to better performance.














Which is the best HPO method for AI methods?


No one method can be cited as being the best. Any method that reasonably trades off exploration-exploitation can be useful.


There is no one-size-fits-all approach to HPO, or even model selection broadly, because different methods prioritize exploration-exploitation trade-off differently. The best method depends on various factors such as resource constraints, nature of the hypothesis space, type of data, and the performance objective. Achieving a balance across these factors will require careful considerations of the pros and cons of different HPO/NAS methods.














Methods for HPO and NAS are similar. Can these procedures be combined?


Yes. There are several methods trying to jointly perform HPO+NAS optimization.


The ML/AI hypothesis space can be decomposed using the 
  
    M
    C 3 
  
-space comprising model classes, configurations, and complements. The distinction of performing HPO for choosing model complements, and NAS when choosing model class or configuration, can be overcome in joint NAS+HPO optimization. There are several existing works that have investigated this idea.28 Most recent NAS benchmark datasets assume the NAS and HPO spaces to be a joint product space, and employ the same optimization methods.














Have novel and useful architectures been discovered using NAS?


Rare instances do exist, but this has not been the norm.


Performing NAS in the space of all feasible neural network architectures is impossible. Current NAS methods constrain the search by carefully designing expressive NAS search spaces. The fact these NAS search spaces are predefined can limit the discovery of novel architectures. For instance, a space conducive for feedforward CNNs could never have discovered the transformer architecture. And combining search spaces across model classes will further explode the hypothesis space. Most existing NAS methods aim to discover novel architectures within a known space with specified attributes. For instance, by posing efficiency as an additional constraint the now popular EfficientNet architecture was discovered.29














Are models selected automatically versatile?


Not always. They are usually selected on single datasets and might not generalize to other datasets.


The objective optimized when performing NAS or HPO is related to the estimated performance on a single dataset in most cases. The neural network architectures or hyperparameter settings obtained can yield good performance mainly on datasets similar to the ones used during NAS/HPO. There are no formal guarantees on the performance translating to other datasets. The generalization capabilities of solutions obtained using HPO/NAS to other datasets are limited, and might even require redoing NAS/HPO on new datasets.














Why can’t NAS only be performed using NAS benchmarks as they are efficient?


NAS benchmarks assume a fixed search space and mostly use a single dataset. These might not always generalize to other settings.


NAS benchmarks are efficient for developing new NAS algorithms, or to explore novel architectures with additional constraints, such as low-latency architectures. True NAS requires exploring novel search spaces, and most existing NAS benchmarks are not capable of extrapolating to new model classes. This is a limitation of NAS benchmarks; however, they can be useful in re-exploration of the NAS search spaces yielding novel insights. For instance, NAS benchmark datasets like EC-NAS dataset30 included energy consumption to the NAS-Bench-101 dataset. This allows for exploration of inherently energy efficient subspace of the NAS-Bench-101 hypothesis space, as visualized in Figure 3-10.



[image: ecnas]
Figure 3-10. Visualization of the EC-NAS Benchmark dataset space. Adapted from Bakthiarifard et al “EC-NAS: Energy Consumption Aware Tabular Benchmarks for Neural Architecture Search”. 2022. The region to the top left consists of efficient architectures that also yield good performance compared to the top-right region which incurs a larger energy cost.
















Is performance the only criterion that should be optimized when performing automatic model selection?


Not at all. Joint optimization of multiple objectives that include other factors like latency, energy costs are becoming quite common.


Exploration of NAS spaces to optimize additional dimensions on top of performance is gaining traction in NAS research. To this end, multi-objective optimization methods can be used so that joint optimization of performance and other dimensions can be achieved. While optimizing for latency, hardware considerations, and energy efficiency are studied widely, most recently NAS with fairness objectives are also being considered.31














How does automatic model selection help improving the sustainability of AI?


Although model selection is expensive, doing it carefully can improve some sustainability aspects of AI.


Automatic model selection has been established to be resource intensive in this chapter. However, performing NAS can be directed towards discovering inherently efficient neural network architectures, such as the EfficientNet which when deployed can amortize the one-time NAS resource costs over the lifetime of a deployed model. This can have a positive impact on improving the energy consumption and carbon footprint of ML/AI methods. Further, automatic model selection with joint objectives that include fairness, and robustness, can help improve the social sustainability of AI. Finally, automatic model selection should be treated as one step in improving the sustainability of AI. Other measures presented throughout this book should also be considered.
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Chapter 4. Training Efficiency



A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 6th chapter of the final book. The source code is available.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at lmine@oreilly.com.




In the Indian state, Karnataka, the Chennakeshava Temple complex from the 12th century features sculptures of deities and epic scenes exquisitely carved (Figure 4-1).1 The monumental effort required to complete these carvings is similar in some ways to the effort that goes into training modern DL models. Instead of chiseling away stones meticulously, iterative optimization algorithms such as stochastic gradient descent chisel away the trainable parameters of a deep neural network in an iterative manner to create impressive AI models.2



[image: belur]
Figure 4-1. The stone carved facade of the temple complex in Belur, India. The task of carving these stones is similar in some ways to the process of using stochastic gradient descent to train AI models. (Source: Raghavendra Selvan)




In Chapter 3 we explored methods for choosing the DL model architecture. Given a specific model architecture, the training process ingests large amounts of training data to obtain models that can be useful for downstream tasks. This training process can be computationally intensive, as models with hundreds of billions of parameters have to work through datasets with as many as a trillion data points (as seen in Chapter 2). Due to these factors, the training compute required is following a mind-boggling trend. According to recent estimates, the compute FLOP required to train DL models has grown 4-5x yearly from 2010 to May 2024, as shown in Figure 4-2, for some of the most popular AI models.


In this chapter, we will focus on how DL models are trained — again from the point of view of resource consumption — and identify AI-waste (see “AI-waste”) in this step of the DL pipeline. We will look at methods that offer better trade-offs between performance and resource consumption. These techniques can help reduce computations needed, memory requirements, energy consumption, and carbon footprint of training DL models.



[image: training-compute-trend]
Figure 4-2. Some recent AI models and the corresponding compute (FLOP count) needed for training. Data source: EpochAI.




We will start by exploring techniques that allow knowledge recycling from already trained models. Next, the chapter presents methods to perform neural network compression under the assumption that compressed networks require fewer resources. Finally, we will look at quantization methods modulate the number of bits used when training neural networks. All these methods offer different extents of trade-off between performance and resources.


Climate Policy Chatbot


[image: climate_nlp]
Figure 4-3. Screenshot of the climate policy document explorer from Climate Policy Radar.




Globally, governments at all levels are developing policies and regulations to mitigate and adapt to climate change. Imagine the value of a chatbot that can parse these documents, consolidate data from different sources, and help with policy formulations. Organizations like Climate Policy Radar are actively working towards these goals.


The task of building such a chatbot for climate policy is feasible, but poses several challenges. These stem primarily from the diversity of data sources, language barriers, and use of actual data sources. As an example throughout this chapter, we will imagine that a small organization with frugal resources desires to develop this chatbot.










Training Costs of AI Models


Consider the task of training a deep neural network in a supervised setting. This consists of predicting the labels for the training data, comparing these predictions with the ground truth labels, computing the prediction error, and adjusting the network parameters in order to minimize the prediction errors in the next iteration. The computational resources required to train a model can vary depending on the scale of models, number of training data points, nature of the tasks, and the quality of performance.


In the simplest settings, the compute required grows with the number of trainable parameters and the amount of data used, as illustrated in Figure 4-2. Using more compute on training models incurs a proportional increase in the energy consumption and the carbon footprint, as these resources are closely related. Estimating the resource costs of training DL models is a challenge due to the lack of standardized tools, and use of hardware platforms that do not allow measurements (see Chapter 1 for an overview of these costs and the associated challenges). Training cost estimates are available, however, for a few of the most popular models, as show in Figure 4-4.


The costs in Figure 4-4 are for training a handful of AI models. The overall resource costs due to training of all AI models is not easy to estimate due to the scattered nature of AI model development. However, some estimations suggest that the power consumption for training AI models in data centers was about 0.9 GW with a prognosis of growing about 15% in the coming couple of years.3



[image: costs]
Figure 4-4. Overview of training costs for popular AI models based on the energy consumption reported. The carbon emissions CO2e are assuming the world average of 481 gCO2e/kWh. For Llama-3 we assume the best reported PUE of 1.1.



What Does Power Consumption of 1 GW Mean?

Estimates indicate that training AI models in data centers for 2023 incurred an overall power consumption of 0.9 GW, globally. To put this into perspective, let us compute the total energy consumption.


Given:
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The annual energy consumption for training AI models is:
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In 2023, the annual energy consumption for an average person from across the globe was about 43 MWh.4 The global AI training energy consumption in 2023 would be about the same as the annual energy consumption of about 186k people!












Transfer Learning


We have established by now that training DL models is resource intensive. From this point of view, the most efficient model is the one that is not trained. Of course, randomly initialized models might not be very useful. In this section, instead we will look at techniques that can recycle knowledge from already trained models. These techniques operationalize the concept of transfer learning, where models already trained on a dataset can still be useful for new- or related- datasets.5










Pretrained Models


If the task we are interested is the same as the task on which an existing model has been trained on, then pretrained models can be immediately used. All of the resource costs associated with choosing and training models can then be eliminated.


The main challenge in using pretrained models is to find the appropriate model. There are several public repositories where model developers can publish their trained models for others to use, but searching for the best suited model can be difficult. Projects like timm offer an easy and standardized interface to accessing computer vision models in Pytorch, which is demonstrated in Example 4-1.


Example 4-1. Several public repositories host pretrained models. In this worked example, we will look at the Pytorch Image Models (timm) which hosts several hundred pretrained models.


# Import timm
from timm import models

# Load all model names available
model_names = models.list_models()
N = len(model_names)
print('Found %d models'%N)

# Load only pretrained models
pretrained = models.list_models(pretrained=True)
M = len(pretrained)
print('%d/%d models are pretrained'%(M,N))

# Load a Pretrained Vision Transformer
model = timm.create_model('vit_base_patch16_224', pretrained=True)


Models are being added and updated on a daily basis. This should result in an output like this providing an overview of available models on timm.


Found 964 models
770/964 models are pretrained



For other domains, there might be no one single source, but platforms like huggingface are starting to become the de facto portal for sharing all types of AI models. Model developers can use these platforms to publish and share their models in the spirit of Open-Science. This practice can also have a positive impact on the overall sustainability of AI, as it minimizes wasted effort in repeating training of the same models, on the same datasets.

Sharing and Accessing Pretrained Models

It is becoming increasingly common to share pretrained models to foster AI development on several platforms. The preprint server Arxiv offers authors to link their papers with official code and datasets.


Further, platforms like paperswithcode collect official and community implementations of different AI methods. For the more recent, large-scale AI models, huggingface is another popular platform which is hosting more than 1M models. Most of these are also available for the community to download and use.














Fine-tuning of Pretrained Models


Pretrained models are suitable only if the data on which the model has been trained is from the same distribution as the data we want to use. Pretrained models, in general, cannot handle domain shift, wherein the data used to obtain the pretrained model and the new data have different properties.6


In cases with domain shift, a pretrained model should be adapted to account for the changes in data distribution. This is achieved by training the model further on the new dataset of interest. This process of customizing a pretrained model, on a different dataset is known as fine-tuning; it has become standard practice, as it can reduce the amount of data required to train on the new (related) dataset or tasks.

Understanding Domain Shift

Domain shifts that affect properties of data are inevitable when developing ML models. Any changes in the conditions of the data collection process can introduce domain shift. But, in large scale AI model development, domain shift could be inevitable as some domains have varying amounts of data. But, we would still like to apply the learning from one domain to another.


For instance, pretraining a language model on American English text and using it on British English introduces a small domain shift (difference in spellings of some of the words). The model trained on American English could still yield reasonable performance. However, consider the scenario of training on American English text and using the model on Italian text. We cannot expect the latter case to yield any useful performance. If the domain shift is too drastic, the performance of the pretrained model can potentially be about the same as that of a randomly initialized model.




Fine-tuning a pretrained model on new data can alleviate some of the challenges posed by domain shift. Formally, given a pretrained model 
  f θ PT  
 and a new dataset 
  
    𝒟 new 
    =
    {(x i ,y i )} i=1 N 
  
, we aim to fine-tune 
  f θ PT  
 on 
  𝒟 new 
 resulting in 
  f θ FT  
. Fine-tuning  is performed by the following steps:


	
Initialize Fine-tuning Parameters: Define the learning rate 
  η
, number of fine-tuning epochs 
  N e 
, and the loss function 
  ℒ
. At epoch 1, set 
  
    f θ (1) 
    =
    f θ PT  
  




	
Fine-Tuning: For t = 1 to 
  N e 
:



	
Shuffle the new dataset 
  𝒟 new 
.



	
Compute the predicted output 
  
    y ^ i 
    =
    f θ 
    
      (
      x i 
      )
    
  
 for each 
  
    
      (
      x i 
      ,
      y i 
      )
    
    ∈
    𝒟 new 
  
.



	
Compute the loss 
  
    ℒ
    =
    1 N
    ∑ (x i ,y i )∈𝒟 new  
    ℒ
    
      (
      y i 
      ,
      y ^ i 
      )
    
  
.



	
Perform a backward pass to compute gradients.



	
Update the model parameters 
  f θ (t) 
 using the optimizer with learning rate 
  η
.







	
Output: The fine-tuned model 
  
    f θ FT  
    =
    f θ (N e ) 
  
.







Fine-tuning models that are pretrained on larger datasets has become standard practice. This can effectively recycle the training already performed on larger datasets by using general features from pretraining and learning only specialised features from the new dataset. Example 4-2 shows the essential steps of saving and loading models. Once a model trained on one dataset is saved, these models can be shared with others who can load them back and fine-tune on new data, thus reducing the AI-waste of retraining on larger datasets.


Example 4-2. The standard practice for saving and loading standard DL models in pytorch is to use state dictionaries: state_dict. The state_dict is a Python dictionary object that maps each layer to its parameter tensor. It typically contains model parameters for each layer, running statistics (running mean and variance for layers like batchnorm).


### model class should be defined already
### Instantiate the model
model = SomeModel()

### Save the state dict
torch.save(model.state_dict(), 'model_state_dict.pth')

### Loading a saved model

# Instantiate the model and load the state dict
model = SomeModel()
model.load_state_dict(torch.load('model_state_dict.pth'))
model.eval()  # Set the model to evaluation mode


In some instances, we might want to resume the training of the model from where we left off instead of training from scratch. This requires storing of additional variables — particularly related to the optimizer states — which can also be saved as part of the state_dict as shown below.


### Instantiate the optimizer
optimizer = torch.optim.SGD(model.parameters(), lr=0.001, momentum=0.9)

### Save optimizer states
torch.save(optimizer.state_dict(), 'optimizer_state_dict.pth')

### Reload optimizer states
optimizer.load_state_dict(torch.load('optimizer_state_dict.pth'))

### Continue training on new data
model.train()













In-context Learning in LLMs


As we have seen in this section, fine-tuning involves additional training of the pretrained model to adapt the model’s parameters. The recent class of foundational models, and particularly LLMs, provide interesting fine-tuning paradigms. These are known as in-context learning, where the LLMs adapt to novel tasks without any training. LLMs are able to learn simple rules from examples shown to them as part of the prompts (or in-context). This behaviour for LLMs was described already in the GPT-3 paper and has since garnered more interest.7


More concretely, in-context learning enables a pretrained foundational model 
  f F 
 to perform new tasks by utilizing task-specific examples provided as part of the input prompt. This method allows the model to dynamically adapt to different tasks without requiring any updates to its parameters. The following steps outline the process:


	
Initialization:
Define the foundational model 
  f F 
. Prepare a set of task-specific examples 
  
    ℰ
    =
    {(x i ,y i )} i=1 K 
  
, where 
  x i 
 are input examples and 
  y i 
 are the corresponding outputs. Specify the new input sample 
  x new 
 for which the model needs to predict the output 
  y new 
.



	
Input Construction:
Construct the input prompt 
  P
 for the foundational model by concatenating the task-specific examples and the new input sample as follows:

  
    P
    =
    [
    
      (
      x 1 
      ,
      y 1 
      )
    
    ,
    
      (
      x 2 
      ,
      y 2 
      )
    
    ,
    ...
    ,
    
      (
      x K 
      ,
      y K 
      )
    
    ,
    
      (
      x new 
      ,
      ?
      )
    
  

]
Here, 
  ?
 serves as a placeholder for the output that the model will predict.



	
Inference:
Provide the constructed prompt 
  P
 to the foundational model 
  f F 
. The model processes the prompt and generates the output prediction for the new input:

  
    y new 
    =
    f F 
    
      (
      P
      )
    
  




	
Output:
The predicted output 
  y new 
 for the new input sample 
  x new 
 is obtained, leveraging the context provided by the task-specific examples.







This process enables the foundational model to adapt to new tasks dynamically, using in-context learning without the need for parameter updates. The capabilities of LLMs to perform complex tasks learned in-context grow with the scale of LLMs, both in the number of parameters and the amount of data they have been trained on.

Can Everything be Learned In-Context?

A model trained to perform a task in context does not remember this training beyond the session because in-context learning relies only on the immediate input, without changing the model’s underlying parameters. Each session is independent, so any in-context examples provided disappear once the session ends. This stateless design ensures the model treats each session separately, meaning lasting changes in behavior require explicit weight updates, such as through additional fine-tuning.


Introducing persistent memory into LLMs so that they can retain information across sessions is an active area of research.




Transfer Learning for the Climate Policy Chatbot

Using the concepts from Chapter 2, let us assume that the dataset comprising climate policy documents has been curated effectively. Given this dataset, and using principles in Chapter 3, for this task it is a reasonable choice to require an LLM. How can we then harvest transfer learning ideas discussed so far to develop the climate policy chatbot efficiently?


We could start with a relevant pretrained, open-source model. For example, the Llama-3 family of models would be useful in developing a climate policy chatbot, as their existing language understanding would minimize resource usage during the training process.8


An organization might select a model like Llama-3-8B parameters or a smaller variant of GPT. Smaller models such as these that have been pretrained on a broad dataset allow for quick deployment with lower computational overhead compared to larger models.


Next, to adapt these general purpose LLMs to meet the needs of the climate policy chatbot, the organization can fine-tune the chosen pretrained model on the curated dataset of climate policy documents. This targeted fine-tuning allows the model to specialize in the relevant jargon and concepts without the need for extensive computational resources typically required for training from scratch.














Training Compressed Neural Networks


In “Transfer Learning”, we explored methods that could recycle knowledge from large, pretrained models using fine-tuning and in-context learning. Relevant pretrained models might not exist in most scenarios, however; these cases then require training of a randomly initialized model on a given dataset.


We will now look into two classes of neural network compression methods, which can reduce AI-waste when training models in these settings. The first is based on pruning where neural network parameters that are of low importance (according to some heuristic) are removed during training. The second method is factorization, in which large neural network parameter matrices are compressed using low-rank factorizations. Both these methods approximate the neural network using fewer trainable parameters, thus offering better trade-off between resource consumption and performance on downstream tasks.










Neural Network Pruning


Neural network pruning during training is an approach that gradually removes unnecessary parameters as the model learns, leading to a more efficient network by the end of training. This method dynamically identifies and eliminates weights or neurons that contribute little to the model’s performance, helping to reduce model complexity without waiting for a full post-training pruning phase.


During training, pruning often uses criteria such as low weight magnitudes, gradients, or norm-based thresholds to determine which parameters can be removed. Additionally, techniques like soft pruning may temporarily mask parameters, allowing them to rejoin if they become useful later, providing flexibility and improving accuracy. By pruning progressively, the network structure can be iteratively refined throughout training, resulting in a leaner model that is less computationally demanding while maintaining comparable performance to the unpruned version. Table 4-1 provides an overview of different pruning methods along with the pruning criteria.


Table 4-1. Summary of popular neural network pruning methods with a brief description of the key idea behind the pruning strategy.


	Pruning Method
	Pruning Criteria
	Description
	Complexity





	Magnitude Pruning a

	Weight Magnitude

	Removes weights with the smallest absolute values, assuming these contribute least to network output.

	Low




	Gradient-Based Pruning b

	Weight Gradient

	Prunes weights with smaller gradients, assuming they contribute less to loss reduction.

	Moderate




	Structured Pruning c

	Structured Elements (e.g., filters, channels)

	Removes entire filters, neurons, or channels rather than individual weights, enabling hardware-friendly pruning.

	High




	L1 or L2 Norm Pruning

	Weight Norm (L1/L2 corresponding to absolute value or squared magnitude, respectively)

	Removes weights with the lowest L1 or L2 norm across channels or layers, assuming these contribute less overall.

	Moderate




	Soft Pruning

	Weight Masking

	Masks small weights instead of removing them entirely, allowing potential recovery during training by re-growing pruned connections.

	Moderate to high




	Regularization-Based Pruning

	Regularization (e.g., L1)

	Encourages sparsity by adding regularization terms during training to penalize unnecessary weights, indirectly leading to pruning.

	Moderate to high




	a Han et al. “Learning both Weights and Connections for Efficient Neural Networks” (2015)
b Le Cunn et al. “Optimal Brain Damage” (1989)
c Anwar et al. “Structured Pruning of Deep Convolutional Neural Networks” (2017)




Magnitude pruning is a straightforward technique for reducing the size of neural networks by removing weights with the smallest absolute values, based on the assumption that these low-magnitude weights contribute less to the model’s output. For example, Figure 4-5 shows the histogram of the magnitude of weights before and after training for ResNet-50, where we observe that a large chunk of the weights are close to zero. Magnitude pruning removes these low magnitude weights. Performing magnitude pruning during training allows the pruned network to adjust to the changes in the network architecture without drastic degradation in performance.



[image: pruning]
Figure 4-5. Visualisation of ResNet-50 weights at initialisation and at convergence. The majority of the weights after training are close to zero which can be exploited by neural network pruning methods to remove weights of low importance.




Concretely, magnitude pruning during training of a neural network 
  f θ 
 for 
  N e 
 epochs by pruning every 
  F prune 
 epochs (how often pruning occurs), to achieve a pruning ratio of 
  r
 (fraction of parameters to be removed at each pruning step), can be formulated as:


	
Initialization: Define the neural network model 
  f θ 
 with parameters 
  θ
. Specify the training dataset 
  
    𝒟
    =
    {(x i ,y i )} i=1 N 
  




	
Training with Periodic Pruning: For each epoch 
  
    t
    =
    1
    ,
    2
    ,
    ⋯
    ,
    N epochs 
  
:



	
Compute the model’s predictions for each 
  
    x i 
    ∈
    𝒟
  
.



	
Calculate the loss 
  ℒ
 (e.g., cross-entropy loss) and compute gradients with respect to 
  θ
.



	
Update parameters 
  θ
 using the optimizer and learning rate 
  η
.



	
Pruning Step (every 
  F prune 
 epochs):



	
Compute the absolute magnitude 
  
    |
    θ
    |
  
 for each parameter in 
  θ
.



	
Identify the smallest 
  r
-fraction of parameters by magnitude and set them to zero, forming the pruned parameter set 
  θ pruned 
.



	
Continue training with the pruned parameter set 
  θ pruned 
, where parameters not pruned retain their values.











	
Output:
After training, the pruned model 
  f θ pruned  
 is obtained, yielding a more efficient network by reducing the number of active parameters.







Pruning methods based on magnitude of weights is advantageous due to its simplicity and ease of implementation, requiring only basic calculations of weight magnitudes. Magnitude pruning can be applied both during and after training, providing flexibility in its use. When executed carefully, it achieves high compression rates with minimal degradation in model accuracy, especially when fine-tuning follows the pruning process.












Factorized Neural Networks


Neural network weight matrix factorization is a technique aimed at reducing the computational complexity and memory requirements of neural networks by decomposing weight matrices into lower-dimensional representations. This process involves approximating a large weight matrix as a product of smaller matrices, effectively capturing the essential patterns and relationships within the original data while discarding less important information. Some of the techniques used for data compression in “Data Point Compression” are equally useful for compressing neural network weight matrices.


For example, consider matrix factorization using low rank decomposition as shown in Figure 4-6. Here we see that a large matrix of size 
  
    K
    ×
    D
  
 is factorized into two smaller matrices of size 
  
    K
    ×
    R
  
 and 
  
    R
    ×
    D
  
, with 
  
    R
    <
    <
    D
  
. This decomposition can significantly reduce the number of parameters, leading to faster training times and lower resource consumption without a substantial loss in performance. As the elements of these factorized elements can be learned during training, these approximations can be quite useful. Additionally, matrix factorization can help improve generalization by introducing constraints that encourage the model to learn more robust features.



[image: factorization-elements]
Figure 4-6. An approximation of a large matrix factorized into smaller matrices. This is basically the outer-product trick in linear algebra.




The rank of the factorization can be treated as a hyperparameter. Figure 4-7 shows the scale of reduction in the number of elements in the original matrix and the factorized matrices for a large matrix. The efficiency attainable by performing low-rank decomposition can be known in advance. For instance, choosing a rank of 50 results in 85% reduction in the number of elements in this 
  
    1000
    ×
    500
  
 matrix. The effect of this factorization on the performance, however, is not easy to estimate a priori.



[image: factorization]
Figure 4-7. A full matrix of size 
  
    1000
    ×
    500
  
 consists of 500,000 elements (red dashed line). When the same matrix is factorized using lower rank matrices, the number of elements can be reduced drastically (blue line).




Many different methods can be used to factorize neural network weights, each offering a trade-off between computational efficiency and expressiveness of the factorized matrices. Table 4-2 provides an overview of some of the commonly used methods.


Table 4-2. Summary of popular neural network weight matrix factorization methods with a brief description of the key idea behind the factorization strategy.


	Factorization Method
	Description
	Advantages





	Singular Value Decomposition (SVD)a

	Decomposes a matrix into three components: left singular vectors, singular values, and right singular vectors.

	Effective at reducing dimensionality and noise.




	Kronecker Factorization b

	Decomposes weight matrices into Kronecker products, which are particularly efficient for certain types of neural networks.

	Reduces complexity while maintaining expressiveness.




	Low-rank Factorization c

	Approximates a weight matrix as the product of two or more lower-rank matrices, effectively reducing parameter count.

	Reduces storage and computational complexity.




	Tensor Decomposition d

	Extends matrix factorization to higher-dimensional tensors, capturing multi-way relationships in data.

	Captures richer patterns in multi-dimensional data.




	a Golub & Van Loan. “Matrix computations”. (1996)
b Martens & Grosse “Optimizing Neural Networks with Kronecker-factored Approximate Curvature”. (2015)
c Novikov et al. “Tensorizing Neural Networks”. (2015)
d Ren et al. “Exploring Extreme Parameter Compression for Pre-trained Language Models”. (2020)




Factorizing neural networks can have some drawbacks, particularly in terms of increased computations and approximation errors. While the goal of factorization is to reduce model size, it often leads to an increase in the number of operations required during training and inference. This is due to the introduction of multiple smaller layers or operations needed to handle the factorized components, which can offset the expected efficiency gains.


Additionally, factorization techniques can result in approximation errors. The factorized representation may not fully capture the complexity of the original model, leading to a loss in performance, especially for complex tasks. These errors arise from the inherent limitations of the factorization methods used, which may not preserve all the nuances of the original weight distributions.












Low Rank Adaptation of Foundational Models


Low-Rank Adaptation (LoRA) is a technique designed to fine-tune foundational models efficiently. Instead of updating all parameters of a pretrained model during the fine-tuning process, LoRA introduces low-rank matrices that are added to the original weight matrices during the forward pass. This approach significantly reduces the number of trainable parameters, resulting in faster fine-tuning with lower computational overhead.9


By inserting low-rank matrices into specific layers of the model, LoRA effectively captures the necessary adaptations for new tasks without requiring extensive modifications to the original weights. Figure 4-8 illustrates the procedure using a pretrained model with weights 
  W
 of size 
  
    K
    ×
    D
  
 which is adapted with two smaller matrices 
  
    A
    ,
    B
  
 of rank 
  R
. This makes it particularly beneficial for tailoring large foundational models to specific applications while minimizing resource usage.


Given a pretrained foundational model 
  f θ 
, LoRA adaptors can be to fine-tune this model on the new training dataset 
  
    𝒟
    =
    {(x i ,y i )} i=1 N 
  
 as follows:


	
Initialization: Specify learning rate 
  η
, total number of training epochs 
  N e 
, and the rank 
  R
 for the low-rank adaptation.



	
Setup LoRA Modules:  For each layer 
  ℓ
 in the model where adaptation is desired:



	
Introduce two low-rank matrices 
  
    𝐀 ℓ 
    ∈
    ℝ D×R 
  
 and 
  
    𝐁 ℓ 
    ∈
    ℝ R×D 
  
 that will be used to approximate the weight updates during training, where 
  D
 is the dimensionality of the layer.



	
Initialize 
  𝐀 ℓ 
 and 
  𝐁 ℓ 
 with small random values.







	
Training with LoRA:  For each epoch 
  
    t
    =
    1
    ,
    2
    ,
    ⋯
    ,
    N e 
  
:



	
For each input sample 
  
    x i 
    ∈
    𝒟
  
 compute the output for layer 
  ℓ
 as:

  
    f ℓ 
    
      (
      x i 
      )
    
    =
    f 𝐖 ℓ  
    
      (
      x i 
      )
    
    +
    A ℓ 
    ·
    B ℓ T 
    ·
    x i 
  

where 
  
    f 𝐖 ℓ  
    
      (
      x i 
      )
    
  
 represents the original output of layer 
  ℓ
 based on the input 
  x i 
 with parameters 
  𝐖 ℓ 
. The term 
  
    𝐀 ℓ 
    ·
    𝐁 ℓ T 
    ·
    x i 
  
 adds the low-rank adaptation based on the input.



	
Calculate the loss 
  ℒ
 (e.g., cross-entropy loss) based on the output.



	
Compute gradients with respect to 
  
    𝐀 ℓ 
    ,
    𝐁 ℓ 
  
 while keeping the base parameters 
  θ
 fixed.



	
Update the LoRA parameters 
  
    𝐀 ℓ 
    ,
    𝐁 ℓ 
  
 using the optimizer and learning rate 
  η
.







	
Output: After training, the adapted model 
  f θ FT  
 is obtained, utilizing the original parameters 
  θ
 along with the learned low-rank matrices 
  𝐀 ℓ 
 and 
  𝐁 ℓ 
.








[image: lora]
Figure 4-8. The low-rank adaptation (LoRA) procedure, which can be used to fine-tune a smaller subset of parameters [A,B] when using a large-scale model with parameters W.




LoRA has become the de facto procedure for fine-tuning large foundational models, including LLMs. It has shown promise also in adapting these models to improve robustness, fairness, and for alignment tasks wherein a base foundational model is adapted towards achieving better performance on other dimensions using specialized LoRA adaptors.


Neural Network Compression or LoRA for the Climate Policy Chatbot?

In developing the climate policy chatbot, choosing between pruning and LoRA for fine-tuning hinges on balancing resource efficiency with domain-specific adaptability.


Pruning reduces the model’s size and complexity, making it suitable for deployment on lower-powered devices and ensuring faster response times. However, in this application one can assume that low-power is not an essential requirement.


LoRA, on the other hand, provides a task-specific fine-tuning approach that can capture climate policy nuances more effectively. By adapting the model with minimal parameter changes, LoRA  fine-tuning could enable the chatbot to generate informed responses to specialized queries without the computational costs of full-model fine-tuning. Additionally, LoRA’s efficiency in handling frequent updates allows the model to incorporate emerging climate policies and research without large-scale re-training.














Quantization


Previous sections in this chapter have focused on reducing AI-waste during training at a high-level using ideas from transfer learning (see “Transfer Learning”). Now, we will switch gears and explore methods that offer trade-off between performance and resource consumption by adjusting the precision (number of bits) used during training. We will mainly use quantization methods to adjust the number of bits used when training a neural network. This includes reducing the precision of training data, neural network weights, gradients, and so on.


Quantization is inherent to all computing as computers are discrete. All real-valued numbers are stored using a certain level of quantization which is decided by the hardware. The most common quantization used for DL is the 32-bit floating point representation (FP32).10 When working with lower precision representations, the number of bits used for exponent and mantissa are modulated (sign is always one bit). Figure 4-9 shows these standard schemes and [Link to Come] provides a more in-depth analysis of quantization.



[image: precision-levels]
Figure 4-9. Schematic of various floating point precision representations. While FP32, FP16 and FP8 have standardized bit allocation of sign, exponent, and mantissa, FP4 format can vary between implementations. The first bit is always used for representing the sign in all standard floating point data types.












Low Precision Training


Modulating the precision of the input data and model parameters during training of a neural network can influence the amount of memory required, the computational costs, and the performance of the learned model.


Reducing the precision of the data and the model weights can immediately reduce the memory consumption during training. For certain quantization levels, this is well supported in common DL frameworks, as demonstrated in Example 4-3 for reducing the precision to half which in this case converts all FP32 data to FP16.


Example 4-3. Changing the precision of model parameters and data to half precision can reduce the memory consumption immediately by about half. This is easily doable in frameworks like Pytorch.


import torch

### Initialize data loader and models as usual ... ###

# Cast the created model to half precision (FP16)
model = model.half()

for i, (inputs, labels) in enumerate(loader_train):
    # Cast the input data and labels into half precision
    inputs = inputs.half()
    labels = labels.half()



Note that even when the model parameters, data, and gradients can be quantized, the arithmetic operations might not be performed in low-precision. Arithmetic operations in low-precision require hardware support, or software adjustments, which might not always be easy or available. The half precision (FP16) supported in Pytorch FP16 used CUDA kernel adaptations to reduce the memory usage and increase throughput during input-output operations. Figure 4-10 shows the extent of speedup achievable during training due to quantization.



[image: speedup]
Figure 4-10. Speedup during training when using FP16 versus FP32 for various DL models (higher is better) on the same GPU. Across the board we notice a substantial speedup. Figure adapted from The Pytorch Foundation.11



Real Quantization versus Simulated Quantization

Real quantization involves the actual reduction of the data type and bit width of neural network weights and activations during computation, using lower precision formats like FP8. This transformation is applied directly in hardware (when supported), making it suitable for deployment on devices with low-precision support, such as mobile and edge hardware.


In contrast, simulated quantization, approximates the effects of quantization during model training without changing the actual data type of weights and activations. It simulates the quantization effect by rounding values to lower precision while retaining high-precision storage, typically using FP32. This approach is mainly used during training or testing to prepare models for quantization, allowing for adjustments and optimizations without the need for specific low-precision hardware.


Simulated quantization does not yield any reductions in memory as the data are in fact still stored in original precision. On the contrary, in some instances it might cause an increase in memory consumption and compute.




In some applications, casting all data and model parameters to half precision might result in performance degradation. In these settings, automatic mixed precision (AMP) can adjust the precision of data, weights, and gradients, using both full and half precision. This can reduce the negative effects of using half precision.


Example 4-4. Changing the precision of model training automatically using AMP can reduce the memory consumption by automatically casting model weights, input data, and gradients to a mix of half and full precision. This is easily doable in frameworks like Pytorch.


import torch
# Creates once at the beginning of training
scaler = torch.cuda.amp.GradScaler()

for data, label in data_iter:
   optimizer.zero_grad()
   # Casts operations to mixed precision
   with torch.cuda.amp.autocast():
      loss = model(data)

   # Scales the loss, and calls backward()
   # to create scaled gradients
   scaler.scale(loss).backward()

   # Unscales gradients and calls
   # or skips optimizer.step()
   scaler.step(optimizer)

   # Updates the scale for next iteration
   scaler.update()













Quantizing Optimizer States


During training, the model parameters 
  θ
 are updated using some form of a gradient-based update rule. This requires the computation of the gradients of the loss 
  ℒ
  with respect to 
  θ
 at each training iteration 
  t
 given as 
  
    𝐠 t 
    =
    ∂ℒ ∂θ
  
.


In the case of stateful optimizers (see [Link to Come] for details) that use momentum-based optimisation such as Adam, the first and second order statistics of the gradient over time, 
  
    𝐌 t 
    ,
    𝐕 t 
  
, respectively, are also maintained for improved convergence. For a neural network with 
  N
 parameters, at any point during the training there are an additional 
  
    3
    ·
    N
  
 variables stored in memory. Further, the intermediate activations 
  𝐇 ℓ 
 at layer 
  ℓ
 are also stored in memory to efficiently perform backpropagation. Each element in these quantities are real-valued and on most computers stored using FP32 format.12 Figure 4-11 illustrates these quantities in relation to the GPU memory.



[image: gpu-memoy]
Figure 4-11. GPU memory utilization during training of DL models. The trainable parameters use only a fraction of memory. When using stateful optimizers, the first and second order statistics of gradients are also stored in memory. Furthermore, the intermediate activations also need to be stored in memory to perform the gradient update.




The increased GPU memory consumption due to the optimizer states and intermediate activation maps have a direct impact on the size of training data batches that can be processed. This can increase training time and/or need additional GPUs resulting in an overall increase in the resource costs.


A recent method that has shown potential in reducing the memory consumption of optimizer states is based on 8-bit optimizers.13 When using this method, the optimizer states are quantized to extremely low-precision (INT8) before storing them in GPU memory, and are dequantized to FP16 for gradient computations. This results in drastic reductions in memory consumption, along with speed up during training, and even faster convergence for some models. Example 4-5 shows the use of 8-bit optimizers using the official bitsandbytes optimizers.


Example 4-5. 8-bit optimizers such as bitsandbytes offer a drop-in replacement for standard SGD optimizers. With minimal changes to existing scripts, the BNB optimizer yields considerable gains and training acceleration.


import bitsandbytes as bnb

### Change the optimizer to BNB
# - optimizer = torch.optim.Adam(...)
optimizer = bnb.optim.Adam8bit(...)



Quantization during training can reduce the memory consumption, improve throughput during input-output operations, accelerate training, and result in an overall reduction of the resources required. Some recent work has also shown other benefits such as improved generalization when performing quantization.14 Furthermore, the degradation in performance due to quantization can be simulated by modelling the quantization error as noise. This is well studied in the literature as quantization-aware training.15 We will continue to explore more ideas related to quantization in [Link to Come].


How can Quantization be Useful for the Climate Policy Chatbot?

We have discussed how transfer learning and LoRA based adaptation can be used to customize an open-source LLM to meet the needs of developing a climate policy chatbot. Note that fine-tuning and LoRA both require additional training — either of full network weights or a fraction of them (in case of LoRA).


These training procedures require large memory costs. For instance, the Llama-3-8B model cannot be generally trained on a GPU with 24GB memory.16 Quantization strategies discussed in this chapter, especially the quantization of optimizer states to INT8 can alleviate this memory consumption. Furthermore, recent works have also looked at LoRA fine-tuning with quantization.17


These quantization methods can reduce the GPU memory required when training or fine-tuning LLMs, and can allow for the development of the climate policy chatbot even on a standalone workstation with a single GPU.














Efficient Training Achieved: What Comes Next?


Training DL models is one of the most resource-intensive steps in the pipeline of developing AI models. In this chapter we have looked at different types of methods that can help improve the training efficiency. Recycling knowledge of pretrained models, fine-tuning models instead of training from scratch, and in-context learning offer high-level optimizations during training. Model compression using neural network compression and quantization offer solutions at the other end of the spectrum by dealing with individual weights, or by modulating the number of bits used. A combination of these classes of methods can be used to achieve sustainable training of AI models. What are some additional considerations of these resource efficiencies gained at training?












Are all pretrained models useful?


No. If the domain of the data a model is pretrained on is very different, then it is as good as training a randomly initialized model.


The effectiveness of pretrained models depends on how well their pretraining data aligns with the target domain or task. When there is a significant domain mismatch — such as a model pretrained on general data being applied to a specialized field like medicine or law — the model may perform poorly or even worse than a model trained from scratch, as its learned features might not translate well. In such cases, training a simpler, custom model from scratch can be more efficient and yield better results.














How does one know what data a model has been trained on?


We cannot usually know the training data only from a trained model.


To determine what data a model has been trained on, we usually rely on documentation provided by the model’s authors, as the training data itself is not embedded within the model. Open-source models often come with detailed disclosures of datasets used, documented in model cards or research papers. However, proprietary models often only provide high-level descriptions due to privacy, security, or competitive considerations.


Model authors have a responsibility to disclose training data sources, biases, and limitations where possible, as these factors affect how the model performs, and applies across different domains. Transparency from authors can help users make informed decisions about applying the model responsibly and understanding any limitations in its outputs.














How does one make sure fine-tuned models do not forget their pretraining?


This is an active area of research.


Ensuring that fine-tuned models retain knowledge from their pretraining phase — while also adapting effectively to new tasks — is an active research area. This challenge, often referred to as catastrophic forgetting, occurs when a model “forgets” general knowledge learned during pretraining in favor of task-specific information introduced during fine-tuning.18


Researchers address this by employing techniques such as regularization methods, which penalize large deviations from pretraining weights, and progressive learning, which gradually shifts training from general to specific data. Another strategy is multi-task learning, where a model is simultaneously fine-tuned on both the new task and samples of pretraining data to balance both types of knowledge. These approaches aim to optimize the fine-tuning process so that the model retains general skills while adapting to new ones, striking a balance between generalization and specialization.














Are there other effects to neural network compression than drop in performance?


Yes, it has been shown that compressed models could be affected in other ways, for example, by making them less fair.


Compression techniques, such as pruning, quantization, and distillation, reduce model size and computational requirements but can also exacerbate bias and fairness issues. Studies have shown that compressed models may retain or even amplify biases present in the original model.19


Additionally, compressed models may become more brittle or vulnerable to adversarial attacks, as simplifying the model can make it more predictable or expose it to exploitative patterns. Therefore, while compression improves efficiency, it also necessitates careful evaluation of these broader impacts on fairness, robustness, and security.














Does quantization always make training efficient?


Only when real quantization is allowed. Simulated quantization can make training less efficient.


Quantization can make training more efficient, but this benefit is typically realized only with real, hardware-supported quantization. Real quantization, where reduced-precision calculations (such as 8-bit or lower) are performed directly on the hardware, can speed up computations and lower memory usage. However, simulated quantization, which mimics quantization effects while still operating at full precision (e.g., FP32), often makes training less efficient. Simulated quantization adds overhead by introducing additional computations to mimic lower precision, which can slow down training instead of accelerating it. Therefore, the efficiency gains of quantization largely depend on hardware support for actual low-precision calculations, making it critical for users to consider their hardware capabilities when implementing quantization.














Training is done only once. Why care about its sustainability?


Even single training runs of large models are extremely resource intensive.


Training large models even once can have a substantial environmental impact due to the vast amounts of energy consumed. The process often involves running thousands of GPUs or TPUs for days, weeks, or even months, which translates to high carbon emissions, especially if powered by non-renewable energy sources.20 This intensive resource use raises sustainability concerns, as the carbon footprint of training a single large model can be enormous. Beyond environmental impact, resource-intensive training runs contribute to high financial costs and accessibility issues, as they can limit the ability of smaller organizations and researchers to participate in AI development.





1 These Hoysala temples are UNESCO World Heritage Sites. You can read more here.
2 Researchers who developed the Open Pre-trained Transformer (OPT) model published a mindboggling 114 page log file with all the tricks performed to train this 175B parameter model.
3 Avelar et al. “The AI Disruption: Challenges and Guidance for Data Center Design”. (2024)
4 Source OurWorldInData: Ritchie et al. “Energy Production and Consumption” (2024).
5 Bozinovski & Fulgosi. “Bozinovski, Stevo, and Ante Fulgosi. “The influence of pattern similarity and transfer learning upon training of a base perceptron B2”. (1976)
6 Ganin & Lempitsky“Unsupervised Domain Adaptation by Backpropagation”. (2014)
7 Brown et al. “Language Models are Few-Shot Learners”. (2020)
8 Dubey et al. “The Llama 3 Herd of Models”. (2024)
9 Hu et al. “LoRA: Low-Rank Adaptation of Large Language Models”. (2021)
10 IEEE. “754-2019 - IEEE Standard for Floating-Point Arithmetic”. (2019)
11 The PyTorch Foundation. “Introducing native PyTorch automatic mixed precision for faster training on NVIDIA GPUs”. (2020)
12 Selvan et al. “Operating critical machine learning models in resource constrained regimes”. (2023)
13 Dettmers et al. “8-bit Optimizers via Block-wise Quantization”. (2022)
14 AskariHemmat et al.“QGen: On the Ability to Generalize in Quantization Aware Training” (2024)
15 Jacob et al. “Quantization and Training of Neural Networks for Efficient Integer-Arithmetic-Only Inference” (2017)
16 Recent works provide additional tricks to LoRA for training large models with fewer resources; See Loeschcke et al. “LoQT: Low-Rank Adapters for Quantized Pretraining” (2024)
17 Dettmers et al.“QLoRA: Efficient Finetuning of Quantized LLMs” (2023)
18 Kirkpatrick et al.“Overcoming catastrophic forgetting in neural networks”. (2017)
19 Hooker et al. “Characterising Bias in Compressed Models”. (2020)
20 Training the Llama-3 family of models emitted 11,390 tonnes CO2e as reported in the model card.
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