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Chapter 1. The Foundations of Product Thinking



A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 1st chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at arufino@oreilly.com.




Engineers are torn between two masters: the users and the system, psychology and physics, the organic and the inorganic.  Those two masters are like competing puppeteers, and we are the puppets between them being held aloft by their threads, constantly being tugged in opposite directions.


For me, this tension is the beautiful part of software engineering.  Finding that design that both caters to user needs and, say, the vagaries of distributed systems is immensely satisfying.


Some engineers prefer to avoid this tension.  They focus on building elegant systems to the exclusion of thinking about users.  They are like prairie dogs who build beautiful tunnel systems underground that are resilient to flash flooding, protected from large predators, and offer good air circulation.  But even prairie dogs have to poke their heads aboveground sometimes to surveil for predators.  Like engineers, they have to “look up.”


But how to do both?  We have enough on our plates just thinking about abstractions and design patterns, scalability and race conditions.


It’s easy enough to pay lip service to “think about users” or “users first.”  We’ve all heard that advice.  But how do we do it systematically and with the level of rigor that engineering requires?  How do we do it efficiently enough to squeeze in as we code, design, and plan?


In this chapter I’ll discuss the foundations of systematic product thinking.  In the first section, I’ll survey the practice of looking up in every aspect of the software lifecycle.  Next, I’ll introduce the scenario--the user story—​which will help us think concretely about users across all these phases.  Finally, I’ll mention some generalizations about human psychology that you can use even before you learn how to hack into the brains and needs of specific customers.








Look up early and often


Have you ever spent two hours coding up a class or a module, only to start testing it and realize that you missed some key requirement?  I’ve crawled out of many such holes.  When I’m lucky enough to get into a “flow state” while programming, it’s easy to lose sight of my objectives.


To some extent, that’s natural and inevitable.  We need distraction-free times where we can just create.  And yet, experienced engineers can hop back and forth between user thinking and system thinking at will in all phases of software lifecycle.  Let’s survey what alternating between looking up and looking down entails, starting from the beginning of a project.


For this story, I’ll pick on a game infrastructure developer, Ainsley aka “Ains”, who works on a popular first-person shooter.  They own the matchmaking service which groups people together into online matches.  This service is called by the main application’s online match launch screen when users click “Play Online”.  Betty, the product manager, tells Ains that users are complaining about laggy matches and hopes matchmaking can help by pairing up gamers who are close on the network to one another.


As the story unfolds, watch as Ains alternates between user-thinking, labeled “Up”, and system thinking, labeled “Down.”


Up: Ains isn’t sure if Betty’s report is anecdata or widespread and resolves to correlate ping times to how long people stay in matches.


Down: Ains instruments the matches to determine ping times, which they had no data on.


Up: They chart the two axes against one another and notice a steep dropoff in the length of game as the pings slow down.  In particular, there seems to be a steep dropoff at round-trip latencies above 50ms, and a good 12% of matches fall into this bucket.  This gives the team confidence that incorporating latency checking into matchmaking could help.


Up: Ping latencies are not the only factor to consider.  Ains and the producer get together in front of a whiteboard to decide how to weight pings against the existing traits of skill and personal toxicity (earlier, the game designers decided that people who’ve been tagged as abrasive get matched with one another.)


Down: Ains designs new matching math that prioritizes toxicity-matching first and then skill and latency after that.


Up: Ains practices test-driven development (TDD), so prior to coding, they write some tests for various matching scenarios based on the requirements.  They make sure, for example, that a fast ping will not cause a toxic user to pair with a non-toxic one, and many other requirements.


Down: Ains implements the new criteria and gets the test passing.  They use a feature flag so that they can carefully roll out the functionality.


Down: They still need to make test pings between the people looking for matches so it can be fed into the matchmaking criteria.  Stoked at the rare opportunity to design an actual algorithm, Ains designs a simple one.  When a new person joins the pool, they will send pings to up to fifty other machines, wait a few seconds for results, and then that data will be grouped and uploaded to the service.


Up: Another team, the game app team, owns the online match launch screen.  Ains works with them to design the interface they will use to gather the data and then pass it along into matchmaking.


Down: Ains builds and tests the new interfaces.


Up: Ains does a naming and commenting pass of his code, making it easier to code review and maintain.


Down: After committing the code and rolling out the new service, Ains flips the feature flag on for an experimental group.


Up: Complaints trickle in from the Discord forum.  Some people are getting “starved"--they aren’t matched with anyone.  Ains instruments their code and learns that latency is the most common reason for starvation.


Down: Ains implements a gradual loosening of the criteria, such that the longer somebody has been awaiting for a match, the looser the latency and skill requirements.  This change gets rolled out.  They also add an error message to tell people when networking is the issue: “Sorry, your ping is not fast enough to get matched with anybody.”


Up: Users start complaining about getting this error message and Ains is crushed to see two people give up on the game entirely.  Somebody suggests that Ains make his error message more actionable by suggesting remediations for slow connections, such as turning off or switching their VPN.  Ains makes the trivial change.


Down: Once the community forum seems stable, they roll out the new matchmaking algorithm to everyone!


Up: The team dashboard shows a 7% increase in match length based on the change and a 15% decrease in matches the end within the first minute.


Such is the launch of a successful project, traveling along peaks of user empathy and deep valleys of coding work.


Also typical for an infrastructure engineer is Ains’s need to keep various sets of users in mind.  They must write maintainable code for their team, good interfaces for the teams in the application layer, and yet the app team does not insulate them from thinking about end users.  While nominally “closer to the users,” the app team doesn’t understand matchmaking enough to make those decisions.  The PM wasn’t a cure-all either—​they helped with the initial user research, but most of the details were left to Ains.


Throughout this book, we’ll touch on all these phases of the software lifecycle and show how to use product thinking to achieve great outcomes in each scenario.  In the rest of this chapter, we’ll continue to talk about universal product skills that can be brought to bear in any situation.










Scenarios


A scenario is an illustrative user story and is one of the key concepts that drives good product thinking.  In this section, we’ll break down and analyze the components of an effective scenario.


But first, I’d like to motivate why scenarios are useful.  It’s only fitting that I do that with a story.










The first attempt


Let’s visit Bob, a mobile app engineer for a 300-store coffee and tea chain called O’Rei Tea.  He’s three years into his career.  His app supports a mobile ordering experience, and he’s received feedback asking for a “favorites” option so that users’ preferences can be remembered for quicker ordering. The team’s goal is to increase orders, so they prioritize this. Bob has been talking to Carlos, his manager, about a promotion, and Carlos says that if he can move some metrics, it’s a likely thing.


Bob looks over some user feedback that came in through the app’s feedback widget.  Coffee drinkers are tired of re-specifying their customizations each time they order, and they don’t like digging through their recent orders.  Sometimes, the item they want is buried within an order that had several other items, and it’s tedious to split out.


Bob works up a mock that works well within the app structure (Figure 1-1).  He’ll add a menu item for Favorites to the bottom of the app and add a new page that lists users’ favorites.  It has a button in the upper right for adding a new favorite.



[image: A coffee ordering app mockup]
Figure 1-1. Bob shows his proposed mobile app changes. New elements are shown in green.




Happily, this will be easy to implement because the favorites list uses existing menu widgets.  Once drinkers click Order, they’ll be dropped into the existing shopping cart experience.


The new favorites database table will be sorted by most recent purchases, and Bob specifies the (SQL) database schema and notes that it will be indexed by recency for quick querying.


Table: favorite_items
- created_time : timestamp
- updated_time : timestamp (Index)
- item_id : long
- milk_customization: varchar
- sweetness_customization: varchar
- special_instructions: varchar


What do you think of this design?  What suggestions would you make if you were in a meeting with Bob?  For now, hold on to those thoughts.


Bob also proposes that they replace the new product advertisement on the home screen with favorites, but the “New Products” team shoots the idea down because they need a place to drive awareness of their new drinks.  He grudgingly cuts it out of his design.


There’s a big review meeting and everybody likes the design, in particular that it’s cheap to implement.  One person notes that the Starbucks app has “heart” buttons on recently ordered items and in the shopping cart.  Why not have a similar button that adds items to Favorites?  But Bob pushes back, noting that this button will double the time-to-implement since it’s a more invasive change, for example adding a new database query on several pages.  The team agrees and the project is built and shipped as designed.












Meh results


Reviewing the data a few weeks later, there’s good and bad news.  The good news is, it shipped without major bugs.  Unfortunately, it doesn’t give much of a lift.  Only 6 percent of users utilize favorites at all, and total coffee orders increase by only 0.3 percent, which isn’t statistically significant.  Bob’s not sure exactly what he hoped for, but he doubts Carlos will promote him based on this result.


O’Rei Tea is a modern, data-driven shop, and the app is well-instrumented, so Bob digs into the data and finds that few people are clicking into the Favorites menu, and many of those leave immediately.  The ones who have no items in Favorites are overwhelmingly likely to leave rather than click the + button.


Bob thinks back to the “heart” button idea and meets with Carlos, his manager, to propose adding that to increase conversion.  Unfortunately, the team priorities have shifted to monthly subscriptions, and there’s no time to build it anytime soon.  Carlos seems annoyed with his proposal, and Bob leaves feeling like he is not being allowed to finish his product.












A second attempt


Six months later, Bob’s still working on subscriptions when Alice, a more senior engineer, is brought in to build the heart button that Bob regretted not building.  She doesn’t stop there—​she also builds a concept of favorite stores.  Now, users who frequent a particular store can skip click in the checkout flow—​something that Bob hadn’t even considered since he had been asked to focus on favorite drinks.  Finally, she A/B tests a change where the new product promotion on the home screen is replaced by a huge pair of “order now” buttons, plus a peek at the top of a third button to indicate that scrolling is possible (Figure 1-2).  It’s similar to the design Bob had thought of, but he hadn’t been able to convince the product marketing team.



[image: A mock for a quick-ordering screen]
Figure 1-2. Alice mocks up a scrollable quick-ordering screen with




Over time, Alice’s experiment demonstrates that these changes will combine to increase conversion by 3.8 percent.  Since mobile orders account for the majority of O’Rei Tea’s revenue, this is enough to make a substantial impact on the bottom line!  Armed with this data, Alice is able to convince the marketing department to drop their new product ads down in the list below the top two favorites and to roll out her test to everyone.












Post-mortem


To be fair to Bob, he did many things right.  He listened to user feedback.  He drove a metric.  He collected user interactions and studied them.  He cut scope and made an efficient, achievable, and stable design.  And yet Alice made 12x the impact he made in not much more time.  Bob’s only consolation is that Alice shipped a memory leak that slowed down the app for a couple of weeks.


Bob wasn’t very involved in her planning and wonders how Alice had such good intuitions for what to build, and how she convinced people to let her do it.  So, he asks via text.
In response, she replies with the following story:


Antonia is a busy professional who gets a chai latte with soy milk every morning on her commute.  One morning, she forgets to enter the order before she goes.  While she’s driving, she hits the voice assistant button in her car’s steering wheel and says: Order my usual from O’Rei Tea.  Siri replies back asking her to confirm the amount and location, and she agrees.



Bob types, “Okay…​ But that’s not what you built?”


“I know.  Don’t remind me,” she replies.  “I tried, but Carlos thought it was too expensive to build.  But at least I got it down to two clicks.”  After a pause, she continues.  “That was my after story.  Here’s the before story, if you’re curious.”


Antonia is a busy professional who gets a chai latte with soy milk every morning on her commute.  One morning, she forgets to enter the order before she goes.  While she’s driving, she comes to a stop sign and opens the O’Rei Tea app and clicks Favorites.  She finds her latte at the top of the list and clicks Order now.  A car behind her honks, so she moves forward and focuses on driving.  But she really needs some caffeine, so when she gets to the freeway onramp, she pulls over to the shoulder.  On the shopping cart page, she selects “Order and Pay.”  This page asks her to select a location.  Once the map loads, she jabs her finger at the Main St. pin and clicks to Pay with her most recent credit card.  Finally, she clicks that and then uses face ID to confirm the payment.  She puts her phone down, checks for oncoming cars, and merges back onto the onramp.



Bob winces as he reads the implicit criticism of his design.  “Yeah, okay, fair,” he musters, but then he can’t contain his defensive instincts and blurts,  “But how did you come up with that?  Is ordering while driving really that important?”


“I kinda wish we had location tracking data to figure that out,” Alice replies.  “But mostly, I interviewed a dozen of my friends and acquaintances and asked them in a silly level of detail about their coffee ordering experiences.  Antonia is a stand-in for busy, scatter-brained person in a crazy morning."


Bob takes a deep breath.  “I see. Oh—​Kudos for getting the heart button added,” he offers.  “I tried to convince Carlos to fund it, but he wanted me on subscriptions.”


Alice sends a smirk emoji and says.  “Unlucky timing,” she said.  “Though, I had a scenario for that too.  Here’s the before story.”


Antonia is a lactose intolerant, newish O’Rei Tea customer who remembers she liked the drink she ordered before.  Intending to reorder, she sees the Faves menu, but she never put anything in it.  She sees the + button but would rather not remember and replay all her customizations, so she clicks into recent orders and notices it was called the the Tiger Chai Latte which she customized with soy milk.  She had also reordered a pastry she doesn’t want now, and annoyingly, reorder tries to foist that upon her, and she sees no way to select out the latte.  She exits and goes into the usual ordering flow.  When she gets through her customizations and orders, she looks for a favorite button at the end, but she doesn’t find it.  Well, at least her latte is on the way—​maybe another time.



Bob winces once again.  Why didn’t Antonia just go back and click the damn + button?  When he mentions this, Alice asks him if he thinks the story would be common, and he has to admit that, yes, it would.


She sends the after story:


Antonia is a newish O’Rei Tea customer who remembers she liked the drink she ordered before.  Intending to reorder, she clicks into recent orders, notices it was called Tiger Chai Latte.  She clicks the heart next to it.  This reroutes her to the Favorites menu, which lists it at the top, and she clicks the “Order now” button.



“These stories were my guiding lights,” she explains.  “They gave me conviction that I was building and advocating for the right things, and they helped Carlos buy in as well.  Though, TBH, I’m not sure if he would have believed me if I didn’t have user quotes to back it up.”












What’s in a story?


How did you experience Alice and Bob’s tale?  What thoughts did you have on Bob’s initial design, and then when you read Alice’s stories?


In seeing Bob’s initial design and looking at the mockups, you might have felt unequipped to critique it or that you lacked context.  Perhaps you had some ideas on how to improve it based on prior experiences.  Perhaps you were focused on the database schema, questioning how the drink customizations were modeled or wondered why they were using an integer for item_id rather than a string.  If you did have ideas akin to the ones Alice tried, in real life, you might have felt uneasy about proposing them since Bob seemed to have invested time into a specific design.  What you probably weren’t thinking was about voice assistants or favoriting locations.


What about Alice’s stories?  When I read of Antonia using the voice assistant, first of all, I wanted that in my life.  But I also wondered, as Bob did, how common or important ordering from the car was.  I wondered how many people had access to voice assistants from their cars, and whether Alexa, Siri, and Google Assistant were even capable of doing what she envisioned.


When I read her before stories, I felt Antonia’s stress and wondered whether anybody would actually go through all that trouble to order a coffee vs just grabbing a cup from the microkitchen when they got to work.


The questions I had reading Alice’s stories were productive questions.  They would help a team narrow down and prioritize different features.  She both made me unhappy with the current app and set a high bar for ease of use, and her team could measure their ultimate solution by how close it got to achieving that mark.


The questions Bob elicited from his team during the Big Meeting were interesting, but weren’t the most impactful.  He went straight to specifying implementation details when more discovery work was needed.  Put another way, he took a project where the most challenging parts were product decisions, and the way those choices interacted with implementation constraints, and made it seem like the implementation concerns were the most important bits.


Bob thought he was moving the needle, but then Alice, via her detailed and plausible stories, recontextualized everything.  If we could compare Bob’s view of the “product goodness” to Alice’s side-by-side, it would look something like (Figure 1-3):



[image: Two graphs of product goodness.]
Figure 1-3. Alice raised the bar.




Even though her initial idea wasn’t buildable, she showed how much better things could be and raised the bar.  She correctly identified the biggest risk area: would users order more drinks?  She highlighted the tension in the current product and demonstrated why improvements would matter.


Alice’s stories are sometimes called scenarios.












So what, so what’s the scenario?


A scenario is a story designed to illicit critical thinking about a product.  It consists of two main parts: a character and a simulation of their actions as they discover and navigate a product or feature to solve their problem.


As I explore those components, I’ll start to explain why scenarios are a crucial piece of any software development practice.


Let’s start with character.  A character consists of two components: a persona, which is the background information about them, and a motivation which is what they want or need from your product in the moment they’re using it.


Here’s one of Alice’s stories again:


Antonia is a newish O’Rei Tea customer who remembers she liked the drink she ordered before.  Intending to reorder, she clicks into recent orders, notices the heart next to the Tiger Chai Latte and clicks it.  Then she orders it.



See if you can spot the motivation and the persona.












A motivation


The first rule of thinking about users is understanding what they want.


In fiction, a character’s desires and wants carry us through a story.  We root for the hero to achieve their goals and feel it when they are thwarted.
In many cases, the motivation is the beating heart propelling the story.  When written poorly, we complain that characters don’t do what they “would do.”


Famously, musicals often start out with a song dedicated to establishing the character’s motivation, called the “I Want” song.  In The Wizard of Oz, it’s Dorothy’s Somewhere over the Rainbow.  In Hamilton, it’s Alexander Hamilton’s My Shot.


Scenario users need motivation too.  That helps us feel tension and release when the product works as intended to achieve their goals, and helps us evaluate whether their actions pass the smell test.  If money is involved, do we feel they have enough motivation to buy our product?


Let’s drop the motivation from the scenario and see how it works.


Antonia is a newish O’Rei Tea customer.  She clicks into recent orders, notices the heart next to the Tiger Chai Latte and clicks it.  Then she orders it.



Would Antonia really take these actions?  We don’t know.  Why did she specifically go into Recent Orders and not the menu or the favorites menu?  Did she set out to favorite something and magically guess that recent orders was where she could favorite things?  We are left wondering if Alice, the story’s author, is a puppeteer controlling Antonia’s actions to serve her point.  We wonder if the feature is really discoverable.


When we see her mental state—​that she can’t quite remember the name of what she ordered, but remembered it being good—​we understand why she want to Recent Orders and get a good feeling that it’s not only plausible but inclusive of people without great memories for tea branding.


Here’s a well-motivated story, in the sense that Antonia’s goal is clear and strong enough to warrant her taking the actions:


Antonia is a lactose intolerant, newish O’Rei Tea customer who remembers she liked the drink she ordered before.  Intending to reorder, she clicks into recent orders and notices it was called the the Tiger Chai Latte.  She has a little extra time, and knows herself well enough to know she’s obsessive once she likes something, so she heads to the Favorites menu, clicks the + button, and then searches for “tiger”, clicks the search result, replays her customizations—​with soy milk, medium—​then clicks okay.  Then she clicks “Order now.”



This version of the story strikes me as plausible but unlikely.  It highlights that it would take a diligent, avid customer to use the current favorites system.


Forcing oneself to provide a clear user motive that carries through their actions in this way can highlight bad product design.


Avoid motivations that simply say, <person> wants to use <feature X> without explaining the user’s state of mind.  Here’s a weakly-motivated story:


Antonia is a newish O’Rei Tea customer who remembers she liked the drink she ordered before.  She clicks into recent orders and notices it was called the the Tiger Chai Latte. She heads to the Favorites menu, clicks the + button, and then searches for “tiger”, clicks the search result, replays her customizations—​with soy milk, medium—​then clicks okay.  Then she clicks “Order now.”



We don’t get at why Antonia wants that particular customization.  This is sometimes called a “so that"--Antonia engages with Favorites so that she can avoid milk and to enable her new drink obsession.  Without a why, we are not so inclined to question the product experience, and it comes across as reasonable, if slightly awkward.














A persona


If the first rule of understanding users is to know what they want, the second is that not all users are cut from the same cloth.  They have different backgrounds and experiences that impact what they want out of our product.
This character background is called a persona.  Personas are a critical tool for building quick empathy for your target audience.  They can be used to communicate with your team and reach alignment.  They usefully highlight contrasts between sets of users.


According to Alice’s stories, Antonia’s persona is of a repeat customer who is not yet habitual.  If we strip that:


Antonia notices in the item menu or in an product placement that O’Rei Tea serves Tiger Chai Lattes, which she likes.  She notices the heart next to the Tiger Chai Latte menu item and clicks it to Favorite it.  Then she orders it.



This story makes it hard to understand whether this scenario is relevant to our business strategy.  Is Antonia somebody O’Rei Tea should care about?  Only when it’s framed in terms of a user who might become a habitual customer do we see the value.


The persona also helps us understand who this feature isn’t for.  The “Favorites” feature is not very useful users making their first order, so it shouldn’t be relied on as part of any new user acquisition strategy.  That is, it should not be prioritized if O’Rei Tea cafes are all designed for tourists who visit once.


Personas can be multi-faceted.  In Alice’s commuter story, we also learned that Antonia is a busy professional who commutes to work.  This also might be an important demographic for O’Rei Tea if they are charging premium prices that wouldn’t work if Antonia were a working-class nurse.


Remember how Alice won the argument with Marketing about whether to use the main app screen to highlight new products or to provide quick access to Favorites?  This decision could easily come down to a decision on which persona is more important to the company: customers who they’re trying to convert to habitual, or customers who are already fans who like to engage with seasonal flavors.


Personas come up all the time when building products and infrastructure.  Here are some common ones to look for:



	
Where are users in “the product funnel?”  Are they signed up or not?  Ever notice how websites make sign-up very prominent, but bury the widget for sign in for existing users?  This comes from a recognition that existing users do not need to be as coddled as new users.



	
Casual users vs power users.  Suppose power users are 10% of your audience, and you ship a feature that solves a pain point that everyone experiences but is difficult to use.  If your feature turns off the other 90% of users, then you’ve only solved the problem for ten percent of the folks who need it.



	
Two sides of a marketplace, such as drivers and passengers.  The two sides often have extremely different needs and should not be thought of as an undifferentiated blob of users.



	
Coders in different programming languages.  If your developer SDK is useful both for machine learning data pipelines authored by Python developers and authors of control planes written in Go, you might want to flesh out different aspects for Python than you do for Go.






Personas highlight the contrasts and complexities of building products that cater to multiple groups and are an excellent way to think more precisely about users.  I’ll discuss personas in more depth in [Link to Come], showing you how to talk about them and integrate them into your team’s prioritization and design thinking.  In the meantime, I’ll refer to them frequently.














A simulation


The simulation is the plot of the scenario, taking the character, in detail, through all the actions they need to complete the task.  The more detailed and end-to-end the simulation, the more unlikely you are to miss key features you need to put into your design.


To recap, here’s the story with the detailed simulation:


Antonia is a lactose intolerant, newish O’Rei Tea customer who remembers she liked the drink she ordered before.  Intending to reorder, she clicks into recent orders and notices it was called the the Tiger Chai Latte.  She has a little extra time, and knows herself well enough to know she’s obsessive once she likes something, so she heads to the Favorites menu, clicks the + button, and then searches for “tiger”, clicks the search result, replays her customizations—​with soy milk, medium—​then clicks okay.  Then she clicks “Order now.”



And here, it’s incomplete, just focusing on the new feature itself:


Antonia is a lactose intolerant, newish O’Rei Tea customer who remembers she liked the Tiger Chai.  She clicks the + button in the Favorites menu, searches for “tiger” and chooses the drink.



I’ve seen many an Engineer write a scenario just like this one, skipping all the steps except the one they’re currently implementing.  This version glosses over many aspects.  How did Antonia remember the name of her item?  How does she know to go to the Favorites menu?  Doesn’t she need to customize the item?  We’re nowhere close to understanding whether Bob’s version of Favoriting is useful.

Note

Tell the complete story.  Don’t just focus on the feature you’re adding.




This kind of narrow, feature-by-feature thinking is how products end up crufty and byzantine.


A good simulation is like an elegant mathematical proof where every step is justified and follows logically from the previous step.  It challenges the design rather than pandering to it.  A bad simulation handwaves or is self-serving by highlighting only the good parts.


If this way of thinking is unfamiliar to you, you’re not alone—​most schools and coding bootcamps don’t teach user simulations.  Agile methodologies emphasize scenarios—​they call them user stories—​but give scant attention to the simulation aspect.


I meet more engineers who are highly trained pattern-matchers.  They see problems that seem similar to ones they’ve seen the past and call up solutions, as Bob’s colleague did when he remembered that Starbucks had heart buttons similar to their proposed Favorite feature.  These solutions form a growing repository of wisdom that they can bring to bear in new companies and form.


But, if pattern-matching is what our brains magically do for us when confronted with a problem, how do we determine what problem to look at?  That’s where scenarios come in: they are the directors of our attention.  Detailed scenarios are fertile ground for our pattern-matchers to engage with.  Each detail might make us think of something useful.


Simulations also serve to break down products into buildable pieces.  If O’Rei Tea were designing their app from scratch, each step Antonia goes through to order a coffee is a separate feature that can be specified and built.  I’ll show in [Link to Come] how to use this fact to build scenarios into your design process.














Finding plot holes


When you read and edit scenarios, look for plot holes.


Above all, your product is the user’s journey.  Users don’t merely “use” your product, they move through it.  They discover it, think of it, learn it, use it, and experience the consequences.  Narrow focus on the interface itself—​the part we can see—​gives us tunnel vision.


A classic blunder is to leave out a discovery mechanism for a beautiful feature.  No docs, little user outreach, no breadcrumbs from other parts of the product that lead people to find it.  If they had simulated the entire user journey, starting from when users know nothing, they would spend more time on discoverability.  They could get the feature in front of ten times the size of the audience with an additional 10% of the work.


People look for plot holes in design conversations, too.  One telltale sign of a more seasoned engineer is if you hear them ask likely “what if” questions.  “What if the customer doesn’t remember the name of her drink?”  “What if she wants to add soy milk?”  Such engineers are simulating scenarios, or test cases if you will, to break your design.












How to use scenarios?


Scenarios should thread through every aspect of software development, from initial discovery, as Alice did here, through implementation specs.  Thus, much of this book will rely on the power of stories.  You’ll use scenarios to pick good names and design hierarchies of errors and good, actionable error messages.  You’ll use them to design polished features.  You’ll turn scenarios into functional, integration, and end-to-end tests.  You’ll communicate with your coworkers using them.  You’ll ask your users for stories when they are giving you feedback.  And you’ll prioritize them to guide your product roadmap.


After all, we learn stories from a very early age, dating from when our parents read us bedtime stories.  We are hard-wired to read, understand, and critique stories, and as product-minded engineers, we must also learn to generate them.


When Alice explained how she’d used stories, she used the word conviction.  I love this term because it describes the feeling I get when I’ve crafted the right scenarios and I develop confidence that my product is going to work.  It’s the feeling I bring to conversations when I can resolve trade-offs by thinking through the relatively likelihood of different stories.  And it’s the outcome of a meeting in which a bunch of engineers brainstorm a set of stories, pick the most important ones, and leave the meeting aligned on the future direction of the product.












Getting into character


Let’s dive deeper into characters.  How do we make use of them?


I regularly put myself in my users’ shoes, known as shoe-shifting.  I think of the “so that” in my user scenarios and pretend I have that same motivation and work from there.


Of course, users are a diverse bunch, so this isn’t perfect. In [Link to Come], I’ll discuss how to develop a more complete picture of your audience.  But short of that, you can use the fact that users are people—​yes, even programmers are human.  What are some universal motivations that humans share?


Pretend you’re learning a new metrics API that is used elsewhere in your company so that you can log some successes and failures.  You’d like the metrics to be sliceable and diceable by a few different factors, so you’d like to tag those metrics with attributes.


I’m going to accuse you of having several basic, near-universal characteristics:



	
You don’t know, and don’t care to know, the implementation details of the metrics pipeline.  You would rather learn from the API itself and possibly surface-level documentation.



	
You don’t want to survey the entire set of functionality in the metrics API.  You want to quickly seek and find the tool for your current job.



	
You’re multi-tasking and are frequently distracted.  You want to be able to make progress in one or more small “work steps” as you test out the dashboard for viewing the metrics.



	
You’re busy.  You want to complete the task quickly.



	
You want to avoid risk.  If tagging metrics with “high-cardinality” data sets such as user IDs is a scalability mistake, you want that flagged for you somehow before you deploy.



	
You forget things.  You may need redundant clues or reminders when you come back to things months later.






A lot of these boil down to the same thing: you want to use as little brain space on this integration as possible.  You want the size of the neural network your brain allocates to this task to be as small as possible and proportional to the amount of complexity in your integration.


To get into character, flip this and assume that your users have the same time constraints and type of brain that you have, just without the knowledge you gained from developing the technology yourself.


But how?  Are we forever tainted with forbidden knowledge that can’t be unseen?  Do we need to rely on feedback from new users to have any hope of empathizing with them?


Happily, no.  While doing user research and testing with novice users shouldn’t be overlooked—​and we won’t, see [Link to Come], in practice, not every decision can be made with full data.  So, you must shoe-shift from the comfort of your own desk and with your own thoughts.


To shoe-shift, I consult “Drewbie” (Drew+Newbie) who sits on one of my shoulders and can read my thoughts.  He notices any time I access knowledge and memories relevant to the product.  He alerts me that I might be accessing “forbidden knowledge” and I proceed as if I didn’t know it.


For a simple example, say I’m building this metrics library and adding a function called gauge which creates a “gauge metric.”  Drewbie doesn’t know what that phrase means, and I realize I didn’t either until I became a part of the metrics community, meaning many new users won’t know.  That will inform how I craft and document the interface.


Similarly, Drewbie will not know that high-cardinality metrics tags are not scalable, or indeed what that phrase means exactly.  That leads me to simulate a user using metrics inappropriately.


You’ll use shoe-shifting a lot in the coming chapters and, hopefully, in your career.










Summary


In this chapter, I surveyed the fundamentals of product thinking for engineers and gave the following advice.



	
Look up frequently during your software projects, alternating frequently between user-space and system-space.



	
Use detailed scenarios to understand your users and their situations and test your assumptions.



	
Think beyond the the interface and consider the user’s journey.



	
Internalize some universals about impatient, busy, brain-limited users.



	
Shoe-shift to empathize with users as a daily practice.






You can measure your “product chops” in a given domain by the breadth of your simulations and the level of illustrative detail you pack into them.  As you read this book and practice in real life, focus on making your scenarios “bushier” in this way.  When you sketch a story, do another pass to fill in more.  If you get stuck, it’s a clue that develop more direct experience with your product (Chapter 4), get more user feedback ([Link to Come]), or do user research ([Link to Come]).


These fundamentals will be used throughout this book.  You are welcome to skip around after this point, but I will start with naming, the most common of all product decisions.  Because it’s so frequent and uses many of these skills, practicing good naming is a great route to making product-thinking instinctive.










Exercises


In these exercises, we will pretend that we work on wikipedia.org.


	
List at least two personas of users who use Wikipedia and give descriptions of each.  Make sure to consider what those users value.  (My answer will cover two broad personas.)



	
Wikipedia wants to improve the health of their articles, particularly in less popular languages. Today, if users want to edit content, they must log in and click an “Edit” link.  Should Wikipedia provide a slick inline editing experience that avoids this friction?



	
Pretend like you’re designing Wikipedia’s search feature from the box at the top of every page.  Using one of the personas from question 1, write a one-paragraph scenario showing a reader using the “typeahead” feature which displays likely search results in-line so you don’t have to load a separate search page.  Use the scenario to highlight the problems that the implementation will need to solve.



	
Pretend like you’re designing Wikipedia’s “Watch this page” feature, which will lets editors subscribe to learn of changes to a page.  Using one of the personas from question 1, write at least two one-paragraph scenarios to help your team think through the ways that people will use it.  (It’s okay if you have never used this feature—​imagine how you think it should work.)















Answers


	
Reid the reader is a task-oriented reader of Wikipedia articles.  Reid values the factual and unbiased information that Wikipedia provides, and prizes the transparency, particularly for political content.  He wants to find and read content quickly and then move on with his day.


Eddie the editor is a historian who creates Wikipedia articles in his area of expertise and also reviews others’ content.  He feels like a steward of the content, so he keeps up with changes that others make to his pages to make sure the content and citations are correct.  He wants to feel part of a community, so the health, inclusiveness, and reputability of his collaborators makes all the difference to Eddie.



	
This feature would have value, but Wikipedia’s primary goal for its main article pages should be to serve the Reid persona, since Reids outnumber Eddies by three orders of magnitude.  Reid likes quick page loads, which inline editing would likely make challenging.  And, he doesn’t want his random keystrokes to start editing the page.  Eddie, meanwhile, is a fairly dedicated persona who will not be put off by a touch of extra friction.



	
In this scenario, I chose to highlight search ranking, spelling corrections, and the case when none of the typeahead results contained what the reader was looking for.


Reid wants to find out who wrote Paradise Lost.  He clicks into the search box and types “Paradice Lost"--he doesn’t know how to spell it—​and notices the top result is “Paradise Lost.  Epic Poem by John Milton” with a thumbnail of the cover art.  He sees a few other disambiguations—​like, apparently, a British gothic metal band—​but the top one was correct as the links were ranked by popularity.  Had he instead wanted to know the metal band’s seventh album, he could have clicked on a magnifying glass at the bottom with the caption “search for pages containing paradice lost"



	
I’ve written a few scenarios that illustrate a product that, in some ways, works better than Wikipedia’s actual feature works.  Your story may diverge wildly; the important thing is that you got into the protagonist’s motivations and addressed detailed pain points.  Personally, I touched on ease of viewing edits, unsubscribing, or notification channels.  You might instead have looked at how your user would get in touch with somebody whose edit they disagreed with.  If you don’t like one of my design choices, awesome!  Stories like this are great fodder for getting picked apart.


Eddie has heavily edited a page on the architecture of ancient Mesopotamia and is feeling a bit nervous about its reception.  He wants to see if anybody else edits the paragraphs he’s added.  He clicks “Watch this page” checkbox in the editing form next to the “Submit” button, then clicks submit.  He later adds a few more edits.  Now, the checkbox is already checked, and he leaves it that way.


Later, Eddie finds an email in his inbox telling him of some changes.  The email clarifies that the changes are not to any of the sections he’s edited, so he ignores it.  But then a few days later, somebody actually edits his section and he gets another email.  He clicks into the link in the email and finds himself at a side-by-side comparison of the “before” and “after” which jumps to and highlights the change.  He sees that the change simply rewords some of his text for clarity, and he’s happy.
After a few months, Eddie feels like all of the emails are for edits he doesn’t care about—​it’s a long page.  So he clicks “Change or unsubscribe to notifications for this page” at the bottom of the email.  The page offers him a couple checkboxes he had never noticed.  He can uncheck “receive notifications for sections I didn’t edit” and also “receive notifications for minor edits.”  He realizes that he would gladly stay subscribed to changes to just his sections, so he unchecks the first box.
















Chapter 2. Guiding Users Through your Product



A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 2nd chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at arufino@oreilly.com.




There are only two hard things in Computer Science: cache invalidation and naming things.

Phil Karlton




I’ve recently gained new appreciation of this classic line from the 1990s.  It seems, even during the crazed frenzy of the dot-com boom, software engineers of yore knew about the dual puppet masters of the software engineering marionette, the system and the users.


“Naming” stands in for the general practice of communicating to your users and helping them navigate your product.  Naming, commenting, positioning, grouping, and providing errors are all major techniques for explaining things to your users and drawing their attention to what needs seeing.  In this chapter, I’ll assume you’ve already decide what to expose—​a topic we’ll cover in [Link to Come]--and get straight to communicating that information to users.  And errors are a huge topic worthy of their own chapter, Chapter 3, so we will mostly skip those here.


Before we do that, I want to categorize the most common user scenarios for users of any product.  Then I’ll talk about naming and commenting, with a focus on code and coding interfaces to help you practice your product skills on everyday tasks.  Finally, I’ll look beyond the basics at more holistic techniques for gradually teaching users and revealing your product to them.








Scenarios in the User Journey


There are three categories of user scenarios that come up in almost every product: Discovery, Understanding, and Usage, and a given user encounters them in that order.  Combined, I call them the user journey.



	
Discovery - The user has a particular problem they want to solve but doesn’t yet know how to solve it.



	
Understanding - The reader encounters your abstraction and wants to learn what it does and, if necessary, how it works.



	
Usage - The user wants to employ your abstraction for its intended purpose and avoid using it unsafely.






If you’re tasked with shipping a feature, you must take ownership of all three of these.  It’s your responsibility to get the word out about your feature, help users understand it, and guide them through using it safely.  That’s the surest way to make sure your feature makes an impact.


As discussed in [Link to Come], you should be able to tell a plausible story that takes users through all three phases without plot holes.  And as you cater to each scenario, flesh out more stories that cover various details.










Case Study Introduction


When you’re naming and commenting, generate user stories that correspond to each of these broad scenarios, and use those stories to measure the strength of your choices.


Throughout this chapter, we’ll look at an API I recently helped design with a company called Temporal Technologies.


Temporal is a developer platform that runs distributed applications in the cloud.  A job is a piece of code that can run for a while, can retry when something goes wrong, and can be configured to time out when it takes too long.  (If you know Temporal, what I’m referring to is really called an Activity, but for this discussion, you can just think of it as a job.)


We were naming a set of command line tools that operate on running jobs that are broken in some way.  The stakes are high—​these commands get used at urgent times of high stress, and we wanted to make sure operators know their options at all times.


For example, when things are going wrong with their jobs, users often want to pause execution to prevent further harm.  Perhaps their failing jobs are undergoing a “retry storm” which is making too many calls and putting pressure on downstream systems.  Pausing will stop the bleeding.  And when things are fixed, they’ll want to undo the pause.


Other times, users want to restart their job from the beginning—​perhaps they reconfigure it to give it a longer timeout, and then restart it to take advantage of the increased time.


Reset and unpause are related: for reasons I’ll explain later, when users unpause, they either want to continue the job from where it left off or start it from the beginning.  For now, I’ll just say that restarting is usually the right choice, but it’s situation dependent.


In summary, we need to provide commands to:



	
Pause



	
Unpause/resume and restart



	
Unpause/resume from where you left off



	
Restart (in other scenarios besides having paused)






How should we name, comment, and organize these commands?  By the end of this chapter, we’ll have a workable design.










Naming and Commenting


To many of my colleagues, naming provokes a sense of low-key awe: like, how dare something so seemingly trivial be so interesting?
To others, it’s a tedious topic strewn with painful memories of long, fence-painting arguments.


Comments attract similarly mixed reactions.  The perfect comment can work magic to a busy reader, but they are harder to maintain and users sometimes don’t read them, making it hard to get motivated to write useful ones.  They can also be intimidating to writers commenting in a second language.


Whatever your stances, if you have any, I aim to provide you with clarity and a sense of purpose to bring to the human side of coding.  I want to de-mystify what “design taste” means.


A big root cause of drawn-out naming dilemmas is that nobody can agree on what the goals are.  Some like to keep names concise and elegant.  Others want to increase clarity, whereas still others care most about systemic implications of consistency and global uniqueness.


Here, I’ll focus on what users want out of names, and in giving out advice, I’ll consider the three scenario categories common to most products—​Discovery, Understanding, and Usage.


You can apply these lessons to naming in products, APIs, or to everyday naming decisions as you code.  I’d encourage you to do so—​practicing product-thinking as you name variables and functions is both valuable and excellent practice.


As I claimed in the preface, software is recursive.  Every piece of code, down to the individual variable or function, is a miniature product, and names and comments are the interface.  It will be used by other members of your team, or at the very least yourself in the near future after some details have slipped your mind.










Discovery


How will readers find your abstraction?  Engineers frequently forget to think of this part of the user journey, but it’s often the most important part—​your feature is useless to people who don’t know it exists.


Whether you’re naming a function, class, API, or menu item, don’t assume that users know what it’s called.  They may not even know to look for it, or if they suspect its existence, they will bring a series of guesses informed by their knowledge of the domain and the other related concepts they know.  They may guess in several ways:



	
Using Ctrl/Cmd+F to find it in online docs



	
Issuing a web search



	
Running grep on your codebase



	
Asking a chatbot



	
Using autocomplete in their Development Environment (IDE).



	
Remembering what it was called in related places in your codebase.



	
Knowing what it’s typically called.






When you’re thinking about discovery, remember that users will come from different directions, whether docs, or the code itself, or web searches.  You want all roads to lead to your function, so mentally run through as many simulations as you can to show how users will find your abstraction, and look for plot holes or implausible leaps of logic.


How much do codebase comments and docs help for discovery?  Can a comment compensate for a bad name?  Including a search term in the comment helps in the grep scenario, but not in the autocomplete or remembering related places scenarios.  In net, they are just okay.  Use them when the name can’t be improved.


These discovery mechanisms intersect with users’ personas.  What domain knowledge are readers likely bringing in to find your abstraction?  Catering to their prior vocabulary will make their journeys much faster.  If people at your company use the term “finagle” rather than “do,” then by all means, call it “finagle.”

Note

When in Rome, finagle as the Romans finagle.




In my Temporal example, I used the term “restart” when describing the problem, but existing term for starting from the beginning of a different kind of job in Temporal was already “reset,” so we chose that name.  The command was:


temporal job reset


Naming is just one route to discoverability.  Later in the chapter, I’ll show how to we positioned the reset command.












Understanding


Once users have encountered your variable/function/class/module/namespace, they will wonder what it’s used for.


A name is your opportunity to put a couple thoughts in your readers’ heads.  The main user  question it should answer is not “what is this thing?” but “what do I need to know?”  Often the answer to those two questions is the same, but not always.  Being product-minded means thinking through your impact on the reader rather than simply describing the system.


Coding

If you find yourself wanting to cut corners in your function and variable names, whether due to time pressure or giving your typing wrists a rest, remember: Code is read much more often than it’s written.


There are far more frequent scenarios in which a function’s name is read—​code review, debugging, learning the codebase, searching for the right place to edit—​than there when it’s typed—​adding a new feature, and writing a test.


Readers will come keep coming throughout the lifetime of your codebase.  If you’re building something that may have enduring value, do it the justice of giving it good names.




For undoing a pause, we debated between two terms: “unpause” or “resume.” Both seemed fairly discoverable, but what about understanding?  As I mentioned, users undoing a pause either want to resume from where they left off or start the job over.  “resume” seemed like a poor term for the latter, whereas “unpause” seemed like it could apply to either.


On the other hand, “reset” did a good job of telling people that it restarts a job, but it was unclear whether it would unpause in the process, and it didn’t seem discoverable for a user who’d just paused.


In net, we decided the most understandable and discoverable pause-related commands would be


temporal job pause
temporal job unpause [--resume|--reset]












Usage


When the reader calls your functions, they become a user, suddenly there is more danger.  Safety concerns abound.  We’ll talk about keeping your users safe more broadly in [Link to Come], but for now, let’s talk about how names can guide people to doing the right thing in the absence of other protections.  Our names can “railroad” them into intuitively doing the right thing, staying on the tracks without realizing they were ever in danger of straying.


Think through the usage scenarios and alert your users to possible safety concerns.  While many safety concerns often have better approaches—​some of which will be explored later in this book—​sometimes you’re stuck in situations where a good name is your best option.


At Facebook in the early 2010s, there was a special configuration variable, sent to all boxes that served web traffic.  It contained a regular expression that was applied as a find/replace to every page of outbound HTML just before hitting users’ browsers.


Does that seem dangerous?  It was, exceptionally so, and was intended only for emergencies.  If your regex-altered HTML caused parse errors, the whole site could cease to function.  Accordingly, it was called, roughly, TAKE_DOWN_THE_SITE, named not after what it did, but what would happen if you misused it.


This is admittedly extreme, but the name shows awareness of the usage scenario in a way I’ve long admired.


In languages like C++ and Java with Null pointers, you can clue users that null is a possibility with words like Maybe, like getFooMaybe() or getFooOrNull.  This will help prevent null dereferences that cause runtime errors.


You can also flag general danger to get people to look at the comments with words like “raw”, “unsafe”, and “internal”.  I once saw a public class variable called, tongue-in-cheek, _do_not_use_or_you_will_be_fired.


Doing this effectively means generating simulations in which users go wrong and seeing how names could make those stories implausible.


Naming, and especially commenting, are often not sufficient, and it’s better to design the product in such a way to prevent misuse, a topic we’ll cover in depth in [Link to Come].  That said, comments are great when you urge users to look at them.


Our example illuminates this.  When unpausing jobs, it’s neither always safe and correct to resume nor restart.  We can make users choose by making the flag required:


temporal job unpause --resume|--reset


Users confused about this choice will tend read the docs.  Above, I mentioned the fact that jobs have retry policies and timeouts.  Our docs might look like this:


--resume continues your job at its current retry and keeps the current time elapsed.  If you’re using exponential backoff, this could mean a very long retry interval in case the first attempt fails.  And, if your job is in danger of timing out, it may not have time to complete.
--reset restarts it from the beginning, resetting its time elapsed and retries.  This fresh start makes your job behave the most like normal, but if you have clients relying on the existing timeout, or if you are unpausing lots of jobs and are worried about causing a retry storm, consider the “resume” option.













Classic naming advice revisited


Most people have heard advice for naming—​you know, the short strips of text that could fit neatly in a bulleted list or on an inspirational laptop sticker.  But is it helpful?  I’ll revisit these rules through the lens of scenarios—​Discovery, Usage, Understanding.  I’ll reword them to be more accurate.











Be consistent Give each user a consistent experience


When users are already familiar with other parts of your API or codebase, consistent naming lets them reuse those concepts.  This aids discovery and skips past re-understanding.  It also makes it easier to document concepts if you consolidate around fewer terms for those concepts.


Consistency is very important, and yet it trades off against other concerns.  Often you can be more specific and instructive if you sacrifice consistency.  Say you’re designing a lyrics feature for your streaming music application.  Even if your codebase consistently uses the word “Track” to refer to a music file, you nonetheless might to have your lyric structure point to the more specific “Song” because lyrics only apply to tracks with vocals.


As critical as consistency is, it is in practice usually overweighted.  To see why, I’ll bring up the System Designer’s Curse:

Note

The System Designer’s Curse is a cognitive bias wherein system designers struggle to anticipate difficulties users might face when interacting with their systems.




System designers have the most global knowledge of the product and are most able to flag consistency problems.  They know far more than users, who are not as a rule doing a complete survey of a codebase or API surface before doing their work.  This gap only widens as engineers spend more time with the system even as new users continue to sign up for the product.  Such engineers also tend to have outsized influence on team decisions because they are more tenured.


To avoid overweighting consistency, I could simply say to recognize this bias.  But we can break ties by being more user-centric with the advice:

Note

Give each persona a consistent experience.




In database terms, I’ve just “reindexed” our mental databases to put the user persona as the primary key rather than the system.  That is, we should care more about consistency within the parts of your product experienced by a single user.


Here are example impacts of this mental switch:



	
If your app supports both iOS and Android, be internally self-consistent in each, but consistency between the platforms is nice-to-have.  While users do switch platforms from one to the other, it’s not common.  Inconsistencies could mean you need separate documentation, but that’s mostly your problem.



	
When in Rome, code as the Romans code.  So if you ship SDKs in multiple programming languages, it’s much more important to be idiomatic in each language because your goal is to be familiar to users of those languages.  For example, Python exceptions read as “Cancelled” whereas .NET exceptions are spelled “Canceled.”  Looks like you should spell it two different ways.



	
Having a separate interface for power users from more casual users.  I’ll explore this topic more later on.






In all these cases, cross-persona consistency is a bit lower in the stack rank of priorities.  This kind of persona-centric thinking makes weighing many consistency tradeoffs much easier.













Avoid acronyms and abbreviations Only use acronyms and abbreviations that are ubiquitous for your target persona


We’re starting with good advice, but we can make it a bit better.  Acronyms are terrible for understanding scenarios because nobody is going to guess what the letters mean, and they are also tough for discovery.


Abbreviations also hurt consistency—​it’s better to settle on one canonical representation of each word, and different people might have different taste--"dst” vs “dest” vs “destination"--so it’s easier to settle on the spelled-out version.


Let’s add some nuance: your target persona may be used to specific term.  Don’t start spelling out “HTML” any time soon.  “CPU” is best if your audience is software engineers, but perhaps choose a different term like “processor” for a general audience.


If you’re not sure, survey your target users to learn how they interpret your proposed term.













Be concise Say what users need to know, and no more.


Concisely, concise means “brief but comprehensive,” and that’s a good maxim.  When learning, users struggle to read word salads, yet they don’t want you to leave out important details.


But comprehensive of what?  I would redefine “comprehensive” as “caters to all the important user scenarios,” i.e. discovery, understanding, and usage.


It can be difficult to stay concise while doing all that, but there are some great techniques to achieve it.
* To aid in discovery, include search terms your users know.
* To aid in understanding, reference the concepts people need to know.
* To make usage safe, highlight gotchas.


That’s a big todo list, so we’ll need good techniques to navigate those.


The main one is to leave out unneeded details, and that’s done by making sure you have the right abstraction.  If you’re struggling to make your name concise, it may mean that your abstraction needs work.  In a good abstraction, those three scenarios can all be tackled simply.  Perhaps you remove important gotchas, and understanding and discovery are served by the same words.


Suppose you’re building a system for long-running operations: users can enqueue requests on the queue and then your system pops off of the queue and executes the operations.  They can block waiting for the request, or they can fetch results later using a handle.


You could call the asynchronous request API enqueue_request.  This seems fine at first, but then what do we name the one that both enqueues it and awaits the result? enqueue_and_wait_for_request?  When we sense that this is awkward, we can ask: which parts of this name does the reader care need to know to use it properly?


The most relevant fact is that it’s asynchronous—​the responses may be delayed.  The word “enqueue” isn’t carrying much weight.


It may not seem like a big deal, but when you remove the baggage, you can use concise, evocative names like start_request and execute_request for the asynchronous and synchronous versions.


This will help with discovery as well, as users are much more likely to search for “start” than “enqueue.”


Put another way, “queue” was an implementation detail of the API.  Make sure you’re translating into user-ese when you edit your names.


Sometimes, to stay concise, you introduce a term and teach users about it.  This happens when you keep using the same long-winded names over and over.  In a world before the word triangle was coined, people probably would have named their variables three_sided_shape until they got fed up and decided to create a new term.













Pick familiar terms Give users understanding


The usual advice to pick familiar terms is good, but needs two clarifications.  First, familiar to whom?  We must make sure the terms are familiar, not to us, but to our target personas.  The second is that sometimes, any familiar term will profoundly mislead.  We must invent something new.


Start with personas.  You may have a personal background with the data structure map, but if your audience is Python developers, they’ll be familiar with dict.  Similarly, the machine learning and graphics crowds have the concept vector in their ontologies, but a more general programming audience may be more comfortable with tuple or array.


When I worked at Stripe, my dad—​an accountant, not a programmer—​read through the documentation of their online payments and billing APIs.  He gave me grief because they didn’t use proper, precise accounting terms like “receivables.”


I informed him that this was an intentional decision.  These APIs targeted programmers and strove to use finance terms programmers who had never taken an accounting course would be comfortable with.


Sometimes, familiar terms can mislead.  In the example, I mentioned that the usual term, “resume,” would have misled if used to unpause and restart a job.


Deciding what’s too misleading is part of the art of naming.  If you enjoy this sort of thing, consider weighing in on whether creamy off-white plant-based drinks should be allowed to be called “milk.”













Avoid opaque codenames Use opaque codenames for branding purposes only


Coining novel names is a popular practice, but it can hurt discoverability.  If people are searching your company’s codebase or docs for a distributed cache, they might search for “cache,” but they won’t know in advance that your project was called “Phoenix” because it rose from the ashes of a previous distributed cache.  Something like “SuperCache” would be better—​a bit of branding, a bit of discoverability.


You can think of using an opaque codename as a flex.  It says “This project is worthy of marketing” or “words cannot describe the complexity and novelty of this abstraction.”  This is great for branding the main product of a startup, but unlikely to be right for smaller sub-projects or internal tools unless they are fairly unique or quite central to your users’ livelihoods.  If I ever get to hand out OCPs—​Opaque Codename Permits—​I’ll give one per company.  Maybe they’d get a second if they go public.


If you do use a codename, be prepared to do some SEO—​Search Engine Optimization—​to add keywords in the comments and docs so people can find your thing.













Be self-explanatory Avoid ambiguity


If you’re only choosing one of these maxims to write on a sticky note and attach to the side of your monitor, “avoid ambiguity” is the one.  Doing so helps with the understanding scenario.


It’s shockingly common for names of variables and abstractions to be ambiguous to readers.  I prefer this framing because it tells you what to do: forget what you know, shoe-shift into your users’ heads, and brainstorm other interpretations of your names.  “Self-explanatory” references the name itself, but “ambiguity” focuses on the reader’s interpretation.


Here are a few super common ambiguities that often need clarification:



	
Roles and relationships.  In any case like owner/owned or sender/recipient, clarifying “which one?” questions is helpful for understanding.  This extra precision is also surprisingly helpful in the discovery scenario—​if you can’t remember where some code is, but you remember the name of one of the variables, it’s much easier to search the codebase for sending_user than it is user.



	
Types, for data.  Even in explicitly-typed codebases, readers learn fast when they have quick access to this most relevant information.



	
Units, for measurements.  You don’t want readers to confuse pounds for newtons or millisieverts for sieverts and end up causing downed mars orbiters or radiation burns.



	
Parts of speech.  Is persist a boolean suggesting to write some state to disk, or an actual function to do so?  If the former, should_persist would be better.






Those are merely the most common types of ambiguities.  If you can shoe-shift when writing your code and APIs, you’ll spot them all over the place.


Here’s an example of fixing ambiguities.  Let’s say you want to programmatically send business invitations to online events.  You want to send it with notifications, emails, or text messages—​whatever the recipient has configured as their favorite channel.  You find a function in your codebase that might help and look at the signature.


def send_invitation(sender, recipient, message):


This sounds like a function you can use, but is it?  You might wonder at the types of the sender and recipient and what exactly “send” means. Since this is in your codebase, you can make inferences from the implementation:


  organization = recipient.get_organization()
  title = f"{sender.name} from {organization} has sent you an invitation to PowerLunch!"
  email(sender.address, [recipient.address], title, message)


Okay, so it seems sender and recipient are some kind of structure, and this function only emails.  And given the hardcoded title phrase, it doesn’t look like you can use this function.


Let’s imagine the original author had put in a little more thought into naming:


def email_power_lunch_invitation(sending_user, recipient_user, message)


Now, many of our questions are answered without even looking at the implementation.  It doesn’t look like this function is directly useful.













Avoid redundancy Fit all necessary pieces into your user’s context window.


I see why people give the advice to avoid redundancy.  You want to be concise, and seeing code like user.user_name isn’t helpful and is just kind of annoying.  But redundancy can also reinforce knowledge readers and maintainers should have and place it exactly where they need it.  This comes up a lot in code, documentation, and other information-dense situations.


Let me list the implementation of the above example with the new names:


def email_power_lunch_invitation(sending_user, recipient_user, message):
  recipient_organization = recipient_user.get_organization()
  title = f"{sending_user.name} from {recipient_organization} " \
    "has sent you an invitation to PowerLunch!"
  email(sending_user.email_address, [recipient_user.email_address], title, message)


Did you notice anything reading this?  If you’re like me as I wrote this chapter, you noticed there was a bug only after I renamed the variables.  That is, reading the title line only, one cannot tell if the organization is right without the rename.  Before, we had to think of the first two lines together to spot the bug.


The case for a little extra redundancy becomes clear as you think of more scenarios.  Production code is a dusty cobweb, and readers can find a given line of code via a variety of mechanisms—​breakpoints, go-to-reference, code search, lint rules, and so forth.  If everything we need to know about a line of code is on that line, life is good.


Meanwhile, we forget things over time, even in the course of an hour.  I’ve seen interviewing candidates use ambiguous names many times in which it came back to bite them as they forgot what things mean later in the interview.


Readers must fit everything they should know into their brains.  A “context window” or “working set” is the amount of information a user can fit into their working memory at once.  Humans have fairly small context windows.  The size varies from person to person and decreases as we age.  (Large Language Models, by the way, have larger but still finite context windows.)


Due to our small context windows, the likelihood of mistakes increases dramatically as the separation between a declaration and a use lengthens.  A little extra redundancy goes a long way.












Naming in Practice


In summary, simply make your names understandable, usable, and discoverable, while being unambiguous yet consistent for each user.  What could go wrong?


Naming does get easier when you stay focused on your users and align with your team on goals, but it’s by no means easy.  I want to leave you with a few more pieces of advice that don’t correspond to classic naming advice.










Simulate user stories


I gave you three broad types of scenarios and gave rules of thumb about catering to them, but there’s no substitute for thinking through each case.


For example, if my advice not to make up acronyms is so good, why do unix and linux have popular, obscurely-named commands like ls and cd?  Are they just old and bad?


The main reason these are still good names is because, unlike almost all names in products and code, the common commands are typed much more than read.  Nobody wants to type list_files rather than ls a half-dozen times a day.


Modern tools somewhat resolve the tension between typing and reading scenarios by providing two versions of each parameter.  The long one, for example git add --interactive, is designed for users to check in and facilitate understanding.  The short one, git add -i, is used for users typing command lines manually.


In our temporal scripts, it’s probably not worth providing shortened parameter names.  These scripts are intended to be run occasionally in emergencies, not routinely.  The understanding scenario is more important.


This goes to show that there are few hard-and-fast rules.  Look at the stories.












Look or name smells


When describing a name fully and safely ends up being a mouthful, it may be an indication that your code needs a refactor, an extra safety feature, or an additional abstraction.  In fact, being thoughtful about your naming as you go along is a great way to improve your code quality.


Have you ever found yourself wanting to putting an “or” into a name and recoiling in horror?  Suppose you are measuring the length of user drawings in a CAD program, which can be polygons or circles.  Let’s pretend that the concept of “perimeter” had never been invented:


drawing_sum_of_side_lengths_or_circumference = None
if drawing.is_circle:
  drawing_sum_of_side_lengths_or_circumference = math.pi * drawing.diameter
elif drawing.is_polygon:
  drawing_sum_of_side_lengths_or_circumference = sum(drawing.sides)


The awkwardness here hints at a missing “Shape” abstraction as well as a concept that unifies these two cases: a “perimeter.”


drawing_perimeter = drawing.perimeter


If you are describing something complex that feels important for the user to know, simply leaving it out of the name is usually not a good solution.  This “papering over” the complexity can end up misleading your users.


Perhaps you are working on a social network and writing code to detect fraudulent accounts.  Naming a variable or property possibly_fake_account might seem awkward, but it serves as a good reminder to the team that we don’t trust the account.  If it keeps coming up, you could invent and document a concept like gray_account to shorten it and punch it up.












Do a naming pass


It’s very difficult to speak computer-ese and user-ese at the same time.  The compiler or interpreter has very different needs than your readers and users have, and logic is its own beast.  To that end, I try to do a “naming and commenting pass” in moments where my code is working to think more deeply about my code as a product.  This is of particular value just before I’m about to submit the code for code review.  I want to give my reviewers an easy time reviewing, and clear names are a good way to help them pinpoint any issues.  It also helps me take a step back and think critically about my code.  As I mentioned above, if a name wants to be awkward, it’s a sign I need to put in more thought somewhere.












Revealing Your Product over Time


Products and codebases, like menus, are nested, and different concepts relate to one another.  We should reveal them to users at the appropriate time and place.  This both shows users what they can do and also deepens their understanding of our product.  It’s quite challenging to design codebases and products to do this well, so you’ll need good techniques.


The set of names that your audience knows is their vocabulary.  But a vocabulary is just a flat list.  Combine it with the relationships between those concepts, and we call it an ontology, which is a graph.  The better a user knows a product’s ontology, the deeper their understanding and the more effective their usage.  The task product implementors is to provide signposts to their wandering users to help them replicate the product’s ontology into their own minds.










Product Discovery Maps


In this section, I’ll introduce something called Product Discovery Maps which will help you not only to name, comment, and position your features in the right locations to maximize user discovery and understanding.


I’ll continue the job pausing and resetting example.


Let me propose two possible sets of commands.  Which is better for users learning the ontology?


Option A:


temporal job pause
temporal job reset # starts over, and unpauses if the job was paused
temporal job resume # unpauses from where the job left off
# there are other commands, like update options, cancel, etc.


Option B (this expands on what we came up with in the previous sections):


temporal job pause
temporal job unpause --reset # unpauses and starts over
temporal job unpause --resume # resumes, but doesn't start over
temporal job reset # starts over, though it does not unpause if the job is paused
# there are other commands, like update options, cancel, etc.


At first glance, Option A seems simple and concise—​it has the smallest vocabulary.  But which story seems more foolproof, option A?


Fred uses temporal job pause to stop a job that was sending emails to the wrong users.  He deploys a fix to the code and then wants to resume processing from the beginning.  He finds resume, but it doesn’t seem quite right, so he looks for another command and finds reset.



or option B?


Fred uses temporal job pause to stop a job that was sending emails to the wrong users.  He deploys a fix to the code and then wants to start the job back over from the beginning.  He lands on unpause which forces him to choose between reset and resume options.  Reset is clearly what he’s looking for.



For Option A, we have to fudge Fred’s thinking a little bit to get him to find the reset command.  In Option B, he’s led down a journey.


In complex products, it can help to model these stories with a Product Discovery Map:



[image: A graph of concepts.]
Figure 2-1. The product discovery map for operating on Temporal jobs in Option A.





[image: A graph of concepts.]
Figure 2-2. The product discovery map for operating on Temporal jobs in Option B.




Each arrow is a discovery by the user.  We annotate an arrow with an easy way for a user to discover the latter concept from the former, either because we listed it in our option menu or by relying on the user’s existing knowledge.  Blobs in gray are starting points—​concepts we’re assuming the user comes into the scenario with.


The limitation of Option A that we care about is shown by the dotted, unannotated arrow.


In Option B, we provided road signs to the user, and making the reset and resume options required made those connections even stronger.


Engineers I worked with on this design thought we should have a temporal job reset --unpause command.  But why?  Do we need an arrow pointing from reset to unpause?  Users wanting to unpause had already paused and presumably found the unpause command, so it seemed unnecessary to me.


We had many design options on this problem, but product discovery mapping made it easier to visualize a good one.












Multi-persona design


We spent much of this chapter talking about discovery, usage, and understanding scenarios.  But many, if not most, software products also need to juggle multiple user personas as well, and each persona will have their own angle on the scenarios.  You could think of this as inclusive design.


A typical product has power users, perhaps 5-20% of the audience, that are highly active and immersed in it.  This is often because they have additional incentives to use your products and get to know them thoroughly.  Perhaps they are making money off of it, such as a social media influencer.


Such users may be happier with more powerful primitives that let them tweak their experience.  However, there are usually fewer power users than engineers would like to think, due to the System Designer’s Curse


Indeed, you usually can’t just choose whether to target power users or casual users—​many products need both kinds of users to give them the kind of scale and a sufficiently dedicated core group.  Think of freemium business models that advertise to the masses and make money from a highly-invested core group.  You must please both groups.


To do so, you can make a multi-layered ontology.  The first layer is for everybody, and the second layer is for advanced cases.


Look around and you’ll see this everywhere:



	
Wikipedia pages have a small “edit” button that’s easy for readers to ignore.



	
Websites with mega-prominent “create an account” and tiny “log in” buttons for existing users.



	
Modern operating systems with user interfaces for the masses and command shells for the IT professionals.



	
Progressively-typed programming languages, wherein type annotations are optional, allow people writing simple scripts to avoid the fuss while allowing larger organizations to build more robust codebases.



	
No-code or low-code frameworks that allow you to “drop down” to the bare metal to write custom code.






A typical product discovery map will look like this.  Here’s a partial map for python and its optional type system, mypy:



[image: A graph of concepts]
Figure 2-3. The two-layer discovery map for python and mypy.




This graph shows the core language layer and then the type system layer above it.  It shows that if the user configures mypy to require type annotations for functions, they will be warned about a missing annotation.  The rectangle notation shows that the user is required to combine two pieces of knowledge.  These weak connections between the two layers are pretty common in a multi-layer ontology, so as not to burden casual users with advanced topics.  But once you know about mypy, the ontology should again be very tightly connected for optimal discoverability.


There are various ways to gracefully reveal complexity.  In discussing the usage scenario above, I spoke of one: marking features as “advanced” or “unsafe.”  You can also choose defaults wisely, so that most users get the most common behavior without thinking.  We’ll discuss these and other techniques in [Link to Come].












Chapter Summary


I explored the main ways you can guide users through your product or codebase: Discovery, Understanding, and Usage, and I focused on day-to-day decisions inherent in naming code and executing on interfaces.



	
For discovery, choose names that are already in users’ ontologies or are consistent with other names.  Provide signposts for them to discover the depths of your product.  Use Product Discovery Maps if it helps you to visualize your users’ journeys.



	
For understanding, teach your users your ontology.  Avoid ambiguity, such as by reducing your use of acronyms, and clarify answers to the most important questions readers will have, such as units, roles, and types.



	
For usage, leverage names to highlight possible gotchas and “danger zones” when people use your functions.






I also asked you to think about your target persona’s domain knowledge, and later, to make your designs more inclusive by providing ontologies for different personas.


And I gave a few general naming tips:



	
Avoid being too rule-oriented.  For important cases, immerse yourself in users’ real scenarios.



	
Do a naming and documentation pass separate from your technical thinking.



	
Let your naming feed back into your design.  An unsatisfying name is often the first sign that something is wrong.














Exercises


In these exercises, I will name something foo or bar and your goal is to pick a better name.  (Since foo contains zero information, think of your job as maximizing the foo-distance!)  Of course, there will not be “correct” answers, but think about Discovery, Learning, and Usage scenarios.
I want these questions to feel like real-world exercises, which means you may want to do some light design thinking or use the internet.


	
Your database allows people to subscribe to change events when data in a particular table is altered.  If they subclass DataChangeSubscription and register it with the database, their callback will be run each time after the database transaction is committed.


class DataChangeSubscription(ABC):
  # subscriptions apply to a certain database table or collection.
  @abstractmethod
  def foo() -> TableType:

  @abstractmethod
  def bar(old_record, changes: Dict[str, Any]) -> None:


What would you call these two methods that people need to implement when they subclass DataChangeSubscription?



	
You’re building an app for beer connoisseurs and you’re creating a free-form text field where they can input their impressions of the beer.  What to call it?


@dataclass
class BeerReview:
  brewery: Brewery
  beer: str
  star_rating: Stars # From 1 to 10
  foo: str



	
New users of your product complete a survey and signup flow which you are trying to optimize, so you want to track an aggregate metric, foo, which will keep track of how long they are taking.  What to name it?



	
You work on a small social network, and recently, you committed a change which regressed the performance of your product.  It called this function:


  mutual_friends = await current_user.getMutualFriends(friend_user)


In fact, you called it many times in parallel, once for each friend, which turned out to be more expensive than you realized, involving some computation and some privacy checks that you didn’t expect.  You don’t have time to optimize it.  Is ther anything you can rename it to prevent others from making this mistake in the future?















Answers


	
For foo, table_type is fine, but consider table_type_filter for extra clarity.  This makes it clear how the table type is used.
For bar, try something like on_record_changed.  The “on_” prefix uses a widespread nomenclature for event handlers, “record” (singular) clarifies what changed, and “changed” (past tense) clarifies that the commit already occurred.  If you later add a callback for before the change is committed, you could call it on_record_changing.  Also, I chose the word changed for consistency with Changed in the class.



	
In an effort to “know my audience,” I asked a chatbot “what do beer afficionados call their descriptions of beers?” and it told me that they use the term “tasting notes”.  You could use a generic term like description or review, but once you expose this field as “Tasting Notes” in the app, your target audience may start waxing poetic about aroma and mouthfeel.



	
Think of the scenario of teammates reading graphs as part of your team’s dashboard.  What questions will they have?  One is, what are the units:  milliseconds, seconds, or minutes?  Their second question might be, which metric are we tracking: average, median, or p90?  So, you might name it something like user_signup_seconds_to_complete.p50.



	
getMutualFriends should somehow indicate that it’s expensive.  Perhaps just call it computeMutualFriends, which might have been enough to get you thinking about cost.
















Chapter 3. Errors and Warnings



A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 3rd chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at arufino@oreilly.com.




“PC Load Letter?” What the @#$! does that mean?

Michael Bolton




Staring at a malfunctioning printer, uttering this line, Michael Bolton from the 1999 movie Office Space skewered the technology industry for its poor error messages.
In fairness to HP, the old LaserJet printers’ screens only had a limited number of display characters to work with.  Today we have emerged from the stone age and have high-resolution screens to display more text.  Think of all the words you can fit!


Consumers are regularly confronted with errors they don’t understand, and professional software engineers waste hours acting on confusing errors.


A fun error more specific to programming comes courtesy of the text markup system, LaTeX.  LaTeX is a document typesetting language and system, useful for beautifully-rendered mathematical and scientific papers.


If you write this, wherein \\ tokens are newlines:


This is some text. \\
This is at the end of a block of text. \\

This is the start of a new paragraph


You’ll receive this gem of a warning:


Underfull \hbox (badness 10000) in paragraph on line 2.


Want to try to puzzle this out?  Turns out, LaTeX wants you to remove the redundant newline (\\) on line 2 before the blank line.


Inscrutable as this message is, it probably makes perfect “bottom-up” sense if we’re looking at the code where the error message is thrown.  In this chapter, you’ll learn to bridge the gap between what makes sense to you, the implementer, and what makes sense to your user.


Improving this error would be non-trivial, which is perhaps why it hasn’t been improved.  But you can set yourself up for success, and so in this chapter I will to organize your code to allow the best error messages.  Armed with those techniques, we’ll be able to revisit this example.


This matters: LaTeX is currently ranked only the 40th-most popular programming language, but nonetheless, the most popular “underfull hbox” question on tex.stackexchange.com has been viewed more than 350,000 times. Guesstimating that each view comes with three minutes of the reader trying to figure out what’s going on, we can estimate that the authors of LaTeX could have saved this slice of humanity about twenty thousand hours with a better warning message—​or simply allowing this extraneous newline without complaint.


Error messages can be delightful as well. Witness a classic: Google’s “did you mean” feature in their search. Say a user searches for the misspelling, “compture.” Google shows their search plus a convenient link at the top of the results:


compture.

Did you mean: _computer_?


This error message accomplishes two crucial things.



	
It shows users what they did—​they searched for ‘compture’.



	
It suggests what to do by providing a convenient link to the most common spelling correction.






The first feature was trivial (but thoughtful) to build, but the latter feature has undoubtedly cost Google tens of millions of dollars to build and maintain, likely using massive databases and a possibly-conscious artificial intelligence to determine what the user meant. They did all that for a supposed “edge case!”


Of course, there is more to errors than messages.  We must choose our error types and error codes carefully so that developers who receive them can gracefully recover from them.


Despite naming reportedly being matched only by race conditions in terms of difficulty, I think errors are harder.  Naming boiled down to thinking about three common types of scenarios—​Learning, Discovery, and Usage.


When thinking about errors and error messages, you must consider a broad range of scenarios, starting with figuring out the edge cases, to thinking of developers receiving them and retrying or rolling back, to end users receiving them and manually taking action.  Getting better at errors means improving your ability to generate user stories to simulate how users will interact with your software and understanding their motivations, the topics we explored at length in Chapter 1.


Errors and warnings are also incredibly valuable.  For many UIs and platforms, errors are the primary interface—​the vast majority of the user’s time will be spent dealing with errors and making progress.  Filling out electronic forms is all about being told about your missing or malformed input.  My coding time is at least half dealing with errors and lint rules.  Even writing in a word processor has become constantly looking at underlined text and being asked to proofread.  And yet, because errors don’t show up in screenshots or in API method listings, we tend to neglect them.


In the rest of this chapter, you’ll learn how to craft refreshingly useful warnings and errors. We’ll explore how to:



	
think about errors more clearly by categorizing them according to scenario.



	
provide enough context to our users for them to understand the error.



	
provide actionable error messages that suggest what to do about the problem.



	
choose error codes and types carefully to allow upstream developers to build automations.



	
raise errors at the API or UI layer so that messages can be written with full context about what the user’s trying to do.



	
“push errors left”; that is, fire them as early as possible to speed your users up.






In [Link to Come], I’ll address how to list out edge cases to figure out what errors to check for in the first place.  For now, I’ll focus on crafting errors once you already know what they are.








Categorizing Error Scenarios


When writing errors, you need to make a two main choices.



	
What is the error’s class or code?



	
What is the error message?






When you approach these choices, start by internalizing the personas of those who will benefit from your choices.  But who?


The first choice—​the class or code—​benefits other developers who may catch the error and automate a response to it.  The error message, in contrast, guides scenarios in which the error is not caught.  It is for human beings.


Thus, when you code errors in virtually any application or platform, you must think of two scenarios.


I’ll start by focusing on uncaught errors, and then later in the chapter, I’ll discuss building programmable exceptions.


In applications, your error messages typically talk to either developers on your own team or external users.  If you are building an API or service, you may be talking to developers on your own team, developers in other organizations or teams, or even end users if those developers let the error propagate to their users.


The first step is talk to to the right person in the right circumstance.  We’ve all seen errors that didn’t seem to be meant for us, such as when end users poorly designed websites show code listings to end users when there’s a bug.


To determine your audience, start by deciding your error’s category.  These five cover most cases:


Table 3-1. Categories of errors


	Error Type
	Example scenarios





	System error

	The payments processor is down. Timeouts. Transient errors under load.




	Assertion

	This local variable should never be null.




	Invalid Developer Argument

	Received an integer when a string was expected.




	Invalid User Argument

	User typed in a bad credit card number




	Preconditions Not Met

	User is unauthorized to access a given resource or hasn’t logged in.







These categories give a huge clue as to who you’re talking to—​your own team, other developers, or users—​and when the errors can be fixed—​at runtime or development time.  This will help you write with the right ontology (vocabulary) and suggest helpful actions.


Table 3-2. The when and who of error categories


	Error Type
	Time of Remediation
	Remediation





	System

	Runtime

	End users should retry later.




	User’s Invalid Arg

	Runtime

	End users can try again after correcting input.




	Preconditions Not Met

	Runtime

	End users can go fix some other issue.




	Assertion

	Your development time

	Engineers on our team will be notified during development.




	Dev’s Invalid Arg

	Their development time

	Developers using our function will need to fix their code.







Putting in mind these five scenarios reveals drastically different strategies.  For example, uniquely for an assertion, you should not be attempting to recover at runtime—​in fact, it could be dangerous to do so! If the code is in a state the authors didn’t foresee, it will lead to unpredictable behavior such as writing corrupted data, or even granting unauthorized access to a hacker. Best to stop running completely.


For some applications, all end users are not the same, in which case, messages should be tailored to each persona.  A classic example is a Preconditions Not Met error caused by the user not having access.  Is the user an administrator or an end user?  This determines whether we will give them direct instructions or tell them to contact an admin.


Knowing your personas will help you speak to the user’s ontology.  “PC Load Letter” was trying to tell users to reload the printer’s paper tray. It was actionable—​it told the user to load the paper—​but it failed because it was speaking to the wrong persona.  ”PC” stood for “paper cassette” and “Letter” referred to a size of paper—8.5"x11”.  Perhaps instead, they should have labeled the paper trays A, B, and C and said “reload tray B.”










Categorizing Errors in Practice


Which of the five categories does a divide-by-zero—​in Python, a ZeroDivisionError--fall into?


Imagine you are writing a method to compute the average value of an online metric over a time window.


# metric_name: e.g. 'dev4dev.api_calls.count'
def recent_average_for_metric(metric_name: str, timespan: str = '1h'):
  metrics = MyMetrics.get_data(metric_name).withinLast(timespan)
  return sum(metrics)/len(metrics)


Look at the return statement.  If this method threw a ZeroDivisionError when the metrics array was empty, callers would be quite confused—​they’d need to know the innards of your function to understand.

Note

Developers and users should never have to understand your implementation to understand an error.




Thus, unless your code is literally a calculator, a divide-by-zero error is an Assertion, telling your team that the code needs improvement. Avoid it—​do some upfront validation before attempting the division. But what scenario category depends on the circumstance that led to the len(metrics)==0 condition:


|Edge Case|Category
|Is metric_name valid?|Developer’s Invalid Argument
|Is the MyMetrics provider down?|System
|Is there no recent data?|Preconditions Not Met
|Is timespan too short?|Developer’s Invalid Argument


As I’ll discuss in the next section on messages, we’ll want to suggest different actions in each of these cases, so you’d want to add various distinguishing checks to the code.


In this section, we categorized errors as talking to developers or end users, and disambiguated between actionability at runtime and development time.  Next, we’ll build on this to author awesome messages.












Warning and error messages


A few years ago, a coworker of mine received an error from an internal API I had written.  He posted a question asking what he should do about it, pasting in the error message.  I replied, “It says right there.”


He looked again, and replied.  “Oh, so it does.  I’ve become so jaded about error messages, I forgot they can actually be helpful.”


One of the most overlooked arts in software engineering is writing a helpful error message.  Rarely is there a moment when you can save so much of your users’ time with a little care and attention as when writing an error message.


System-only thinkers tend to simply report what happened from the perspective of the underlying code, failing to shoe-shift and think about their users’ journeys and knowledge, and obscure warnings like “underfull hbox” are the result.


In any scenario you could write about an error, users will want to know two things:



	
What precisely happened to cause the error, in terms they can understand. This will help users know the impact of the failure and give clues as to how to remediate it.



	
What they can do about it, if anything.  This will directly help users accomplish their task.






Let’s tackle those two goals one at a time.  But first, let me introduce an example that will thread through the next few sections.










Case study introduction


This example is from from a fictional Software-as-a-Service company of four hundred engineers, Dev4Dev.  Slack is a popular workplace communication tool which Dev4Dev uses heavily.  In Slack, one can write direct messages to coworkers or send to “channels” which are groups of employees organized around some topic; the Develper Productivity team might have a channel called #team-dev-prod.


Deng and Elise work together on the Developer Productivity team.  Deng is the tech lead, and Elise is writing an API adapter to send Slack messages.


Before coding, Elise sketches a quick interface design and shows it to Deng.  Slack messages can go to a set of individuals or to a channel to alert employees when something has gone wrong or a job has completed.


The API will look like this:


def send_slack_message(message: str, channel: str, users: List[str])


Deng asks her to show a couple of example use cases so he can get an intuitive feel for how it will be used.  She does this exercise, and in the process, she realizes that channel and users should be optional, since a user may just want to specify one or the other:


def send_slack_message(
    message: str, channel: Optional[str]=None, users: Optional[List[str]]=None)
# Example: Send to a channel
send_slack_message(channel='#some-channel', message="Hello world!")
# Example: send separate messages to a list of people with a slackmoji
send_slack_message(users=['@drew', '@gabriel'], message="Hello :world:!")


Elise asks Deng if they need attachments support, and Deng points out that most critical scenarios for this API are for alerting employees when something is going wrong, so attachments are not needed, just text and links.


Deng asks Elise to list failure scenarios.  If their users’ coding session is a journey, Elise has shown only the end. It’s as if somebody asked for directions with an online maps search, and she responded with only a pin on the destination.  I will teach probing for edge cases in [Link to Come].  For this chapter, I’ll skip that step.


Instead, I’ll focus on just one scenario: what if the user or channel passed into the API is invalid?  Let’s see how much enlightenment I can wring from this one example.












Provide context


You might think users should know what they did to cause an error—​they literally just did it!  But very often, you would be wrong, so it’s your job to reiterate the context and details.


Back to our example, consider:


send_slack_message(users=['@dneg', '@elise'], message="Hello :world:!")


In a unit test, the message “user does not exist” is probably just useful enough—people can likely glance at their test code and see that @deng is misspelled.












Echo the relevant data


A real-world scenario is messier than a unit test. Here’s a more realistic user story: passing in data from elsewhere:


send_slack_message(users=input.users, message=input.message)


If you thoughtlessly say only “user does not exist,” the developer will not immediately know which person we’re talking about or why their handle was wrong.  Better to say: “user @dneg does not exist,” and they will likely spot the misspelling.  That may be enough for them to solve the problem.

Note

Echo the erroneous data back to the user, unless that data must be redacted for privacy reasons.




Employees’ Slack handles aren’t sensitive data at Dev4Dev, so Elise ships the better message.  As we’ll see below, though, it could be better.














Provide a detailed reason


A month later, a coworker using the Slack API sees this message show up, and they report it in the support forum.


Error: User ‘@buckcluck’ does not exist.


They are totally confused because Buck Cluck is an employee.  Right?  Elise checks the company’s directory and learns that, in fact, @buckcluck just left the company.


Elise wants to avoid user confusion—​and, selfishly, the ensuing support burden—​in the future.  Luckily, the company already has an internal API, is_former_employee, that Elise can use:


def on_missing_user(slack_user: str):
    if is_former_employee(Employees.get_employee_from_slack_user(slack_user)):
        message = f"User {slack_user} is no longer an employee."
    else:
        message = f"User {slack_user} does not exist"
    raise RuntimeError(message)

def send_slack_message(users: Optional[List[str]], ...):
    for user in users:
        if !slack_user_exists(user):
            on_missing_user(user)
    # ...


If the coworker had read:


Error: User @buckcluck is a no longer an employee.


They would have had a big clue what to do.














Remind the user what they did.


In unit tests, it’s often easy to tell what function call caused the problem.  In reality, there are many cases where the reporting of an error is removed from the action itself:



	
Perhaps the error is going to show up as a one-liner in some logs, and it won’t be clear what generated the error.



	
Maybe the error is returned from an action that is just one step of a multi-step workflow. For example, when doing a write operation on a website, have you ever gotten an error only to refresh your browser and learn that your operation completed successfully?  This could be because the last step of a multi-step workflow failed or timed out.  You would like to know for sure whether the “important part” completed, and whether to expect eventual consistency.



	
Your product, perhaps backed by an AI, interpreted the user’s instructions in a certain way.  You’d echo back your interpretation before giving an error.






For these scenarios and others, it’s good practice to echo back not only what the bad input was, but what the operation was doing.


I’ll return to Dev4Dev.  Say another month goes by, and Deng happens to notice some errors being logged from within an alerting service, maintained by the Observability team:


Error: User ‘@foxyloxy’ is no longer an employee.


Concerned, he runs it by that team. Turns out, one Observability engineer did see the errors, but they didn’t know how to fix it or why they even cared. They figured it was probably not urgent, since @foxyloxy was gone.  They allowed themself a brief moment of melancholy for their departed colleague and moved on.


Deng points out that these dropped messages might cause important alerts to go unseen.

Note
Tell the user what they were trying to do.




Just because somebody is calling your method doesn’t mean they know they’re calling it or what argument they are calling it with.  Without context, the message may make no sense at all.


Deng rewords the message to provide a little more context, in hopes that next time will go better.


Error: Cannot deliver a Slack message to ‘[@foxyloxy, @buckcluck]’ because @foxyloxy is no longer an employee.


With better technique and a little extra user empathy, Elise could have written this error message from the start, avoiding all the iteration.


This new error message also calls attention to an important fact: we didn’t deliver any of the messages when one of the users didn’t exist.  Deng and Elise discuss whether or not that’s “by design” and decide that no, it’s a bug; since these slacks might be important alerts, they’d better send as many as they can.


The theme here is clear: add as much information into your error messages as you can.  What was happening? To whom or what was it happening?  Why was there a failure?


By packing your messages with context, your error messages will be useful in a variety of circumstances.  Echoing the bad data will diagnose errors ranging from spelling mistakes to coding bugs to unfulfilled preconditions.  And saying what the caller was trying to do will make it useful in logs or other situations where your function is being called indirectly.














Make error and warning messages actionable


Alas, in many circumstances, knowing what happened is only half the battle.  Users often need to be given suggestions or told what to do.  And, for read operations—​and increasingly with AI—​you can even correct the mistake for them, as with Google’s “Showing results for” feature or LLM Chatbots routinely glossing over misspellings.


We’ve all spent countless hours of our lives dealing with error messages, figuring out what to do, sometimes discovering after much pain and an interaction with a support community that the fix is simple.


In this section, you’ll see how to routinely improve your diagnostics.  To achieve this, you’ll need to empathize with your audience, starting with the scenario categorization we did previously.


Returning to our Dev4Dev example, suppose you called the API:


send_slack_message(message="The sky is falling!", channel="@barnyard-friends")


and got this error message:


Cannot deliver a Slack message to channel ‘@barnyard-friends’: channel does not exist.


Can you tell what went wrong? It may take a bit to figure out, and if you’re not super familiar with Slack nomenclature, you may not realize that channels are prefixed with #, not @.


It’d be better to give our users a couple of options for what to do:


Cannot deliver a Slack message to channel @barnyard-friends: it is prefixed with @. Did you mean to pass it into ‘users’? Or did you mean #barnyard-friends?


If Dev4Dev had enough engineers to warrant building an awesome API, we could even query slack to see if #barnyard-friends exists, and show:


Channel @barnyard-friends is prefixed with @, but we found a channel, #barnyard-friends. Is that what you meant?


By eliminating chunks of “search space” for your users, suggesting actions can save hours or prevent them from giving up and churning out of your product.  Even a simple “try again in a minute” after a System error can increase completions of workflows.


Sometimes, the advice gets complicated. You may need to introduce users to some concepts, like the concept of slack channels, or guide them through a number of decisions. Where appropriate, link out to documentation dedicated to resolving that error.  For example, if this case were more complex, you might do:


See https://dev4dev.io/docs/errors/invalid_slack_channel to learn how to resolve this error.












Raise Errors at the Interface


If it were straightforward to write good error messages, engineers would do it more often.  One of the main reasons they don’t is because it often takes diligent code organization to pull it off.


To write the best error messages, you need two pieces of information: What happened in the system?  And, what was the user trying to do?  The trouble is, in real life, a different piece of code has each piece of information.


One place, near the API or UI boundary, knows who the user was and what they were trying to do. It is best placed to tell the user what to do without mentioning implementation details the user won’t be aware of.


The other, deep in the bowels of your processing code, is where the problem happens.


This came up in the last section.  When we divided by zero, Python’s division operation knew the exact law of mathematics being violated, but had no idea how the division was being used and therefore no hope of giving a good error.


The best place to raise errors is usually at the interface between the system and the user, where we can combine the bottom-up and top-down knowledge.  (The less frequent alternative is to pass all that user context down, which I’ll explore later on.)


In practice, people solve this in two ways:



	
They raise errors proactively, using upfront validations at the API boundary.



	
They use error handlers to intercept a lower-level error and repackage it into an appropriate form.






To illustrate each, let’s return to Dev4Dev.










Upfront Validations


The Observability team uses the Slack API to alert people to issues.  They come to Elise with a problem.


Some background: Each engineering team at Dev4Dev has an ‘oncall rotation’ where one person is designated to monitor slack for important alerts during business hours.


To this end, they’ve built a method, alert_team:


def alert_team(team: Team, message: str):
    team_metadata = get_team_metadata(team)
    send_slack_message(users=team_metadata['oncall_users'], message=message)


get_team_metadata reads a database of oncall rotations that people at Dev4Dev set in a user interface at https://corp.dev4dev.io/oncalls/.


What happens if team_metadata[oncall_users] hasn’t been specified or is invalid? Recall that send_slack_message will raise this error:


Error: Cannot deliver a Slack message to [@foxyloxy] because @foxyloxy is no longer an employee.


This is accurate, but not actionable! So the Observability team adds a validation upfront to tell folks what to do:


def alert_team(team, message):
    team_metadata = get_team_metadata(team)
    if not slack_user_exists(team_metadata['oncall_users']):
        error_message =
            f"Cannot send alert '{message}' to team {team}'s oncall: " +
            f"On-call employee {team_metadata['oncall_users']} does not exist. " +
            f"Update the team's oncall rotation at https://corp.dev4dev.io/oncalls/{team}."
        raise ValueError(error_message)
    send_slack_message(users=team_metadata['oncall_users'], message=message)


When a Slack user is missing, this method is here to help:


Cannot send a Slack alert to team ‘barnyard-friends’. On-call user ‘@foxyloxy’ does not exist. Go to https://corp.dev4dev.io/oncalls/barnyard-friends to update your on-call rotation.


This higher-level API alert_team captures intent much more completely than send_slack_message, which is a powerful basis for providing great errors.

Note

Throw errors from the outermost layer of your API or application code where you can capture the user’s scenario.














Repackage Errors


This technique of doing validations upfront before you call into lower-level APIs works well much of the time.  However, in this case, you may be unsatisfied with Observability’s validation.  It’s expensive if it comes with an extra round-trip with the Slack API.  If their API is popular enough, that could become an efficiency or latency problem.  Additionally, the validation is duplicating edge-case-checking code inside our API.


For this and other reasons, we sometimes catch errors thrown from our system and repackage them in terms the user can understand.  It’s easy enough to do this in most languages, the trick is for the lower-level system to provide the interface enough information to do so.  In other words, it must raise programmable errors.  This is a subject worthy of a whole section.












Raise Programmable Errors


Earlier, I said all errors are aimed at users and programs.  The message aims at users if the error is uncaught, and the error code or class lets developers catch it.  Systems often need to catch errors and react with automated actions.


For example, wrapping code could catch and create new exceptions with targeted error messages at the interface boundary as I discussed in the last section.  Or, the wrapper could decide to retry automatically or that its retries are exhausted and it’s time to inform the user.


But this can’t happen unless the error is well-designed.  There are three main techniques you can use to make developers’ lives easier: raising specific errors, grouping exceptions, and metadata.










Raise specific errors


Generic errors will leave your clients unable to tailor their automations or tell their users what to do.


Back to Dev4dev.  If the Observability team wants to provide a more specific error—​mentioning the oncall—​they can’t handle the exception as we’ve programmed it, since we threw a generic RuntimeError which could have meant anything.  Recall this validation function, called within send_slack_message:


def on_missing_user(user: str):
    if is_former_employee(user):
        message = f"Cannot send a Slack message to user {user} because they are no longer an employee."
    else:
        message = f"Cannot send a Slack message to user {user}, who does not exist."
    raise RuntimeError(message)


They worked around this by repeating this validation upfront, though they inevitably left out some of the the love Elise put into this such as checking is_former_employee.


To make it easier for Observability and others to handle, Elise updates the code to raise a special exception for the missing user case.


class SlackUserNotFoundError(Exception):
    pass

def on_missing_user(user: str):
    # message = ...
    raise SlackUserNotFoundError(message)


Now, the Observability team can handle this specific error without duplicating logic, like so:


def alert_team(team: Team, message: str):
    team_metadata = get_team_metadata(team)
    try:
        send_slack_message(users=team_metadata['oncall_users'], message=message)
    except SlackUserNotFoundError as error:
        error_message = ... # same as above
        raise ValueError(error_message)


And users would see the same message.


Unfortunately, they’ve lost the original error message, which due to Elise’s thoughtful work, told users whether the employee left the company. Luckily, Python—​along with other programming languages—​offers chained exceptions, which allows Observability to easily preserve this context with one little tweak:


except SlackUserNotFoundError as error:
  # error_message = ...
  raise ValueError(error_message) from error


Now, Python will show users a fuller listing:


SlackUserNotFoundError: User @foxyloxy is a former employee.

The above exception was the direct cause of the following exception:

ValueError: Cannot send alert 'The sky is falling!' to team barnyard-friends's oncall. Update the team's oncall rotation at https://corp.dev4dev.io/oncalls/barnyard-friends.


While we’re on the subject, it may have tweaked your nerve that we raised a ValueError when we just said to raise more specific errors.  So the Observability team should do a similar specialization in their API to make it more programmable. After all, it’s turtles all the way down.


class OncallNotFoundError(ValueError):
    pass

except SlackUserNotFoundError as error:
    error_message = ...
    raise OncallNotFoundError(error_message) from error


With a couple tweaks to their handlers, Dev4Dev made its APIs vastly more powerful and nestable than the naïve implementations.

Note

Design your runtime errors—​System, Preconditions Not Met, and User’s Invalid Arguments—​for nesting, to allow code to be built on top.














Group Errors According to Scenario Category


A developer using your API might want to write a generic handler that handles errors from a given category. Maybe they want to display “Something went wrong. Try again later.” to an end user any time there’s a system error.  In contrast, when emitting a User’s Invalid Argument error, they might echo the message directly to the user.


In most langauges, you can use inheritance hierarchies to group similar error messages. Python, for example, represents Invalid Argument errors with ValueError, so our OncallNotFoundError derives from this.  +RuntimeError+s are distinguished from development-time errors, so we will want to inherit from that.


However, it’s rare that programming languages thought through these cases sufficiently, meaning you’ll frequently want to craft your own hierarchies.  For example, Python offers no built-in distinction between User’s and Programmer’s Invalid Argument errors, but it would be useful.  If the programmer screwed up, the user needs to contact them rather than trying things themselves.


In a non-object-oriented environment, you can provide error codes and subcodes. For example, the HTTP protocol groups errors into 400-level errors for Invalid Argument and Preconditions errors, such as 404: Not Found.  It reserves 500-level errors for less-actionable system errors, such as 500: Internal Server Error.  If you only want to figure the general category of action to suggest, you can divide by 100.












Keep Information Around for Diagnostics


To make good error messages, we need to keep around a lot of information, which takes diligence because the first developer who doesn’t pass the information along breaks “the chain”.  I’ll show three examples of information chains.












Keep It High-Level.


Firstly, what if there had been no Employees.get_employee_from_slack_user method for Elise to use within send_slack_message?  Then they might want to make a habit of passing higher-level Employee objects around.  A callsite like this breaks the chain:


def foo(employee: Employee):
    send_slack_message(users=[employee.slack_handle])


Whereas, if her callers can find Employee objects, she should to change this to:


def foo(employee: Employee):
    send_slack_message(employees=[employee])


Of course, this trades off against flexibility of the API—​what if callers can’t get an Employee object?  Should we really limit access “just for diagnostics?”


If and when that’s the case, someone can add an overload of send_slack_message that takes raw user handles.  This lets users who have Employee objects have nice things while providing an escape hatch.


Most engineers don’t instinctively put in this kind of extra effort “just for diagnostics.” But remember that wrangling diagnostics is often the slowest part of the user journey, and it’s Elise’s job as a Developer Productivity Engineer to make her coworkers more productive.














Add Structured Exception Data.


You should also provide structured data as fields on your exceptions, which dramatically increases their programmability.


Maybe the Observability team would like to pull out the missing Slack user and author their own error message. We’d enable this like so:


class SlackUserNotFoundError(ValueError):
    def __init__(self, user):
        self.__user = user

    @property
    def user(self):
        return self.__user














Persist Extra Context.


In phased data transformation architectures such as compilers, we may several phases in before we recognize an error.  Keeping around the original context is critical.


Recall the opening LaTeX example, wherein users were writing unnecessary \\ tokens, but the error is talking about underfull hboxes.


I imagine the warning was probably thrown in some pass of the compiler after the lexer had read in the source code and spit out an hbox token for use by later passes of the compiler.  That later code had no metadata to point it to the original user’s source code, hamstringing any attempts to write a useful message.


This was a frequent problem with older compilers.  These days, lexers and parsers include enough information into their output such that later compiler phases can provide a decidedly more modern experience:


This is at the end of a block of text. \\
                                       ^^
Unnecessary \\ to end a paragraph on line 2.


The key lesson that applies to all three of these cases is:

Note

Don’t lose useful information for diagnostics.
















Recap


The best errors are possible when you maximize the amount of system and user scenario information at a single point in the code.  This is achieved by making errors programmable.


Programmability is achieved by making a rigorous practice of keeping information chains alive and packing our errors with structured information.


There’s one remaining topic I haven’t addressed: timing.  When we fire off diagnostics makes a massive difference.












Error early


The most contextual, actionable error in the world can still result in hours or days of lost productivity if it comes too late.  In this section, I’ll discuss a four important techniques for making sure your error is happens early.


Erroring early is often called “pushing left” and has numerous benefits for the system and for users.


For the system, it reduces resource usage by cutting off useless code paths.  It also protects that same code from processing unpredicted inputs, preventing bugs like data loss.


Users benefit even more.  Erroring early saves them time—​think about how much time you save getting an error in your IDE rather than in production.  It also means users are more likely to remember what they did and correct it easily.


Next, I’ll present four common techniques for pushing left:
- Do Static Validations
- Validate Upfront
- Let Them Test
- Request User Confirmations


The first two of these have gained a large mindshare, but the last two are quite under-used.










Do Static Validations


When validating any input, there are often “static” validations that can be performed cheaply and without deep inspection or network calls, and there are “dynamic” validations that require more work or context.

Note

Separate your cheap checks from your expensive ones and do the cheap ones early.




For example, programming languages often have static analyzers and linters that do cheap checks based on local context, such as type checks, as well as runtime checks that require global context and are impractical to do early.


When you’re writing code, look for ways to leverage your language’s static analyzers.  For example, in Python, instead of taking a bag of unchecked string properties, take actual parameters:


# Slow errors
foo({"option_a": 100, "option_b": true})
# Fast errors
foo(option_a: 100, option_b: true)


When taking user input in forms, look for cheap ways to tackle the users’ most common mistakes early, and provide inline advice telling them what needs to be corrected.  Postal codes can be verified to be of the right length for their countries.  Credit card numbers, UPC codes, and ISBN numbers have built-in checksum digits that help protect against common errors like typos and transpositions, all in the name of pushing left.












Validate Upfront


When I talked about crafting errors at the surface of an application or API, upfront validations provided a tool for more actionable and understandable error messages. But validations are also a tool for pushing left.


Imagine you went to the laundromat to wash your clothes, and you washed them, only to discover that only one dryer was online and it was booked for hours. A sign on the door would have saved you from a lot of wet, moldy clothes!


Similarly, when moving money, it’s essential to validate that the destination account is valid before withdrawing it from the source account.


Multi-step, “stateful” workflows like laundry, money movement—​and come to think of it, money laundering—​often benefit from upfront validation.












Let Them Test


If there’s one set of scenarios I see most often neglected by platform engineers, it’s testing.  They think of customers successfully using their production product without considering the trials their customers go through to get there.


If you’re building a developer service, your customers will adore you—​and you’ll get adopted faster—​if you build a fake. Fakes are high-fidelity versions of production systems that share as much code with the production path as possible, while taking certain shortcuts to avoid flaky runtime dependencies such as databases and online services that would make tests slower and less reliable.


When I worked at Facebook, I designed a model authoring system called EntSchema--think: Entity Schema—​which provides a “draft mode” that allows engineers to test out their schemas using local SQLite databases before they even deployed into protection.  This allows people to build prototypes and test out ideas locally, only shipping to production when they are confident.


Stripe, a provider of payments APIs and user interfaces, provides a popular “test mode” in which one can do realistic transactions without actually moving money around.  For example, customers can pass in special credit card numbers to induce various Invalid User Argument errors. The card number 4000 0000 0000 9995, for example, simulates a card_declined error with an insufficient_funds sub-code.  Without even writing test code, merchants can plug that in to web forms to make sure their site will behave correctly in such cases.


Using test mode, when a developer using Stripe is writing a web form that accepts payments, they can manually test their user interface simply by putting this number into their form. And they can write automated integration tests as well.  Stripe users spend far more time with test mode than with production.


Fakes are great ways to push errors far left—​to before users even submit a production request.












Request User Confirmations


Confirmations are, simply put, “are you sure?” roadblocks to put into your app or platform.


They frequently show up in user interfaces after heuristics notice something odd about the user’s input.


Google’s “Did you mean” is good example. When a user searched for ‘compture,’ maybe they really were referring to Compture, the band.  Better to report their suspicion to the user upfront than to rely on them to figure it out after digging through search results.


Or perhaps, you have just asked a user to fill out several pages of forms, show them a summary of what they’re about to submit so they can check for errors.


Confirmations allow you to push left because you can’t always be certain that the user is wrong.

Note

Consider providing heuristic-based diagnostics even when you’re not sure of them.




One common method to allow upfront testing is with a “dry run” followed by a confirmation.  In a stock-trading app, this is as simple as multiplying the number of shares somebody is planning to purchase with the current share price to show users how much they are going to spend.


Here’s a more complex dry run at Dev4Dev.  Suppose Elise wants to add retry policies to her Slack API, designed to be used like so:


SlackClient()
    .with_retry_policy(
	    backoff_coefficient=2.0,
	    initial_interval_seconds=10, max_interval_seconds=600)
    .send_slack_message(...)


What happens if a user authors a really spammy retry policy that retries once a second, forever?  This could cause a Denial-of-Service (DoS) style attack on Slack, which would surely get Dev4Dev’s traffic throttled.


# Too spammy!
.with_retry_policy(backoff_coefficient=1.0, initial_interval_seconds=1)


Elise could provide a heuristic-driven warning by simulating the retry policy and flagging bad behavior:


Your retry_policy (currently initial_interval_seconds=1, backoff_coefficient=1.0, max_attempts=Infinite) will result in 601 attempts in 600 seconds. This is more than our limit of 50. You may ignore this at our collective peril by calling .ignore( Errors::RetryPolicySpamminess).


Elise is not perfectly confident in her exact heuristic, but she can move fast and help her users out by providing this sort of “hard warning” that stops development temporarily.  If her heuristic is off, she will see lots of calls to ignore in the codebase, which will clue that it needs adjusting.












Recap


In this section, we discussed the merits of pushing left and captured some of the many user scenarios that would benefit from the practice.
I talked about validating as early as possible, but since pushing left sometimes means we can’t do a full, perfect validation, I discussed techniques like service fakes, confirmations, and static validations to address the most common user mistakes as early as possible.












Chapter Summary


As you think about writing your next few errors, start with shoe-shifting to your users’ experience and think about what they know, what they need to know, and what they should do.
As a starting point, bucket your error into its scenario category—​system, user’s invalid argument, precondition, developer’s invalid argument, or assertion.


In your messages:



	
Give context. Echo back the operation being done and the bad data that was passed in.



	
Use words in their ontology.



	
Suggest actions.






You’ll be more likely to do a good job if you position your error at the interface boundary.


If you’re raising a lower-level error or writing code that may eventually result in diagnostics, maintain “information chains” with enough context and structure so that developers of downstream code can do their jobs.  Organize your errors into hierarchies and provide structured metadata and keep enough context around to write good diagnostics.


Finally, find creative ways to error or warn earlier for common or important scenarios, such as via techniques like confirmations and static analysis.










Exercises


	
Search the web for “Windows Blue Screen of Death Evolution” and watch as a few decades of Windows teams struggle with error messages. (a) Decide which personas its messages are tackling.  (b) Scan to later ater in the video, where you’ll see the Windows 11 screen.  Rate its message for the personas you picked.



	
For the next questions, pretend that you work on an e-commerce app.  Users can fill their shopping cart and check out.  The app finalizes orders via a submit_order API with the following fields: user ID, shopping cart ID, and credit card CVV code—​the three- or four-digit code to verify a credit card.  Your mobile client has the ability to do static verifications before sending up data to your API.


What error scenario category are invalid user ID or shopping cart ID?



	
What error scenario category is an invalid CVV code?



	
What about an empty CVV code?



	
Write an actionable error message for a missing CVV code.



	
Shopping carts can get out of date and are deleted from the system after 24 hours.  What category of error is it when this happens?



	
Can you think of a way to push this expired shopping cart error left so that the user doesn’t need to re-find the items?















Answers


	
The Windows 11 message says: “Your device ran into a problem and needs to restart.  We’re just collecting some error info, and then we’ll restart for you.  For more information about this issue and possible fixes, visit https://www.windows.com/stopcode.  If you call a support person, give them this info: Stop Code: SOME_ERROR_CODE.”


This message is targeted to end users and gives a clear action.  Its use of a URL is good technique because that URL can be kept up-to-date and have nuanced instructions.  At the end, it talks about the stop code, clearly framing that as relevant to IT professionals, which clarifies that there are two audiences for this message.  However, it’s not trying very hard to help such people, perhaps reasoning that such folks are likely capable of searching online if they want to know how to find crash dumps and the like.



	
Invalid User IDs and Shopping Cart IDs are Developer’s Invalid Argument errors.  But, if the user is not logged in, resulting in an empty user ID, that’s a precondition problem which the user can action.



	
An invalid CVV code is a User’s Invalid Argument.



	
An empty CVV code is, on the face of it, a User’s Invalid Argument.  However, a well-built client should be statically checking for empty fields and prompt the user to fill them before connecting to the server.  Thus, the API might wish to treat this as a Developer problem.  This would clearly spotlight missing fields as bugs, such as when the client forgets to pass up the code.



	
You might instruct, “Please enter your credit card’s security code.  For Visa®, Mastercard® and Discover® cards, this is a three-digit number that usually appears on the back. American Express cards have four-digit numbers that usually appear on the front.”



	
An expired shopping cart is a precondition and is user-actionable.  Thus, the implementation of expiring shopping carts should allow the API to distinguish between invalid IDs—​a developer problem—​and expired ones.  For example, expired carts could be soft-deleted rather than completely removed from the database.



	
You could email the customer in advance of their shopping cart expiry to remind them to finish the order.
















Chapter 4. Experiencing Your Own Product



A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 4th chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at arufino@oreilly.com.




[T]he designer of a new system must not only be the implementor and the first large-scale user; the designer should also write the first user manual…​ If I had not participated fully in all these activities, literally hundreds of improvements would never have been made, because I would never have thought of them or perceived why they were important.

Donald Knuth




New users are frustrating beasts, like skittish deer.  They are fickle and flighty and may bolt at the slightest snag in your product funnel.  And how to even spot one in the first place?  How to track them down and get them to stand still long enough to understand your product vision and provide you with helpful feedback?  It’s much easier for most engineers to stay in their code editors and churn out more code than it is to actually seek out users and get feedback.


In this chapter, I’m going to let you off the hook a bit, to focus on getting feedback from the users that are easiest to pin down—​yourself, your teammates, and others at your company.  These people share in the success of your product and are pre-incentivized to help you out.  Then, in [Link to Come] and [Link to Come], we’ll dive more into learning from the most important users—​those in the broader world.


One of the most frequent dilemmas I face is how to divide my time between talking to users and leaning on my own insights and those of my teammates.  If we know the scenarios, including the target personas and the simulations of their use cases, like an all-seeing crystal ball, shouldn’t we be able to work everything out without slowing down to talk to users?  Or perhaps we simply shouldn’t think too hard, instead quickly getting iterations of our product out to users and hearing their feedback.


Facebook found early success with a “move fast and break things approach” because they had a large, forgiving user base and the most powerful software distribution mechanism ever invented—​the news feed.  They could ship experimental products—​polls, game invites, events, groups, videos, etc.--because it was extremely easy to get them out to users and collect metrics and feedback. Many of these experiments failed, but users forgave the failures.  Other experiments were massive hits that more than made up for the duds.


On the other end of the spectrum, self-driving car startups Waymo and Cruise iterated for years before shipping anything to customers.  They hired professionals to mind their cars while collecting data until they had several nines of reliability.


These approaches have very little in common.  The one shared aspect is this: they were both validating their products.

Note

Validate your product.




Validating your product means answering the main open concerns about it and also discovering problems you didn’t think of.  Validation ranges from user surveys to testing to feedback from real-world usage.


Different types of validations have different desirable aspects:


	
Simulates intended real-world usage.



	
Simulates edge cases and subjects the product to unintended pressure.



	
Gets feedback from a target persona.



	
Can be obtained early in the product cycle.



	
Is cheap to obtain.



	
Doesn’t have adverse consequences such as harming users or eroding their trust.







Various strategies excel on different axes.  Sharing storyboards with one’s target persona excels at #3, #4, and #6, but it can be hard to round up folks and get thoughtful feedback, and storyboards won’t often get at important details.  Shipping prototypes to real users is great at #1 and #3, since it’s particularly good at surfacing problems you didn’t even think to worry about, “unknown unknowns.”  However, it can be quite expensive and can take a long time to get to working prototypes.  Different types of automated testing are often good at #5 and #6, and have other advantages depending on the type of testing, which I’ll explore below.


In this chapter, I want to focus on validation techniques that excel on the “early, cheap, and harmless” axes.  These happen when we, as product designers and teammates, engage with and use our own products.

Note

Be your own first customer.  This will validate your product early, cheaply, and harmlessly.




When team members use their own product, this is for some reason called dogfooding, a term popularized within Microsoft as it developed a culture of using the latest versions of its own operating systems and compilers.  Dogfooding is effective because it gets feedback from users incentivized to help the company’s success.


Dogfooding takes a surprising number of forms.  If you’re an agritech company, it may or may not be practical to own your own farmland to test out your products.  But maybe you can simulate those conditions in a laboratory or on a computer.


There’s an underappreciated dogfooding aspect to writing documentation and tests that I will highlight as I survey three types of dogfooding:



	
Write scenario tests and realistic samples that exercise the product, mirroring real world usage.



	
By virtue of writing usage guides, you will lay out what it’s like to use your product. If you’re attentive, this will give advance warning of problems.



	
Write, or get teammates to write, “friction logs” which detail your experience as you dogfood will both motivate you to dogfood and produce more useful output.






Figure out the mix of these techniques that will cheaply validate your product every step of the way.  Apply so-called “product pressure” at all times to what you have in the works.  You’ll reduce risks and ensure that the feedback you get from users couldn’t have easily been figured out on your own.  Let me sell you on a few.








Tests and samples as dogfooding


Writing tests is one of the best ways of experiencing your own product once you’re ready to write code.  One of the tenets of Test-Driven Development, as espoused by Kent Beck, is that tests are the boss.  Rather than writing code and then writing the test to pass based on what you’ve written, write the tests before you’re biased by what you did.  From a product perspective, this helps you stay closer to the user scenarios.  You’ll work harder not to pervert your product goals by what was easy to implement.


In this section, I want to show you how to apply tests as dogfooding opportunities.  We’ll use them to verify correctness in key scenarios, polish edge cases, and document the intended usage.  In doing so we’ll force ourselves to think about what we’re building.  Importantly, because tests must be maintained, they are uniquely powerful and long-lived among the dogfooding techniques.










What kinds of tests should you write?


So we can all get on the same page, I’m going to define several types of tests you may have heard of.  These tests types are a blend of “system tests” vs “product tests”, in the sense that some are more targeted at finding infrastructure issues vs common user-facing problems, and vice-versa.



	
Unit tests test small bits of code.  They are used early during development to cheaply probe edge cases and encode contracts.  They run very quickly and are great for the innermost development loop.  However, being so low-level makes them of limited value for product testing.  For example, each mock makes them diverge from what users experience, making it harder to assess their value.  Because they aren’t being “tugged on” by the product puppeteer, they are the most susceptible to bias from the author and can end up testing irrelevant implementation details.



	
Functional tests focus on product behavior of small features of your product.  They may use mocks, or preferably fakes, to simulate dependencies like other services and databases, limiting the degree to which system issues can make the tests slow and flaky, but also limiting their comprehensiveness.



	
Scenario tests are like functional tests, except they are indexed by user scenario rather than feature and thus may hit multiple features.  They ensure that complete user tasks can be completed, but again they may fake out dependencies.



	
Integration tests recognize that it’s often the interactions between components that are the most fraught.  They deliberately do not stub out many dependencies so as to better sniff out system problems.  However, they don’t emphasize product scenarios in the same way that scenario tests do.



	
End-to-end (e2e) tests are the most comprehensive automated tests of user-facing behavior, and they also can find unforeseen system integration problems.  They exercise complete user scenarios and don’t stub out anything.  They are relatively expensive to maintain, and run, and can be flaky, so they tend to be used for the most critical scenarios.  Tested samples are a form of e2e testing that also helps as documentation for your users.



	
In user acceptance testing, real users—​you know, creatures with sensory organs—​are putting your product through its paces and reporting problems.  I’ll discuss this further when I introduce friction logging.






Your reaction might be: “Um.  I don’t do all these things. I don’t even do most of them.”  Which tests your team should emphasize will be an individual team decision, and should be based on which types of tests offer the biggest bang for your buck.


To help sort through it, we can boil down the problems these tests address as system risks and product risks.  Figure 4-1 roughly plots the relative strengths and weaknesses:



[image: Test types plot]
Figure 4-1. Test types, plotted by the amount of system and users risks that they uncover.




The effort of writing each type of test is proportional to the distance of the dot from the origin.  End-to-end and user acceptance tests are the most challenging and comprehensive, unit tests are the easiest and least thorough.


Maintenance has different considerations.  The more comprehensive tests are more challenging to debug because they cast a wider net.  That said, unit tests that hinge on implementation details often end up needing frequent maintenance as the codebase evolves, whereas e2e tests tend to stay evergreen if the product stays backwards compatible.  Then again, overly-fussy e2e tests, for example that make very specific assertions about HTML output or enforce tight timeouts, can be challenging to maintain, too.  There’s one general rule to keep in mind:

Note

All other things being equal, the more the test asserts behaviors that directly matter to your users, the easier they are to maintain.




Okay, so we’ve thought about the “buck,” but what about the “bang?”  What you get out of tests depends on where most of the risks are for your product:



	
If you are writing infrastructure that is a drop-in replacement for older infrastructure, you may want to focus more on tests high on the system axis such as integration tests and functional tests.  You might be able to rely on existing tests in your codebase to do most of the product testing.



	
If you’re writing novel infrastructure that hasn’t been adopted by anyone yet, you’ve got both product risks and system risks galore, and will need a spectrum of test types, including end-to-end testing.



	
Suppose instead you’re integrating widely used open source infrastructure and wrapping it in APIs that adapt it to the narrower purposes at your company.  The biggest challenges are probably integrations, meaning product risks likely outweigh system risks.  You might focus on scenario tests with some functional testing.



	
If you’re building a novel product, unremarkable in its system complexity, using hardened infrastructure and best practices or “paved roads” at a mature tech company, you can focus more on product risks.  Lean on scenario tests.






As you can see, many situations call for applying product pressure.  I don’t want to undersell system testing, but since this is a book on product thinking, I’m going focus on scenario tests, end to end tests, user acceptance tests, and finally tested samples, a special form of e2e testing.












Scenario tests as automated dogfooding.


Scenario tests are designed to capture real-world product use cases in test form.  They are quite likely to catch important bugs simply because they represent what users will actually do. You can easily spot missing scenario tests when you encounter basic bugs.  I recently used a food-tracking app that doesn’t trim whitespace from its food search terms.  Suppose you search for “pot” and autocomplete to “potato “--because autocompletes add space so you can start typing the next word—​it won’t find “potato” because of the whitespace mismatch.  A scenario test or user acceptance test would have caught this.  And I would have been more likely to keep using the app.


Such tests are also great way to document what your product is supposed to do.  If you’re using scenario-driven design ([Link to Come]), they can directly capture the scenarios you discovered during design and validate that your code achieves what you set out to build.  Otherwise, to write a test, simply start with a user flow and translate that into a test.


So, how is that different from a functional test?  While both test user-facing functionality, scenario tests are indexed by use case rather than feature.  A functional test for the food searches would not have contemplated an autocompletion, but a scenario test author would have thought more deeply about the user experience, with  testing autocompletion being a fairly straightforward idea.


Here are some examples.


Suppose you’re building a searchable dashboard that displays recent workflow jobs run in your internal infrastructure.  People can search for jobs by owning team, completion time, and current status—​completed, running, failed, etc.  The default query when people land on the page yields the fifty most-recent workflows starting with the newest.  Buttons allow people to go to the next and previous set of results.


Here’s a set of functional tests, having fed the system with some test data:



	
Check that various types of queries return correct results.



	
Test for edge cases and make sure users get good diagnostics.



	
Tests that queries can paginate properly when given a hardcoded cursor.






A set of scenario tests focuses less on edge cases, unless those are very common, and more on commonality:



	
Runs the specific query used on the landing page, as it’s by far the most frequent.  It would make sure it’s correct and runs within a certain latency budget so that the page load is fast.



	
Selects a team name from a dropdown menu and then adds a search filter on that.  This test illustrates that, via your dropdown menu, you’re not assuming that users magically know what team identifiers to search for.



	
Pulls the click target from the “Next page” button and feeds that directly into a paginated query.  This tests the next page button, paginated queries, as well as the combination of the two.  Testing them individually wouldn’t make sure that the link rendered on the page actually leads to the right page transition.






One way to think about scenario tests is “the product equivalent of integration tests”; that is, integrating or chaining various user actions together and making sure it works holistically.


Scenario tests eliminate the most important product bugs from your product as well as some system bugs.  Use them in conjunction with functional tests which round out your product tests by being more thorough.
To save time, sometimes you can skip functional tests in favor of scenario tests.  For example, the “landing page” and “next page” tests may obviate dedicated functional tests on pagination.


The process of writing each of these tests may alert you to product problems in the same way that manual dogfooding does, but avoids a lot of manual dogfooding in perpetuity and gives you confidence that you’re not regressing the most important user scenarios during each deploy.


When writing them, capture the key elements of the scenarios.  Your “user” should have a plausible intent and perform a likely chain of actions.  Capture that intent in the comments as a way for other engineers to learn what really matters about your product.












End-to-end tests as automated dogfooding


End-to-end tests are like scenario tests except they are more all-encompassing of system behaviors.


Continuing our workflow search example, these tests might use a headless browser to simulate actual user clicks on buttons, rather than testing the functional layer underneath the UI.  They may also operate on a production or QA database rather than a fake database.


These tests tend to be flakier and fewer in number, but occupy an important niche in the testing landscape for the most important scenarios.


The most important way to keep them relatively maintainable is, as I mentioned above, to stick to assertions and assumptions that represent reality.  Avoid making additional assumptions that don’t reflect reality so that your test doesn’t fail for reasons you don’t care about.  One of the classic blunders is hardcoding a sleep and hope some step will be finished by the time the sleep is done, which in my experience usually leads to intermittent timeouts.  Better to receive a signal when it’s done or at least poll in a loop.












User acceptance testing as dogfooding


In user acceptance testing, you give some employees or volunteers some test scenarios to run through in pre-production environments, and then require those tests to pass before shipping.  I haven’t seen this form of testing used formally very often.  One place I’ve observed it was for internationalization and localization, where speakers of different languages in different locales verify product behavior across a variety of circumstances that would be too dizzying for engineers to test themselves.  I’ve also seen it when required for compliance purposes.


Needless to say, this form of testing can be slow and expensive, but it can paper over deficiencies in automated test frameworks.


More often, I see people mining user feedback in othre ways, which I’ll explore in [Link to Come].












Samples


As I transition to talking about documentation, I want to consider tested samples, which are a hybrid of end-to-end tests and docs.


Writing samples is a great way to let your users know what to do.  They extend your product thinking beyond the bounds of your company so that outside users can benefit.


Here are a few tips for writing useful samples.  Here, I’ll suppose your product is a spreadsheet program like Microsoft Excel or Google Sheets.



	
Think beyond “Hello world” and show samples that accomplish actual user needs, such as a budgeting template.  This is both useful to sample readers and a great way to dogfood.



	
Subject all of your samples to automated tests so they can stay working for users.  Make sure your template loads without errors, plug in some numbers, and check the output.



	
Be specific, using concrete scenarios and language.  Prefill your data with a software company like “Initech” with plausible purchases like red staplers and roach killer.  Users have a much easier time extrapolating from concrete things than they do disambiguating abstract terms like “item 1” or “foo.”  This is why we prefer “Hello, world!” to “A message.”



	
Capture why you made certain choices in your samples so you can teach users, as you would with any comments.



	
Think about the discovery scenario—​how will users find the right sample given a problem they are facing?  You could list your template in a template catalog, and if you have a lot of templates, file it under “accounting” or “finance.”






The lessons in the next section on documentation will also help you write good samples.












Writing documentation.


Have you ever heard the proverb, “the best way to learn something is to teach it?”  That’s true of teaching products as well, and documentation is one of the most effective ways to do that.  Writing down how your product works will help you see how it looks to your users and therefore how to improve it.


Even if your product is simple and doesn’t ship documentation, writing down the steps to accomplish tasks helps you internalize what your users will be facing as they interact with your interface.  You’ll notice problems and improve the product.  To the extent that the last section was about Test-Driven Development, this one will be about a topic I’ve found equally useful: Documentation-Driven Development.  Drafts of documentation can be written earlier and more cheaply than tests—​yes, before the product is ready—​making them a rich source of insights.


Product documentation isn’t merely a means to an end, and alas, there are a lot of bad docs out there.  We can’t just blame technical writers even if we are lucky enough to have them on staff.  Often, only engineers, and sometimes product managers, tend to know the ins and outs of our products well enough to make the key decisions about what to call attention to.


Of course, there are many important aspects to technical writing, such as grammar, tone, and flow.  Rather than rehashing good books about them, I’m going to be more targeted.  I’ll help you apply product thinking to create useful and discoverable docs that answer the right questions at the right times.  You’ll use the same techniques as usual: thinking outside-in and internalizing the various scenarios that readers face.










Scenarios for documentation readers.


Software engineers, to the extent that they write documentation at all, naturally produce reference documentation, which in its rawest form is just code comments.  It’s easy to take what you’ve built, go feature by feature, and explain those features, perhaps even humble-bragging about the smart decisions you made when you implemented them.


But how often do you actually use reference guides?  Of those instances, how many times did you try other types of documentation before you fell back on them?


I took my first university programming course in C++.  The textbook was Bjarne Stroustrup’s The C++ Programming Language, and in the 3rd edition, the book was a comprehensive overview of the language.  I was just trying to stay afloat while learning the language, and instead I got chapter after chapter of the author showing off all these cool and esoteric features of the language.


I’m actually not sure if it was a good book.  Perhaps as a seasoned engineer with years of C++ experience, I might have gotten more out of it, but it was not useful for my persona then—​an undergrad computer science major learning C++ from scratch.  I wish my professor had had more of a concept of personas and made another choice.  I wouldn’t be surprised if many promising software engineers have dropped out of Computer Science because of poorly targeted learning materials.  A product as complicated as C++ begs for a careful introduction.


The book was essentially a reference guide when I needed a getting started guide.  I needed to understand C++, the product.

Note

In your documentation, present the product, not the system.




Reference guides have a place, especially for complex products.  But otherwise, it’s better to be “self-documenting” such that once a user has contact with a particular piece, they can figure it out without docs.


What users need most is all the stuff that’s not described on your product surface.  They need to know how the pieces fit together, where to start, and what to do if something goes wrong.  In other words, users need you to be editorial.  Which bits really matter to most users?  What are the best practices?


Especially if you’re working on a technical product, your docs people may not be equipped to understand the product well enough to be editorial.  They can often help you structure your docs, improve your technical writing, and fit the house style, but they are less likely to help you understand user scenarios and make good choices about what information to present.


What, in particular, do users want?  Think about a time when you’ve recently needed documentation, or needed to ask a chatbot or a coworker for advice, and I’d wager your scenario would fall into one of four categories:



	
Discovery - you know what your goal is, but not which product or feature to use to do it.  Your persona is often a “new user.”



	
Usage - you know which product or feature to use, but are struggling to use it correctly.  You may be a new user or an experienced one if you’re trying to use advanced features.



	
Learning - you want to deepen your knowledge of your product, learning reusable concepts to make them more effective.  You are likely intending to become a sticky user, if you aren’t already.



	
Operations - something has gone wrong, or is about to go wrong, and you need to recover.  You have very likely never encountered this failure mode before, so you are on unfamiliar ground.






Each of these scenarios requires different types of docs, as we will see below.












Discovery


When users are discovering your product, they want to map their scenario onto it.


First, they want to know if they are the target persona.  Is your product is “for them?”  This offers them assurance that, as they work through its details, your design choices will work for them.


One of the most common and effective ways to do this is to provide a “persona menu” on your app or website.  Today, when I go to lyft.com, a ride-hailing site, I see headings for “Rider,” “Driver,” and “Business.”  These immediately clue to me that I’m welcome if I fall into one of these personas, and I can click in to more specific documenation learn more.


Here’s another common one: Users at large companies will want to know whether your company is going after large enterprises.  Talking about a specific compliance or security feature, which they may or may not know or care about, might not help as much as knowing that, in general, you’re working for enterprises and addressing the types of challenges that large companies face.  Then, within that context, list the specific features as examples.

Note

Make it clear which personas you are targeting and tailor documentation to each persona.
















Usage


Users who’ve moved beyond the “persona” stage of discovery may struggle to find the relevant corner of your product.  A user of presentation software who wants to make items on slides appear when they click a button needs “animations,” though new users would probably not come up with that term.  For this reason, Microsoft Powerpoint’s documentation has a section called “Animate or make words appear one line at a time.”  Web searches for “make words appear” will now link to those docs.


Docs like those are start with the use case and linking to features and steps needed to accomplish it.  As such, it’s a usage guide.  Usage guides bridge the gap between what the user wants and what they’re supposed to do—​the what and the how.


Categorize your most prominent use cases and create usage guides for the most important ones.  The most classic and important usage guide is a getting started guide that shepherds users through initial setup and download steps and gets them to the “hello world” stage.  Referring back to the Stripe example, once users realize what persona they are, they click into the corresponding getting started guide.


Build usage guides for other important scenarios as well.  Alongside or in lieu of templates and samples, they are an effective way to help users accomplish key tasks.  They show your users best practices and market features users may not have known about.


In the same way that scenario tests aren’t going to cover every feature in detail like functional tests do, usage guides won’t cover all the details either.  Usage guides can link out to reference guides which cover the product feature by feature or concept by concept.  Reference guides can talk details, corner cases, and advanced usage.














Learning


In the intro, I wrote that users want to allocate as little brain space as possible to learning your product.  Usage guides help them because they can follow instructions without needing detailed memorization work.


But there are times when users need to take a step back and actually learn things.  When I was recently attempting to build a new Docker container, I got hung up trying to accomplish my goal, and usage guides weren’t helping.  I realized I needed to understand Docker better to make further progress, without knowing exactly what.  So I read through a conceptual guide that presented important Docker primitives.  I learned something very valuable for my use case—​that Docker containers could nest within one another.  Knowing this, the solution to my problem became straightforward.


This nicely illustrates that conceptual guides are sometimes necessary, but users consider them a backup plan.  Unless users are students who want to learn your product to pass a test or get a certification, they are trying to use it to accomplish something.  Thus, they only slip into “learning” mode when absolutely necessary, and the transition can be painful because it’s not always clear when that point has been reached.


As with all documentation, you need to be able to tell a story of how users will find your conceptual guide.  Link to it liberally from usage guides and reference guides.

Note

Conceptual guides help users with primitives or concepts that they will use multiple times throughout your product.
















Operations


Some of the most critical user scenarios are when something goes wrong and they need to get it working again.  These frustrating, emotionally-charged situations can make or break the user’s day.  They are memorable to boot, so they make or break the public perception of your product.


Ideally, your product itself documents what to do via actionable error messages as I discussed in Chapter 3.  Okay, okay, even more ideally, you can design your product to avoid errors in the first place.  Barring such unicorns and rainbows, you need operational guides.


Operational guides encompass troubleshooting guides, runbooks, or maintainer’s guides, depending on the domain of your product.


Here are a few quick tips for writing and organizing operational guides:



	
They are indexed by failure scenario.  This can be phrased as “If X is happening…​” or provided via an error code.



	
They should be discoverable, such as via search engine or page searches.  Use terms likely to be searched for, and include synonyms.



	
They should be deep linkable so that support personnel, error messages, and automated bot responses can link to remediations for specific problems.  And, keep those links stable!



	
Provide an easy way for users to give feedback on the guide, or even contribute to them, so that they can be continually improved.  “Did this help?” style widgets are a simple example of such a mechanism.


















The web of documentation


Learning should take place when it is needed, when the learner is interested.

Don Norman




Just as there are multiple types of tests, documentation is multi-faceted.  Marketing docs help users determine their persona.  Usage guides help people discover and use features, whereas reference guides help them once they are ready for details—​and not before.  Conceptual guides teach them the core primitives they need to become experts, and runbooks help when they’re having a bad day.


And yet, users seamlessly glide between these scenarios as they do their work.  Discovery becomes usage once they settle on an approach.  Usage becomes operations as soon as something goes wrong.  They switch from usage to learning as soon as they can’t figure out how to do what they want with your usage guides and need to be able to arrive at it from first principles.


Therefore, the most important organizing principle of docs is that they should be heavily interlinked with one another and from your product.  Build “trails of breadcrumbs” that help users escalate from usage or troubleshooting scenarios to learning modes, and from problems they are facing to solutions.  Usage guides should link to conceptual guides when referring to important concepts.  Conceptual guides should link to illustrative samples.  And so forth.

Note

Build a web of interlinked documentation.














Writing documentation as dogfooding


Imagine you’re writing an open source developer tool and you’re authoring a getting started guide telling people how to install your software package.  You’ve set up a fresh environment and are installing it from scratch on your machine.  You get a failure because you didn’t set up an environment variable properly.  As you write down instructions for users, you realize they face a choice as to what to set the variable to.  You decide to fold this into your installation script by asking users a question from which you derive the correct answer, and you delete this step in your guide.

Note

Measure the quality your product by how short the best docs would be.




Or perhaps you are oncall for your SaaS service and have just supported some users whose processes ran out of memory and were struggling to debug what happened.  As you create a runbook entry to document what they should do, you realize you could have avoided the problem entirely by letting them set certain resource limits for themselves.  You ship the runbook entry, but then you set about demolishing the need for it by adding the configurations.


The process of writing documentation forces us to switch perspectives and consider the user’s journey.  We get annoyed when what we’re writing feels tedious or like it’s hard to explain.  We want nothing more than to just delete them.


If you write thoughtfully, you can channel this pain into improving the product.  The main trick is to do it early when it’s still cheap to make adjustments.  Here are a few examples:



	
Write discovery guides before you start designing.  Amazon famously writes fake press releases at the beginning of projects that predict how they’ll communicate publicly once the product is launched.  These explain to users the value proposition of the product just like a normal press release would.  Adopting this “marketing-first” practice will help you understand your target persona and evaluate your product’s value to them.



	
Write usage guides early while using early versions of your product.  Noting unneeded steps or tricky decisions will catch usability problems when it’s still cheap to fix them.



	
Write conceptual descriptions of key abstractions.  If it’s a struggle, perhaps you need to rename or reframe.  If the concept doesn’t seem like something the user should care about, maybe you need to present something higher-level.



	
Force yourself to explain to users how to avoid problems that will cause them operational toil and safety problems.  This will expose weaknesses, and it may even be cheaper to fix safety issues than it is to document, communicate, and support customers.






Recently, an engineer on my team was writing a usage guide for a regression testing scenario.  A user would query some recent runs from production and then pass them into a regression test function to make sure they would still work with new code changes.  After he wrote up the snippet, we realized that it wasn’t paginating the production runs, and in fact that pagination wasn’t exposed at all. Therefore, most people in the real world with lots of production runs couldn’t easily accomplish that scenario.  He decided to add pagination support and then come back to ship the guide.


Note that we already had reference documentation for both of the functions involved; it wasn’t until we wrote a proper guide that we realized they didn’t link up well and gained conviction that it was high priority to fix.


This kind of Documentation-Driven Development can be integrated early and deeply into your development process.  Let the docs dictate what goes into a milestone.  “We’ll know this product is ready when we can write this usage guide or that sample.”












Friction logging


Okay, we’ve delayed actually getting users to use your product long enough.  We’ve written scenario tests and authored guides, often while using early versions of our product to make sure we’re doing it properly.  But even the best product thinkers will be frequently surprised by what other humans get up to.


Proper dogfooding means using software developed by others at your own company or team, and friction logging is a great way to go about it.


A friction log is an informal document that you write as you use a product that demonstrates any confusions or roadblocks you experienced.  When you’ve finished, you hand it off to the engineers and PMs responsible for the product.  In the next two subsections, I’ll explain how to write a friction log and then talk about how you can leverage others to friction-log your product.










Writing friction logs


A friction log is a journal of a scenario with emphasis on the friction.  Your goal is simply to report your experience with the product, which the product team will use as they see fit.


Start by introducing yourself.  Note the persona you represent—​are you new to the product?  Or pretending to be new?  What priors do you have that might inform your experience?  For example, if you’re writing a friction log for an Instagram feature, your persona might be that you’re new to the platform but you’ve used TikTok before.


Next, express your intent.  What are you trying to accomplish?  Perhaps you’re trying to edit and post a silent Instagram Reel—​a short video.  This will help readers understand why you made each choice and understand when product gaps prevented you from achieving your goal.  And the product team can figure out how likely it is that others will have a similar intent.


The bulk of the document will outline what you experienced.  Perhaps your original video had sound, and you struggled to figure out how to turn the sound off.


Make sure you’re describing your experience rather than giving prescriptive advice—​it’s likely that the team who owns the product will have a better idea of what’s possible, and they may find it easier to stomach hearing your story rather than your advice.  If you do have a suggestion, you could say “I was expecting there to be a button to mute the audio like on TikTok.”  This is less presumptuous than “You should add a button to mute the audio.”


Of course, it’s always helpful to praise places when the product experience suited you.  This contextualizes the friction and lets readers know what you appreciated.


When you’re done, hand it over to the team, expecting that they’ll sift through the feedback and triage any action items.  (And make sure your manager knows about your good work.)


Why does the practice of friction logging improve dogfooding?  In many companies, dogfooding is a more aimless pursuit with no concrete outcome.  Without specific norms, providing feedback to a team can feel aggressive or critical, and it can be unclear about whether you’re expecting them to drop what they’re doing and fix your problem.  If you nitpick, you may worry that others will find you pedantic.  Unclear expectations heighten worries about offending people.


It’s easy to feel anxious about giving product feedback, especially if you’re not on the team or new to the team. Friction logging is a safe space in which you are free to comment and nitpick on others’ products.  If it’s already part of your company culture, you’ll be in good company.  If it’s not (yet), leverage the fact that it’s a predefined format that you can find on the internet.  When I introduced friction logging to my current company, I referred to existing blogs as a way to explain what I was doing, and it was well-received.  Soon after, I noticed others starting to do friction logs.












Receiving friction logs


It’s very useful to receive friction logs.  Knowing the ground truth of how a user experienced your product is gold.


But how do you get other people to engage with your product?  Even though friction logging can be fun, people are busy and they won’t do it for nothing in return.  Here are some people to consider:



	
Ask your early adopters to write friction logs.



	
Invite new teammates to friction log as a way to ramp up on the details of the product.



	
Suggest that managers and executives friction log as a way of staying grounded as the product develops.






And when you get the feedback, don’t be defensive, and treat it as a gift:



	
As mentioned above, don’t ask people to open tickets or follow any kind of process.  This puts up hoops that make people hesitant to spend the time.  It also sends a signal that their feedback isn’t worth your time.



	
Close the loop.  If somebody’s friction log results in an improvement, let them know, ideally in a way that their manager can also take note of.



	
If you or your team are feeling overwhelmed, don’t shoot the messenger.  Deal with the time crunch when triaging the product improvements implied by the feedback.
















Recap


Friction logging is a fun and productive way to engage in dogfooding, and it’s something you should solicit as part of your product process.


Of course, it’s just one element of getting feedback from users, as not all of your customers are going to be willing or able to write a complete a friction log.  You’ll learn to get feedback up from your broader user community in more depth in [Link to Come].












Chapter summary


Throughout product design and development, seek ways to use your product and put “product pressure” on it, ensuring it will stand up to real world usage.


Testing, documentation, and friction logging are all effective ways to do this.


Not all tests are created equal—​some are better suited for product testing, others for system testing. Scenario and end-to-end tests reliably document your product and ensure it continues to function, while functional tests round out your test coverage.


Similarly, not all documentation serves the same purpose. While reference docs act as a useful fallback, usage, conceptual, and operator guides are better aligned with key user scenarios. These docs should be interconnected to guide users no matter where their journey leads.


Finally, friction logging is an excellent way to get actionable and candid experiential feedback from your coworkers.










Exercises


	
Choose a Wikipedia page you’re interested in, and a line from that page.  Find out who the original author of that line is and record your experience with a friction log.



	
Read the friction log I wrote in answer to the first question.  Suppose you were new to the Wikipedia development team and tasked with processing that feedback and polishing the UI.  What information would you gather and what improvements would you look into?



	
You’re on the WikiBlame feature crew and shoring up test coverage.  (You can go to WikiBlame by picking an interesting Wikipedia page, clicking “View History”, and then selecting “Find addition/removal”).  Make a test plan with at least two of the most important scenario tests.  Assume your test framework allows you to simulate UI interactions.















Answers


	
Here’s my friction log for trying to blame a line of Wikipedia.  Make sure yours recorded a bit about your persona and intent and that it reported your experience without being too overt about suggesting concrete improvements.


I’ve mostly used Wikipedia as a reader, with very few edits to my name, so I’m very new to the power user tools.  I noticed that the listing of one of the Puzzle Hunts had an issue with the links from one of the entries that I’m not sure how to fix.  I’d like to contact the original editor.


I’m a software engineer used to git blame, so I’m hoping for something similar.  I first clicked “View history”, but it wasn’t in a usable format, and there was no “blame” button.  I thought maybe “View source” would do the trick, and looked for “blame” and similar, but that didn’t work either.


I went back to the revision history and looked more carefully.  “Find edits by user” didn’t work because I didn’t know the username. At this stage, I consulted Google, who told me to click “Find addition/removal.”


On that page, entitled WikiBlame, I found a search box for a term, so I picked a phrase from the line of text I was interested in and searched for that.  I found a list of entries like so:


Comparing differences in 02:48, 31 August 2005 between 210 and 211 while coming from 196:OO
Comparing differences in 04:34, 11 August 2005 between 217 and 218 while coming from 210:XX


I didn’t understand much of this, especially the numbers and the XX and OO, but at the bottom of the list, I found:


Insertion found between 02:37, 31 August 2005 and 02:41, 31 August 2005: here


Insertion sounded like the origin of the line, so I clicked the here link.  I couldn’t find a user name anywhere!  After a minute of searching, I found an IP address, and I realized that it meant that an anonymous user had posted the edit from that IP.  (It would have been clearer if it were labeled.)


If I gave this to the Wikipedia team, they would sift through my friction log.  They might ignore my feedback that there was no “blame,” reasoning that most editors aren’t software engineers.  On the other hand, my confusion that the IP address was standing in for a username seems generally valid, and it might prompt them to put a label there such as Author.



	
If I were on the app team, I would tend to ignore the feedback about blame because only software engineer persona would resonate with that terminology unless it’s more common among Wikipedia editors than I think.  I’d be more inclined to clean up the “Comparing differences” text, which seems fairly esoteric.  And labeling the IP address/username field as an author seems like a fairly straightforward usability win, especially if anonymous editors are common.



	
Here are the two tests I chose.  Are the ones you picked as, or more, common?


I assume most people arrive at WikiBlame via the View History page, so I want to test that flow.  I’d create a simple test page with a couple edits, then would render the corresponding View History page.  I’d search the page for “Find addition/removal” and pull out the corresponding link to WikiBlame.  Now I want to make sure a simple search will work, especially given all those pre-populated boxes which seems easy to break.  So I would plug in a search term into the Search box and simulate a click of Start.  I’d do a very light verification of the results, as I’ve probably got functional tests that check the results list more thoroughly.


I imagine the most popular pages are also very popular for people to use WikiBlame, so I want to test scalability.  I’d look at how many edits there were to a page like Taylor Swift and programmatically generate a test page with a similarly long edit history and edits scattered throughout the document.  Then I’d initiate a search query on that page and make sure it completes within the timeout.  I’d also check the results and make sure the correct number of edits for that term were returned.
















Chapter 5. Selecting a Feature Set



A Note for Early Release Readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the 6th chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at arufino@oreilly.com.




Make every detail perfect and limit the number details to perfect.

Jack Dorsey, Founder




What are the uses for a chair?


To sit on, obviously.


Now think of a specific chair in your life.  What are the additional uses of that chair?


Depending on the chair you thought of, you’d have different answers.  Your office chair might roll and swivel, allowing you to position it and bring yourself to bear on different bits of your desk.  An easy chair reclines.  A kitchen table chair mostly slides under the table so as to allow people to pass by.  It can also be picked up and moved, allowing it to be used anywhere.


But is that really all?


Have you ever noticed chairs at outdoor concerts are tied together, even though that means you and your rowmates get packed together like sardines?  This is ostensibly for safety, to avoid chairs leaking out into the aisles where people need to pass in an emergency, and perhaps to avoid drunk fans turning them into projectiles to launch at the stage performers.


There are two lessons we can learn from chairs.


The first is that user-centric design is about concrete details.  Whereas software engineers are trained to abstract and unify, and might love nothing better than to express the shape of a chair in terms of equations, something so simple and elegant will not generally survive first contact with the customer.


Pay close attention to the use case.  Take the joke of the engineer who’s asked to manufacture paper for a hotel chain. He develops systems to harvest trees, separate out the bark, chip the wood, break those chips into pulp, and so forth.  He finishes by manufacturing beautiful, glossy paper worthy of marketing materials for luxury hotels.  But when the purchasing manager receives the first batch for testing, he balks, saying: “What’d you think I asked for?  I’m not wiping my butt with this!”


This joke may seem preposterous, but only because toilet paper and printer paper are such established products.   But when you’re innovating, these distinctions aren’t so clear in advance.  Once upon a time, there was only one type of paper, just as there was once only one popular social network and once only one type of computer interface—​the command line.


The second lesson is that chairs can be used for their intended purposes but also for unintended ones.


Affordances are the ways people might use your product, whether they are intended features or not.  Did you know that waxy Crayola Crayons can be used as emergency candles?  That is an affordance alongside the usual feature of drawing on paper.


Since many of the digital technologies in our lives are built on insecure protocols, the world is rife with unwanted affordances such as spam texts and emails, privacy breaches, money laundering, phishing, and so forth.  In some cases, these were inevitable, but in other cases, more thoughtful protocol design could have nipped these in the bud.


Your job as a software designer designing an interface, whether a UI or an API, is to think through use cases and misuse cases, to lead users to the good affordances while eliminating the bad ones.  But this requires a lot of design taste and iteration—​one of the biggest challenges of our jobs is to distinguish the good from the bad.  At what point does a “high-throughput use case” become a “denial-of-service attack?”


Don Norman popularized the concept of affordances in his classic book, The Design of Everyday Things.  He also introduced us to signifiers, an equally important pillar of software product design.  If affordances are what a product can do, signifiers are the clues we use to determine what we should do with it.


Though Crayola Crayons have an affordance of burning and giving off light, there is no signifier that they can do so.  If they had a candle wick sticking out of them, that would signify the candle affordance.  (A wick would also, presumably, make the candle work better.)


Chapter 2 was all about signifiers—​given a feature set, how do we name that and expose it to users?  When I talked about the Discovery scenario, while I didn’t use this terminology, I encouraged you to use signifiers to make an affordance findable.  For examples, a good name signifies the purpose of an affordance, and the box around a clickable area on a screen has no functional use, but it signifies that there’s a button.


To see the distinction between signifiers and affordances, let’s consider public interfaces of classes.  In object-oriented languages like Java and C#, public methods are affordances and the public keyword is a signifier that they are affordances for callers outside the class.  In a language like Python that has no private methods, by convention, developers put a _ in front of the name to signify it’s not meant to be called, but the only enforcement is “honor system.”


From the perspective of a caller outside the class, methods can be categorized:


Table 5-1. Signifiers and Affordances


	Designation
	Affordance?
	Signified?





	public method (Java/C#)

	yes

	yes




	private method (Java/C#)

	no

	no




	non-underscore method (python)

	yes

	yes




	underscore method (python)

	yes

	no




	publicly-accessible method that throws NotImplemented (any)

	no

	yes







Signifiers also give clues about how affordances should be used.  In a multiple choice online survey, a radio button signifies that at most one option can be selected, whereas a set of checkboxes signals that multiple options can be chosen.

Note

Software interface design mostly boils down to deciding which affordances to expose and how to signify them to users.




In this chapter, I’ll explore the choices we make when deciding what features to expose and how to expose them.  Armed with affordances, signifiers, scenarios, and personas, you’ll be able to:



	
Decide whether your interface should be flexible or opinionated.



	
Call attention the correct usage of your product and away from incorrect usage.



	
Limit unsafe actions without overly constraining the product.



	
Trade off between specific and general features and learn heuristics for when to do each.






In my experience, most design debates revolve around these tradeoffs, and we could all stand to think about them more clearly.  And the only way to do that is with user scenarios.








Flexible vs. Opinionated Products


I’ve spent much of my career building developer technology, and one of the perennial debates is the old “flexible vs opinionated” argument.


Some engineers are inspired to write flexible, low-level primitives.  They don’t want to ever prevent a developer from doing something by restricting access to the power of the platform, so they want to expose the bare metal.  Call this motley crew the “Android camp.”


Others are inspired by seamless, safe experiences, and err toward writing opinionated products, even if occasionally developers can’t accomplish their goals.  Call these stalwarts the “iOS camp.”


These opinions easily become ideological, and the different camps can have heated arguments.


But look at how the smartphone industry has played out—​we’ve seen convergence between the leading mobile operating systems.  Apple has exposed more flexible developer platforms, whereas Google and its hardware partners have limited some freedoms and exposed more opinionated experiences.


There are business and regulatory reasons for some of these changes, but also product design reasons.  This “convergent evolution” thus suggests that there’s a ground truth somewhere—​some optimal tradeoff for a mass-market smartphone platform that could be achieved with careful design and listening to users and developers.  Or, if not one ground truth, at least a range of good ideas that are somewhere in the middle.


How can product thinking help us navigate these conversations?










Fear is the product killer


The extreme versions of these two ideologies are rooted in fear—​fear of making mistakes.


A flexibility advocate might say, if we can’t predict what users will want to do, who are we to impose restrictions upon them?  What if users are turned off by our product’s lack of options and don’t come back, or don’t trust us to cater to all of their needs?


A usability advocate will counter, if we can’t predict the safety issues that will arise, why should we let users shoot themselves in the foot?  Why subject ourselves to the support burden of users navigating through our low-level primitives?  What if we ship something we can’t unship because users grow to depend on it?


Of course, both of these views are right in the abstract, but the devil is in the details.  If we can, for example, survey users and learn what they really want, we can decide which opinions to have and where to leave flexibility.


Over the years, programming languages have slowly resolved these sorts of debates through a vast amount of usage and wisdom.  For example, designers of modern application languages decided that the memory pointers of C and C++ are more trouble than they are worth and abstracted them away.  This opinion is based on assessments like: “we are not targeting programmers who firmware with this language” and “there are too many bugs caused by improper use of pointers.”  On the other hand, they’ve continued to provide for-loops and while-loops—​those primitives were keepers, though we’ve developed iterators to make them easier.


Alas, we don’t all have access to the collected wisdom of decades and millions of developers to work these sorts of questions out.  We must learn quicker than that.












Overcoming your fears


In this chapter, I’ll show you how to bring more clarity to thinking through tradeoffs.  But these decisions will ultimately be facilitated by having more data and more ability to iterate:



	
Use scenario-driven design to think through the details of how customers will use your product.  If these reveal safety gaps, see if you can close them without loss of generality.  See [Link to Come].



	
Build the ability to gather feedback and quickly iterate into your development practices.  This will give you confidence that if an interface was too limiting, you can enhance it later.  I’ll discuss this in depth in [Link to Come].



	
Learn more about your customers and what they want.  If they all want the same thing, make it the only option.  If they want different things, insert those points of flexibility.  I’ll cover this in [Link to Come].






In other words, the more fluidly you incorporate users and their needs into your flow, and the more easily you swim in those waters, the less you will have to resort to these ideological defaults.












Case study introduction


I said above that the devil of product design is in the details, so I’ll introduce a nuanced case study to guide us through the rest of the chapter.


In the early 2010s I designed Facebook’s schema for modeling database objects in the social network’s graph.  Objects, called entities, might be Users, Posts, Groups, Events, and the like. Edges are connections such as friendship, membership, and the author of a post.  The schema is called EntSchema, short for entity schema.  The core idea is, you specify your object’s fields and edges, and the framework generates everything you need to use and maintain the model.


The table stakes version of such a schema could generate a database config as well as some classes to access that data.  It might look like so:


class PostSchema(EntSchema):
    def db_config() -> DatabaseConfig:
        return (DatabaseConfig()
            .name("posts")
            .colocateWith("author"))

    def fields(self) -> dict:
        return {
            "id": int64_field(),
            "text": varchar_field(length=4096),
            "created": int64_field(),
            # ...
        }

    def edges(self) -> dict:
        return {
            "author": edge(UserSchema, cardinality=EdgeCardinality.ManyToOne),
            # ...
        }


From that representation, we could address the following scenario:



	
Schema authors wanted to author one representation and have it spit out the db model, the interface for reads, and the interface for writes.






In more technical detail, the database table would be called posts with columns text, created, and author.  From the edge declaration, a table pointing a user to their list of posts would also be created.
For reads in the codebase, a class called Post with methods get_text and get_created would be generated.  For writes, a class called PostMutator with a builder and methods such as set_author, set_text, set_created, and so forth.  It would automatically  colocate the object on the same shard as the author of the post to allow a user’s historical list of posts to be queried efficiently.


At the time I introduced EntSchema, there were already many objects in the database and codebase.  A big advantage of a representation like the one above is that we could automatically generate an EntSchema from the database representation we had stored—​there’s no information in the schema other than what’s in the database.  We could write a script to generate schemas from existing objects!


However, this representation would have allowed only a very meager feature set and glossed over many powerful scenarios.


That is, this representation only catered to one persona: schemas authors would have a easier time.  But it provided little value for people reading and maintaining them, who I figured would vastly outnumber the authors.  Readers and maintainers want a bunch of things.  To name a few:



	
Documentation.  What do they need to know about the fields and edges?



	
Input validation.  Is that timestamp being passed into PostMutator.set_created plausible?  Is text required, or optional?



	
Abstraction.  If the database column name was ill-considered, can we change how we expose in the code without doing a database migration?






All of those scenarios and more call out for a higher-level, more application-centric representation—​from which we can derive the database representation.  But that requires authors to express their intent in ways that a DB model cannot capture.  If we could ask authors to add a little more information upfront, that data would be captured for posterity.  But if they left it out, it could be lost forever.


Next, I’ll introduce techniques for thinking through feature set selection and then use them to improve the EntSchema representation.










Designing for the wide spectrum of users


Often, when one designer wants to be flexible and another wants to provide a higher level abstraction, they have different personas in mind.  One may be thinking of power users and the other “regular” users.


A typical product has power users, perhaps 2-20% of the audience, that are highly active and immersed in it.  This is often because they have additional incentives to use your products and get to know them thoroughly.  Perhaps they are making money off of it, such as a social media influencer.


Such users may be happier with more powerful primitives that let them tweak their experience.  However, due to the “System Designer’s Curse” discussed in Chapter 2, there are usually fewer power users than engineers would like to think.


Indeed, you usually can’t just choose whether to target power users or casual users—​many products need both kinds of users to give them the kind of scale and a sufficiently dedicated core group.  Think of freemium business models that advertise to the masses and make money from a highly-invested core group.  You must please both groups.


How can we juggle this variety of users?  I suggest three ways: gracefully revealed complexity, requiring confirmations and providing signposts, and choosing your defaults carefully.










Gracefully reveal complexity


A typical way to navigate this duality is to gracefully reveal complexity.  Make the common operations easy and the uncommon operations possible.  The graceful reveal lets both personas happily coexist using the same product.


Look around and you’ll see the graceful reveal everywhere you look:



	
Wikipedia pages have a small “edit” button that’s easy for readers to ignore.



	
Websites with mega-prominent “create an account” and tiny “log in” buttons for existing users.



	
Modern operating systems with user interfaces for the masses and command shells for the IT professionals.



	
Progressively-typed programming languages, wherein type annotations are optional, allow people writing simple scripts to avoid the fuss while allowing larger organizations to build more robust codebases.



	
No-code or low-code frameworks that allow you to “drop down” to the bare metal to write custom code.



	
Quick-access panels in cars.






In our schema example, we wanted developers to be thinking in terms of application semantics, not database representations.  We wanted to choose a database representation on their behalf to avoid details like varchar lengths that had minimal impact.
However, we provided them a way to specify such optimizations, if needed.  The fields list looks like this:


def fields(self) -> dict:
    return {
        "id": integer_field(),
        "text": string_field().db_config(type='varchar(4096)'),
        "created": integer_field(),
        # ...
    }


For each type of field, we chose sensible defaults, and allowed overrides if people had special needs.  Here, I’m imagining that due to the massive scale of Facebook posts, the database layout was hand-optimized, and so the length of the text needed to be specified.


In my experience, one of the biggest barriers to getting engineers on board with the graceful reveal is an insistence that there should be just one way to do everything.  They think of interfaces as a single surface, and either they don’t want to maintain multiple entry points, or they think users will be confused if there are multiple ways to do the same thing.


What does this look like through a more user-centric lens?  I’d recommend to refine this rule slightly:

Note

Be willing to expose multiple ways to do something only when each is for a different persona or scenario.




Take Operating System command shells.  It’s perfectly fine that they expose the same functionality via a commandline as in the UI—​assuming, of course, that you unify the underlying code as much as possible—​because IT professionals are a different persona than consumers.


It’s extremely liberating to relax the constraint that your product has only one surface for one type of user.  It opens up a powerful design space.












Require confirmations and provide signposts


In Chapter 3, I spoke of hard warnings—​roadblocks we put in front of users that basically ask them “you’re potentially doing something unsafe—​are you sure?” and require them to override.  A classic example is a --force flag in a destructive commandline tool that deletes things.


You can also provide signposts for advanced use cases.  When Stripe’s API reference docs list the fields on a given object, they report the most commonly used attributes “above the fold,” meaning they are displayed by default and at the top.  Other, less-recommended attributes are lower down or under an “expand” widget.


Such techniques help users self-sort into power and casual users on a case-by-case basis.












Choose defaults wisely


Mix flexibility with ease of use by providing proper defaults for the masses but allowing customization for the pickier types.  The people who don’t spend time looking at detailed settings should get reasonable behavior, while those willing to invest the time in customization can find more power.


Users trust product developers to pick good defaults.  The consequences of choosing improper defaults can be politically fraught or even disastrous:



	
Operating System companies such as Microsoft and Apple have faced litigation for defaulting users to a particular browser or search engine.



	
Early versions of Internet Explorer enabled ActiveX controls by default, creating significant security vulnerabilities that allowed various viruses and worms to spread.



	
In 2009, Facebook began defaulting users’ posts to “Everyone” privacy, causing substantial blowback and loss of trust with customers that lingered even after they reversed this move and gave users more explicit control.






The Facebook example brings up one of the most-overlooked defaults: no default.  Developers get used to providing defaults arguments to everything to keep callsites small and product surfaces slick, but this can be a false tradeoff.  There are some decisions that users really should be making consciously when either might be unsafe or ineffective.  You wouldn’t default a self-driving car to turn left or right—​you’d insist that the navigator input a destination to help the car choose.  And social media users should arguably be thinking upfront about who’s going to be reading their posts, even if that adds cognitive burden, or defaulting, at least for new posters, to a smaller audience for safety.

Note

The quality of a product can be measured by the relevance of the questions it asks of its users.




In our schema, we can default the name in the database to be the same name as the field, but allow people to override when they need.  Suppose the PostSchema maintainer figured “posted_at” was a better name than “created” and decided to change it.  They could do:


"posted_at": integer_field().db_config(name="created"),


This is flexible without requiring every schema author to redundantly specify the database name.












Pits of success


One of my favorite metaphors for a safe but useful product is that it contains “pits of success” that its users naturally fall into.


If the universe is a product surface, gravity is the cosmic pit of success.  It seems to say to us, “Hey.  You’re better off here on Earth than in outer space.”  Outer space, for its part, is a power user feature.  If we really want to, we can go there, but only after we’ve achieved the level of technological sophistication to survive up there.  And leaving the solar system?  Going to another star?  The universe has done its damnedest to make sure we never do that.


A well-designed product is the same.  It signifies and defaults to the productive and safe affordances while making sure people don’t accidentally use the riskier ones.  You can think of affordances like a traffic light.  To illustrate this, let’s think about navigating to possibly-suspicious web URLs:



	
Green - Sanctioned affordances expected to be used safely by everyone. Navigating to a verified website is fine.



	
Yellow - Risky or advanced affordances that power users are equipped to use well but need additional knowledge to operate.  When a user clicks into a website that is not using secure communication or is not verified, the browser should put up roadblocks.



	
Red - Dangerous or un-recommended affordances that should be avoided.  Loading a webpage that is known to be malicious.  The browser should completely prevent this, or at least put up very tall hurdles.






Great products make green affordances very discoverable and yellow or red ones less so.  This provides a frictionless experience to users for common scenarios.


Of course, pesky users make mistakes or stick their noses where we don’t want them despite our best efforts.  So here are a few common techniques to funnel your users to the right affordances:



	
Give the affordances to the right persona



	
Perform validations



	
Avoid discoverability and usability inversions between different affordances.














Give affordances to the right persona


Let’s revisit EntSchema and talk about mutating those three fields, id, posted_at, and text.  What could go wrong for a developer who is creating a post?


post = await (PostMutator()
    .set_id(rand())
    .set_posted_at(now())
    .set_text(some_user_input)
    .create()


Wow, there’s a lot that can go wrong here.  Here are a few:



	
The database should be allocating IDs from its ID space to avoid duplicates and ensure fair sharding.



	
id could be left out.



	
posted_at could be left out, or set to 0.  (If you’ve seen Dec 31, 1969 as a timestamp, you’ve seen this bug.)



	
posted_at could be accidentally be set to some other integer which is clearly an invalid timestamp.






How can a schema author create a pit of success so that people creating and editing objects don’t get into trouble?


With little effort, the schema author can pack more meaning into their field specifications, and all these scenarios can be prevented:


def fields(self) -> dict:
    return {
        "text": natural_language_string_field()
            .db_config(type='varchar(4096)'),
        "posted_at": timestamp_field().at_creation(),
        # ...
    }


We made several changes here which widen the pit of success by reducing engineers’ decisions:



	
id is left out completely—​we’re just going to create it automatically for all our schemas at Mutation time.



	
created is specified as a timestamp, allowing certain range checks.  It’s also marked as a special at_creation timestamp so the PostMutator will automatically set it without requiring input.






More precisely, we shifted the decision over the object’s ID from a persona who didn’t know what they were doing—​app developers—​to one who did—​database engineers.


This one comes up a lot, and the only way to get your head around it is by thinking about your users.  At Stripe, we were trying to onboard companies to take payments and we had to ask for their bank account details and the ID numbers of their companies, as well as the “beneficial owners” who owned some percentage of the company.


So, we asked for them in our signup form.  Simple as that, right?


Nope, nope, nope.  The data showed that onboarding kept getting stalled.  The problem was, the people onboarding—​our target audience—​were software engineers.  Imagine you were integrating payments at your company only to be asked these questions.  Which wall or passing child would you shout at?


I imagine you’d rather be asked for the email of a finance person, who would then get, in their inbox, links to miniature onboarding forms with the specific info they could provide.


Building a second onboarding form just for this was substantial product work, but it was obvious to do once we saw the data and understood our personas better.












Perform validations


When you do need to provide users decisions, validate them.  Let’s look at that text field.  It takes input from the end user persona, not the developer.  Thus, we should view it with much suspicion.


What if it were marked as a user input field?


"text": natural_language_string_field()
    .max_length(4096)
    .user_input(),


First of all, I’ve up-leveled our varchar(4096) declaration to the schema.  This means I can validate the input length in our API tier rather than in the database tier, reducing load on our database from spammy users and provide a better error message like I explored in Chapter 3.  Secondly, I marked this as user_input meaning we can screen for malicious URLs and other security vulnerabilities.












Avoid discoverability and usability inversions


Users are like gradient descent algorithms.  They are not perfectly thoughtful at all times; rather, they naturally take the path of least resistance.


Therefore, in some cases, the relative ease of use and relative strength of your signifiers between different affordances matters more than the absolute ease of use and discoverability of your product.


For example, when I designed these application-level schema descriptions, I created string concepts like emails, natural language text, enums, phone numbers, rendered as email_string_field and so forth.


But I had a problem: I knew I couldn’t account for all possible types of strings.  Users could add them over time, but that seemed too burdensome, so I added string_field as a catch-all fallback.


Alas, the worst option was the most discoverable!  Many schema authors began to overuse string_field even for the other available types.  It had a compelling signifier—​it looked just like what they’d specify in other systems.  I’d bet they didn’t even notice there were other options.  I’ll call this a discoverability inversion.


string_field was also easier to specify—​no thought was required to find and select a more specific type!  This was a usability inversion.


Each individual function was straightforward to use, but due to these inversions, the system as a whole didn’t work.


First, I removed it and replaced it with something more overt: custom_string_field.  This signaled to users that it wasn’t the mainstream option.


That tackled the discoverability inversion, but busy developers still like to cut corners and might overuse it anyway.  Perhaps they pencil it in, intending to come back to it with more thought, and forget to later.


So I added a little friction: I forced them to add a validator.  Suppose a schema author wanted to accept a regular expression as input.  They could do:


'my_regex_field': custom_string_field().validator(lambda x: is_regex(x))


Of course, they could always add a function that did no validations, but I felt I’d done enough to get most engineers on board.  The rest was up to code reviewers.


This new form was much less tempting and dramatically improved the accuracy of schema specifications.


After I painstakingly went through all the schemas and replaced each string_field with something more specific, I removed it and vowed to have more foresight next time.












Limiting affordances


Technology is often said to be usable for good or for ill, and the safest affordance is one that doesn’t exist.  Even something as seemingly benign as allowing users to specify their names opens up vectors like profanity and abuse.


Features also can be expensive to build, maintain, evolve, and deprecate.  So every thing we expose is bit of a gamble.  How do we decide which dice to roll?


Let me put you briefly in an ideal world.  You work on a product that allows you to quickly and iteratively add new features.  Before you add each one, your team consults users to find out what they want.  You prioritize one, build it, ship it quickly, and get feedback in response.  You fix some things and move onto the next feature.


Well talk more about how to get your team closer to this ideal in [Link to Come].


For now, bear with me.  In this iterative world, the question surrounding a prospective feature is not: “should we add it?” it’s "when should we add it?”  The more you and your team can make these decisions about timing rather than existential, the lower the risk is in getting it wrong.


In such an environment, it pays to be a bit conservative about what you expose.  Users are often unforgiving when features are removed or changed, especially when your product is a developer platform.  You can always add later.  Plus, shipping the wrong version of a feature can have negative long-term effects.

Note

When in doubt, leave it out.




If you’re too aggressive and ship a feature too soon, there are many things that can happen:



	
You don’t have enough data from users.  It could be a waste of time or solve the wrong problem.



	
It’s shoddy because you didn’t test it enough



	
It’s hard to use because you didn’t spend enough time on design.





Note

Build features when you’re ready to focus on them.




You’re much more likely to cut corners when the feature is not one of your team’s top priorities.


The flipside of this is, if you think the team is under-investing in a feature, talk to users or look at the data and develop a case for it.  You’ll learn something that will improve the quality of the feature, and you’ll bring it forward in time.  Or, you’ll see it wasn’t as important as you thought.  Both of those are good outcomes!  We engineers don’t like to admit when we were wrong, but our managers love when we show the ability to verify our assumptions and learn from data.


Here are a few useful litmus tests as to when it’s right to ship a feature:










If it’s worth building, it’s worth testing.


Don’t ship untested features.  Engineers love to slip in extra affordances to be “future proof.”  That’s great, but if you can’t find time to at least write a test, it may be a sign that you’re trying to shoehorn it in.


Don’t just test the happy path.  Look for negative affordances that you’re exposing and test those.  What if users pass in bad data?  What if there are race conditions?












Brainstorm red affordances


Every feature has downsides, ranging from cluttering the interface to causing users direct harm.  Some engineers are naturally optimistic builders, thinking only about the happy path.












Get excited about the green affordances


However, other engineers are curmudgeons who instinctively say no to almost everything.  They are attached to the status quo and will focus on downsides to the exclusion of vision.  Security engineers are famous for saying no to things.


Just remember that building hard things on behalf of your users is part of how your product will add value in the world.  If it’s easy, others can easily replicate it.  Look for a solution that minimizes green affordances while limiting red ones.












Apply the rule of three


When building consumer software, you’ll often get quirky feature requests from power users or friends.  Business software feature requests are similar—​perhaps some enterprise that is paying you lots of money has unique needs.


It doesn’t pay to say yes to everything for you or your customers.  You don’t want to maintain a zillion features, and customers don’t want bloated, labyrinthine interfaces.  Even the customers requesting features don’t want to be the only ones using them, as that’s not a recipe for stability.


But if you receive three pieces of feedback from different customers that can all be resolved with the same feature, there are probably many more who will use it over time.  It’s probably worth building.


Just make sure you understand the users’ underlying scenarios well enough to make these judgments.


The rule of three applies to user simulations as well.  In EntSchema, we had to decide whether to make descriptive comments part of the schema, like so:


def fields(self) -> dict:
    return {
        "text": natural_language_string_field()
            .description("What the user wrote, in plain text"),
        "posted_at": timestamp_field().at_object_creation()
            .description(
                "When the user posted this.  If they put it on a schedule, "+
                "this is when the post was scheduled to go live."),
        # ...
    }


It would be extra work for schema authors to specify these, and we could have simply let them place inline comments in the schema itself rather than using this formal system.


But there were several scenarios:



	
Comments could get generated onto the code-generated read interfaces so that users who go-to-definition could see a comment.



	
Similar for write interfaces.



	
We planned to one day generate web docs.



	
Production object inspectors could show descriptions inline or in tooltips to help users understand and debug their objects.






This passed the rule of three with flying colors, so we added the descriptions.












Look for trapdoors


Sometimes, features are not high priority, but you have to add them upfront or it will be impossible to add them later.


The schema descriptions are such an example.  Our highest priority was improving the speed of authoring new models at Facebook, but we wanted to also make things great for users of models.  If we didn’t require field descriptions upfront, it would be difficult to retrofit them to existing schemas because we’d have to contact all of the original authors and do painstaking migration work.


So we required them first—​we could always relax this later if it was too painful.  Requiring them also avoided a discoverability inversion.


Once we got it in quickly and cheaply with a hardline stance of requiring descriptions, we iteratively tweaked it as we learned from users.


To avoid making it too burdensome, we allowed a .self_explanatory() tag on fields and edges if people wanted to skip descriptions.  However, this was a yellow affordance since it could easily be used to skip work.  So, we required at least some of them to be described.  This forced users to do at least a superficial commenting pass.


Later, I noticed lots of useless descriptions like “the text of the post”, so I added a heuristic to make sure the comments were meaningful.  If your entire text only consisted of the name of the class and the field, plus some filler words like “of” and “the,” I would flag it as a useless comment and ask for elaboration or self_explanatory.


Starting simple to avoid trap doors, but then loosening and refinining the feature over time, is a powerful technique.  Notice how we tried to balance ease-of-use with not exposing too many yellow affordances.  And yet, all that would have been too much to build up front.












Use experiments and/or dogfooding


In real life, you can’t always be perfectly confident and researched when you ship features.  Sometimes the user research required would be too expensive, or you want to get quantitative data to test your assumptions.


In such cases, ship your features as experiments.  You can use feature flags rolled out to a small percentage of users, A/B tests, beta user groups, focus groups, undocumented features, and so forth to test your assumptions before subjecting your whole audience to them.  When necessary, make sure users are aware that the features are experimental and might get removed.


I’ll talk more about setting yourself up to experiment in [Link to Come].


For EntSchema, we didn’t have the ability to use feature flags or the like, but we could dogfood our schema (I discussed dogfooding in Chapter 4).  We built the first few schemas ourself and experienced the pains and joys of building them before users did.  We made sure to focus on two key scenarios, the greenfield scenario and the migration scenario, i.e. taking an existing model and redoing it as a schema.  Knowing we’d covered both scenarios gave us more confidence that we’d learned most of what we needed.


Once you gain confidence in the feature, you can more thoroughly test it for edge cases, make sure it’s well-signified and discoverable, and eliminate yellow and red affordances.












General vs specific features


I’ve discussed heuristics for whether to ship a feature, emphasizing that it’s better to frame it as a question of when, and provided litmus tests to help guide your decisions.


But reality is even messier—​we must design that feature and figure out which use cases to support.


Often this comes down to: should we build the general purpose version of the feature, or one that caters to a specific use case?  How should we make these decisions?


Building the user-level types into the schema, rather than just the database types, was an example of this.


The database types allowed the db config to be generated.  That’s the specific version of the feature.


But the application-level types unlocked several more features:



	
A method like string_enum_field(MyEnum) could validate programmer or user input when mutating an object.



	
Readers of a schema would better understand what fields were by seeing the types.



	
In production object inspectors, engineers could pretty-print data from timestamp_field and make the web address in a url_string_field clickable.






These use cases unlocked, in my mind, another version of the “rule of three” heuristic.

Note

If the general version of a feature unlocks three distinct, powerful, near-term scenarios, build the general version.  If not, build a specific, targeted thing for the one or two scenarios your users care about.




Of course, if you think you are building for three scenarios, make sure to test them all, if not initially, then soon.  This makes sure that your feature is as general purpose as you think it is.  Write a scenario test for each one.


Meanwhile, generality often comes with more red and yellow affordances.  Make sure you’re eliminating and mitigating those as well.


When applying the rule of three, be wary of cases when the use cases have vastly different priorities.  In my above list, the scenarios decreased in priority, with runtime validations being easily the most urgent.  We could have built something specific such as validators.  However, even the last one was quite compelling, and we simply waited to build the pretty printer until we had time.  In other words, upfront we laid a foundation for building it, but didn’t actually build it until later.


In contrast, suppose you’re at a studio building its first video game.  The studio’s dream is to build lots of games, and so you’re tempted to scaffold out a platform for creating games along the way.  But since you aren’t even sure you have enough funding for the first game, perhaps it’s best to keep the generality to a minimum.  Wait until you have a second and third game and can start to see the common and contrasting elements.  This will help you choose the right abstractions.










Chapter Summary


Armed with the concepts of signifiers and affordances, I navigated the complex art of choosing a product’s feature set.  I showed how carefully thinking through features and scenarios, EntSchema became an enduring platform for richly specifying object models.  With a little upfront work for schema authors such as specifying descriptions and application-level types, and building in certain functionality such as ID creation, a slew of powerful use cases were unlocked.  And with a little hiding of extraneous details, the authors could focus on what mattered.


Here’s a summary of this chapter’s advice:



	
Don’t be dogmatic.  Get into the details of user personas and scenarios to decide what to build.



	
Think about all affordances, both benign and harmful, not just intended features.



	
Pay attention to your signifiers and how they highlight the best affordances and lowlight the bad ones in an effort to create a “pit of success.”



	
Make sure any decisions you give users are important, safe, and are handled by the right persona.



	
Be gently conservative about exposing features, and make sure to build them at a time when they are high priority and worthy of focus and deliver quality.  If not, expose them as experiments.



	
Avoid trapdoors by prioritizing features that set foundations for future development.  Cutting against that, don’t spend time on generalities that aren’t backed up by several compelling scenarios.






I hope you enjoy using these techniques.  In my experience, thinking through product choices in terms of these heuristics gives me confidence.  Thinking in terms of “when” rather than “if” reduces a lot of the tension I feel when designing products.  Teammates are receptive when I communicate in these terms.  This makes it more fun.


However, it’s much easier to apply these insights when they fit inside familiar processes and team practices we can follow.  In the next chapter, I’ll formalize the use of personas and scenarios to add a little structure to your design process.
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