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      Chapter 1. Preparing Data


A Note for Early Release Readers

			With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.
This will be the third chapter of the final book.
If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the editor at sgrey@oreilly.com.

			



      Very few sources of data are ready for analysis without some preparation. In most cases, data must be cleansed and shaped. The stages of iterative Business Intelligence design include preparing, modeling, calculating and visualizing data. It is important that you understand the dependencies between these stages, both in order and in reverse order. Why reverse order? A popular phrase says that if you really understand something, you “know it forward and backward.” This is especially true when working with data. I find that this approach helps me to create a mental map and to see the complete picture along with each constituent part.

      Understanding the required end result along with each dependency enables you to envision and design a complete solution. For example: to visualize and present accurate results, calculations and measures must be created atop an appropriately crafted data model consisting of tables prepared using queries that ingest, load and transform data. See? Reverse-order thinking is important and puts the entire process into perspective. 

      With the “reverse order” approach in mind, I’ll describe the following chapters of this book in reverse order, in order of their dependencies. These chapters relate directly to topics covered by the exam:

      Chapter 7 is about deploying and maintaining Power BI report solutions after you’ve developed them. As far as business users are concerned, a Power BI solution consists of visual reports, dashboards, and apps that let them analyze and understand their business data. Behind the reports, out of users’ view, are semantic models, measures, queries, and transformations that load data for reporting.

      Chapter 6 addresses data visualization, data presentation, and the aesthetics of report design. Visual presentation is only possible when you’ve modeled the data and created measures used in reports to display results accurately and support visual interactions.

      Chapter 5 is about choosing and understanding visual reports, paginated reports, dashboards, and apps. These are different objects and mediums used to present and deliver information and visual reporting elements to users.

      Chapter 4 covers data modeling, which further explains the need to prepare your data for modeling and interactive analytic reporting.

      This brings us to this chapter. Chapter 1 is about preparing data to be loaded into the semantic model – to support the processes that follow. This includes connecting to, ingesting, cleansing and transforming data.

      We often think of the analytical data process as being a linear set of steps, depicted from left to right, like this (as shown in Figure 1-1):

      
        [image: A diagram of a model calculator  Description automatically generated]
        Figure 1-1. The Business Intelligence process as commonly understood

      

      It is, ideally and most often, an iterative process, where developers perform steps in order and the process repeats. I’m not saying that it isn’t possible to “get it right the first time,” but I am saying that scenario is extremely uncommon. Analytic report solutions usually expand with use. After we gain an insight based on the results from one iteration, we add another data source and more data, create another measure and more report visuals. Following the same steps in the cycle, a new version of the data model and report is published as we add more functionality, as depicted in Figure 1-2:

      
        [image: A diagram of a pie chart  Description automatically generated]
        Figure 1-2. The Business Intelligence process is iterative.

      

      Power BI includes all the tools needed to support the analytic reporting process, which begins with preparing tables for modeling.

      
        Power Query and Get Data

        Power Query is the part of Power BI used to ingest and transform data from various sources to be shaped and loaded into tables in a Power BI semantic model. Power Query is also integrated with Excel, Power BI Dataflows, Microsoft Fabric Dataflows (Gen2) and other Microsoft products in the Power Platform and Azure toolset. You are using Power Query when you choose the Get data and Transform data ribbon options in Power BI Desktop, which then opens the Power Query Editor.

        A query consists of query steps, which may perform transformations. The editor automatically names each step to describe the action or transformation being performed. You can rename steps to be more intuitive. You may also assign a description for each step in the properties to further document your transformation logic.

        In 2024, Microsoft created a new Power Query experience with advanced features that is consistent with the Dataflows experience in Microsoft Fabric. At the time of this writing in mid-2024, the New Power Query experience is a preview feature that you can enable from the Options dialog in Power BI Desktop. It may be the default experience by the time you read this.

        Power Query is typically a “no-code” or “low-code” experience that lets you create multiple queries using menu options and user interface (UI) features. Although it is represented visually in the query editor, a query is a block of transformation code stored in a query language called M, which is Microsoft’s data mashup language. You won’t be tested on your knowledge of M code, so you can hide or ignore the code unless you need to write complex and advanced-level queries. Each query has a source and, by default, outputs to a table in the Power BI semantic data model.

        New queries are added to the Queries list on the left pane of the Power Query Editor, where you can rename, organize, and manage them. Each time you use the Get Data ribbon button to select a data source and create the subsequent steps, you are creating a new query.

        The Power Query editor got a UI overhaul in 2024 to align Power BI Desktop with Fabric Dataflows Gen2. The new design experience is shown in Figure 1-3, with labels depicting the window panels and features. 

        
          [image: A screenshot of a computer  Description automatically generated]
          Figure 1-3. The Power Query editor.

        

        You can toggle and customize features using the options on the View ribbon. Notable improvements to the editor include the Diagram view, which depicts parameter and query dependencies and steps, and the Script view, which lets you see and edit all of the query definition’s M code. 

      

      
        Data transformations

        Since the goal of creating queries and transforming data is to load tables into the semantic model, understanding the factors that affect data model storage size and performance will help you optimize the data model and your reporting experience.

        You can create cleansing transformations to resolve common data-quality issues. Many data-quality issues are caused by data-entry problems that you may not be able to resolve at the source, but you can clean these up in the transformation process before it gets to the report layer. Common data-quality issues are prevalent and take on different forms, including:

        
          	
            Misspellings and other variations introduced in data entry

          

          	
            Incorrect data types, such as numbers stored as text or mismatched date and time values

          

          	
            Numeric-precision anomalies caused by calculations and rounding errors

          

          	
            Empty values represented inconsistently, with nulls, spaces, and special characters

          

        

        Cleansing and simplifying column data can reduce storage size and improve performance. A column with fewer distinct values has a higher compression rate when data is stored in the semantic model. This means that if you can simplify values and reduce the number of unique values, data is compressed and retrieved from the model faster. The high compression rate also means that a column with a large number of null values will use little memory and storage space.

        The ideal data model structure for analytic reporting is a dimensional model or star schema. When possible, use relationships in the data model after transforming your data into fact and dimension tables with keys to interconnect them. This helps report designers and users to group and filter using dimension table columns more effectively.

        By default, Power Query returns the first 1,000 rows so you can preview the results of each query. You can use this preview to perform transformations to resolve errors. 

        Validation is only performed on the records loaded into the preview set. If errors are present in other records, you might only discover them when you refresh the model, and all data is loaded. To load more records, use the Filter dropdown button on a column and click the Load More link, as shown in Figure 1-4.

        The query designer automatically generates transformation steps based on the preview data. For example, when data is loaded from a text file that doesn’t store values with strongly typed data types, the query designer will infer the columns’ data types based on the sample set of records. This is a convenient and useful feature, but it can cause problems when more records are loaded if they contain values that violate the data type. Validation errors occur when a value in the source data doesn’t conform to the column data type. You can anticipate and prevent data errors by loading more sample rows and checking for additional values that don’t conform to the assumed data type.

        
          
          Figure 1-4. Column filter options

        

      

      
        Data sources and connections

        When you connect to a data source, Power BI will present a data source connection dialog with. different connection properties, depending upon the data source type. The dialog shown in Figure 1-5 is for a SQL Server database connection. In this example, the Server and Database properties reference parameters that are used to manage this variable information. Like most relational database connections, SQL Server supports both Import mode and DirectQuery Connectivity mode.

        
          [image: A screenshot of a computer  Description automatically generated]
          Figure 1-5. Data source connection settings

        

        Consider the size of the data and your latency requirements for data refreshes when choosing between Import and DirectQuery storage.

        
          Storage Modes

          Import mode is typically preferred because it most effectively utilizes the Analysis Service Tabular in-memory query engine, known as the Vertipaq Engine. It compresses and stores values for each column using different encoding methods. The compressed values are held in memory, where they can be retrieved quickly as users interact with the semantic model via report visuals.

          By contrast, DirectQuery mode doesn’t hold data in the in-memory model. As users interact with the report visual, it translates queries into native query language and retrieves results from the data source in real time. For example, if the data source were SQL Server, the native query would produce TSQL. If Oracle were the source, the native query would be in PL/SQL. In addition to real-time results, another advantage is that the semantic model’s size doesn’t increase. However, query performance is usually much slower.

          You can configure a variation of DirectQuery storage called Dual mode in the data model designer. Dual mode storage conditionally applies both Import mode storage and DirectQuery behavior in a composite model. This is an advanced feature we will explore in Chapter 4.

        

        
          Connection properties

          When connecting to a data source, you can set its location (file path, address or server name), the credentials used to authorize access to the source, and its privacy level. 

          You don’t need to explore privacy levels and connection options deeply to prepare for the exam, but you should have a basic understanding, which I will provide here.

          You can access the Edit Permissions and Privacy Levels dialogs when you create a new data source. You can edit permissions for a data source using the Data Source Settings menu option under the Transform Data dropdown menu on the Home ribbon in Power BI Desktop. The Edit Permissions dialog is shown in Figure 1-6. Use the Edit… button to set a credential for the data source.

          The Privacy Level dropdown list contains the following options and policies:

          
            	Public

            	
              Data can be shared with external sources without any risk of exposing sensitive information. This option allows the Power BI service to send data to other sources for cross-database operations.

            

            	Organizational

            	
              Data sources with this privacy level can be shared within your organization. It allows for data to be combined with other data sources that have the same organizational privacy level.

            

            	Private

            	
              This setting is used when data should not leave the device and should not be shared. When a data source is set to private, Power BI doesn’t allow data to be combined with other data sources. Operations that require data from another source are processed locally on your computer or within the Power BI service.

            

            	None

            	
              No privacy provisions need to be applied.

            

          

          
            [image: A screenshot of a computer  Description automatically generated]
            Figure 1-6. Connection permissions and privacy levels

          

          Credential options may be different for each data source. Figure 1-7 shows the options for a SQL Server database connection. Credential and authentication options might include authenticating the user who is currently signed in using Windows authentication, a Microsoft account, or the username and password for a user account that is securely held in encrypted storage.

          
            
            Figure 1-7. Data source connection credentials

          

        

        
          Data source parameters

          Parameters can be used to manage many variables. For example, if you need to switch the data source for a query or set of queries, you can use a parameter to switch the connection information, addresses, or file locations.

          Figure 1-8 shows an example of using parameters to enable the database server and database name to be updated without modifying the query. The Manage Parameters dialog lets you create parameters and set values in one simple interface. Figure 1-12 shows a parameter used to manage the file path for an Excel file containing school roster information. The parameter name in this example is SchoolRosterFilePath.

          
            [image: A screenshot of a computer  Description automatically generated]
            Figure 1-8. The Manage Parameters dialog

          

          When you’re using a file-based data source, a simple Browse dialog is presented. After you browse to the file, the file path is displayed for the selected Excel file, as shown in Figure 1-9.

          
            [image: A screenshot of a computer  Description automatically generated]
            Figure 1-9. Connection settings for an Excel workbook

          

          Figure 1-10 shows the Choose Data dialog and a data preview for the selected worksheet, Student History.

          
            [image: A white rectangular object with black text  Description automatically generated]
            Figure 1-10. Choose Data dialog for an Excel workbook

          

          PowerBI generates a new query based on your file and worksheet selection. The M code for this query is shown in Figure 1-11. Note the complete file path shown on line 2, which is passed as a string in quotation marks to the File.Contents M function. When defining the SchoolRosterFilePath parameter, I copied and pasted the full file path into the Current Value field in the Manage Parameters dialog.

          
            [image: A close-up of a computer screen  Description automatically generated]
            Figure 1-11. Query code editor with an explicit file path

          

          Making a simple code change, I replaced the file path and quotation marks with the name of the parameter: SchoolRosterFilePath. The modified code is shown in Figure 1-12.

          
            [image: A computer screen shot of a computer screen  Description automatically generated]
            Figure 1-12. Query code editor with parameterized file path

          

          By using parameters, you can maintain variable information, like file paths and database connections, to make the Power BI solution more adaptive and flexible when the locations of source data change over time. This approach can also simplify promoting a project between your development, test, and production environments with corresponding data sources.

        

        
          Filtering and parameters

          There are a variety of reasons for removing unneeded records from a data set or limiting data volume for development purposes. Power Query employs a filtering experience similar to Excel’s to filter records based on column values. Use the dropdown button in the column heading to display filter options. Depending on your needs, filtering can be simple or complex. Use the Search box and checkboxes to filter by selected values. Advanced filter options are available for different data types. The Date filters options are shown in Figure 1-13.

          
            [image: A screenshot of a computer  Description automatically generated]
            Figure 1-13. Date column filter options

          

          After selecting the Between option from the Date filters list, I can use specific filtering criteria and apply parameters for filter values, as shown in Figure 1-14.

          
            [image: A screenshot of a computer  Description automatically generated]
            Figure 1-14. Filter rows options

          

          When you’re working with time-series data, the most effective way to control the volume of data loaded into the data model is to use query parameters to load records for a range of dates. For development purposes, you can use a date range or restrictive filter criteria to load a small set of data quickly. This reduces the project file size and minimizes refresh time. After you publish the semantic model to the Power BI service, you can update the parameters in the Settings page, shown in Figure 1-15. The updated parameter values will be used when the semantic model is refreshed.

          
            
            Figure 1-15. Semantic model settings in the Power BI service

          

        

      

      
        Organizing and reusing queries

        I encourage you to organize your queries by giving them logical and friendly names and placing them into groups, which appear like folders in the Queries list. To add a group, right-click a query and choose Move to Group. Choose New Group to start a new group containing the selected query.

        In Figure 1-16, I have created groups to organize my queries by type and purpose. I’ve also grouped parameters together to keep things tidy and easy to find. 

        
          [image: A screenshot of a computer  Description automatically generated]
          Figure 1-16. Query editor query groups

        

        Parameters, queries and groups are naturally listed in the order you create them. You can drag and drop to rearrange them and place objects into group containers.

        Queries and query logic can be repurposed and reused in Power Query. From the right-click menu, choose Duplicate to create an exact copy of the original query. If the original query has changed, this will not affect a duplicated copy of the query. (Changes to the original query will, however, affect a query that references it.) Create a reference query by choosing Reference from the menu to reuse an existing query, then add subsequent transformation steps to it (Figure 1-17).

        
          [image: A screenshot of a computer  Description automatically generated]
          Figure 1-17. Query duplicate and reference menu options

        

        Let’s compare these two options: Duplicate and Reference. Say you create a query called Dim Store that imports a database table containing your company’s complete store and sales-channel information, including inactive and active stores in all regions. The query excludes a few unneeded columns and renames another set of columns using friendly names. 

        Now, suppose you were to duplicate the Dim Store query as Dim Store-Active US Stores, then add new steps to the Dim Store-Active US Stores query to filter records by status and region and include a subset of the columns. Both queries would load records from the same source. However, if you were to change the source location for the Dim Store query, the Dim Store-Active US Stores query would still load records from the original source. The resulting queries in the query editor would look like Figure 1-18, with no dependency between the two.

        
          
          Figure 1-18. Duplicated query in the diagram view

        

        Instead of duplicating Dim Store query, what if you reference it by creating a new query named Dim Store-Active US Stores that filters records and includes a subset of the columns? Changing the Dim Store query’s data source would result in the Dim Store-Active US Stores loading from the same source and inheriting its transformations. 

        In summary, modifying a query that has been duplicated has no effect on the duplicated query. However, modifying a query that has been referenced causes the subsequent query to inherit any changes made to the referenced query. You can see, in the query editor shown in Figure 1-19, the second query has a dependency on the referenced query.

        
          [image: A diagram of a computer  Description automatically generated]
          Figure 1-19. Referenced query in the diagram view

        

        By default, every query creates and loads data from a table into the semantic model for the Power BI report file. Uncheck the Enable Load option for a query to prevent it from creating a table and loading the results. This option can be particularly useful when you use a base query to load more than one table into the semantic model. Extending the previous example, you might reference the Dim Store query in multiple queries that you use to load separate tables containing store records for the US, Europe and Asia, respectively. You could then disable the base query, so it doesn’t load all store records into another table.

      

      
        
          Assessing and improving data quality
        

        It’s important to choose the appropriate column data type to improve your queries’ performance and minimize storage size.

        Figure 1-20 shows an example of a very common data-quality problem: some ZIP codes in the northeastern United States begin with a zero. If these values are stored as a numeric data type, the leading zeroes are dropped, as shown. 

        
          [image: A screenshot of a computer  Description automatically generated]
          Figure 1-20. Zip Code column as numeric type

        

        Figure 1-21 shows the Zip Code column after it has been corrected. To make this correction, start by changing the data type to Text. Append a string of zeros to the beginning of the column and then truncate it, leaving the five rightmost characters.

        
          [image: A screenshot of a computer  Description automatically generated]
          Figure 1-21. The Zip Code column, corrected

        

      

      
        Data profiling

        The Power Query editor includes multiple tools to inspect columns’ properties and attributes. You can use these data statistics and column properties to improve and discover the completeness and accuracy of column values. The Column Profile option displays summary information in the heading of each column. Once you enable it, you can display statistics and distribution information.

        
          [image: A screenshot of a computer  Description automatically generated]
          Figure 1-22. Data View menu options

        

        The Quality Details option displays the percentage of values in the column that meet the following criteria: 

        
          	
            Valid values that conform to the column data type 

          

          	
            Errors that violate data type and validation rules 

          

          	
            Empty or null values

          

        

        Value Distribution displays a small bar chart showing the count of records that have the same column value. It also displays the numbers of distinct records and unique values in the column. This information can be especially useful with data sets that are too large to be inspected visually. It helps to validate a column when you expect its values to be unique or to contain only certain values. Choose the Enable Details pane to show distribution details for a selected column. Figure 1-23 shows the column statistics and details for the Zip Code column. You can see that there are 41 records with null values and a very high distribution of store records in just five ZIP codes. The highest percentage of stores falls in the 70001 ZIP code, with a record count of 24.

        
          [image: A screenshot of a computer  Description automatically generated]
          Figure 1-23. Column statistics and value distribution

        

        Inconsistencies and data-quality issues come in many forms. Unexpected null or empty values can skew results when you’re expecting a required value. A null value indicates that a field was intentionally left blank during data entry. Under the right conditions, this is perfectly acceptable, but otherwise it can lead to unexpected results and confusion. For example, if a customer has left the City field blank, does that mean the customer does not have a residence, or that we simply don’t know? If it is a required field, how can you resolve the unknown value? Maybe the data-entry person pressed the spacebar or entered a period character to satisfy the field requirement if they didn’t have the information.

        If you can’t resolve quality issues before they reach the Power BI project, it’s often best to manage null values using Power Query data-transformation steps to cleanse and standardize the data.

      

      
        Combining data

        Power BI has several transformations you can use to combine data from two or more queries. The Append Queries transformation essentially stacks one query on top of another and returns the two result sets, combined. No common key is needed to append two queries, but the column data types should match.

        A Merge Queries transformation allows you to join the records from one query, using one or more common key column to match records in another query. This is similar to a join operation in SQL, where you specify the join type. 

        The example shown in Figure 1-24 merges the Dim Store and Dim Geography queries using a left outer join type on the GeographyKey column in both queries. Since every row in the Dim Store query contains a corresponding GeographyKey, the selection matches geography values for every store record. This is effectively the same as an inner join. However, if a store record did not have a corresponding GeographyKey, that record would still be returned, but would be eliminated by an inner join.

        
          [image: A screenshot of a computer  Description automatically generated]
          Figure 1-24. A merge transformation with matching records

        

        In the example in Figure 1-25, I am merging the Dim Store query with another query containing US ZIP codes. Because many of the stores are outside the US and have no value in the Zip Code column, there is no match for these records. The left outer join will return all 306 stores, but only 140 corresponding ZIP code records.

        
          [image: A screenshot of a computer  Description automatically generated]
          Figure 1-25. A merge transformation with non-matching records

        

        The Combine Files transformation is unique to scenarios where you have a folder containing multiple files with records in the same format—that is, the same number of columns containing compatible data types. Like an Append transformation, Combine Files will return a single result, including the combination of all files in the folder.

      

      
        Query optimization

        Many Power Query data connectors can optimize queries by processing query steps at the source rather than within Power BI. Queries using these sources usually run faster and more efficiently by sending native queries to the data source. This involves a method called query folding, which translates the transformation steps from M code into the data provider’s native query language.

        Consider an example where a table in an Azure SQL database contains 40 columns and 20 million rows for orders occurring over 10 years. You want to load only one year of order records and you only need six columns. You connect to the database and select the table, remove all but the selected columns, and set a date range filter on the date type column. Figure 1-26 shows the query in the diagram view:

        
          [image: A screenshot of a computer  Description automatically generated]
          Figure 1-26. Query in diagram view

        

        The M code for this query looks like this:

        let
    Source = Sql.Database(ServerName, DatabaseName),
    dataTable = Source{[Schema="workshop",Item="vwFactOnlineSales"]}[Data],
    #"Removed Other Columns" = Table.SelectColumns(dataTable,{"DateKey", 
       "ProductKey", "CustomerKey", "SalesQuantity", "SalesAmount", 
       "UpdateDate"}),
    #"Duplicate: DateKey" = Table.DuplicateColumn(#"Removed Other Columns", 
       "DateKey", "DateKey - Copy"),
    #"Renamed: PartitionDate" = Table.RenameColumns(#"Duplicate: DateKey",
       {{"DateKey - Copy", "PartitionDateTime"}}),
    #"Changed Type: DateKey" = 
       Table.TransformColumnTypes(#"Renamed: PartitionDate",
       {{"DateKey", type date}, {"UpdateDate", type date}}),
    #"Filtered: Partition Date Range" = 
       Table.SelectRows(#"Changed Type: DateKey", each 
       [PartitionDateTime] >= RangeStart and [PartitionDateTime] < RangeEnd)
in
    #"Filtered: Partition Date Range"

        Power Query generates a native query using T-SQL, with parameter values converted to date/time values. Here’s what that looks like:

        select convert(date, [_].[DateKey]) as [DateKey],
    [_].[ProductKey] as [ProductKey],
    [_].[CustomerKey] as [CustomerKey],
    [_].[SalesQuantity] as [SalesQuantity],
    [_].[SalesAmount] as [SalesAmount],
    convert(date, [_].[UpdateDate]) as [UpdateDate],
    [_].[DateKey] as [PartitionDateTime]
from 
(
    select [_].[DateKey],
        [_].[ProductKey],
        [_].[CustomerKey],
        [_].[SalesQuantity],
        [_].[SalesAmount],
        [_].[UpdateDate]
    from 
    (
        select [DateKey],
            [ProductKey],
            [CustomerKey],
            [SalesQuantity],
            [SalesAmount],
            [UpdateDate]
        from [workshop].[vwFactOnlineSales] as [$Table]
    ) as [_]
    where [_].[DateKey] >= convert(datetime2, '2022-01-01 00:00:00') and [_].[DateKey] < convert(datetime2, '2022-01-01 00:00:00')
) as [_]

        A few conditions will make or break query folding. It generally works for simple transformations, and relational databases—when the query source is a table or view and not a SQL query expression. Complex transformations like Pivot, Unpivot, and Transpose Columns, however, will break query folding and force Power Query to bring all the source data into Power BI for processing. If you need to perform complex transformations for a large table with data stored on a compatible data source, it will be more efficient to perform those transformations upstream from Power BI, in the ETL process before it gets to the database, or in a database view.

      

      
        Chapter summary

        The purpose of data preparation is to cleanse and transform source records for analytical reporting. Clean your data to resolve quality issues before they reach the report presentation layer by correcting erroneous records and filtering unneeded records from data sources. Transform your data to shape the tables you’ll load into the semantic data model, so that they’ll be in the optimal format for reporting and analysis.

        The Power Query editor is available in multiple Microsoft products, including Power BI Desktop, Microsoft Fabric Gen2 dataflows, and Microsoft Excel. In Power BI, queries prepare data to be loaded into the semantic model, which is the foundation for report visualization and data navigation. The Power Query feature to create queries is often called Get Data Experience in these tools.

        To load your query results into a semantic model table, leave the Enable Load setting enabled. To reuse an existing query, even if it is not loaded into the model, you can create a reference query to reuse its output and query logic.

        The data sources Power Query supports include files, services, APIs, data lakes, and databases. All these data sources support the native semantic model-storage mode, called Import mode. In Import mode, data is compressed and loaded into an in-memory table, optimized for analytic reporting. Many database products and services also support DirectQuery mode, which queries the source tables in real time when users interact with report visuals. Both storage modes have advantages and disadvantages, but Import mode is typically faster and is preferred in most scenarios.

        A query’s connection properties allow you to specify the location or address of a file, service, or database. These settings (and many others) can use parameters as variables to manage connectivity, making it convenient to switch data sources and locations. Parameters are also used for filtering records, to manage data volume and query-processing resources during development and after deployment.

        I recommend organizing your queries using groups as containers. Rename your queries and query steps using descriptive names and add descriptions and code annotations to document the query logic and simplify future development.

        Cleansing data involves ensuring that its values conform to the correct data types and format. It also includes unifying any records with mistakes, misspellings, variations, or other anomalies to streamline reporting. You can optimize queries by simplifying values, where possible, to achieve optimal compression and to reduce storage and memory size. Data profiling and Column statistics provide tools to find, analyze, and correct outliers and value distribution.

        For compatible data sources, choose transformation steps that support query folding. These are translated into the source’s native query language, allowing the source server or database engine to process data before you bring it into Power BI. This improves performance and eases the burden on the Power BI service.
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      Power BI is one of the most wonderfully flexible products ever created. It is simple and elegant by design, yet deep and complex in areas that defy explanation in simple terms. You can build a simple report very quickly. 

      Some seasoned professionals argue that Power BI is frequently used incorrectly. It’s true that many users create simple reports and visualizations using techniques that will not work at scale; when they need to scale up, they find they must start over and use completely different design techniques. This is avoidable. The purpose of this chapter is to put you on track to use Power BI correctly. Specifically, it will show you how to design data models in accordance with the way Power BI was designed to work at scale.

      
        The Semantic Data Model

        When the Power BI service was introduced, the priority was to streamline the experience for self-service citizen report developers: business users who create reports for themselves and their colleagues. From a technical perspective, creating a “report” in Power BI Desktop actually means that you are creating both a semantic data model and a report. Prior to 2024, published models in the service were called datasets, and now, appropriately, they’re called semantic models.

        When you create a new report file (saved in .pbix or .pbip file format, which defines a Power BI Project) in Power BI Desktop, a semantic model is created. When you publish to the Power BI service, it deploys both a semantic model and a report to the workspace with the same name. This happens even if you don’t explicitly create report pages with visuals.

        After you publish a semantic model to a workspace, you can create a new report connected to that existing model, using either Power BI Desktop or the web report designer. To do this in Power BI Desktop, connect a new report to an existing model by selecting Power BI Semantic Models from the Home ribbon, then Get Data from the dropdown menu options in the Data group.

        Even if your report will be developed separately or by another team member, model developers usually use a few report visuals to test the semantic model for correct results. If your intention is to deploy only the semantic model, you can simply delete the new report from the workspace after it is deployed.

        You can also create reports created directly in the service from an existing semantic model. Using a web browser, in the workspace, select New Report from the model’s ellipsis menu.

        When you create a new report in Power BI Desktop and want to connect it to an existing published semantic model, choose Power BI Semantic Models from the Get Data options, and then select the published semantic model.

        
          The Vertipaq Engine

          The most significant difference between Power BI and other reporting tools is that, at its core – underneath the calculations and report visuals – Power BI has an impressive little engine capable of amazing things. Think of it as a small nuclear reactor that’s capable of powering anything from a lawnmower to an aircraft carrier.

          Power BI’s data-modeling engine is an in-memory analytic database called Vertipaq. It is the same database engine used in SQL Server Analysis Services (SSAS) Tabular, Azure Analysis Services (AAS), and Power Pivot for Excel. Vertipaq is also the underlying technology for Direct Lake storage mode in Microsoft Fabric. 

          When you use default storage, Power BI optimizes the data in the tables using column-level compression. This means that, depending on the column’s data characteristics, it uses different encoding methods to store only unique values, along with the pointers and keys used to decompress and locate values within the table. This impressive technology can reduce the size of a table’s memory footprint by factors of 10 to 20 times (with certain data types) and provides blazing-fast performance for interactive reports.

          Vertipaq can handle moderate and large volumes of data (measured in gigabytes and hundreds of gigabytes, respectively) when using advanced partitioning techniques. However, there are limitations relative to the model size and refresh frequency.

          The engine uses a native query language called DAX (an acronym for Data Analysis Expressions) to query and interact with data in the semantic model. DAX is also the language used to define measures, calculated columns, and calculated tables within the model. When a user interacts with a report visual on a Power BI report page, the report generates a DAX query and presents it to the model engine, which uses it to produce a result set. DAX and Vertipaq are very fast because these values can be retrieved quickly from memory.

        

        
          Storage Modes

          Tables in a semantic model can utilize one of three different storage modes: Import, DirectQuery, and Dual modes. This section looks at each in turn:

          
            	Import mode

            	
              The default storage, called Import mode, is the simplest and is easiest for managing small to moderate volumes of data. Import mode offers the fastest performance and the greatest compatibility with complex calculation functions. For this reason, it is typically the best choice in most analytic reporting scenarios. Import mode is great for tables with many records (“tall” tables), but not tables that also have a lot of columns (“wide” tables). It also doesn’t do well with data that doesn’t compress or aggregate, like large text fields.

            

            	DirectQuery mode 

            	
              DirectQuery mode has no storage limitations, because table data in this mode is not stored in the model. However, report interactions will not be as snappy as with an Import-mode table. With DirectQuery mode, as users interact with report visuals, the DAX query engine translates the report-generated query into the query language of the data source, which then processes the query and sends results back to Power BI. The Vertipaq engine cannot optimize these queries because it isn’t retrieving data from the model’s in-memory storage—it must be sent across a network between the database and Power BI service. DirectQuery is advantageous when you’re working with large and wide detail-level tables that don’t need to be grouped and summarized. However, it doesn’t perform nearly as well when slicing, grouping, or performing intense calculations.

              Since DirectQuery mode always reads data directly from the source tables, if the data changes frequently, the model doesn’t need to be refreshed to make new or updated records available in the report. In a workspace with Premium licensing, you can refresh a semantic model up to 48 times per day, but only 8 times per day using Power BI Pro licensing. Therefore, if it is imperative for users to see data changes that occur more frequently than every few hours, DirectQuery may be the only option.

              The trade-offs between Import and DirectQuery might seem to be a zero-sum game with clear advantages and disadvantages, but the two options can be complementary. In some cases, you can use Import model and DirectQuery mode together to deliver a solution. 

              For example, imagine you work for an organization with a popular product, and you want to produce a dashboard-style report on sales orders, which can reach into the tens or hundreds of millions over a few years. Sales orders contain several values, like product cost, order quantity, and other costs and labor estimates, that can be aggregated and used in a variety of calculations. Many orders also contain long text fields for comments, delivery instructions, and other details that cannot be aggregated. 

              In all, the sales-order detail table in your database contains over 200 fields. That’s too many fields for a fact table, and the large text fields serve no purpose in a dashboard-style report. To produce the aggregate results necessary to show trend and summaries in your dashboard, the order summary table might only need 20 columns. You decide to store the tall, narrow Sales Summary table using Import mode and relate it to the Sales Order Details table in DirectQuery mode. With a drill-through action, report users can look up the order details from a summary page, giving them the best of both worlds.

            

            	Dual mode

            	
              Dual mode storage allows you to manage large models without sacrificing performance when you are performing complex data analysis and can afford to load the entire table into the model. This option is not used as commonly as Import and DirectQuery mode, due to the model size limitation for large tables.

              Dual mode is a hybrid between Import mode and DirectQuery. It’s defined on the table in the model designer. When Dual mode is selected, the model engine stores the table like an Import mode table, but uses DirectQuery when needed. You must start with a DirectQuery-mode table and then switch the Storage mode to Dual in the model designer, as shown in Figure 2-1.
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            Figure 2-1. Table storage mode

          

          Some DAX functions cannot be optimized to run with large data volumes using DirectQuery tables. Functions that perform calculations on each row in a large table, like iterator functions and time-series comparisons, are likely to be slow or fail when used with DirectQuery. Be sure to test any complex DAX measures with production-size workloads before releasing them to production. When you test with a small volume of data, there may only be a negligible performance difference between Import, DirectQuery and Dual modes, but performance problems will be noticeable when you begin working with more data. Consider alternatives cautiously when you are designing solutions using DirectQuery tables.

        

        
          Compression and Encoding

          In a transactional database, storing additional data generally doesn’t affect query performance if that data isn’t included in queries. So developers often approach traditional database design by storing everything they imagine might have value to business users at some point in the future. The general consensus in the transactional database community is to error on the side of storing data of unknown value, even if it was not in the current scope of the business requirements: the rule is, when in doubt, include it. 

          By contrast, today the rule of thumb in business intelligence projects is quite the opposite: when in doubt, leave it out! Generally, the best way to reduce the size and complexity of a semantic data model is to remove unnecessary rows and columns from its tables. If you don’t have a business reporting requirement for a column, leave it out. If source databases have some data that is in question, remember, you can always go back and add those columns when new requirements are introduced. 

          When you have transaction-level source data, users might not need to see those granular details. If that’s the case, group and summarize the records to reduce data volume, and visualize the data to meet the reporting requirements. Remember, Power BI is designed primarily to be an analytic reporting solution. This doesn’t mean that you can’t store detail-level records in the model, but it does mean that if your purpose is to create a complex form or a multipage list, other reporting options may be better suited– for example, Paginated Reports.

          Store only the details you’ll need to meet the business’s reporting needs; you can use Power BI in combination with other tools to meet all of your users’ needs. Storing some data in summary form and other data in detailed form within the semantic model might also be a better approach than trying to create one big table that answers all business needs.

          Power BI can handle a lot of data. There are many techniques for handling complex situations using Premium features and complex designs, but our purpose here is to focus on the basics. Let’s look at a practical example to see how you might optimize a data model with a large volume of data. 

          Imagine that you have a PBIX report file that contains five years of sales history. This file is becoming too large to maintain, and the Power BI service limits your ability to publish files larger than 1 GB. You could use query parameters to reduce the sales records to a short period of time, but unless you have Premium licensing, you cannot exceed the 1 BG size limit in the service. You could use date-range parameters to reduce the file size, but that won’t reduce the size of the published model. 

          Optimizing a data model starts with some fundamental best practices:

          
            	
              Remove unnecessary columns from tables—especially those that contain large, unique values.

            

            	
              Different column data types consume more memory and storage space than others. Use the most conservative data type you can while still satisfying reporting requirements. For example, numeric values can be stored as whole numbers or as fixed decimals rather than as floating-point decimals. Date values should be stored as Date data types rather than Date/time. Likewise, time values should be designated as Time and not Date/time.

            

            	
              Group and store data at the least granular level that meets the reporting requirements. If source data records contain a deeper level of detail, apply grouping and aggregation to reduce the number of table rows in the semantic model.

            

          

          If you have a large table containing a column with free text comments, it may require a lot of memory and space to store this data. Nearly all of these comments are likely to be unique, but you can still group them into a few dozen categories for reporting purposes, rather than storing thousands of unique long text values. This compresses the category column, reduces the model size, and speeds up reports.

        

      

      
        Dimensional Modeling

        A data model is a collection of interconnected tables with relationships. Figure 2-2 shows a completed data model. This is a dimensional model, often called a star schema. There are six fact tables and eight dimension tables in this example. 

        Facts and dimensions are typically connected using relational keys. The keys in the dimension tables are unique because they identify only one unique row per dimension item, such as a product or a customer. The corresponding keys in the fact tables are not necessarily unique, because one customer can order multiple products, and one product can be ordered multiple times by different customers. 

        The pattern in this example is common in data warehouse design. If you were to browse the Dim Product table, for example, you would see that the ProductKey column contains sequential integer values that were assigned when the table was loaded. Corresponding ProductKey column values in a fact table have the same integer values. Power BI doesn’t require key columns to be sequential or to be a specific data type, so long as the values in the related tables match.

        You may notice that I’ve placed the fact tables in the middle of the relational diagram and the dimension tables around the outside. I’ve organized them as much as possible, but diagramming a perfect model layout can drive you crazy. When a model grows larger than a few tables, it can be difficult to manage in a single diagram view.
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          Figure 2-2. All Tables layout showing a star schema

        

        In addition to the All Tables layout, which includes every table in the model, you can create individual layouts for each cluster of facts and dimensions. In Figure 2-3, I have added the Fact Online Sales table and all related dimensions. When I create a data model, I create all of the relationships in the All Tables layout, but I don’t put a lot of effort into organizing all the tables in that view. I then create one layout for each fact table. The easiest way to do this is to drag the fact table to the layout and then choose Add Related Tables from the ellipsis menu of the fact table.
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          Figure 2-3. Model layout

        

        Note that additional relationships exist in the model that are not visible in this view, which only shows relationships between tables included in the layout.

        
          Relationship Cardinality

          Relationships in a truly dimensional model usually have one-to-many cardinality from each dimension table to each fact table. This means that only one unique value exists among all the key values on the “one” side of the relationship, and non-unique values are allowed only on the “many” side (see Table 2-1).

          Tip

            The “Many to many” cardinality option was introduced in more recent versions of Power BI to deal with unusual key matching conditions. Due to the lack of relational constraints, this option can produce unexpected results and is not generally recommended. Many-to-many relationship scenarios can be managed with more control using a bridging table with relationships enforced on both sides.

          

          
            Table 2-1. Cardinality types explained.
            
              
                	Cardinality option
                	Explanation
              

            
            
              	One to many
              	Only non-duplicate and non-blank values are allowed on the “one” side of the relationship. Duplicate values and empty values are allowed on the “many” side.
            

            
              	One to one
              	Only non-duplicate and non-blank values are allowed on the either side of the relationship.
            

            
              	Many to one
              	The reverse of “One to many”. Duplicate values and empty values are allowed on the “many” side but only non-duplicate, non-blank values are allowed on the “one” side.
            

            
              	Many to many
              	Allows duplicate and blank values on either side of the relationship.*
            

          

          The Power BI modeling engine validates cardinality when data is loaded into the model and the data refresh process will fail if a cardinality rule is violated in future data loads. Although one-to-many relationships are ideal, they cannot always meet every data-modeling requirement; expect some exceptions in complex data models.

          You can adjust the cardinality and cross-filter direction settings on a relationship between two tables in the data model designer. Figure 2-4 shows the relationship between the Fact Online Sales table and the Dim Customer table. From the perspective of the fact table, this is a many-to-one relationship. You can see that the CustomerKey values in the fact table are not unique. Note that the Cross-filter direction is Single.

          
            
            Figure 2-4. Edit Relationship dialog box showing the many-to-one relationship between the Fact Online Sales table and the Dim Customer table.

          

          The Cross-Filter Direction setting affects how queries are executed and how records are scanned and filtered in the Vertipaq storage engine, so it can significantly impact report performance. The Cross-Filter Direction can be set to Single or Both. The Single option creates a single-direction filter, and the Both option creates a bidirectional filter, with respect to the two tables in the relationship.

          Figure 2-5 shows two of the dimensions in this model in relation to one of the fact tables. This is a common scenario, where both the Customer and the Product dimensions are related to the Online Sales fact table through one-to-many relationships. What is the expected behavior for records filtered on either side of these relationships?
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            Figure 2-5. Single-direction relationships

          

        

        
          Filter Propagation

          The term filter propagation describes how selecting records and filtering one table causes a related table to be filtered. Think of a filter like electrons flowing through a circuit. A single-direction filter would be analogous to a diode that only allows current to flow in one direction. 

          To help you understand the relative effects of single-direction and bidirectional relationships, I’ve created a simple test report, shown in Figure 2-6. A measure named Online Order Count returns the row count of the Fact Online Sales table as it is filtered through report interaction. The table visual on the left side of the report page shows every product from the Dim Product table, alongside the number of online orders. The product names are sorted by the number of orders, showing those with the fewest orders first. The second table visual, in the middle of Figure 2-6, shows every customer from the Dim Customer table. The multirow card visual on the right shows the count of the CustomerKey column from Dim Customer, which corresponds to the row count in that table; the count of the ProductKey column from Dim Product; and the Online Order Count (the same measure used in the table showing products on the left).

          All products and customers are currently shown. The row counts confirm that no tables are currently filtered. What will happen if I select a product that only has a few orders? Will it filter the customers?

          
            
            Figure 2-6. Page to test relationships

          

          The next image, Figure 2-7, shows the page after I select a product name in the leftmost table visual. The Count of ProductKey changes to 1, indicating that the Dim Product table has been filtered to only one record, as expected. The Online Order Count is 5, indicating that the Fact Online Sales table was filtered to only the five records matching the selected product. The table visual showing customers hasn’t changed (all customers are shown) and Count of CustomerKey is still the same. Clearly, the Dim Customer table is not being filtered. What’s going on here?

          Because this is a single-direction filter from the Dim Product table to the Fact Online Sales table, records are not filtered from the fact table to the dimension table. No customer records were filtered because I did not select a customer, which would filter the fact table. Conclusion: The filter doesn’t flow from the “many” side to the “one” side of the relationship.

          
            
            Figure 2-7. Testing a single-direction relationship

          

          Next, I will modify the relationship between Fact Online Sales and Dim Customer, changing it from “Single” to “Both,” making it a bidirectional filter. This change is shown in Figure 2-8.
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            Figure 2-8. Bi-directional relationship

          

          The effect is immediate. With the same product selected, Figure 2-9 now shows that the customers have been filtered. Since the five orders were placed by separate customers, the Dim Customer table is now filtered to only five records.

          
            
            Figure 2-9. Testing a bidirectional relationship.

          

          Using bidirectional filters might seem at first to be good practice and a design pattern to follow in all semantic models. However, it can significantly decrease performance. Without using a resource-intensive measure on the report, cross-filtering seems to be quick, but complex calculations could take several seconds rather than milliseconds. Cardinality and cross-filter direction are important factors in model design. These options exist to meet business-reporting requirements, but try to avoid bidirectional relationships if they are not necessary.

          To understand why a bidirectional filter could make such a difference, think about the internal mechanics of filter propagation. In the first scenario (in which Dim Product filters the Fact Online Sales table), for each selected product record, Power BI must scan all 3.6 million records in the fact table to determine matches. That is a lot of records to scan, but only one operation, and all the work is performed in-memory with efficient, compiled programming code. In the second scenario (Dim Product filters Fact Online Sales, which filters Dim Customer), for each Fact Online Sales record returned by the first filter operation, all 18,000 customer records must subsequently be scanned to determine matches. In this simple example, the customer table would be scanned five separate times! Now imagine that the first filter produces 10 million order records, each of which requires a separate scan of the customer table. That would be a costly operation.

        

        
          Date Tables

          A date table, often called a date dimension table, is a fundamental pattern in dimensional modeling. Several time-intelligence DAX functions rely on a date table designed according to this pattern. Time-intelligence is a category of calculations and functions used to analyze data that varies over time. This table contains date records that match all the dates in a given fact-table column and includes additional columns for each date granularity period used for reporting, such as Year, Quarter, Month, and Week. 

          A date dimension table has one record for every day in a series, typically starting at the beginning of the first year and ending on the last date of the last year in the series. The table should include every date in every year within the series. For example, if the Order Dates in Fact Online Sales start on July 3, 2020, and go up to October 15, 2024, the Order date table should include every date from January 1, 2020, through December 31, 2024. That’s 1,826 daily records in the date table.

          The Auto Date/Time setting in Power BI Desktop will generate hidden tables for every date column in the model, but this is not a viable pattern for most business-reporting solutions. Most experienced professionals turn this feature off and create their own date tables or import them from a reliable source.

          When importing a date table, you must mark it as a date table and specify a date type column to utilize time-intelligence functions. The date type column you designate will be used for performing time-intelligence. From the field list or the diagram view (shown in Figure 2-10), use the ellipsis menu on the table to select “Mark as date table.”
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            Figure 2-10. Mark as date table.

          

          This menu selection opens the dialog shown in Figure 2-11, titled “Mark as a date table.” Simply choose the date type column and click the Save button.
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            Figure 2-11. The “Mark as a date table” dialog

          

          Next, create a relationship between the key column in the date dimension and the fact table or tables. You are not required to use a date type column as the key. It can be a unique whole number, but the date table must contain a date type column with unique and contiguous values. In other words, it cannot skip any dates in the series.

          Figure 2-12 shows a date dimension table related to four different fact tables. The advantage of using a common date table is that it lets you filter multiple tables in the model using one slicer or common report visuals. It also allows you to group dates using standard date-part values, such as Year, Quarter, and Month.
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            Figure 2-12. Common date dimensions.

          

          
            Special Calendar and Accounting Periods

            Not all date reporting uses standard calendar granularity. Many organizations use their own reporting periods for things like financial analysis and planning. This is another advantage of creating a custom date dimension table: you can add columns that define nonstandard reporting periods and groupings for analysis, such as fiscal-calendar periods, manufacturing schedules, or seasonal workdays. 

            Creating custom calendar-period definitions is a well-established pattern in database and data-warehouse design. A common technique is to add numeric columns to use for sorting, counting, and navigating periods. For example, fiscal calendar periods can begin and end on arbitrary calendar dates, but you can enumerate them in the calendar table using a sequential index. It would then be a simple matter to compare the sales for fiscal reporting period 93 to those from period 81,12 periods ago. (Chapter 11 will cover advanced modeling techniques in more detail.)

          

        

        
          Role-playing Dimensions

          Role-playing dimensions are a design concept in which you define a dimension table as a standard template and then implement that table multiple times within the semantic model. It was first included as a feature in multidimensional SQL Server Analysis Services. This is not a feature per se in Power BI, but can easily be implemented. 

          I role-playing dimension enables one table to serve multiple purposes. For a common example, imagine that you need time intelligence reporting for multiple date columns related to different business functions, such as Order Date and Delivery Date. Two duplicate tables, Order Date and Delivery Date, would have the same design and structure. In such a case, you could design the standard date dimension query using Power Query, with Enable Load turned off. The query would be implemented as two separate tables, using reference queries in the query editor.

        

        
          Column Properties and Settings

          Power BI utilizes metadata to associate properties and settings with various semantic model objects like tables, columns, and measures. This metadata enables some important capabilities and visual behaviors; for example, formatting and automatic visual selection. Common metadata properties include:

          
            	Hierarchies

            	
              You can organize columns in a table into named hierarchies for grouping, and to form drilldown navigation within visuals. Hierarchies are defined in the field list in the model diagram view, table grid view, or report designer. Drag and drop or right-click a field to create a hierarchy or add it to an existing hierarchy.

            

            	Data type

            	
              It’s critically important to give each column the correct data type. Ensure that numeric keys and quantity fields are stored as whole numbers. Dates and times should be stored as specific data types, not as Date/Time types. Ensure that you don’t store date, time, or numeric fields as text. Use the most conservative numeric data type to store numeric values accurately; whole numbers use less storage and memory than decimals, while fixed decimals are more conservative than floating-point decimals. A binary or Boolean (that is, Yes/No, True/False) data type is often a better choice than text or numbers, although it is not imperative to convert values of this type as long as you are consistent across the model.

            

            	Format

            	
              Format numbers and dates to ensure that they are displayed appropriately in report visuals. Correct formatting improves readability and reduces the space required to show values in the report. Whole numbers should not display decimals and should always include a thousands separator. 

            

            	Summarization

            	
              This property changes the default aggregation for a column when it is added to a report visual. Most numeric columns will be set to SUM values, but that might not be an appropriate behavior for certain fields, like Year or a numeric key. For these, you should set Summarization to “Do not summarize.” Enabling a numeric value to summarize is convenient for simple reporting but offers less control and consistency than using explicit measures. (Chapter 11 discusses implicit measures in more detail.) 

            

            	Data category

            	
              You can enable certain column behaviors by setting the Data category to indicate special meanings, such as a geographic designation, web URL, or image URL. When the column is added to a report, the report designer will generate a default visualization experience and set appropriate visual properties for the category: for example, a column categorized as a Country, City, or Postal Code will generate a map visual, while a column categorized as a web URL will show a clickable link.

            

            	Sort by column

            	
              On the Column Tools ribbon, use the Sort by Column dropdown list to select an alternate column to sort by. A common example is to sort month names in numeric order by the month number of the year (January, February, March) rather than alphabetically by name (February, January, March).

            

          

        

        
          DAX Essentials

          Data Analysis Expressions, or DAX, is an expression and query language developed specifically for tabular semantic models. Its uses include:

          
            	Measures

            	
              Measures are calculation objects that encapsulate DAX expressions; they are the most common application of the DAX language. Measures are calculated dynamically, within the context of report visual groupings, filters, slicers, and user interactions.

            

            	Calculated columns 

            	
              DAX expressions used to generate a column value for each row in a table. The expression is processed only when the table is loaded, and static values are persisted in the semantic model storage until the model is refreshed and the table is reloaded.

            

            	Calculated tables 

            	
              Table-producing expressions that result in a new table being persisted into the semantic model. Data for a calculation table can be obtained from other tables in the model and/or from DAX functions. Like calculated columns, calculated tables are processed at data load time and are repopulated when the model is refreshed.

            

            	Auto-generated DAX queries 

            	
              Produced when navigating report visuals in a Power BI report. Each visual internally generates a DAX query that is used to process and retrieve results from the report’s connected semantic model. These queries are hidden from users and processed in the background. While users interact with a report, Power BI is generating and processing dozens of DAX queries. You can use tools like Performance Analyzer and DAX Studio to view and capture these queries.

            

            	DAX queries 

            	
              DAX queries can be hand-typed or generated using query-authoring tools like Paginated Report Builder, DAX Studio, or SQL Server Management Studio.

            

            	Row-level security filters 

            	
              Row-level security (RLS) filters are DAX expressions that filter dynamically a table in the model and calculate values based on a user’s role membership, entity mappings, and other conditional logic. 

            

            	Special-purpose objects 

            	
              Variations of other DAX applications. For example, calculation groups and field parameters are special-purpose objects that leverage calculated tables and measures to produce advanced functionality in the semantic model.

            

          

          
            Measures

            Power BI is purposefully designed to behave like familiar business tools wherever possible, which is why many features in the query, model, and report designers resemble other Microsoft products like Excel. But designing more advanced analytic solutions often requires a different approach. Such is the case with implicit and explicit measures.

            The term implicit measure refers to a numeric column that naturally aggregates values when added to a report visual. Although columns with default summarization are often sufficient for simple reporting, they can produce incorrectly aggregated results under certain conditions. This default summarization behavior is convenient and requires less development effort than creating explicit measures for every calculation. However, implicit measures are less flexible than explicit measures and are incompatible with certain advanced features, like calculation groups.

            Explicit measures use DAX expressions purposely created to apply calculation rules. The DAX code for a measure could simply aggregate a numeric column value, or apply more complex and specific business rules and conditional logic. 

            Although implicit and explicit measure behavior are usually the same in a Power BI report, there are some differences in behavior and capability. Some reporting tools don’t support implicit measures. For example, Excel pivot tables do not support implicit measures under most conditions. 

            There are two schools of thought regarding implicit and explicit measures. Some people believe that you should create an explicit measure for every calculation and hide all the numeric columns in the model, to avoid confusion and provide report designers and business users with a consistent experience. This is considered the best practice for enterprise-class semantic model design. Others believe that if an implicit measure works for the task at hand, you should just use it and then create explicit measures when they are needed. This is common practice in ad hoc and self-service model design.

            Measures apply DAX expressions to aggregate values and apply calculation rules. Like Excel, DAX is a function-based language where functions aggregate, filter, and navigate through columns and in-memory tables. Simple aggregator functions include SUM(), MIN(), MAX(), and AVERAGE(), which evaluate a range of values and return the aggregate result. Iterator functions like SUMX(), MINX(), MAXX() and AVERAGEX() evaluate each row of a table, apply expressions and row-level logic, and then perform aggregations. 

            Measures are written in the formula bar in the model or report editor of Power BI Desktop. Figure 2-13 shows a very simple measure that calculates the sum of the SalesQuantity column in the Fact Online Sales table. Note the measure properties in the ribbon, which shows the Home table and Formatting options. I have set the Format option to Whole number, with a thousand separator and zero decimal places.

            
              [image: A screenshot of a computer  Description automatically generated]
              Figure 2-13. Simple measure and formatting options

            

          

          
            DAX Function Types

            DAX functions are used to aggregate, iterate, and filter; apply filter context; and create in-memory data tables that other DAX functions can use in measure definitions.

            
              Aggregations

              Aggregate or statistical calculations are applied to the values in a table column. Core functions like SUM(), AVERAGE(), MIN(), MAX(), MEDIAN(), STDEV(), and COUNT() return a single value from a range of column values. Additional functions perform similar operations over different value types and specific use cases. Examples of specialized statistical functions include: SUMX(), SUMA(), FIRSTNONBLANK(), PERCENTILE(), DISTINCTCOUNT(), and COUNTROWS().

            

            
              Filters and Context

              The CALCULATE() function in DAX modifies the filter context of an aggregate expression in a measure. It applies the calculation based on a table or the in-memory table returned by a table-type or filter-type function. Figure 2-14 builds on the first example for a measure named “Online Cell phone Sales Qty.” This measure uses the CALCULATE() function to modify the filter context of the SUM() expression. No matter how data is grouped or filtered in the report, this measure will only show the sum of sales quantity for products that have a Category Name of “Cell phone.” 

              
                [image: A white background with black text  Description automatically generated]
                Figure 2-14. Measure using CALCULATE() function

              

            

            
              Time Intelligence 

              Time intelligence functions are used to create measures that analyze values over a designated range of time. They perform dynamic filtering over a table relative to a selected date. To create time intelligence measures, the model must contain a standard Date dimension table that contains one row per calendar date, whether produced by the auto date/time feature or explicitly added to the model.

              Before I show you how to use time intelligence functions, here’s a simple example. Figure 2-15 shows a line chart visualizing two measures and dates on the horizontal axis. The tooltip shows the values of the two measures as of August 27, 2022. The Online Sales Qty on this date is 1,209 units. The accumulated month-to date value of the sales quantity is 28,053 units. If you were to go back to the first day of August, you would see that the sales quantity and the MTD sales quantity are exactly the same, where the MTD would be an accumulation of one day. Add that to the quantity on the 2nd, and then the 3rd and so on, up to the 27th day of the month, and there would be an accumulated total of just over 28,00 units. As you can see from the sawtooth shape of the charted values, the MTD totals accumulate and then reset on the first of each month.

              Each of these two measures is recalculated on each date and then plotted on the chart.

              
                [image: A graph with blue lines  Description automatically generated]
                Figure 2-15. Online Sales Qty and MTD measure

              

              Figure 2-16 shows the same set of data in a table visual. As you see, the values on August 27 are the same as the values shown in the tooltip. For each row in this table, each of these two measures are calculated within the context of that row. For the Online Sales Qty measure, the calculation is simply the sum of values for that date. For the Online Sales Qty MTD measure, it is the accumulated sum of values for the range of dates from the 1st through the date on that row.

              
                [image: A screenshot of a computer  Description automatically generated]
                Figure 2-16. Online Sales Qty and MTD in table

              

              Now that you have seen the expected outcome, we will look at the measure code.

              Functions like DATESMTD(), DATESYTD(), and PARALLELPERIOD() produce a filtered table containing rows relative to the current row in a date dimension table. The resulting in-memory table returned by these functions is then used to calculate and aggregate values to be returned by the measure. Additional time-intelligence functions like TOTALMTD() and TOTALYTD() perform both the dynamic date range filtering and the aggregate calculation logic. 

              The next series of three figures provides examples of measures that produce the same results. The first example in Figure 2-17 uses the same pattern as the Online Cell phone Sales Qty measure. The CALCULATE() function modifies the calculation scope of the SUM() function to a range of date records returned by the DATESMTD() time intelligence function.
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                Figure 2-17. Time intelligence measure using DATESMTD()

              

              In Figure 2-18, I am using the TOTALMTD() function, which, in effect, performs the functions of both CALCULATE() and DATESMTD() together. This is known as a wrapper function because it essentially calls the other two functions within its internal code.
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                Figure 2-18. Time intelligence measure using TOTALMTD()

              

              Finally, Figure 2-19 shows one more variation. This time, rather than repeating the expression: SUM( 'Fact Online Sales'[SalesQuantity] ), I just reference the base measure: Online Sales Qty. Rather than repeat measure expressions, you can reference one measure within the code of another measure.
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                Figure 2-19. Time intelligence measure using a base measure and TOTALMTD()

              

            

          

          
            Measure Properties and Settings

            A few important properties that should commonly be set for measures: 

            
              	Home table

              	
                Even through measures have model-wide scope, each measure must “live” within a table which then serves as the measure group. Any measure can be rehomed by simply changing the Home table.

              

              	Format

              	
                A measure should be assigned a format, appropriate for the data type and values returned by the calculation. Set the number of decimal places to align with reporting requirements and readability. Dates can be formatted for brevity and will be formatted appropriately for the user’s language and region.

              

              	Thousand separator

              	
                Large numbers should have a thousand separator to aid readability. Values with a thousand separator will be formatted appropriately for the user’s language and region.

              

              	Data category

              	
                Like columns, measures can have behaviors enabled by setting the Data category to indicate special meanings such as a Web URL or Image URL. When the measure is added to a report, the report designer will generate a default visualization experience and set visual properties appropriate for the category. Measures can return special categorized values and rendered as an image, barcode, geographic designation or map coordinate. 

              

              	Display folders

              	
                Using folders to organize and find objects is an intuitive experience for computer users. The Display folder property is commonly used to organize measures within a measure group table. Measures that have a common Display folder name will appear in the same folder or nested subfolder.

              

            

          

          
            Calculated Columns

            Because calculated columns expressions are limited to the scope of a single row, there are often more effective alternatives to perform calculations, such as in Power Query, a database view or upstream transformation logic. Calculated columns use DAX expressions to render a scalar value for the column, typically referencing other columns in the same row of the table. Always consider all options for performing row-level calculations—but there are several viable use cases where a calculated column can enhance the reporting experience. Examples include segmenting and binning column values, creating indicators and flags, parsing name fields, and creating date-based aging buckets. Calculated columns cannot be added to tables that use DirectQuery mode or semantic models using Direct Lake storage. Those calculations must be performed prior to the semantic model definition.

            Here is an example of an expression that populates a new calculated column named Age when the table is refreshed:

            Age = ROUNDDOWN( DIVIDE( TODAY() - [Birth Date] , 365 ), 0 )

          

          
            Calculated Tables

            A calculated table uses DAX to produce a new table in the semantic model. Any DAX function that returns an in-memory table can be used to generate the table. Following is an example of a calculated table expression that produces a table named Sales Dates, with a column of dates between January 1, 2023, and December 31, 2025:

            Sales Dates = CALENDAR( DATE( 2023, 1, 1 ), DATE( 2025, 12, 31 ) )

            The Sales Dates table code can be enhanced, adding columns for the year, month, and month number, like this:

            Sales Dates = 
ADDCOLUMNS(
    CALENDAR( DATE( 2023, 1, 1 ), DATE( 2025, 12, 31 ) ),
    "Year", YEAR( [Date] ),
    "Month Name", FORMAT( [Date], "MMMM" ),
    "Month Number of Year", MONTH( [Date] )
)

            Always consider that there are multiple options for producing tables in your solution, just like there are for calculated columns—including the lakehouse, warehouse or source database, transformation logic, or Power Query. Consider the most appropriate option for efficiency and maintainability.

          

          
            DAX Queries

            To return the results of a DAX expression as a result set, use the EVALUATE statement. A table-type function will return a set of values as rows and columns. Common functions used to group and summarize results are SUMMARIZE() and SUMMARIZECOLUMNS(). 

            The following example returns one row per date, along with the Online_Sales_Qty and Online_Sales_Qty_MTD measure values. Alias column names, in double quotes, are used to label the output columns.

            EVALUATE
  SUMMARIZECOLUMNS(
     'Dim Date'[Date],
     "Online_Sales_Qty", 'Fact Online Sales'[Online Sales Qty],
     "Online_Sales_Qty_MTD", 'Fact Online Sales'[Online Sales Qty MTD]
  )

            Filters can be added to manage the output. Adding the TREATAS() function to the following query passes a filtered table that includes only the year 2022, causing the Dim Date table to be filtered: 

            EVALUATE
  SUMMARIZECOLUMNS(
     'Dim Date'[Date],
     TREATAS( {2022}, 'Dim Date'[Year] ),
     "Online_Sales_Qty", 'Fact Online Sales'[Online Sales Qty],
     "Online_Sales_Qty_MTD", 'Fact Online Sales'[Online Sales Qty MTD]
  )

            Rather than literal expressions, you can also use variables to pass filtered in-memory tables, again filtering the output. In this example, the variable __DS0FilterTable contains a table of year values consisting of only the year 2022:

            DEFINE
VAR __DS0FilterTable = 
    TREATAS( {2022}, 'Dim Date'[Year] )
 
EVALUATE
    SUMMARIZECOLUMNS(
        'Dim Date'[Date],
        __DS0FilterTable,
        "Online_Sales_Qty_MTD", 'Fact Online Sales'[Online Sales Qty MTD],
        "Online_Sales_Qty", 'Fact Online Sales'[Online Sales Qty]
    )

          

          
            Performance Analyzer and DAX Query View

            You can use Performance Analyzer to capture the queries produced by report visuals in Power BI Desktop. Enable Performance Analyzer from the View ribbon in the report designer. Then, start recording and use the Refresh visuals link on the page. This will capture the queries for each visual and show their durations in milliseconds. You can then copy the query to the clipboard or choose Run in DAX Query View to open the query in Power BI Desktop (Figure 2-20).

            
              
              Figure 2-20. Performance Analyzer

            

            Performance Analyzer is an excellent tool for diagnosing poorly performing measures and report visuals. Watch for large duration values in the query timings to find report visuals that take longer to run. This can help you identify measures that need to be optimized or overly complex visuals that can be optimized or moved to a separate report page. Since every visual produces an individual query, reducing the number of visuals on a page can improve overall page performance. However, it’s better to optimize measure performance than to work around performance problems by reducing page content.

            If the visuals on a report page are performing poorly, there are a few possible culprits. Typically, the most effective method to diagnose and improve performance will be to capture the queries for the worst-performing visuals and then narrow down the factors to get to the root cause. Start by looking for a single visual or measure that takes longer to run than others.

            Before the DAX Query View was added to Power BI Desktop in 2024, it was necessary to use third-party tools to create and test queries. This new integrated query editor has features similar to query-authoring tools like SQL Server Management Studio and DAX Studio. Figure X s4-21ows the DAX Query View after opening the query generated by the previous line chart from Performance Analyzer.
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              Figure 2-21. DAX Query View

            

            You can edit multiple queries, highlight individual queries, and run DAX query code using the Run button. Query results are displayed in the Results pane below the editor.

          

        

        
          Advanced Model Features

          The sheer depth of advanced functionality and options afforded by the Analysis Service Tabular model within Power BI is vast. There are many advanced-level features that are not critical for most Power BI developers to understand or use on a regular basis. However, some features are common in more advanced solutions and can save you considerable time and effort when requirements call for more complex capabilities. Specific design and implementation steps for these and more features are covered in chapter 11. In this section, I introduce these advanced features’ purposes and criteria for using them, which may be included on the exam.

          
            Calculation Groups

            You have seen how to implement time intelligence calculations using DAX functions that utilize a date dimension table. You can use several time variation functions with any business metric to observe how it performs over time. 

            A semantic model may contain many measures that business users may want to use in time series reports. Given all the potential combinations of measures and time-series functions, however, creating a time-series variation for each one would be an enormous undertaking that would produce hundreds of individual measures. For example, let’s say that business users wanted to see the following time-series variations for all their business metrics:

            
              	
                Previous month

              

              	
                Month-to-date accumulation

              

              	
                Month-over-month difference

              

              	
                Percentage of month-over-month change

              

              	
                Previous quarter

              

              	
                Quarter-to-date accumulation

              

              	
                Quarter-over-quarter difference

              

              	
                Percentage of quarter-over- quarter change

              

              	
                Previous year

              

              	
                Year-to-date accumulation

              

              	
                Year-over-year difference

              

              	
                Percentage of year-over- year change

              

            

            If you needed to create measures applying the logic for each of these time-series calculations to ten different business metrics, that would require you to create and maintain 120 new measures. The alternative is using a calculation group.

            A calculation group allows you to design the time intelligence measure logic only once, then use it with any measure in the model. Calculated rules are reduced to consolidated code that can be applied to any measure added to a visual, along with the calculation group item. The associated measure is known as the selected measure.

            Prior to a 2024 update to Power BI Desktop, only third-party tools like Tabular Editor could create calculation groups. Since the update, this can be done from the Model View in Power BI Desktop.

            Figure 2-22 shows a calculation group named Order Date Intelligence and the code for a calculation item named MTD, which calculates the month-to-date total for the selected measure. The SELECTEDMEASURE() DAX function is used to pass the selected measure into the calculation item expression; the SELECTEDMEASUREFORMATSTRING() function is used to apply the same formatting as the selected measure.

            
              [image: A screenshot of a computer  Description automatically generated]
              Figure 2-22. Calculation group item expressions for MTD

            

            The Prev Month % Diff calculation item code is a little more involved (Figure 2-23). This code uses variables to compartmentalize the logic. It effectively compares the selected measure value to the value for the previous month and then calculates the difference as a percentage. Rather than formatting the output like the selected measure, Format String specifies the percentage format: 0.0%.
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              Figure 2-23. Calculation group item expressions for Prev Month % Diff

            

            Using a calculation group involves selecting a measure and then visualizing it in the context of a calculation-group item. This can be done by filtering the calculation group table by a single item, or grouping a visual, so each grouped value is effectively sliced by a single calculation-group item. The report example in Figure 2-24 shows the Online_Sales_Amt measure in a matrix, grouped by five different calculation-group items. Each item causes the measure to be calculated according to that item’s calculation expression and formatted appropriately.

            A calculation group behaves like any table. This example uses item values for the column group in the matrix and for item selection in the slicer.

            
              [image: A screenshot of a computer screen  Description automatically generated]
              Figure 2-24. Calculation group test page

            

            As you can see, the calculation group reduces the number of measures needed in a semantic model by applying predefined calculation logic over any selected measure. 

            Calculation-group support comes with a trade-off: to enable it, you must change the semantic model configuration in a way that will disable your ability to use implicit measures. When a calculation group is created in Power BI Desktop, the message in Figure 2-25 is shown, prompting you to update the model. Once this change is applied, you can begin using calculation groups, but implicit measures will be disabled.

            
              
              Figure 2-25. Calculation group prompt

            

          

          
            Row-Level Security

            Row-level security (RLS) is a feature that filters data in the semantic model based on user roles. When you filter a table in the model using RLS, the filter is propagated to all related tables, causing sensitive data to be hidden from view and measures to be calculated only in the context of records available to the user. This method is reliable and secure when implemented correctly. Any report or query the user runs against the model will exhibit the same behavior. Even users who connect to the model using Analyze in Excel, a Paginated report, or any third-party reporting tool will see only the data that is visible to them through RLS filtering.

            Users must have Viewer access to the semantic model for row-level security to work. Users with elevated access (through Member, Contributor or Admin access assignments) will not be affected by RLS filters. Records and corresponding totals are filtered based on a user’s role membership, so in some report visuals, different users might not see the same values.

            There are two possible implementations of RLS, with one being an extension of the other. Standard role-based row-level security applies the same filters to all members of a defined role. Dynamic row-level security applies conditional logic in the RLS filter using a data-driven approach, based on a table that maps a list of users to key values in the filtered table. I’ll briefly discuss the mechanics of RLS, then show examples of each implementation. 

            Figure 2-26 shows two report visuals grouping store sales measures by store geography, with continent and country on the left, and continent on the right. The goal is to allow certain users to see only the sales totals for a specific continent. Users should not be able to see aggregate values for stores in any other continent, regardless of how they slice or group the store sales data.

            
              [image: A screenshot of a graph  Description automatically generated]
              Figure 2-26. Store sales visuals by geography

            

            
              Filter Propagation and RLS

              Figure 2-27 shows a branch of the data model where the Dim Geography table is related to the Dim Store. Dim Store is in turn related to Fact Store Sales. This is a snowflake schema ,where one dimension is related to another dimension. 

              Pay attention to the relationship directions depicted in the diagram. If we were to filter the Dim Geography table, it would cause the Dim Store table to be filtered, which would then cause Fact Store Sales to be filtered. In business terms: if you were to select any geographic unit, such as continent, from the Dim Geography table, it would filter the related Dim Store table to include only the stores for that geography. Likewise, only store sales values from the fact table would be included, resulting from the propagated filter between Dim Store and Fact Store Sales. 
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                Figure 2-27. Relationships for Dim Geography

              

            

          

          
            Role-Based Row-Level Security

            Role-based implementations of RLS apply filters to all members of a defined role. In the following example, the goal is to filter continents based on a user role. Figure 2-28 shows the “Manage security roles” dialog, which is opened from the model designer using the Manage roles button.

            Two roles are defined: Europe Sales and NA Sales. The NA Sales role is shown with the filter logic for the Dim Geography table. When a member of the NA Sales role uses the Dim Geography table, the table will be filtered to include only records where the ContinentName is “North America.”

            
              [image: A screenshot of a computer  Description automatically generated]
              Figure 2-28. Manage security roles dialog

            

            For testing, use the View As button and select the NA Sales role. This simulates running the report as a member of that role. Figure 2-29 shows that the report is filtered to include only sales for stores in North America.

            
              
              Figure 2-29. View as NA Sales

            

            Now to apply the RLS enabled semantic model in the Power BI service. For testing purposes, I added two measures to show the USERNAME() and USERPRINCIPALNAME() function values on my RLS test page. The new measures are defined as follows:

            User Name = USERNAME()
 
User Principal Name = USERPRINCIPALNAME()

            Adding the two new measures to a card visual to the test page, I can see who is running the report, shown in Figure 2-30.

            
              [image: A screenshot of a computer screen  Description automatically generated]
              Figure 2-30. RLS test page with user information

            

            A minor complication is that as the author of the report, I have admin rights to the model in the Power BI service. To test that RLS is working correctly, I need to sign in as a less privileged user. After deploying the report and semantic model to the Power BI service, I use the security settings for the semantic model to assign a test user to one of the RLS roles. I add a user named Student to the NA Sales role and giving them Viewer access to the semantic model and report.

            After you add roles to the semantic model in Power BI Desktop and deploy it, you can add users and groups to the roles in the service. Using the ellipsis menu of the published model, choose Security and then Add users or groups. (Figure 2-31 shows the report running in the service, using the credentials of the test user.) After you grant Viewer access to the semantic model and add the user to the NA Sales role, only North America sales will be visible to this user.

            
              [image: A screenshot of a computer  Description automatically generated]
              Figure 2-31. Testing row-level security with a test user in the service

            

            Standard RLS works well when there are a limited number of role-based filtering conditions, such as users having access to sales for stores in a few different continents. However, this approach may not be viable when filtering must be performed at a more granular level or when the rules are more complex.

            
              Dynamic Row-level Security

              Dynamic implementations of row-level security add a data-driven element to the equation. Rather than hard-coding the filter criteria to each specific role, you can use a mapping table to relate the username or user principal name to key values in a table. You can apply dynamic RLS to a security role for a dimension table with a filter expression that uses the USERNAME or USERPRINCIPALNAME DAX function. 

              Figure 2-32 shows a simplified RLS mapping table, associating users to the continents for which they are allowed to see store sales information. 
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                Figure 2-32. Simple RLS user mapping table

              

              In a more advanced scenario, the mapping table could associate each username with a store key or customer key and might contain hundreds of key-mapping records. Because neither UserName nor ContinentName is a unique value, the mapping table cannot participate in a relationship that supports the RLS filter. The dynamic filtering logic must thus be performed in DAX programmatically. Figure 2-33 shows the role filter for a generic role to which all applicable users will be added. The filter expression on the Dim Geography table performs a lookup to see if the mapping table contains a row with the UserName matching the ContinentName. If it does, geography records for that continent are allowed through the filter, and the same filter propagation occurs as before.

              
                [image: A screenshot of a computer  Description automatically generated]
                Figure 2-33. Dynamic RLS filter expression

              

              Since the test user was mapped to Europe in the mapping table, the test report in the service includes only store sales data for Europe (Figure 2-34).
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                Figure 2-34. Dynamic RLS test report in the service

              

              Dynamic row-level security is flexible, reliable, and secure. However, it does negatively impact report performance, because the RLS filtering expression must be performed for every row in the affected table.

            

          

          
            Incremental Refresh

            As data volume grows, managing a semantic model with large tables can become challenging. Incremental Refresh is a feature that automatically creates and maintains table partitions and lets you to refresh only the data that has changed or been added since the last refresh, instead of reloading the entire model. Particularly beneficial for large models, it can reduce refresh times, minimize resource consumption, and ensure that the most current data is available.

            Many previous versions of SQL Server Analysis Service, which is the basis for Power BI semantic models, have afforded the ability to partition tables, but it has always been a complex and cumbersome process – both to design and maintain. Incremental Refresh manages the process in the Power BI service.

            
              Requirements

              You can apply Incremental Refresh to any semantic model deployed to the Power BI service using Pro or Premium capacity licensing. Power BI Pro licensing limits the model size to 1 GB. Certain features of Incremental Refresh are available only in Premium capacities, but the core features are supported with Pro licensing.

              The query must include a Date/time type column used for partitioning. If a date type column exists, it can be duplicated or changed to a Date/time type.

              You’ll need to add two parameters and use them to filter the partition column according to specific date-range filtering criteria. Figure 2-35 shows the date-range criteria and parameters used to filter the partitioning column. You may set these parameters to any range of date values.
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                Figure 2-35. Date range parameter filter

              

              If the preceding criteria are met, an Incremental Refresh policy can be added to the table. I strongly recommend that you make your queries foldable. Make sure that your data source supports query folding and that you don’t use any query-transformation steps that will break query folding. This will dramatically improve refresh performance. 

              Conversely, implementing Incremental Refresh on nonfoldable queries will have a significant negative impact on data refresh performance and capacity use. Figure 2-36 is an example that partitions the Fact Online Sales table by year and by month. When the model is refreshed, records with a date in the past two months will be stored in monthly partitions; earlier records for the previous five years will be stored in yearly partitions. Only records that have been added since the last data refresh will cause the individual partition queries to be processed. The service runs a separate query for each partition, using the RangeStart and RangeEnd partitions to substitute the appropriate dates.

              
                [image: A screenshot of a computer  Description automatically generated]
                Figure 2-36. Incremental Refresh policy

              

              Optionally, if the table contains a column to track when existing records have been updated, you can use it to maintain partitions that need to be refreshed. When an update date is newer than the last refresh date, those partitions will be reprocessed.

            

          

        

      

      
        Chapter Summary

        The semantic model is the foundation of analytic reporting with Power BI, built on a mature technology that is feature-rich and enterprise-ready. Based on the Vertipaq engine, the tabular, in-memory data model technology was developed within SQL Server Analysis Services and then incorporated into Power Pivot for Excel, Power BI, Azure Analysis Services and Microsoft Fabric. Tables within a semantic model (previously called a dataset) can utilize fast import storage mode, real-time DirectQuery, or Direct Lake in the Microsoft Fabric OneLake ecosystem.

        Analytic data models are most effectively designed according to dimensional modeling best practices, applying star and snowflake schemas, with dimension and fact tables. Relationships between tables are based on key columns that define record cardinality and filter direction. Relationships cause filter propagation that filters tables in the model when you se columns from different tables in report visuals.

        When you use a standard date dimension table that contains one record per day in a contiguous series of dates, you can work with time-series reporting and time-intelligence analysis. Time intelligence calculations apply special DAX functions that navigate and filter dates in the date dimension related to a fact table.

        Measures perform calculations within the context of a report visual as it is filtered, grouped, or sliced on a report page. Use explicit measures, which are defined using DAX expressions, rather than summable numeric columns (often referred to as implicit measures) in a report when possible. You won’t be able to use implicit measures when certain advanced features, like calculation groups, are enabled in a semantic model. Measure logic can be as simple as using aggregate functions like SUM() or AVERAGE(), or they can apply complex business rules to perform advanced calculations. 

        Calculated columns and calculated tables are defined using DAX but populated during model refresh and are not recalculated in the context of a report visual.

        Role-playing dimensions are dimension queries with the same structure and column definitions that are materialized as separate tables in a model. They often serve similar but different purposes, since they are related to tables in the model. 

        You can use Performance Analyzer to diagnose the performance and results of queries produced by visuals on a report page. DAX Query View, a new addition to Power BI Desktop, is a query editor used to view, run, and author DAX queries.

        Calculation groups are an advanced feature that define standard calculation logic, which can then be applied to a selected measure in a report. Calculation groups are often used to apply standard time-intelligence calculations to selected measures, as well as to optimize model development and minimize the need for redundant calculation code.

        Row-level security manages user access to sensitive data and allows reports connected to a central data model to be filtered specifically by a user’s role. Dynamic RLS allies filter logic according to calculation logic that can be table-driven, enabling different users to see only the appropriate data and calculated values for their assignments or areas of responsibility.

        Incremental Refresh automatically manages large tables, reducing data refresh overhead and query processing resources by partition large tables using data ranges. Once implemented, only partitions containing new and updated records are processed.
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Vv Calculation groups (1)
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\ Calculation items (9)
Selected Item
MTD

YTD

Prev Month

Prev Month Diff
Prev Month % Diff
Prev Year

Prev Year Diff
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